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Kurzfassung

In der Automobiltechnik, der Fabrikautomation, der Medizintechnik und
vielen anderen Bereichen der Technik werden eingebettete Systeme zur
Steuerung technischer Anlagen eingesetzt. Um einen sicheren Betrieb zu
gewährleisten, muss ein eingebettetes Steuerungssystem nicht nur Aus-
gaben korrekt berechnen, sondern auch schnell genug zur Verfügung
stellen. Erschwerend kommt hinzu, dass viele moderne eingebettete
Systeme aus seriengefertigen Komponenten (Components-off-the-shelf)
aufgebaut sind, die im General-Purpose Computing genutzt werden.
Components-off-the-shelf haben typischerweise eine sehr gute durchschnit-
tliche Leistung, aber auch ein sehr schlechtes Laufzeitverhalten in eini-
gen seltenen Fällen, so dass es oft unvermeidlich ist, dass Deadlines in
ungünstigen Szenarien verpasst werden. Ein großes Problem in der in-
dustriellen Praxis ist daher der Umgang mit heterogenen Rechenplattfor-
men, die nicht (vollständig) als klassische Echtzeitsysteme mit hochgradig
vorhersagbarem und einheitlichem Ausführungsverhalten konzipiert sind,
sondern leistungsoptimierte Komponenten mit variierendem Ausführungs-
verhalten enthalten.

Diese Dissertation adressiert die Problematik auf verschiedene Weise:
Das klassische Liu-Layland-Systemmodell, das für klassische Echtzeitsys-
teme ausreichend ist, wird durch ein vollständig kurvenbasiertes Modell
ersetzt. Das neue Modell spezifiziert sowohl das Auftreten von Ereignis-
sen als auch die Arbeitslast durch sog. Kurven; vergleichbare State-
of-the-Art-Modelle verwenden entweder Ereigniskurven oder Lastkur-
ven. Kurven erfassen variierende Ereignisankünfte und variierende Last-
zustände wesentlich besser als simple Parameter wie im Liu-Layland-
Modell. Das bestehende Timing-Analyse-Framework Compositional Per-
formance Analysis (CPA) wird in dieser Dissertation so angepasst, dass
es das vollständig kurvenbasierte Modell verarbeitet und damit dann zeit-
bezogene Systemeigenschaften genauer berechnet. Abgesehen vom Sys-
temmodell war es auch nützlich, die Art der Echtzeitbeschränkungen zu
hinterfragen, die für Systeme gelten sollen, die durch ihre Konstruktion
die Überschreitung von Deadlines in seltenen Fällen verursachen, wenn
das System nicht gerade unrealistisch wenig ausgelastet ist. Interessan-
terweise wurde in verwandten Arbeiten beobachtet, dass selten auftre-
tende Deadline-Überschreitungen für Systeme, die ein inhärent robustes
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Verhalten oder geeignete Toleranzmechanismen aufweisen, akzeptabel
sein können. Dies hat zu der relativ neuen Theorie der schwach harten
Echtzeitsysteme geführt. Ein schwach hartes Echtzeitsystem erfüllt seine
zeitliche Spezifikation, wenn eine maximale Anzahl von Überschreitungen
einer Deadline in einem bestimmten Ausführungsfenster nie überschrit-
ten wird. Diese Art von Echtzeitspezifikation ist vielversprechend, weil
sie den Bedarf an einer formalen Garantie für das Zeitverhalten mit der
Toleranz gelegentlicher Deadline-Überschreitungen in Einklang bringt.
Daher wird in dieser Dissertation ein kompositionelles Analyseframe-
work entwickelt, das in der Lage ist, schwach harte Echtzeiteigenschaften
moderner eingebetteter Systeme mit einem vollständig kurvenbasierten
Systemmodell formal zu verifizieren. Das Framework stützt sich auf die
Ergebnisse der CPA und der Typical Worst-Case Analysis (TWCA) und
wird daher TypicalCPA genannt. TypicalCPA geht in verschiedenen As-
pekten über den Stand der Technik hinaus, vor allem aber ist sie auf
heterogene Multikomponenten-Rechenplattformen anwendbar, während
frühere Methoden nur Einkomponentensysteme mit schwach harten Rand-
bedingungen analysieren konnten. In den Experimenten wird die Meth-
ode auf verschiedene synthetisch erzeugte Systeme angewandt, um die
erreichbaren schwach harten Echtzeitgarantien und die damit verbunde-
nen Laufzeiten zu bewerten. Die Dissertation kann als eine umfassende
Studie gesehen werden wie die formale Verifikation moderner eingebet-
teter Computersysteme zukünftig realisiert werden kann.
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Abstract

In automotive technology, factory automation, medical technology, and
many other fields of engineering, embedded systems are used to control
the technical equipment. To ensure safe operation, an embedded control
system must not only produce correctly computed outputs but the out-
puts must also be available in due time. A complication is that many
modern embedded systems are built from components-off-the-shelf used
in general-purpose computing. Components-off-the-shelf have typically a
very good average performance but also a very bad run time behavior in
some rare cases such that it is often inevitable that deadlines are missed
in unfavorable scenarios. It is therefore a major problem in industrial
practice how to deal with heterogeneous computing platforms which are
not (fully) designed as classic real-time systems with highly predictable
and uniform execution behavior but include performance-optimized com-
ponents with dynamic execution behavior.

This dissertation addresses the problems in several ways: The classical
Liu-Layland system model, which is adequate for classic real-time sys-
tems, is replaced by a fully curve-based model. The new model specifies
both event occurrence and execution time demand by curves; compara-
ble state-of-the-art models apply either event arrival curves or workload
curves. Curves significantly better capture variable event arrival and
variable execution time demand than single-value parameters as in the
Liu-Layland model. The existing timing analysis framework Composi-
tional Performance Analysis (CPA) is adapted in this dissertation such
that it processes the fully curve-based model and produces tighter results
for timing-related system properties. Apart from the system model, it
has also been useful to question the type of real-time constraints that
should apply to systems, which by their construction inevitably produce
deadline misses in rare cases unless the system is unrealistically lightly
loaded. Interestingly, it has been observed in related work that rarely
occurring deadline misses can be acceptable for systems which have an
inherently robust behavior or appropriate mitigation mechanisms. This
has led to the relatively new theory of weakly-hard real-time systems.
A weakly-hard real-time system satisfies its timing-related constraints
if a maximum number of deadline misses in a given execution window
will never be exceeded. This type of real-time constraints is promis-
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ing because it reconciles the need for formal performance guarantees
with the tolerance of occasional deadline misses. Therefore, a composi-
tional analysis framework is developed in this dissertation which is able
to formally verify weakly-hard real-time properties of modern embedded
systems with a fully curve-based system model. It relies on results from
CPA and Typical Worst-Case Analysis (TWCA) and is thus called Typi-
calCPA. The analysis goes beyond the state-of-the-art in various aspects,
but notably it is applicable to heterogeneous multi-component comput-
ing platforms where prior methods could only analyze single-component
systems with weakly-hard constraints. In the experiments, the method
is applied to different synthetically generated systems to evaluate achiev-
able weakly-hard real-time guarantees and related run times. The disser-
tation can be seen as a comprehensive study how to tackle the challenge
of verifying modern embedded computing systems in the future.
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1. Introduction

In a world of digitization, computing systems have become ubiquitous.
They are embedded in, for instance, electronic consumer devices, com-
munication systems, manufacturing processes, medical technology, auto-
motive and aerospace systems. An embedded computing system typically
performs the task of data processing and control in such systems: It
reads data from sensors, computes algorithms or control laws, and trig-
gers actuators. In sophisticated application contexts, an embedded com-
puting system can be distributed, meaning that it consists of a number
of separate processing elements which are connected by data buses and
communication networks. A processing element itself can range in its
complexity from a simple microcontroller [47] to a complex multiproces-
sor system-on-chip (MPSoC) [99] and runs software.

To the extent that software impacts safety and security of systems,
techniques and work processes to master software quality have become
indispensable and are formally required by standards [52]. The quality of
software development benefits from structured and matured procedures
and from a good software development infrastructure, including config-
uration management as well as build and test automation. The software
product quality should already be realized as far as possible in the con-
struction process, but the properties of the final software product must
be checked by software tests and software verification. Software tests
are popular but can only cover a small set of possible test cases, while
software verification mathematically proves universally valid statements
about the software properties but is more challenging.

In this dissertation, the focus lies on the verification of real-time proper-
ties of software. Real-time properties are particularly relevant in embed-
ded computing systems because it is not sufficient for a correct behavior
that expected computational results are eventually produced but they
have to be produced in a timely manner. For instance, a brake-by-wire
system in a car without a mechanical link between the pedal and the
brake must be operating within fractions of a second. The brake-by-
wire system thus has a deadline for its response time. The verification
of real-time properties, also called performance analysis, builds a model
of the embedded computing system and employs an analysis algorithm
to show that the system model satisfies a given real-time specification
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1. Introduction

even under the most unfavorable circumstances (worst case) – see Fig-
ure 1.1. The real-time specification typically expresses constraints on the
responsiveness of the system.

Real-time 
specification

Real-time 
properties

Model of the embedded 
computing system

Real system

abstraction analysis comparison

R R R

R R R

R

RR

Data Bus 3

Data Bus 1

Data Bus 2

Figure 1.1. Verification process

An important challenge of performance analysis is to balance the ac-
curacy of the system model, the analysis algorithm, and the formulation
of the real-time specification versus computational complexity. Given an
efficient and precise analysis algorithm which exploits a high degree of
detail in the model and the constraints, the obtained upper bounds for
response times will be tighter, i.e., less pessimistic than in a less elab-
orate approach. Simplifications for the sake of reducing computational
complexity in performance analysis are safe if they lead to conservative
verification results, i.e., if they exclude false positives. But at the same
time they should not produce too pessimistic results for the verification
still to be useful.

Striking the balance between accuracy and computational complexity
at all levels (system model, analysis, specification) becomes increasingly
important in view of modern and future system architectures for high
performance embedded systems. The usual design paradigm for embed-
ded real-time systems is the design-for-the-worst-case, which contradicts
the design-for-the-common-case principle known from the world of com-
puter architecture. Patterson and Hennessy [74] state in their influential
textbook on computer organization and design: “Making the common
case fast will tend to enhance performance better than optimizing the
rare case. Ironically, the common case is often simpler than the rare case
and hence is often easier to enhance.” While a system design for the
common case will thus not care much about the worst case, embedded
real-time system architectures are built with a strong consideration of
the worst case since timing constraints must be satisfied under the most
unfavorable circumstances to guarantee safe operation. Real-time sys-
tem design also puts emphasis on well predictable timing because it eases
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modeling and analysis. A current effort in view of increased performance
demand and cost pressure is, however, to employ in embedded real-time
systems commercial off-the-shelf (COTS) components which follow the
common-case design paradigm. Optimizations applied in COTS compo-
nents lead to a high variability and thus a large discrepancy between the
best-case and worst-case timing. An important example for a COTS-
based architecture is a multicore system. The COTS components in
multicore systems, which have largely diverging average and worst-case
timing properties, are optimized cores with speculative execution, shared
caches, main memory possibly with virtual addressing, and shared inter-
connection networks [37]. Due to the optimization-induced complex and
highly dynamic behavior of COTS components, also the prediction of
their timing becomes hard. To master the complexity of COTS com-
ponents, a modeling strategy is required which is able to tightly bound
these dynamics. With regard to the analysis, the heterogeneity of differ-
ent COTS components in a system must be supported. Finally, even with
an appropriate modeling and analysis approach it becomes extremely dif-
ficult to sensibly dimension a COTS-based real-time system such that it
is guaranteed to be completely deadline-miss free due to the extreme
worst-case scenarios. The observation that many systems are robust to-
wards a rare number of deadline misses [20] suggests that a detailed real-
time specification with a precisely quantified robustness towards deadline
misses could be a key to a successful design and verification of COTS-
based real-time systems.

The objective of this dissertation is to find a good trade-off between
accuracy and computational complexity with regard to the specification,
modeling, and verification of distributed real-time systems. The chosen
strategy is to develop a compositional analysis for a curve-based system
model with weakly-hard real-time specification. Each of these elements
in isolation have been shown to be a promising solution to the above
described challenges, however, this dissertation aims to bring all three
elements together and evaluate their combined strength. In the following,
the choices are motivated and finally the outline and contributions of the
dissertation are presented.

Curve-Based System Model. There are broadly speaking two dif-
ferent approaches to model real-time systems. The first, very popular
approach goes back to the seminal publication by Liu and Layland [66]
and thus is also sometimes called the Liu-Layland model. It is adequate
for real-time systems which have a well predictable uniform behavior.
Uniform behavior means that computations are performed periodically
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1. Introduction

and need always more or less the same amount of time to complete. Due
to the simple characteristics of the system behavior, the Liu-Layland
model requires only a small set of parameters to correctly characterize
the elements of a real-time system.

The second, newer but also well established approach is better suited
for real-time systems with dynamic behavior, which show high variance
with regard to when computations are performed and how long they take.
Here functions over time, so called curves, are required to precisely model
the elements of the real-time system. This curve-based system model is
the basis of modern analysis frameworks like Network Calculus (NC)
[62], Real-Time Calculus (RTC) [93], and Compositional Performance
Analysis (CPA) [51].

Note that modeling dynamic system behavior by using concepts from
probability theory is a fundamentally different approach and will not be
treated in this dissertation.

Compositional Analysis. The analysis frameworks NC, RTC, and
CPA do not only all rely on some variant of the curve-based system
model, but they also apply a compositional type of analysis to derive
real-time properties of the system. Compositional means that “the prop-
erties of the system as a whole can be derived (economically and con-
clusively) from the properties of its constituting components” [73]. The
compositional analysis approach stands in contrast to the holistic analy-
sis approach which analyzes the system as a whole without attempting to
break up the system into parts. Compositional analysis approaches have
the advantage over holistic analysis approaches that they scale well with
system size and can easily cope with heterogeneous system architectures.

Weakly-Hard Real-Time Specification. A real-time specification
usually consists of a set of constraints, which can be classified as hard,
soft, and weakly-hard real-time constraints. A hard real-time constraint
requires that a given deadline must be always satisfied. By contrast, a
soft real-time constraint only recommends to respect a given deadline
whenever possible. Indeed hard deadlines have been considered as the
“natural” constraint for critical computations often without rigid justi-
fication [91], but requiring that every computation completes within its
deadline may be unnecessarily strict for some systems where a missed
deadline has no impact or only causes a performance degradation but
not a failure. This motivated the introduction of weakly-hard real-time
constraints which precisely bound the allowed patterns of missed dead-
lines in a given interval [20]. A common weakly-hard real-time con-
straint allows a maximum of m deadlines misses in k consecutive jobs
of a task. Weakly-hard real-time specifications can be seen as a curve-
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based constraint formulation in comparison to the simple hard real-time
constraints with the advantage of higher expressiveness.

The application of curve-based modeling and compositional analysis
together with a weakly-hard specification can be a possible answer to
the current verification challenges. Curves enable the efficient modeling
and analysis of variability in the system, while weakly-hard constraints
encode the robustness of the system towards a bounded number of dead-
line misses because of its inherent stability or the existence of appropri-
ate mechanisms to mitigate a bounded number of deadline misses. The
compositional analysis is able to deal with heterogeneous and realisti-
cally sized systems. In other words, the system can be designed for the
common case while deadline misses in the worst case can be formally
bounded.

To put the triad “curve-based system model, compositional analy-
sis, weakly-hard real-time systems” into practice, the dissertation first
reviews related work on real-time systems to identify relevant contribu-
tions which relate to curve-based system models, compositional analysis,
and weakly-hard real-time specification. It turns out that in the field of
hard real-time verification, methods which build on curve-based system
models and apply compositional analysis are available. The most promi-
nent examples are Network Calculus (NC), Real-Time Calculus (RTC),
and Compositional Performance Analysis (CPA). These methods, how-
ever, are not directly applicable to verify weakly-hard real-time systems.
In the field of weakly-hard verification theory, results relate to simple
single-component systems. An interesting technique from this body of
work is, however, Typical Worst Case Analysis (TWCA) [101] because
it builds on a curve-based system model which is principally compatible
with the model of CPA. Therefore, this dissertation explores how CPA
can be combined with TWCA in order to create a compositional analy-
sis which takes a fully curve-based system model as input and computes
weakly-hard real-time properties. The resulting method is called Typical
Compositional Performance Analysis (TypicalCPA).

The individual contributions of the dissertation are as follows:

CPA-related contributions

� revision of the system model of CPA such that it includes not only
event curves but also execution time curves

� respective adjustment of the analysis of CPA

5



1. Introduction

TWCA-related contributions

� adaption of TWCA to systems with runnable entities such that auto-
motive software systems can be analyzed

� novel scheduling algorithm for weakly-hard real-time systems which
is applicable not only to systems with a Liu-Layland model but in
particular to systems with a curve-based model

TypicalCPA-related contributions

� extension of TWCA such that it is fully (and not only partially) curve-
based by including both event curves and execution time curves,

� integration of the extended TWCA as a component-related method
into CPA,

� computation of weakly-hard guarantees for chained computations.
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Part I.

Verification of Hard Real-Time Systems
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2. A Primer on Real-Time Systems

Many technical systems are controlled by embedded computing systems.
Adequate control requires not only to correctly compute the control laws
but also to produce the computational result fast enough. Embedded
computing systems with timing constraints are therefore also often called
real-time systems. But what determines how long a software program
takes to execute on an embedded computing system?

The execution platform of a real-time system consists typically of in-
terconnected processing elements which are also called resources. On
each resource runs software which includes an operating system and ap-
plications. From the point of view of the operating system, the software
(including the operating system itself) is structured into a set of tasks.
This is illustrated in Figure 2.1.

Real-time system:
Execution platform 

Controlled system

R R R

R R R

R

RR

Data Bus 3

Data Bus 1

Data Bus 2

Real-time system:
Task-to-resource mapping 

resource R

Task 1
Task 2

Task 3

Figure 2.1. Different views on a real-time system

A task has generally to be computed repeatedly, and each instance of
a task is called job. A resource provides execution time to a task as a
service. However, it can only execute one task at a time and the operat-
ing system is responsible to manage the scheduling, i.e., when a task is
allowed to execute. The scheduling process is as follows, see also Figure
2.2: Once a recurrent task becomes ready for execution (also: is acti-
vated or arrives), it is queued and waits until it is selected for execution.
When it is selected depends on the scheduling policy, which is often based
on static priorities assigned to tasks. Preemptive scheduling policies al-
low that a running task execution can be suspended if a task with higher
priority arrives. Nonpreemptive scheduling policies forbid the suspension
of running tasks. Complicating factors in scheduling are, for instance,
shared resources and precedence constraints. A shared resource, e.g., a
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data structure, requires often a coordinated (synchronized) access by dif-
ferent tasks to realize mutual exclusion. Precedence constraints enforce
a specific order on the execution of tasks and impact the scheduling.

task is 
executing

task is in 
ready queue

task 
activation

task is scheduled 
to be executed

preemption

task has 
terminated

Figure 2.2. Scheduling process

For the verification of a real-time system, it is important to derive the
real-time properties of interest and compare the obtained properties with
the specification of the system. A classic real-time property is the worst-
case response time (WCRT) of a task, i.e., the longest time it takes from
the task activation to the task termination. A major complication in de-
riving real-time properties is that a real-time system has many behaviors:
For instance, given two different runs of the same real-time system no two
identical schedules are likely to be observed though the same scheduling
policy applies as illustrated in Fig. 2.3. One important reason is here
that the execution time of a task varies with each job depending on input
data, control flow, processor state, memory accesses etc.

ttask 1

task 2 t

Run 1

task 1

task 2

Run 2

t

t

activation event

termination event

execution phase

preemption phase

resp. time resp. time

resp. time resp. time

Figure 2.3. Schedules for two runs of an example system with 2 tasks

A solution is to create a good model for all possible behaviors, e.g.,
to find a lower and an upper bound on the system behaviors. The lower
bound represents the best-case behavior and the upper bound represents
the worst-case behavior to be expected. If the best-case and worst-case
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behavior of the system is known in this manner, then all intermediate be-
haviors are known to be in between these bounds (given that the system
is sustainable [32]). For real-time systems, the worst case is of particular
importance since the aim of verification is to check whether the real-time
specification is fulfilled even under the most unfavorable circumstances.
From a practical perspective, bounding the behaviors of a system means
to bound its individual characteristics. Regarding the above example,
the execution time of task 1 over a sequence of jobs is such a charac-
teristic. Figure 2.4 shows two exemplary upper bounds on the sum of n
consecutive execution times of task 1. The tighter an upper bound is,
the better is the accuracy of the model and the verification result.

n consecutive jobs

sum of n consecutive execution times of task 1

1 2 3 4

observed execution times in run 1

observed execution times in run 2

simple upper bound

advanced upper bound

Figure 2.4. Observed behaviors and worst-case bounds for task 1

How the system model and the accompanying analysis concretely look
like depends on the verification technique that is applied. Verification
techniques can be classified into three different schools (static program
analysis, model checking, theorem proving) as will be discussed in Chap-
ter 3. Once the real-time properties of a system are obtained, they must
be compared to the system’s real-time specification which contains a set
of constraints. Real-time constraints can be hard, weakly-hard or soft.
Under hard real-time constraints, no response time of a task is allowed
to exceed the given deadline. Under weakly-hard real-time constraints,
deadlines must not be missed more often than formally specified (e.g.,
not more thanm deadline misses in k consecutive jobs of a task – denoted
as (m, k)). Finally, deadlines should be met as often as possible but need
NOT to be guaranteed under soft real-time constraints. Depending on
the type of constraints, real-time systems are often classified into hard,
weakly-hard and soft real-time systems. If a real-time system satisfies its
specification, then it has successfully passed the verification. Otherwise
the design and implementation of the system must be altered.

10
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This chapter briefly reviews different analytical approaches to verify hard
real-time computing systems. Proof goals often relate to schedulability,
feasibility and also optimality. Under the hard real-time paradigm, a
task is said to be schedulable under a given scheduling algorithm if its
worst-case response time (WCRT) is less than or equal to its deadline.
A task set is said to be feasible if there exists some scheduling algorithm
such that all tasks are schedulable. A scheduling algorithm is said to
be optimal, if any feasible task set is also feasible under this particular
scheduling algorithm.

Given that this dissertation aims to develop a compositional perfor-
mance analysis framework which supports a curve-based system model
and weakly-hard real-time constraints, a special focus is on existing com-
positional analysis techniques among which CPA will be the most rele-
vant and is therefore discussed in detail. We will see that existing compo-
sitional performance analysis frameworks are indeed curve-based but are
constructed to verify hard real-time constraints and do not readily sup-
port weakly-hard real-time constraints. Therefore, Chapter 5 explores
proposals from related work how weakly-hard real-time properties can
be computed.

3.1. A Brief Survey of Hard Real-Time Scheduling
Theory

There are three different analytical methods available to prove real-
time (and also other) properties of software-based systems, which will
be briefly presented below.

Static program analysis reasons about run time properties of a program
yet without having to execute it. In principle, static program analysis
provides “safe and computable approximations to the set of values or be-
haviors arising dynamically at run time” [72] using different techniques
among which is abstract interpretation. Abstract interpretation [40] [72]
realizes safe and computable approximations by mapping values or be-
haviors to an abstract domain, compacting them and thus simplifying the
verification problem. Examples for analyzable properties of a program
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are the absence of run time errors, the satisfaction of security properties,
or – more real-time related – the computation of the worst-case execution
times.

Model checking [16] is a formal and automated method for software
verification. The system is modeled in terms of an automaton, which is
a machine that transits from one state to another under the influence
of events. The properties to be proven in the verification process, like
liveness or safety properties, are formulated in terms of temporal logics.
An example for a temporal logic is Computation Tree Logic (CTL) [34]
which can express that a property holds, e.g., in the “next state”, “future
state”, or “all future states”. Different model checking algorithms exist
which verify that the system model satisfies the specification, but all
have in common that they explicitly enumerate states, leading to the
so called state explosion problem. A solution to compactly represent
states is the use of symbolic model checking, which encodes state sets
symbolically often using binary decision diagrams. Classical automata
do not include the notion of absolute time which is necessary to verify
real-time properties. Timed automata are augmented by clocks which
can encode additional real-time conditions on state transitions. Real-
time specifications can be expressed in terms of timed temporal logics.

Theorem proving is another analytical method for software verifica-
tion, deriving theorems from a set of basic definitions and inference rules.
This dissertation uses theorem proving and relies on prior results from
this line of research. Therefore, the below presented related work con-
centrates on publications in this area. Theorem proving is very popular
in the real-time community, and a vast amount of results has been pro-
duced in this manner on schedulability analysis. Theorem proving is
at this current time performed mostly in a pen-and-paper, non-rigorous
manner. This style of proving is known to be error-prone and quite some
important results have been discovered to be faulty [31]. Also the author
of this dissertation had to correct results1. An important, very relevant
current project for the real-time community is thus RT-proofs [3] which
develops the open-source repository Prosa [1], a collection of definitions
and proofs in the context of schedulability analysis manually written but
automatically verified in the proof assistant Coq.

Schedulability Analysis for Uniprocessor Systems The early works on
schedulability analysis focus on proving hard real-time properties of pro-

1This concerns the conference papers [8] [56], and in particular the upper bound on
overload events for complex cases. See the erratum [58].
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gram execution on a uniprocessor for a simple task set under a given
scheduling policy. The vast amount of subsequent works strives to con-
tinuously refine the system model and to efficiently obtain tight results on
schedulability. Refinements of the system model regard in particular the
modeling of tasks (e.g. offsets, aperiodic activations, jitter) and their in-
teraction (e.g. precedences, synchronization, access to shared resources).
Also different principles of scheduling are evaluated (servers for aperiodic
tasks, static vs. dynamic schemes, on-line vs. off-line schemes). A com-
prehensive survey of the history of scheduling analysis can be found in
Sha et al. [89]. Since the scheduling policy of interest in this dissertation
is fixed-priority scheduling, the following paragraph briefly summarizes
the most important works in this area for uniprocessors.

The pioneering work by Liu and Layland [66] showed the optimal-
ity of rate monotonic (RM) priority assignment under a set of strong
assumptions with regard to the task model (i.a., periodic task activa-
tion, absence of precedence constraints, implicit2 deadlines). They also
derived a bound on the processor utilization, i.e., the fraction of the
processor time that is used by tasks, for which schedulability can be
guaranteed. Moreover, the critical instant was identified to cause the
worst-case scheduling scenario. It occurs, if all tasks are activated syn-
chronously and demand their maximum execution times. Subsequently,
efforts have been made to derive more precise schedulability tests un-
der relaxed assumptions [89]. Leung and Whitehead [64] developed the
deadline monotonic (DM) scheduling policy which was shown to be op-
timal for tasks with the relaxed assumption of constrained3 deadlines.
For tasks with the even more relaxed assumption of arbitrary4 deadlines
under fixed-priority scheduling, Lehoczky [63] derived sufficient schedula-
bility tests, thereby suggesting the useful concept of a level-i busy window
(originally called level-i busy period). A level-i busy window describes
the interval in which a processor is constantly busy with executing a task
τi or tasks with higher priority. It is framed by idle times. As a com-
plement to schedulability tests based on utilization bounds, worst-case
response time analysis which involves the formulation of a fixed-point
equation was proposed by Joseph and Pandya [55] and Audsley et al.
[9] [10]. Tindell et al. [95] later generalized the results by including
blocking times from access to shared resources, release jitter and sporad-

2A periodic task is said to have an implicit deadline, if its relative deadline equals
the period.

3A periodic task is said to have a constrained deadline, if its relative deadline is less
than or equal to the period.

4An arbitrary deadline of a task can have any positive value.

13



3. Related Work

ically periodic tasks. Moreover, it became clear that the schedulability
analysis of uniprocessors can be applied to other fields, for instance, to
data buses with priority-based arbitration mechanisms [94] [39].

Schedulability Analysis for Multiprocessor Systems While the schedul-
ing theory with regard to uniprocessor systems is considered to be ma-
ture, schedulability analysis of multiprocessor systems is a current area
of research. First works appeared already in the late 1960s but the topic
became of increased interest at the turn of the millennium when chip
producers switched from uniprocessor to multiprocessor architectures
due to encountered power-consumption and heat-dissipation problems
in continuing to downsize transistor size and increase clock frequency
[15]. Davis and Burns [38] present a taxonomy of multiprocessor-related
platform models, task models, and scheduling algorithms. Platforms can
be classified as heterogeneous, homogeneous, or uniform, depending on
the type and rate of processor service that is offered to tasks. Periodic
and sporadic task models prevail with the sporadic task model being
popular because it leads to tractable verification problems [15]. A refine-
ment of the sporadic task model is the sporadic directed-acyclic graph
(DAG) task model. It considers that program segments of a task can
be parallelized if potential precedence constraints are respected [14] [82].
Scheduling algorithms differ in i) whether they statically map tasks to
processors which is known as partitioned scheduling or allow migration
which is known as global scheduling, and ii) how they assign priorities.
Feasibility and schedulability are central topics in the timing analysis
of multiprocessor systems. A challenge is to derive both accurate and
efficient feasibility and schedulability tests [13] [24] [25].

Since the focus of this dissertation is on systems with partitioned fixed-
priority scheduling for which techniques from uniprocessor scheduling
theory and compositional scheduling theory (see below) can be applied
once that the task allocation is fixed, the interested reader is referred to
the comprehensive survey of multiprocessor scheduling theory by Davis
and Burns [38] and Baruah et al. [15].

Schedulability Analysis for Distributed Systems Complex modern real-
time computing systems controlling, e.g., vehicles, airplanes, or fabri-
cation processes, consist of heterogeneous components and are of dis-
tributed nature: Sensors, actuators, general-purpose or specialized unipro-
cessors and multiprocessors are linked by networks and data buses. While
smaller parts of such a system can be holistically analyzed with high ac-
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curacy, this approach does not scale with regard to the computational
effort. Even if the problem was tractable, a component-related analysis
is desirable for various reasons: Complex systems are typically designed
by different working groups which are responsible for selected compo-
nents. Therefore it makes sense to verify each component individually
and have an efficient approach to verify the system as a composition of
components. This also enables efficient re-use of individual components
and variant management.
An answer to these challenges are analysis frameworks based on the com-
positional analysis principle which is briefly discussed here and then later
in detail in Section 3.2. A compositional analysis decomposes a global
analysis problem into component-based analysis problems, and the sys-
tem properties are computed from the properties of the components.

Deterministic queuing theory, as opposed to the stochastic queuing
theory, was developed by Cruz et al. [36] [35] under the name of Network
Calculus (NC). The underlying idea is to model the incoming packet
streams not as stochastic processes but to assume that they satisfy given
lower and upper bounds (so called curves). The curves and the opera-
tions defined on them are from the Min-Plus dioid so that NC uses its
own algebra. NC is compositional in the sense that the system under
analysis is decomposed into a set of components connected by streams,
as illustrated in Figure 3.1a. Each component is analyzed individually by
computing for given curves on the input streams the respective curves
bounding the output streams (local analysis). Since components are
connected by streams, constraints exist on the relation between inputs
and outputs of different components. In the simple but very relevant
feed-forward topology, which is a line topology of components without
cyclic dependencies as in the example of Figure 3.1a, the global analysis
is a sequence of local analyses where the outputs of one component are
propagated to the subsequent component in the chain. For systems with
cyclic dependencies between inputs and outputs of components, the case
is more complicated resulting in a fixed-point problem. Many subsequent
works have been published after the seminal works [36] [35] in the area
of network calculus, the textbooks [62] [28] provide a good overview on
the topic.

Real-Time Calculus (RTC) [93] [33] [97] is an adaptation of NC to
real-time systems focusing, for instance, on domain-specific scheduling
problems. Despite notational differences, the underlying models are con-
sidered as equivalent [26] [29].

Compositional Performance Analysis (CPA) [51] [53] is a composi-
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Figure 3.1. Principles of compositional analysis

tional analysis framework for distributed real-time systems which has
been developed independently from NC and RTC. The seminal work by
Gresser [49] proposes to model task activations and task terminations
in terms of event streams. Richter [81] takes up this idea and creates a
compositional analysis framework called CPA which decomposes a sys-
tem into a set of components connected by streams which, in contrast to
NC, represent flows of events and not flows of packets. The local analysis
of a component computes bounds on the output event streams based on
given bounds on the input streams. The analysis does not use a partic-
ular algebra but is designed to work with scheduling analysis techniques
from existing scheduling theory. CPA has been extended in many works
ranging from extensions to the theoretical background (e.g. convergence
of the global analysis in case of cyclic dependencies [90]) to contribu-
tions on practical applications (e.g., analysis of shared resources, mode
changes, off-chip networks, on-chip networks, and task chains).
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3.2. Compositional Analysis Principle

This section details the principle of compositional analysis which is com-
mon to the important verification frameworks for real-time systems NC,
RTC and CPA. Terms and notations are based on Jonsson et al. [54].

According to the compositional principle, a system under analysis is
decomposed into a set of components. Components are connected among
each other and to the environment by streams as illustrated in Figure
3.1a. For instance, CPA interprets streams between components as flows
of events.
Observations on a stream are recorded in a trace, which is not more

than some function which captures the observations over time or over a
sequence of events:

Definition 1: Trace on a stream. A trace on a stream v ∈ V is a
function σv.

For instance, a trace σv(t) on an event stream v may count the number
of events in the stream during the interval [0, t) as shown in Figure 3.1b.
Streams (and thus their traces) may vary at each run of the system and
represent different possible behaviors. The set of possible traces on a
stream v is denoted as Tr(v) and the set of possible traces on all streams
in the system is denoted as Tr(V ).

A component processes incoming streams and produces output streams.
An example for a component is a task which consumes a stream of acti-
vation events and produces a stream of termination events. Formally, a
component is characterized by relation between its input traces and its
output traces:

Definition 2: Component behavior mapping [54]. Let the tuple
(σI,1, . . . , σI,n) contain all the input traces of a given system component.
The component behavior mapping φ : Tr(VI) → Tr(VO) then maps any
input trace σI,i on the set of input streams VI to an output trace φ(σI,i)
on the set of output traces VO.

In a quite similar form, the system can be described by the concept
of a system behavior mapping, which computes traces on internal (inter-
component) and external streams. The traces on internal streams are
relevant for the actual computation of the system behavior mapping.

Definition 3: System behavior transformer [54]. The system be-
havior transformer ψ : Tr(VI ∪ VO) → Tr(VI ∪ VO) preserves the traces
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on the set of external input streams and computes traces on the set of in-
ternal and external output streams according to the component behavior
mappings.

It is obviously prohibitively costly to compute the system behavior
transformer ψ for each element in Tr(VI ∪ VO) to explore the system
behavior. A common approach to deal with this richness of behavior is
(1) to take given lower and upper bounds on the traces of the external
input streams, and (2) to compute the resulting lower and upper bounds
on the traces of all internal and external output streams – see Figure 3.1c.
The analysis of the identified corner cases is sufficient since any possible
stream behavior is then known to be within the computed bounds.

Note that a lower and an upper bound on the possible traces of a
stream v is also sometimes called the model or specification5 of stream v.
It is denoted as Σ(v). The set of possible models on the set of streams
V is denoted as Model(V ). A bound itself is often called bounding curve
or simply curve. 6 Given that the strategy of performance analysis is to
reason about models and not about individual traces, it is of interest to
know mappings at the component and at the system level which relate
models of input streams to models of output streams:

Definition 4: Component model mapping [54]. A component model
mapping Φ :Model(VI) →Model(VO) derives the models of the output
streams from the models of input streams. The mapping Φ is correct w.r.t.
φ under the following condition: Whenever the trace of any input stream
vI ∈ VI satisfies the input stream model Σ(vI), then the trace of any out-
put stream vO ∈ VO must also satisfy the computed output stream model
Φ(Σ)(vO). This is denoted as σ(vI) ⊨ Σ(vI) ⇒ φ(σ)(vO) ⊨ Φ(Σ)(vO).

Definition 5: System model transformer [54]. A system model
transformer Ψ :Model(VI ∪VO) →Model(VI ∪VO) preserves the models
of the external input streams and computes models of the internal and
external output streams according to the component specification map-
pings. A system specification transformer Ψ is correct w.r.t. to the sys-
tem behavior transformation ψ if from σ ⊨ Σ follows φ(σ) ⊨ Φ(Σ) for
σ ∈ Tr(VI ∪ VO) and Σ ∈Model(VI ∪ VO).

5The term specification is avoided in the following because it can be easily confused
with the notion of specification in the sense of requirements.

6An interesting side note is that RTC and NC use finite representations of infinite
curves (pseudo-periodic functions [28]) for computational efficiency, while CPA
needs for its computations only to know the curve up to a finite time interval.
The latter has proven to be practical for sensitivity analysis.
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The computation of the system model transformer Ψ, as a composition
of component model mappings Φ, is straightforward if the dependencies
between components are acyclic. However, if the system includes cyclic
dependencies between components, then some deliberate solution strat-
egy is required. Cyclic dependencies are often caused by non-functional
relations as shown for an example in Figure 3.2. Here functionally inde-
pendent applications share the same processing resources and therefore
have an interdependent execution behavior. Non-functional dependen-
cies occur more often in real-time systems as covered by RTC and CPA
rather than in the communication networks with the predominant feed-
forward topologies covered by NC.

A possibility to deal with cyclic dependencies in a system is to for-
mulate a fixed point problem, where from an initial approximation Σ0

over a sequence of iterations Σ0,Ψ(Σ0),Ψ(Ψ(Σ0)), . . . a unique smallest
fixed point Σ∗ can be obtained. There are several options how to find
an initial approximation Σ0 from which the least fixed point can be ob-
tained. A strong initial approximation is, e.g., the tightest specification
of a simulatable system trace Σ0 [54] or a system trace Σ0 based on
long-term rates [85]. A weak initial approximation (less accurate models
of the input traces) can lead to pessimistic results [54]. The existence
of a unique smallest fixed point can be proven by using results from
classical fixed point theory. The fixed point theorems require that the
stream models and the system model transformer satisfy certain prop-
erties. In particular, the system model transformer is required to be
monotone which is generally the case. Only in rare cases, e.g., when
the system is not sustainable [32], the monotonicity assumption may not
be fulfilled. The compositional analysis frameworks NC, RTC and CPA
slightly differ in the way how the stream models and the system model
transformer are defined such that framework-specific proofs are required
[54] [28] [90]. Note also that different fixed points may be reached de-
pending on whether the system has empty or filled event buffers at the
start. Typically, the system buffers are considered as initially empty.

Based on the obtained models Σ∗, it is possible to derive higher-level
timing properties of the system, e.g., upper bounds on WCRTs, end-to-
end latencies, maximum buffer filling levels.

3.3. Compositional Performance Analysis (CPA)

Compositional Performance Analysis (CPA) is a framework for the ver-
ification of distributed real-time systems. It was originally developed by
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Figure 3.2. Example of non-functional, cyclic dependencies [90]. Task
T1 has a higher priority than task T3, and task T2 has a higher priority
than task T4.

Richter [81], is commercialized as SymTA/S [51] and an open-source
implementation of CPA in Python (pyCPA) is available at [2]. CPA has
been extended and refined in many subsequent works, for an overview
the reader may refer to [53].

The above introduced concepts of compositional analysis have the fol-
lowing correspondences with regard to the CPA terminology:

Definition 6: CPA terminology.

trace of a stream → trace of a stream
model of a stream → a pair of bounding curves
component model mapping → local analysis
system model transformer → global analysis

CPA is characterized by the fact that the considered streams between
components (typically processors) are event streams, which are described
by event traces and bounded by event curves. These concepts are defined
in Section 3.3.1. A component of CPA can be any entity from the world
of real-time systems which processes one or more incoming event streams
and produces one or more outgoing event streams. The local analysis Φ
of a component derives the event curves of the output event streams
from the event curves of the input event streams. The composition of all
local analyses Ψ preserves the external input event curves, and generates
event curves for the internal and external output event streams. A com-
plication in the computation of Ψ occurs if cyclic dependencies between
components exist. Then a global analysis is required which derives in a
sequence of fixed-point iterations a set of bounding event curves for all
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streams such that Ψ(Σ∗) = Σ∗, where Σ denotes the set of all bounding
event curves in the system and ∗ marks the least fixed point solution.
Section 3.3.2 discusses the relation between local analyses and the global
analysis. Finally, Section 3.3.3 introduces an important instance of CPA
for the response-time analysis of hard-real time systems with partitioned
scheduling and fixed scheduling priorities.

3.3.1. Event Traces and Event Curves

In the following, event traces and event curves are defined, where event
traces represent the possible behaviors of event streams and the event
curves are possible models of the event streams.
Note that in this dissertation, R+ is the set of non-negative real num-

bers (including zero), and N is the set of natural numbers (including
zero).

Definition 7: Event trace. An event trace is a function e : R+ → N
such that e(t) returns the number of events in the interval [0, t).

Intuitively, a pair of event curves is a lower bound and an upper bound
on the number of events in an event trace e within any time interval of
size s. Formally, this is expressed by the following definition:

Definition 8: Event curve. The non-decreasing functions η, η : R+ →
N are called a pair of interval bounding event curves for an event trace
e, if

∀s, t ∈ R+ : s ≤ t : η(s) ≤ e(t)− e(t− s) ≤ η(s).

This condition is also denoted as e ⊢ (η, η).

CPA does not only relate to event traces and event curves, but some-
times it is more convenient to use event distance traces to describe the be-
havior of event streams and event distance curves to model event streams.
In fact, there is a pseudo-inverse7 relation between event traces and event
distance traces, resp., events curves and event distance curves [57].

Definition 9: Event distance trace. An event distance trace is a
function d : N → R+ indicating the arrival instant of the nth event in a
stream.

7Traces and curves are monotone but not strictly monotone. Strictly monotone
functions have a unique inverse, monotone functions have pseudo-inverses [28, p.
46].
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Intuitively, a pair of event distance functions for an event distance
trace d provides a lower bound and an upper bound on the temporal
distance between the first and the last event of any n + 1 consecutive
events in an event stream.

Definition 10: Event distance curve. The non-decreasing functions
ρ, ρ : N → R+ are called a pair of event distance curves for an event
distance trace d, if

∀m,n ∈ N : m ≥ n : ρ(n) ≤ d(m)− d(m− n) ≤ ρ(n).

This condition is also denoted as d ⊢ (ρ, ρ).

For backward compatibility with existing CPA literature, we also in-
troduce the event distance function which is an alternative to the event
distance curve.

Definition 11: Event distance function. The non-decreasing func-
tions δ, δ : N \ {0} → R+ are called a pair of event distance functions for
an event distance trace d, if

∀m,n > 0 : m ≥ n : δ(n) ≤ d(m)− d(m− n+ 1) ≤ δ(n).

This condition is also denoted as d ⊢ (δ, δ).

3.3.2. Analysis Procedure

CPA analyzes real-time systems which can be modeled as a set of com-
ponents connected by event streams. The analysis goal is to compute
models of the internal and external output streams from the known
models of the external input streams. The model of an event stream
is a bounding pair of event curves. CPA follows the above presented
compositional analysis principle and computes for each component the
relation between models of input event streams and models of the out-
put event streams (local analysis). The global analysis is a subsequent
step required if dependencies between components exist. It resolves the
dependencies iteratively if a fixed point solution exists to the problem.

The following paragraph discusses the individual analysis steps of
CPA, which are also illustrated in Figure 3.3.

� Initialization of event curves. Bounding curves for external input
event streams are assumed to be known, but initially no information
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on event curves for internal input event streams in the system is avail-
able. The internal event curves must be initialized with some starting
value. There are several options how to find an initial appropriate
approximation see [81] [90] [54].

� Local analysis. The local analysis Φ is then performed for each
component, such that the output event curves for each component are
obtained.

Note: The local analysis is an instance-related aspect of CPA: De-
pending on the system and its properties of interest, different local
analyses Φ will be applied. For instance, Section 3.3.3 presents an
instance of CPA for hard real-time systems with partitioned fixed-
priority scheduling. CPA has no special algebra in comparison, e.g.,
to NC where the Min-Plus algebra is used to express and compute
Φ. In contrast, CPA draws from the plethora of existing component-
related scheduling theories to formulate Φ and augments the existing
scheduling theory by the computation of output event curves.

� Global analysis.

– Given dependencies between components, the computed output
event curves are “propagated” to connected components where
they are interpreted as new input event curves.

– The local analysis is then repeated with the updated event curves.

– If all propagated event curves are identical to the event curves
used in the previous iteration, a global fixed point is reached and
the analysis terminates.

The CPA method is only useful, if a unique least fixed point of the
system model transformer Ψ(Σ∗) = Σ∗ exists and can be reached from
the initial approximation Σ0. As the system model transformer Ψ is
always a composition of local analysis functions Φ, the existence of a
smallest fixed point can only be shown for a concrete instance of CPA,
i.e., for concrete realizations of the local analyses. The following section
discusses such a concrete instance of CPA for distributed systems with
partitioned fixed-priority scheduling.

3.3.3. Analysis of a Distributed Hard Real-Time System with
Partitioned Fixed-Priority Scheduling

The instance of CPA, which is important for this dissertation, relates to
the compositional performance analysis of hard real-time systems under
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Figure 3.3. Analysis flow of CPA

partitioned fixed-priority scheduling (FP-CPA). This section begins with
the introduction of a model for such a system, then the applied local anal-
ysis is detailed while the global analysis is conform to the concept pre-
sented in Section 3.3.2. The contents of this section rely on [81] [53] [11].

3.3.3.1. System Model

The system model of FP-CPA describes a hardware/software system
from a scheduling perspective, and it focuses therefore on the real-time
aspects of program execution. The following set of definitions constitutes
the system model, which is presented in graphical form in Figure 3.4a.

Definition 12: System. A system S = (T , P,m) is defined by a set of
tasks T , hardware platform P , and a mapping function m.

Definition 13: Task. A task τ is a piece of software which needs pro-
cessor time (synonymous use: service) for execution. An instance of a
task is called job.

Definition 14: Hardware platform. A hardware platform P = (R,L)
is a set of connected resources which form a directed graph. The set of
vertices R represents the platform resources and the set of edges L rep-
resents the physical links between the resources.

Definition 15: Resource. A resource R is an entity of the hardware
platform which offers service according to a scheduling algorithm to a
subset of tasks TR .
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Definition 16: Scheduling algorithm. A scheduling algorithm is a
set of rules, which determines when each task of the set of tasks TR
receives service from the resource R.

Definition 17: Mapping function. A mapping function m : T → R
assigns statically each task τ ∈ T to a resource R ∈ R.

Tasks can be seen as the low-level components in a compositional view
of the given real-time system model since they consume streams of ac-
tivation events and produce streams of termination events as illustrated
in Figure 3.4b. FP-CPA describes the pattern of activation and termi-
nation events of a task τ at run time by the concept of event traces, and
bounds them by minimum and maximum event curves as discussed in
Section 3.3.1. A complication is that the event streams of several tasks
may be coupled, leading to dependencies between tasks:

Definition 18: Task chain. A task chain is a tuple of tasks C =
(τ1, τ2, τ3, . . . , τn) with the property that

� the first task in the chain C is activated by some external event
source,

� any but the first task in the chain is activated by the termination
events of its predecessor task in the chain.

Besides the activation and termination pattern of a task, there a num-
ber of other relevant task attributes including its worst-case execution
time (WCET), its scheduling priority, and its deadline. The execution
time specifies the amount of service required by a task from activation
to completion.

Definition 19: Bounds on the execution time. The best-case exe-
cution time C resp. the worst-case execution time C , is a lower resp.
upper bound on the execution time of task τ.

The scheduling priority determines when a task is scheduled on a re-
source if other tasks also compete for service.

Definition 20: Scheduling priority. The scheduling priority π of a
task τ is a natural number. A task τ has priority over another task τ ′,
iff π > π′. A task has the same priority as another task τ ′, iff π = π′.

In this dissertation, the following convention for task indexing on a
resource R is used: Let the set of tasks on resource R be denoted as TR .
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Sort all tasks in TR by descending scheduling priority such that a tuple
is created. If scheduling priorities are not unique, then select one of the
equally valid solutions for the tuple. The position of a task in the tuple
is its task index starting with 1.

The set of tasks with higher priority than τi is denoted as hp(i), while
the set of tasks with higher or same priority than τi is denoted as hsp(i).

Finally, the deadline serves as a real-time specification for each task.

Definition 21: Deadline. The deadline of a task τ is the maximum
allowable time that may pass between its activation and termination in-
cluding preemption times.

3.3.3.2. Local Analysis

FP-CPA defines a local analysis Φfp
i for every task τi in the system. It

consists of two elements:

1. a busy-window analysis which derives real-time properties of task
τi, e.g., its WCRT,

2. the computation of bounding event curves for the output event
stream(s) of task τi.

Both are discussed in detail below.

Busy-Window Analysis The authors of [95] [39] state that the WCRT
of a task τi, which is executed on a resource under an fixed priority
(non)preemptive (FP(N)P) policy, can be computed using a busy-window
based approach. The basic idea of this approach is that any fixed-priority
schedule of task τi can be divided into level-τi busy windows and idle
times as illustrated in Figure 3.5.

Definition 22: Level-τi busy window [44]. At runtime, an instant t
is said to be quiet or idle for τi if all jobs of tasks in hsp(i) activated
strictly before t have completed by t. Otherwise it said to be busy for τi.
A level-τi busy window is an interval [t1, t2) such that t1 < t2, t1 and t2
are quiet times for τi and any t ∈ (t1, t2) is a busy time for τi.

The processing behavior of the qth job in a level-τi busy window,
denoted as τi(q), can be described by the multiple event processing time.
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Figure 3.5. Illustration of the busy window under FPP scheduling

Definition 23: Busy time for multiple events [88]. Assume a level-
τi busy window which contains Ki jobs of task τi. The time interval from
the activation of the 1st job of task τi to the termination of the qth job
of task τi in this level-τi window is called multiple event busy time Bi(q)
with 1 ≤ q ≤ Ki. A lower bound, resp. an upper bound, on Bi(q) is
denoted as Bi(q), resp. Bi(q), such that Bi(q) ≤ Bi(q) ≤ Bi(q).

Instead of analyzing a schedule of possibly infinite length, it is suffi-
cient to consider the maximum level-τi busy window because it is known
to include the worst-case timing behavior of task τi [63]. In case of fixed
priority preemptive (FPP) scheduling, the maximum level-τi busy win-
dow is initiated by the so called critical instant [55], which is a situation
where task τi and all tasks of higher or equal priority than τi are activated
simultaneously. No other level-τi busy window contains more jobs of task
τi than the maximum level-τi busy window with Ki jobs. The Ki jobs
have also maximal processing times, which can be computed by following
fixed-point equation (using a slightly different notation than [95])

B
fpp

i (q) = q · Ci +
∑

j∈hsp(i)

ηj(B
fpp

i (q)) · Cj . (3.1)

The maximum processing time of job τi(q) is composed of (1) the maxi-
mum service demand of q jobs of task τi, and (2) the accumulated max-
imum service demand of hp(i)-tasks during the processing time Bi(q).

In case of fixed priority non-preemptive (FPNP) scheduling, the max-
imum level-τi busy window is constructed as follows [39]. The task τi is
queued simultaneously with all hsp(i)-tasks at the beginning of a level-τi
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busy window that starts immediately after the lower priority task with
the longest WCET begins execution. The Ki jobs in the maximum level-
τi busy window have maximal processing times.
Due to the non-preemptive execution of jobs, the maximal processing
time of a job τi(q) is the sum of the maximum τi(q)-activation queuing
delay W i(q) and the WCET of task τi.

B
fpnp

i (q) =W i(q) + Ci (3.2)

The maximum queuing delay is also the result of a fixed point problem,
which is given by

W i(q) = max
l∈lp(i)

Cl + (q − 1) · Ci +
∑

j∈hsp(i)

ηj(W i(q) + ϵ) · Cj . (3.3)

The maximum level-τi busy window closes when no tasks of the set
τi ∪hsp(i) are left to be processed. As in the case of multiple event busy
times, the size of the busy window can be obtained by solving a fixed-

point problem [39] where a possible starting value is BW
fpp,(1)

i = Ci.

BW
fpp

i =
∑

j∈i∪hsp(i)

ηj(BW
fpp

i ) · Cj (3.4)

BW
fpnp

i = max
l∈lp(i)

Cl +
∑

j∈i∪hsp(i)

ηj(BW
fpnp

i ) · Cj . (3.5)

From the size of the maximum busy window, we obtain

Ki = ηi(BW
fp(n)p

i ) (3.6)

The WCRT of task τi under an FP(N)P scheduling policy is the longest
response time among all jobs τi(q) in the maximum level-τi busy window

Ri = max
1≤q≤Ki

Ri(q) = max
1≤q≤Ki

B
fp(n)p

i (q)− δi(q). (3.7)

Lower bounds on processing times of task τi and the best-case response
times (BCRTs) Ri are given by

B
fp(n)p
i (q) = δi(q) + Ci (3.8)

Ri = Ci. (3.9)
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Computation of Output Event Curves In the following two versions for
the computation of output event curves fout are presented, namely the
basic version by Richter [81] and the more accurate version by Schliecker
et al. [88].

The function fout proposed by Richter [81] considers that, in the worst
case, n termination events at the output of task τi are closer by the
maximum response time jitter J i = Ri −Ri than n activation events at
the input of the same task. In the best case, the distance of n termination
events grows by the jitter J i.

(δi,out(n), δi,out(n)) = fout(δi(n), δi(n))

=

(
max

{
(n− 1) · Ci, δi(n)− J i

}
δi(n) + J i

)T

(3.10)

The function fout proposed by Schliecker et al. [88] is more accurate
because it takes into account variations of processing behavior.

(δi,out(n), δi,out(n)) = fout(δi(n), δi(n))

=

 max{0, min
k∈Ki

{
δi(n+ k − 1)−Bi(k)

}
+Bi(1)}

max
k∈Ki

{
δi(n− k + 1) +Bi(k)

}
−Bi(1)

T

. (3.11)

A tighter but more complex bound was derived in Quinton et al. [77].

3.3.3.3. Global Analysis

The global analysis step, as described in Section 3.3.2, is required if
cyclic dependencies exist between components. The global analysis of a
distributed systems with partitioned fixed-priority scheduling has been
shown to have a least fixed-point in [90].
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This contribution was published in Köhler et al. [57].

CPA+ is an extension of CPA in the sense that a more comprehensive
stream model is used which reduces the pessimism in the modeling of
workload and consequently improves analysis results. This chapter ex-
plains what is the source of pessimism w.r.t. to workload representation
in CPA, how the pessimism can be avoided by a new stream model
and how the new stream model can be integrated into the existing CPA
framework.

4.1. Problem Statement

A major difference between the compositional frameworks NC, RTC,
and CPA relates to the type of trace that is recorded for each stream
in the system. NC records workload traces satisfying bounding pairs
of workload curves (see Def. 24-25) while RTC and CPA record event
traces satisfying bounding pairs of event curves (see Def. 7-8).

Definition 24: Workload trace. A workload trace a : R+ → R+ is a
function which returns the workload that is associated with a stream up
to time t.

Definition 25: Workload curve. The non-decreasing functions α, α :
R+ → R+ are called a pair of interval bounding workload curves for a
workload trace a, if

∀s, t ∈ R+ : s ≤ t : α(s) ≤ a(t)− a(t− s) ≤ α(s).

Workload is typically measured in bits in case of a network, but in case
of a software system it can also be measured in number of instructions
or in terms of required execution time. In the following, the unit of
workload is denoted as W . Sometimes, an event-based analysis needs
to infer bounds on workload and, vice versa, a workload-based analysis
needs to infer bounds on events.

Consider an exemplary stream of packets or jobs to be processed as
illustrated in Figure 4.1. In a workload-based analysis, the workload
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Figure 4.1. Deriving events curves from workload curves and vice versa

curves (α(∆t), α(∆t)) bound the amount of workload associated with a
stream. Bounds on the number of packets [jobs] in the stream can be
obtained from the workload curves, if the minimum and the maximum
workload per packet [job] is known: The minimum number of packets
[jobs] occurs if minimum workload α(∆t) coincides with the maximal
workload per packet [job] (denoted as P )

η(∆t) =
⌊
α(∆t) / P

⌋
. (4.12)

The maximum number of packets [jobs] occurs if maximum workload
coincides with the minimum workload per packet [job] (denoted as P )

η(∆t) = ⌈α(∆t) / P ⌉ . (4.13)

In an event-based analysis, the event curves (η(∆t), η(∆t)) bound the
number of packets [jobs] in a stream. Bounds on the entailed workload
can be obtained from the event curves, if the minimum and maximum
workload per packet [job] is known: The minimum workload occurs if the
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minimum number of packets [jobs] coincides with minimum workload per
packet [job]

α(∆t) = P · η(∆t). (4.14)

The maximum workload occurs if the maximum number of packets [jobs]
coincides with maximum workload per packet [job]

α(∆t) = P · η(∆t) (4.15)

Figure 4.1 shows that the event curves obtained from the workload
curves (workload-event transformation) are not tight. Similarly the work-
load curve obtained from the event curve (event-workload transforma-
tion) is not tight. The reason is that the variability of the workload per
packet [job] in the stream(s) is not considered in the transformations,
but only the minimum resp. maximum workload per packet [job].

To model minimal and maximal sequences of workload per packet [job],
Boyer and Roux [29] introduce the notion of a packet function and a pair
of bounding packet curves with the intention to constructing a tighter
workload-event transformation.

Definition 26: Packet function. A packet function p : R+ → N
returns the number of events (complete packets or jobs) associated with
the first w workload units in a stream.

Definition 27: Packet curve. The non-decreasing functions π, π :
R+ → N are called a pair of interval bounding packet curves for a packet
function p, if

∀v, w ∈ R+ : v ≤ w : π(v) ≤ p(w)− p(w − v) ≤ π(v).

Figure 4.2 illustrates the maximum and minimum packet curves for the
above example stream. The reader may note that the pseudo-inverses of
the packet curves correspond to the commonly known concept of execu-
tion time curves [29].

Definition 28: Execution time trace. An execution time trace g :
N → R+ is a function which returns the cumulative workload associated
with the first n events in a stream.

Definition 29: Execution time curve. The non-decreasing functions
γ, γ : N → R+ are called interval bounding execution time curves for an
execution time trace g, if

∀n,m ∈ N : n ≤ m : γ(n) ≤ g(m)− g(m− n) ≤ γ(n).

This condition is also denoted as g ⊢ (γ, γ).
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Figure 4.2. Illustration of packet curves

Boyer and Roux [29] propose to enrich stream model of NC with packet
functions and packet curves such that (1) the event trace of a stream can
be constructed from the respective packet function and workload trace

g = p ◦ a, (4.16)

and the event curves bounding a set of event streams can be constructed
from the packet curves and the workload curves [29, Theorem 4]

η(∆t) = (π ◦ α)(∆t) (4.17)

η(∆t) = (π ◦ α)(∆t). (4.18)

The tightness of the proposed workload-event transformations is closely
related to the tightness of workload and packet curves. If the packet
curves are only built from minimum and maximum packet sizes, then the
solution for the event curves degenerates to the simple bounds illustrated
in Figure 4.1 for the example stream. If exact packet curves and workload
curves are provided as in the example shown in Figure 4.2, then the
derived event curves are also exact.

Similarly to the work done in the context of NC, it is also desirable
to enrich the stream model of CPA in order to obtain tighter bounds
on workload. But what is the necessary extension of the current event-
based stream model of CPA, i.e., (η, η), required to obtain tight workload
bounds? And given the new stream model, how does it influence the local
and global analysis of CPA? How can a new output stream model be
computed? This will be discussed in the following sections.
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4.2. A New Stream Model

One possible solution for a new stream model is to complement the event
curves with the pseudo-inverse packet curves (i.e., execution time curves)
such that the stream model has the form ((η, η), (γ, γ)). Boyer and Roux
[29, Theorem 5] showed that the following event-workload transforma-
tions deliver correct workload curves:

α(∆t) = (π −1 ◦ η)(∆t) = (γ ◦ η)(∆t) (4.19)

α(∆t) = (π −1 ◦ η)(∆t) = (γ ◦ η)(∆t). (4.20)

where

π −1(n) = inf {∆w π(∆w) ≥ n} (4.21)

π −1(n) = sup {∆w π(∆w) ≤ n} . (4.22)

A closer look reveals, however, that – though the above transformations
deliver conservative and tighter workload bounds than the simple trans-
formations based on minimum and maximum packet [job] sizes – the
information on the workload arrival rate is lost. For instance, a link in
a network may have a maximum bit rate which, however, is neither con-
tained in the inverse packet curves nor the event curves. This means that
the event-workload transformation as stated above is lossy compared to
the reverse workload-event transformation, because only the workload
curves carry the information on bit arrival rate.

Another viable, lossless solution would be to complement the event
curves with the workload curves to avoid the loss of information such
that the CPA+ stream model would be ((η, η), (α, α)).

Finally, consider a solution where a triple of bounding curves(
(η, η), (α, α), (γ, γ)

)
. (4.23)

is used, and which we propose as the new CPA+ stream model. But why
is a seemingly redundant stream model meaningful? Any external input
stream of a system will have a given (and not derived) stream model.
If the given event curves η, η and the workload curves α, α are perfectly
tight, then specifying additionally the execution time curves γ, γ is re-
dundant. In practice, however, the specified curves for events, workload,
and packets of a stream can have different degrees of tightness so that
it is desirable to choose between different options in order to obtain the
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tightest possible bounds. For illustration, consider the following situa-
tion: Let the event curves η, η, the workload curves α, α, the execution
time curves γ, γ bound the same stream but let each pair have a different
degree of tightness. Then it could be that, e.g., α(∆t)′ = (γ ◦ η)(∆t) is
actually a tighter upper bound on workload than the given α(∆t), so it
would be desirable to use α(∆t)′ instead of α(∆t).

4.3. Processing the CPA+ Stream Model

In this section, it is discussed (1) how the enriched CPA+ stream model
can be exploited in the local analysis and (2) how a CPA+ output stream
model is computed.

The CPA+ stream model has an immediate benefit with regard to the
local analysis, which will be illustrated in the following by the example of
FPP scheduling: Consider the fixed point equation of the busy-window
analysis (Eq. 3.1) which is repeated here for convenience of the reader

B
fpp

i (q) = q · Ci +
∑

j∈hp(i)

ηj(B
fpp

i (q)) · Cj . (4.24)

The RHS of the equations contains

� an upper bound on the maximum workload of q consecutive jobs of a
task τi (i.e., here: q · Ci)

� an upper bound on the maximum workload of jobs of a task τj which

may interfere with jobs of task τi during the interval B
fpp

i (q) (i.e.,

here: ηj(B
fpp

i (q)) · Cj).

The intention is to replace the above mentioned bounds step-by-step
by tighter bounds from the CPA+ model. Note that for simplicity, it is
assumed that the workload is measured in time units and one workload
unit can be processed in one time unit.

As mentioned above, the expression q · Ci is used as an upper bound
on the maximum workload of q consecutive packets [jobs] of a task τi
and can clearly be replaced by γ(q) from the CPA+ model. An upper
bound on the maximum workload of jobs of a task τj which may interfere

with jobs of task τi during the interval B
fpp

i (q), is given alternatively by

αj(B
fpp

i (q)) and (γ ◦ ηj)(B
fpp

i (q)) in terms of the CPA+ stream model.
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Thus we can write

B
fpp

i (q) = γi(q) +
∑

j∈hp(i)

min{αj(B
fpp

i (q)), (γj(q) ◦ ηj)(B
fpp

i (q))}.

(4.25)

The computed upper bound on the busy time B
fpp

i (q) is likely to be
tighter compared to the original Eq. 4.24 due to the better bounds,
which may result consequently in a smaller Ri, a smaller maximum re-
sponse time jitter J i and tighter output event distance functions. Also,
the workload bounds for the output stream, which can be computed
according to Theorem 1, benefit from a smaller J i. Obtaining tighter
models for output streams is extremely important for multi-component
scheduling problems, where pessimism accumulates across components
and may dominate results.

Theorem 1: Consider a CPA+ component with one input workload
stream s and one output workload stream s′. The possible behaviors of
the input stream are described by a set of workload traces A and bounded
by a pair of workload curves (α, α).
The pair of bounding workload curves (α′, α′) for the set of possible output
workload traces A′ can be computed as follows

α′(∆t) = α(max{∆t− J , 0})
α′(∆t) = α(∆t+ J ).

Proof. Let a(t) be any workload trace from the set of possible input
workload traces A. Let a′(t) be any possible workload trace from the set
of possible output workload traces A′. Let dmin be the minimal delay
between two workload units at the output of the component, and dmin+J
the maximal delay. Then we can write the inequality

a(t− dmin − J ) ≤ a′(t) ≤ a(t− dmin)

from which follows

a′(t+∆t)− a′(t) ≤ a(t+∆t− dmin)− a(t− dmin − J ) ≤ α(∆t+ J ).

and conversely a′(t+∆t)− a′(t) ≥ α(max{∆t− J , 0}).

4.4. Connecting CPA+ Components

Components of compositional analysis techniques have input and output
streams and for each stream a bounding model is given or computed.
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In Section 4.2, the stream model of CPA+ has been defined as the tu-
ple ((η, η), (α, α), (γ, γ)).

In the following, it is shown for two relevant use cases how to connect
a CPA+ component with an input stream s and an output stream s′ to
another CPA+ component with the input stream s′ and an output stream
s′′. The templates can be trivially extended to an arbitrary number of
chained CPA+ components with more input/output streams.

Communication-Related Use Case The first use case is the processing
of a packet stream s in several stages as illustrated in Figure 4.3a. The
packet stream s is fully specified

� the event curves (η, η) bound the arrival of full packets over time,

� the workload curves (α, α) bound the bit arrival over time,

� the execution time curves (γ, γ) bound the workload of an n-sequence
of packets.

Since it cannot be known whether the event curves or the workload curves
represent the tightest model in the given specification of the incoming
packet stream, firstly the event curves are transformed using the known
execution time curves (γ, γ) and then a pointwise minimum w.r.t. the
upper bounds and a pointwise maximum w.r.t. the lower bounds is
performed in the workload domain.

A local analysis associated with the CPA+ component provides the
outputs (η′, η′) and (α′, α′) together with the information on the workload-
event-relation (γ′, γ′) to specify the output stream s′. Note that packet
curves do not change from one processing component to the next if no
re-packetization is performed, such that (γ, γ) = (γ′, γ′). Section 4.3
discussed how the local analysis of CPA+ can exploit the enriched in-
put stream model and, moreover, how the new output curves can be
obtained. If the outputs (η′, η′) and (α′, α′) are independent of each
other, it is not known which of the bounds is tighter and a pointwise
minimum/maximum is again applied.

Note that because the minimum/maximum operation is always per-
formed in the workload domain so that repeated transformations be-
tween the event domain and the workload domain do not occur. This
elimination of repeated transformations in the proposed connection of
components is important due to the following reasons: A transformation
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from the event domain to the workload domain and back is of the form

η(∆t) = (π ◦ γ ◦ η)(∆t) (4.26)

and entails information loss as observed in [96]: For the transition from
the event domain to the workload domain, the scenario is considered
in which maximal packets or jobs are combined with the densest event
arrival as expressed by α(∆t) = (γ ◦ η)(∆t). The transition back to the
event domain, namely η(∆t) = (π◦α)(∆t) relies on a different scenario in
which minimal packets or jobs coincide with maximal workload, creating
thus a maximum of event arrivals. The different assumptions lead to
pessimism so that repeated transformations from the event domain to
the workload domain should be avoided as it is realized by the proposed
connection of components.
In summary, it can be said that the full CPA+ model is propagated

from one component to the next component in the described network
context.

Computing-Related Use Case The second use case consists of two pro-
cessors, where each termination of a job on the first processor triggers the
activation of a job on the second processor etc. This is shown in Figure
4.3b. Here, the local analysis related to the first processor can – strictly
speaking – only produce the output (η′, η′) since it cannot be aware how
much workload, i.e., request of processor time, will be caused on the
second processor. The workload curves (α′, α′) can only be obtained by
transformation of (η′, η′), where the execution time (γ′, γ′), which bound
here the execution time of an n-sequence of jobs, are properties of the
software on the second processor. Thus, here not the full CPA+ model
is propagated.

4.5. Summary

In conclusion, it can be said that CPA+ addresses the problem that
neither a stream model relating exclusively to the event domain or to
the workload domain alone preserves all information. Both domains
should be included in a comprehensive stream model. With the CPA+
stream model and the respective adapted local analysis, the system model
becomes more accurate and consequently bounds on properties to be
verified improve. Moreover, the component interface of CPA becomes
compatible with NC.
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(a) Communication context

(b) Computing context

Figure 4.3. Connecting two components with CPA+ stream models
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Verification of Weakly-Hard Real-Time
Systems
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5. Related Work

The first section of this chapter introduces the concept of weakly-hard
real-time systems and summarizes related research with regard to the
design, analysis, and functionality of such systems. The second section
discusses in detail an existing method for the verification of weakly-hard
real-time systems with a single resource which will be relevant for the
development of TypicalCPA. The last sections present new results by
the author of this dissertation on systems with hierarchical weakly-hard
real-time constraints [6] and a new weakly-hard real-time scheduling al-
gorithm [7].

5.1. A Brief Survey of Weakly-Hard Real-Time
Scheduling Theory

Weakly-hard real-time scheduling theory applies to transiently overloaded
systems. A system is said to be overloaded under some scheduling al-
gorithm S, if S cannot schedule the task set such that all task dead-
lines are satisfied. A system is said to be transiently overloaded under
some scheduling algorithm S, if periods without deadline misses exist
in any schedule generated by S. Permanently overloaded systems with-
out distinct deadline-miss free phases are not discussed in this thesis
because they are generally seen as dysfunctional designs. In transiently
overloaded systems with fully periodic task sets, deadline misses may
occur in phases of the hyperperiod when many job activations coincide
or happen in quick succession [20]. In transiently overloaded systems
with non-periodic tasks and/or strong variability in the execution times,
the overload in the system can be attributed to sporadic outliers in the
execution time and sporadic activation events [30] [61] [77].

Initially, a design leading to a transiently overloaded system was only
considered acceptable for soft real-time tasks. In a setting where both
hard and soft real-time tasks are scheduled, various mechanisms have
been devised to guarantee the deadlines of the hard real-time tasks:
A simple but effective strategy is to assign the upper priority band to
the hard real-time tasks such that they cannot be affected by overload-
inducing tasks which execute in the lower priority band [89]. A refined
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approach is to introduce server tasks with a defined budget and replen-
ishment limiting the service that sporadic, potentially overload-inducing
tasks receive [18]. If overload is not due to sporadic jobs but outliers
in execution time, a technique called resource reservation is applicable
which limits the service available to each task [5]. In overloaded systems
with periodic task sets, it is also possible to precompute off-line patterns
of jobs which will be skipped to reduce the workload in the system [59].
The imprecise-computation approach is applicable to specific systems
where within a limited execution time an imprecise computational result
can be produced and additional execution time leads to a higher compu-
tational accuracy [65]. This property of tasks enables the adaptation of
the allocated service to the current workload situation.

With the introduction of weakly-hard real-time specifications, which
define tolerable patterns of missed and met deadlines during a given
window [20], transient overload becomes also acceptable for critical tasks.
The key is that the occurrence of deadline misses is formally bounded
from above and can thus be included in the functional verification of an
application as, e.g., demonstrated in [23]. Consequently, hard real-time
specifications which are popular due to their simplicity and considered as
the ’natural’ constraint for critical tasks often without rigid justification
[91], can frequently be replaced by the relaxed weakly-hard real-time
specifications. The higher expressiveness and accuracy of this type of
specification can not only be exploited to increase the system utilization
but it also allows to deal with systems built from COTS components
as discussed in Section 1. There are many ways how weakly-hard real-
time specifications can be formulated, Bernat et al. [20] propose in their
seminal article four different but combinable types which, in contrast to
mere long-term deadline miss rates, are able to express the distribution
of deadline misses. They also develop an algebra for weakly-hard real-
time specifications such that they can be compared and ordered by the
strictness.

Definition 30: Weakly-hard real-time specifications. A task τ sat-
isfies...

� an (m, k)-specification, if in any k consecutive jobs of τ at least m jobs
satisfy their deadlines.

� an (m, k)-specification, if in any k consecutive jobs of τ no more than
m jobs may miss their deadlines.

� an ⟨m, k⟩-specification, if in any k consecutive jobs of τ at least m jobs
in a row satisfy their deadlines.
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� an ⟨m, k⟩-specification, if in any k consecutive jobs of τ no more than
m jobs in a row may miss their deadlines.

There are three major fields of research in relation to weakly-hard real-
time systems, namely (a) the design of new scheduling algorithms, (b) the
verification of weakly-hard real-time properties under new and conven-
tional scheduling algorithms, and (c) the functional impact of deadline
misses. The focus of this dissertation lies mainly on the schedulability
analysis of weakly-hard real-time systems with a special emphasis on
fixed-priority scheduling. Also a new scheduling algorithm for weakly-
hard real-time systems will be devised. Therefore, the following subsec-
tions briefly review relevant related work on (a) and (b).

5.1.1. Scheduling Algorithms for Weakly-Hard Real-Time Systems

What is optimal in terms of scheduling for hard real-time systems is not
necessarily optimal for weakly-hard real-time systems. A well-known
example for this observation is the domino-effect observed under earliest
deadline first (EDF)-scheduling for overloaded systems [67] where the
deadline miss of one task can cause all other tasks to also miss their
deadlines. Another example is the result published in [20] showing that
neither deadline monotonic (DM) nor rate monotonic (RM) are optimal
priority assignments for periodic task sets with weakly-hard real-time
constraints under fixed priority scheduling. It is therefore interesting to
investigate, how scheduling algorithms can be adapted to weakly-hard
real-time systems. The following overview refers to scheduling algorithms
which by construction or by an associated analysis guarantee (m, k)-
specifications.

A common concept of weakly-hard real-time scheduling algorithms
for uniprocessors is that they partition the jobs of each task τi into
mandatory and optional jobs according to its (mi, ki)-specification. In
a ki-sequence of jobs, ki − mi jobs are mandatory and have to satisfy
their deadlines while mi jobs are optional. The execution of optional
jobs may be delayed, aborted, or entirely skipped to ensure the timely
execution of mandatory jobs. The early proposals use off-line computed
patterns of mandatory and optional jobs, and optional jobs are served in
a best-effort manner at the lowest priority. Later works try to increase
the amount of scheduled optional jobs focusing on on-line acceptance
tests for optional jobs. In the following, different weakly-hard real-time
scheduling algorithms are discussed in more detail:

Ramanathan [78] proposes an algorithm which builds on top of the
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FPP rule: Mandatory jobs of a periodic task τi are served at the static
priority πi, while optional jobs are scheduled by a best-effort server task
which has the lowest priority in the system. In the first ki-window (first ki
jobs) of a task τi, the scheduling algorithm classifies at least ki−mi jobs
as mandatory while the other jobs are optional. The first job is always
mandatory and all other mandatory jobs are equally distributed in the ki-
window. This pattern is repeated for all following ki-windows. A formal
analysis is provided which checks whether all (mi, ki)-specifications can
be satisfied.
The work of Quan and Hu [76] is based on [78]. It aims to improve

the partitioning into mandatory and optional jobs. However, the authors
show that the problem of finding an optimal partitioning is NP-hard.
Therefore, they propose a heuristic pattern which reduces the worst-case
interference that a task may see by avoiding that always the first job in
a ki-window is classified as mandatory. As an alternative, Quan and Hu
[76] also investigate how a genetic algorithm can produce good partitions.
The scheduling framework by Bernat and Burns [17] aims to sat-

isfy the specifications of weakly-hard real-time tasks while maximizing
the service to soft real-time tasks. All weakly-hard real-time tasks are
periodically activated with an offset, have an implicit deadline and must
satisfy an identical (m, k)-specification. The idea is to make the slack
time of (m, k)-hard tasks available to the soft tasks in the system. To
this end the scheduling framework provides three priority bands: Tasks
in the lower and middle priority band may be scheduled according to any
policy while tasks in the upper band are scheduled according to a fixed-
priority policy. A job of an (m, k)-hard task τi is scheduled in the low
priority band until it is promoted shortly before its deadline to the high-
est priority band. Soft tasks are scheduled in the middle priority band
and have priority over non-promoted jobs of (m, k)-hard tasks. The pro-
motion times is selected s. t. the (m, k)-specifications can be satisfied;
this can mean that some optional jobs are not promoted at all.
Given that the promotion times are precomputed off-line (a dynamic

promotion test is only sketched) in [17], Bernat and Cayssials [19]
propose an alternative which relies on-line decisions and is better adapted
to the current run-time situation. This so called bi-modal scheduler
achieves (mi, ki)-guarantees for periodic tasks. There are two priority
bands, the lower band for tasks in normal mode and an upper band
for tasks in panic mode. Tasks in the lower band are scheduled by an
arbitrary policy, while tasks in the upper band are scheduled by a fixed-
priority policy. A task is in normal mode, if the current job is optional.
A task is in panic mode, if the current job is mandatory. The mode-
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switching decision for a task is taken on-line depending on the observed
history of deadlines misses. For the bi-modal scheduler to work correctly,
the task set must be schedulable when all tasks are in panic mode and
execute their mandatory jobs in the upper priority band.

Evequoz [42] classifies the jobs of periodic tasks into mandatory and
optional jobs according to a predefined pattern. Mandatory jobs have
higher priority than optional jobs, and are scheduled either according
to the DM or the EDF policy. Optional jobs are queued, e.g. in FIFO
order. An optional job is dispatched if no mandatory jobs are waiting
for execution and if the optional job is guaranteed to meet its deadline.
This strategy avoids abortion of optional jobs and all job executions
contribute value to the system because they are in time; in this aspect
Evequoz [42] dominates Bernat and Cayssials [19].

In conclusion, we can say that there is a selection of scheduling algo-
rithms for weakly-hard real-time systems with periodic tasks. However,
proposals for scheduling algorithms addressing task sets with periodic
and non-periodic tasks are still missing. Such a scheduling algorithm
will be developed in Section 6.2.

5.1.2. Schedulability Analysis of Weakly-Hard Real-Time Systems
Under Fixed Priority Scheduling

Although fixed priority (non)preemptive (FP(N)P) scheduling is not op-
timal for weakly-hard real-time systems in the sense that that other
scheduling algorithms may be able to schedule tasks sets that FP(N)P
cannot, it still has other important advantages. Many practical real-time
systems employ fixed priority scheduling because it is an elegant mean
to isolate critical from less critical tasks even in the case of overload and
furthermore it entails a low implementation overhead. If a deadline miss
occurs, the late job runs to completion. This paragraph summarizes the
state-of-the-art with regard to the schedulability analysis of weakly-hard
real-time systems under fixed priority scheduling which is so far restricted
to the case of uniprocessors.

Bernat et al. [20] propose an analysis how to compute weakly-hard
guarantees for a set of periodic tasks with a known initial release offset,
relying on the identification of a deadline miss pattern which is repeated
every hyperperiod. Sun and Natale [91] relax the assumptions on the
task set by allowing an unknown initial offset and formulate the problem
as an mixed integer linear programming (MILP). Pazzaglia et al.
[75] improve the MILP formulation given in [91] and consider both a
job-continue strategy and a job-kill strategy.
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While Bernat et al. [20] and Pazzaglia et al. [75] provide tight results
for simple system models, Kumar and Thiele [61] and Quinton et al.
[77] develop (m, k)-schedulability analysis techniques for more complex
curve-based system models:

The work by Kumar and Thiele [61] assumes that transient over-
load in a system is caused by a single task producing rare events. The
analysis computes the length of the settling time for each task, i.e., the
duration between the arrival of a rare event and the time when the task
is schedulable again, as well as the WCRTs within the settling time. Set-
tling times of different rare events are assumed to be so far apart that
they cannot overlap. The system model in [61] is based on arrival and
service curves known from RTC, however, an extension to distributed
systems has not been elaborated.

The schedulability analysis developed by Quinton et al. [77] is
called Typical Worst Case Analysis (TWCA) and was refined in a series
of subsequent works [50] [101]. It relies on the CPA system model but
assumes that event curves can be decomposed into ’typical’ and ’over-
load’ event curves. If the event streams satisfy the typical event curves,
then the system is known to be schedulable. The frequency of sporadic
events causing deadlines is bounded by the overload event curves. The
analysis computes (m, k)-guarantees as a function of the overload event
curves, the impact of overload events may overlap.

It is noticeable that all above presented methods for the schedula-
bility analysis of weakly-hard real-time systems are only applicable to
systems with a single processing component or a single communication
medium. As discussed in the introduction, the main goal of this disserta-
tion is, however, to develop a compositional analysis for multi-component
weakly-hard real-time systems while supporting a curve-based system
model. Now that related works both from hard and weakly-hard real-
time verification have been discussed, the following options appear fea-
sible to achieve this goal: (1) the combination of RTC and the work by
Kumar and Thiele [61], or (2) the combination of CPA and TWCA. In
both cases, a method which builds on curve-based system models and
applies compositional analysis for the verification of hard real-time sys-
tems is combined with a method for the verification of single-component
weakly-hard real-time systems. In this dissertation, it is explored how
Compositional Performance Analysis (CPA) can be appropriately com-
bined with TWCA. Therefore, TWCA is presented in more detail in the
following Section 5.2.
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5.2. Typical Worst Case Analysis (TWCA)

Typical Worst Case Analysis (TWCA) solves the problem of comput-
ing a deadline miss model (DMM) for a task under analysis τi which
is scheduled on a single-resource system under an FP(N)P policy with
unique priorities.

Definition 31: Deadline miss model [101]. A deadline miss model
for a task τ is a function dmm : N → N with the property that out of any
k consecutive jobs of task τ at most dmm(k) might miss their deadline d.

TWCA was invented by Quinton et al. [77], formally proven in [44] and
has been extended in subsequent works leading to the current version
in Xu et al. [101]. This section first presents the system model and then
the basic algorithm [77] and the improved algorithm [101] of TWCA.

5.2.1. System Model

TWCA builds upon the CPA system model introduced in Section 3.3.3.1
with the restriction that (1) only single-resource systems are covered and
(2) tasks must have unique priorities. But TWCA also adds a new as-
pect to the CPA system model, namely each event of an event trace can
be assigned either to the typical event class or the overload event class.
The idea of this extended system model is that a computing platform
may be designed to provide sufficient processing service for a typical
amount of workload. If all tasks have a typical activation pattern, then
the task set is schedulable. If, however, some tasks experience addi-
tional overload activations, then the task set may become unschedulable
in unfavorable scheduling scenarios. TWCA computes a deadline miss
model dmmi(k) for the task under analysis τi to check whether its given
(m, k)-specification is specified. TWCA focuses on systems with spo-
radic overload, where sporadic is not formally defined and means “that
overload events are rare and most of the observed response times [will
not exceed the deadline]” [77].

In the following, the decomposition of traces and curves into their
typical and overload parts will be discussed. This generic view on de-
composition is not part of the state-of-the-art but a new contribution
which is introduced already at this point because the generalization fits
in here nicely.

The number of typical and overload events in an event trace e can be
decomposed into a typical event trace eo and an overload event trace et.
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Definition 32: Decomposition of an event trace. A decomposition
of an event trace e is a tuple (e, e1, e2) with the property that

e = e1 + e2.

The occurrence frequency of typical and overload events can be bounded
from above by an upper typical event curve ηt and an upper overload
event curve ηo. The relation between η, ηt, and ηo is specified by the
following definition:

Definition 33: Decomposition of an event curve. Given an event
curve η, the event curves ηt and ηo must have the property that for every
event trace e satisfying η, there exists an event trace decomposition of e
into et and eo such that et satisfies ηt and eo satisfies ηo.

A correct decomposition of ηj for all τj ∈ TR into ηtj and ηoj requires
additionally that the system is schedulable in the absence of overload
events. This ensures that only overload events can be the cause of dead-
line misses.

Definition 34: Decomposition of a set of event curves. A correct
decomposition of a set of event curves ηj with τj ∈ TR requires that

� each decomposition of ηj into ηtj and ηtj satisfies Definition 33,

� the typical worst case is schedulable.

The typical (worst) case can be defined as follows.

Definition 35: Busy window of a resource. A busy window of a
resource R is a time interval [t1, t2), such that t1 < t2, for any t ∈ [t1, t2)
resource R is busy (i.e., it is providing service to tasks), and t1, t2 are
idle times for resource R (i.e., it does not provide service to any task).

Definition 36: Typical case and typical worst case. A typical case
is a busy window of the resource R, during which every task τj ∈ TR is
exclusively activated by typical events. The longest response time of a
task τj ∈ TR that can occur in a typical case is called the typical worst-

case response time (TWCRT) R
t

j. The typical case which leads to the

TWCRT R
t

j is also called typical worst case.

Definition 37: Schedulability of the typical worst case. If the

typical worst case is schedulable because it satisfies ∀τj ∈ TR : R
t

j ≤ dj,
then any other typical case is also schedulable.
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Note that in practice TWCA-publications have only addressed systems
with periodic and sporadic tasks. By default, the events of a periodic
task τj have been classified as typical (assuming that the periodic base
load of the system is schedulable) and the events of a sporadic task have
been classified as overload. This resulted in the following decomposition
for periodic tasks

ηj = ηtj ηoj = 0 (5.27)

and for sporadic tasks

ηtj = 0 ηj = ηoj . (5.28)

This is an obvious restriction which, however, is not due to the TWCA
principle itself but due to the absence of a method to find ηt and ηo for
more complicated cases. The restriction will be lifted in Sections 8-9.

It is actually possible to relax the schedulability requirement of the
typical worst case; this has been first observed in [50]. Since an instance
of TWCA computes a deadline miss model for only one task under analy-
sis τi, it is sufficient to require that this task under analysis is schedulable
in the typical worst case. But then the decomposition of event curves is
of course specific to the TWCA instance for task τi.

Definition 38: Relaxed schedulability of the typical worst case.

If the typical worst case is schedulable because it satisfies R
t

i ≤ di, then
any other typical worst case is also schedulable.

The relaxed schedulability requirement allows to find more correct and
better decompositions of the set of event curves. A good decomposition
reduces the number of overload events in the system compared to other
decompositions and thus leads to a tighter DMM. In [50], a good de-
composition of the event curves for a task under analysis τi is obtained
as follows: Starting from a set of typical event curves which lead to the
schedulability of the complete task set in the typical worst case, as many
overload event curves as possible are re-declared as ’typical’ such that the
task under analysis τi is still schedulable. This may drastically improve
the dmmi(k).

5.2.2. Basic Algorithm

Consider an arbitrary sequence of k consecutive executions of a task τi in
a given trace as illustrated in Figure 5.1. The objective of TWCA is to
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Figure 5.1. Basic algorithm of TWCA

bound the maximum number of deadline misses that may happen in this
arbitrary k-sequence, i.e., to compute dmmi(k). Since the task under
analysis τi is assumed to be schedulable in the typical worst case, the
deadline misses must be caused by overload activation events. TWCA
[77] quantifies the impact of overload activations as stated below.

A reminder of notation:

Ki max. number of jobs in a level-τi busy window

Bi(Ki) maximum length of a level-τi busy window

W i maximum queuing delay of task τi
Ri worst-case response time of task τi

1. The first step is to compute how many overload activations of task τj
at most can influence the considered k-sequence of task τi.
This number is given by ηoj(∆T

j→i
k ), where ∆T j→i

k describes the max-
imum time interval during which a k-sequence of task τi is sensitive
to overload events. It is bounded as follows:

∆T j→i
k =


Bi(Ki) + δi(k) for τj = τi

Bi(Ki) + δi(k) +W i for τj ∈ hp(i) ∧ FPNP

Bi(Ki) + δi(k) +Ri for τj ∈ hp(i) ∧ FPP

(5.29)

where

� Bi(Ki) is the largest time distance that an overload event of task
τj may have from the beginning of the k-sequence of task τi to still
have an impact. If the distance is larger, then the first job of the
k-sequence and the overload event are no longer in the same busy
window and thus do not interfere.

� δi(k) is the maximum time distance between the first and the last
activation of the k-sequence of task τi,
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� the third term describes how long an overload event of task τj can
impact the last job of the k-sequence of task τi after τi(k) has been
activated

– if τj = τi, the kth job of task τi cannot be preempted by sub-
sequent jobs of τi,

– if τj ∈ hp(i) and FPNP scheduling applies, then the kth job of
task τi can only be preempted during its queuing time but not
during execution,

– if τj ∈ hp(i) and FPP scheduling applies, then the kth job of
task τi can be preempted up to the point of its completion.

2. TWCA then derives the maximum impact which a single overload
activation of a task τj can have on the task under analysis τi: The
duration during which a single overload activation of task τj can in-
fluence τi is limited to the maximum level-τi busy window. Within a
maximum level-τi busy window, no more than

N i = #
{
q ∈ N | 1 ≤ q ≤ Ki ∧ di < Ri(q)

}
(5.30)

jobs of τi can possibly miss their deadlines. Thus N i is an upper
bound on the impact of a single overload activation of a task τj on
task τi.

3. The overall impact of task τj on task τi is then derived as the product

N i · ηoj(∆T
j→i
k ).

4. Finally, the impact of all tasks which may interfere with task τi is
summed up. Interfering tasks will have higher priority (hp) than task
τi, and also self-overload may occur.

Thus we have

dmmi(k) =
∑

τj∈hp(τi)∪τi

N i · ηoj(∆T
j→i
k ) (5.31)

5.2.3. Improved Algorithm

The basic algorithm of TWCA assumes that every overload activation
event of a task τj , which interferes with the task under analysis τi, causes
N i deadline misses in the worst case. The approach presented in Xu
et al. [101] improves over the basic algorithm by considering that often
actually the combined effect of overload events from several interferer
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tasks within a busy window is required to cause a deadline miss of task
τi even in the worst case. Therefore Xu et al. [101] introduce the concept
of a combination to name a collection of overload tasks and evaluate their
effect on task τi.

Fundamental Concepts The improved algorithm of TWCA [101] is
based on the notion of a combination and related concepts.

Definition 39: Combination. A combination C is a subset of the set of
tasks which are scheduled on the resource R and have non-zero overload
event models. This is denoted as C ⊆ {τj ∈ TR | ηoj ̸= 0}1.

Having established the notion of a combination, a new type of busy
window can be defined. In this level-(τi, C) busy window, all tasks τj be-
longing to the combination C are activated by typical events and overload
events while all tasks that are not in the combination C are exclusively
activated by typical events.

Definition 40: Level-(τi, C) busy window. A level-(τi, C) busy win-
dow, is any level-τi busy window which has the property that

� the event trace of every task τj ∈ C in the level-τi busy window contains
at least one overload activation event.

� the event trace of every task τj ∈ TR \C within the level-τi busy window
contains only typical events and therefore satisfies ηtj(∆t).

Some combinations may create a maximum level-(τi, C) busy window
which causes deadline misses of the task under analysis τi (unschedulable
combinations), while others do not (schedulable combinations).

Definition 41: Schedulability of combinations. Let Ri,C denote the
worst-case response time of the task under analysis τi ∈ TR in any level-
(τi, C) busy window. A combination C is said to be schedulable w.r.t. task
τi, if Ri,C ≤ di, otherwise it is unschedulable. The set of unschedulable
combinations w.r.t. task τi is called Ui.

Note that special combinations are the typical worst-case combination
C = ∅ and the worst-case combination C = {τj ∈ TR | ηoj ̸= 0}. The

response time Ri,{τj∈TR | ηo
j ̸=0} is the conventional WCRT and Ri,∅ is

called TWCRT, which is known to always satisfy the deadline given the
assumption of a schedulable typical worst case (see Def. 36).

1The notation f ̸= 0 is a short form for ∀x : f(x) ̸= 0.
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FP(N)P schedules can always be divided into level-τi busy windows
and time intervals which are idle w.r.t. τi and tasks of higher priority.
Each of these level-τi busy windows can be associated with a combination
in the sense of Definition 40, depending on the event trace of each task
in this busy window. The classical response time analysis [95] can be
used to compute Ri,C and to quantify the impact of an unschedulable
combination C by providing the maximum number of deadline misses
w.r.t. task τi that can be caused in a level-(τi, C) busy window (denoted
as N i,C). A safe upper bound on N i,C for any combination is given by
N i,C ≤ N i,TR

= N i, where N i was derived in Section 5.2.2.

Consider an example system which consists of a single resource
R to which a task set TR = {τ1, τ2, τ3, τ4} is mapped. Tasks
τ1, τ2 have a non-zero overload event model such that possible
combinations are {{τ1}, {τ2}, {τ1, τ2}}. Let task τ4 be the task
under analysis [95]. To identify unschedulable combinations w.r.t.
task τ4, a classical worst-case response time analysis is performed
for each combination C knowing that

∀τj ∈ C : τj ⊢ ηj(∆t) ∀τj ∈ TR \ C : τj ⊢ ηtj(∆t).

Assume that the response time analysis shows that only the fol-
lowing combinations are unschedulable w.r.t. task τ4: U4 =
{{τ2}, {τ1, τ2}}. Figure 5.2 shows how a schedule can be par-
titioned into level-(τ4, C) busy windows and idle times w.r.t task
τ4 and hp(τ4).

Algorithm The presented concept of combinations is central to the im-
proved TWCA algorithm by Xu et al. [101] because it helps to formu-
late that overload events from several interfering tasks within a level-τi
busy window are necessary to cause deadline misses of task τi. This in-
creased analysis accuracy compared to the basic TWCA algorithm helps
to tighten the DMM dmmi(k).

The improved TWCA algorithm formulates a multi-dimensional knap-
sack problem which computes a conservative DMM dmmi(k) for the
task under analysis τi. The objective is to pack as many “items” (un-
schedulable level-(τi, C) busy windows) in the “knapsack” (impact inter-
val ∆T j→i

k ) as possible. The impact interval ∆T j→i
k of the k-sequence

of task τi is divided into an (unbounded) sequence of slots for busy
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Figure 5.2. Partitioning of a schedule in level-(τ4, C) busy windows.
Big red arrows represent overload activation events and the flash symbol
marks a deadline miss.

windows. The integer variable xC counts how often a level-(τi, C) busy
window can be used within ∆T j→i

k . This is illustrated in Figure 5.3.
Each unschedulable combination C ∈ Ui contributes at most N i deadline
misses per level-(τi, C) busy window. A safe upper bound on the number
of deadline misses of task τi in ∆T j→i

k is therefore given by

dmmi(k) = max N i

∑
{C∈Ui}

xC . (5.32)

However, an unschedulable combination can only occur with limited fre-
quency within the impact interval ∆T j→i

k . The reason is that the max-

imum number of overload events within ∆T j→i
k is limited, namely for

each task τj ∈ C by ηoj(∆T
j→i
k ). And at least one overload event of each

task in C must fall into the same level-τi busy window, such that the
aggregated overload effect of a combination can occur. Therefore, a sin-
gle task τj can be part of combinations at most Ωj = ηoj(∆T

j→i
k ) times,

which corresponds to the maximum number of overload activations in
∆T j→i

k . If this restriction is considered as a constraint, then the DMM
can be obtained by solving the following optimization problem

dmmi(k) = max N i

∑
{C∈Ui}

xC (5.33)
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Figure 5.3. Knapsack problem

s.t. ∀j: τj ∈ {hp(τi) ∪ τi}:

∑
{C∈Ui: τj∈C}

xC ≤ Ωj (5.34)

To determine whether a combination C is schedulable or not w.r.t. task
τi, a fast schedulability criterion is required which is briefly stated here
before being explained in more detail:

∀l : 1 ≤ l ≤ Ki :
∑

{j∈S′}

wlj,lover ≥ Λl
i − Γl

i (5.35)

S ′ = {j : (τj ∈ hp(τi) ∪ τi) ∧ (τj /∈ C)}
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Figure 5.4. Maximum level-τ3 with K3 = 3 and N3 = 2 for the case of
FPP scheduling. Overload jobs are marked in red.

and the following abbreviations are used

Λl
i =Bi(l)− δi(l)− di

Γl
i =


∑

τj∈hp(τi)

(
ηj(Bi(l))− ηj(δi(l) + di)

)
· Cj for FPP∑

τj∈hp(τi)

(
ηj(W i(l))− ηj(δi(l) + di − Ci)

)
· Cj for FPNP

wlj,lover =


ηoj(δi(l)) · Cj for τj = τi

ηoj(δi(l) + di) · Cj for τj ∈ hp(i) ∧ FPP

ηoj(δi(l) + di − Ci) · Cj for τj ∈ hp(i) ∧ FPNP.

A good starting point to explain the idea of the schedulability criterion in
Eq. 5.35 is to consider the maximum level-τi busy window with Ki jobs
of task τi. It includes overload from all tasks and represents the corner
case where C = {τj ∈ TR | ηoj ̸= 0}. It assumed that the combination C =
{τj ∈ TR | ηoj ̸= 0} is unschedulable, otherwise every other combination
is schedulable and no dmmi(k) needs to be computed. If task τi is
unschedulable in this worst case, then some of the Ki jobs of task τi
miss their deadline. The lth job of τi, if late, exceeds its deadline by

Λl
i = Bi(l)− δi(l)− di.

as illustrated in Figure 5.4. The deadline of the lth job of τi can be satis-
fied, if overload of one or more interfering tasks is removed. If the dead-
line of the lth job of τi is satisfied by this removal of overload, then the
workload Γl

i from interfering jobs which occur after the deadline in case
of FPP, respectively, after the deadline but before the non-preemptive
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execution of the lth job in case of FPNP, can no longer preempt τi(l)

Γl
i =


∑

τj∈hp(τi)

(
ηj(Bi(l))− ηj(δi(l) + di)

)
· Cj for FPP∑

τj∈hp(τi)

(
ηj(W i(l))− ηj(δi(l) + di − Ci)

)
· Cj for FPNP.

(5.36)

The RHS of the schedulability criterion∑
{j∈S′}

wlj,lover ≥ Λl
i − Γl

i (5.37)

thus describes the smallest amount of overload of interfering tasks that
needs to be removed for schedulability of the lth job of τi. The LHS is a
lower bound on how much overload a combination C ⊂ {τj ∈ TR |ηoj ̸= 0}
removes compared to the worst-case combination {τj ∈ TR | ηoj ̸= 0}: A
lower bound on the amount of removed overload per interferer task τj /∈ C
is given by

wlj,lover =


ηoj(δi(l) + di) · Cj for τj ∈ hp(i) ∧ FPP

ηoj(δi(l) + di − Ci) · Cj for τj ∈ hp(i) ∧ FPNP

ηoj(δi(l)) · Cj for τj = τi

(5.38)

which is the interfering overload of τj until the timely completion of the
lth job of task τi in case of FPP, respectively, until the timely start
of execution of the lth job of task τi in case of FPNP. A special case
is self-overload, i.e., τj = τi. A job τi(l) cannot only be preempted by
overload jobs of task τi which occur before its activation due to the FIFO
processing principle for jobs of the same priority.

Note that the lower bound wlj,lover tacitly relies on the relation ηj =
ηtj + ηoj . The relation expresses that in the worst-case run time scenario
caused by the worst-case combination, an interferer task τj has exactly
ηoj(∆t) overload activations and ηtj(∆t) typical activations in ∆t. Thus
removing overload of task τj to model a ’smaller’ combination, in which
τj has only typical activations and no overload activations, means to take
away the ηoj(∆t) overload activations.
Indeed, later in this dissertation this assumption will be identified as

too strong because it does not completely cover the general case ηj ≤
ηtj + ηoj . The relation ηj < ηtj + ηoj applies, e.g., (1) if the upper bounds
on typical and overload events are not tight, or (2) if the joint occurrence
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of typical and overload events is not independent. The assumption ηj =
ηtj +η

o
j simplifies constraint formulation for the improved algorithm, but

it is not inherent to the TWCA principle itself as expressed in the basic
algorithm.

The multidimensional knapsack problem is known to be NP-hard. In
the context of TWCA, the size of a problem instance depends on the
number of possible combinations which exponentially grows with size of
the task set. Xu et al. [101] therefore propose to use the technique of de-
layed column generation known from operations research, which defines
a master problem (here: DMM computation as in Eq. 5.33-5.34 but with
LP-relaxation) and a column-generating sub-problem (here: schedulabil-
ity problem). First the master problem is solved for an initial subset of
possible solutions, then the sub-problem is solved to generate new so-
lutions which can improve the current optimum of the master problem.
The master problem is then re-computed with the added solutions and
the respective new constraint columns. This process of adding solutions
is repeated until an optimum or a sufficiently accurate solution is ob-
tained. In Xu et al. [101], the delayed column generation is designed
such that it produces a decreasing sequence of conservative DMMs such
that the column-generation can be stopped if a timeout occurs.
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In this chapter, two independent contributions with regard to the design
and analysis of weakly-hard real-time systems are presented. In Sec-
tion 6.1, TWCA is extended such that it can be applied to automotive
real-time software which requires the notion of tasks and sub-tasks (also
called: runnable entities). In Section 6.2, a novel scheduling policy for
weakly-hard real-time systems is presented which is applicable to tasks
with arbitrary activation patterns and deadlines.

6.1. TWCA Applied to Automotive Real-Time Software

This contribution was published in Köhler (née Ahrendts) et al. [6].

The AUTomotive Open System ARchitecture (AUTOSAR) [80] is an
open industry standard for automotive software architecture. From a
functional perspective, AUTOSAR-compliant software is built from soft-
ware components which are internally composed of a set of runnable
entities (REs) as illustrated in Figure 6.1. REs can communicate via the
ports of software components and connections are routed over the virtual
functional bus.

In terms of scheduling, REs are executed in the context of container
tasks – see again Figure 6.1. Here REs represent in fact sub-tasks with
static execution order. The mapping of REs to tasks is necessary since
a real-time operating system (OS) supports only a limited number of
tasks which is typically exceeded by the number of REs. Moreover,
a skillful RE-to-task mapping can optimize performance and resource
consumption.

Many RE-to-task mappings lead to a situation in which REs from dif-
ferent software components and with heterogeneous (hard, weakly-hard,
soft) real-time requirements belong to the same task as can bee seen
in Figure 6.1. A task is generally assigned the strictest real-time con-
straint of any of its REs. This coarse granularity of real-time constraints
leads to an unnecessary over-dimensioning of the system, which could
be avoided if individual real-time requirements for each RE were veri-
fied. The research goal is to start from a given RE-to-task-mapping and
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compute hard and weakly-hard real-time guarantees for each RE in a
single-core setting. By doing so, it turns out that guidelines can be given
how to order REs inside container tasks in order to improve real-time
characteristics.
There are several contributions from related works which deal with the

RE-to-task mapping and the static execution order of the REs within
the tasks, but none which computes weakly-hard real-time guarantees
for REs: Ferrari et al. [43] explore which mechanisms are avail-
able to preserve data flow properties of the functional software model in
a given single-core implementation with fixed RE-to-task mapping and
static execution order of REs. Zeng and Di Natale [102] propose
similar mechanisms but with regard to the multi-core problem. Zeng
and Di Natale [103] assume a given task-to-RE mapping and formu-
late a mixed-integer linear programming problem which provides, i.a., an
optimal execution order of REs inside a container task with respect to
minimal memory usage or overhead while respecting a set of functional
constraints for a single-core processor. The work by Monot et al. [69]
proposes different strategies (1) how the set of REs can be best parti-
tioned such that each partition can be mapped to one core of a given
multicore electronic control unit (ECU) and (2) how an execution order
of REs in each container task with the overall goal of a uniform load
distribution can be determined.

6.1.1. Problem Statement

Let each RE in the software system have its own real-time requirement.
A requirement of the form (m, k) with m = 0 for all k ∈ N is considered
as a hard real-time constraint. A constraint of the form (m, k) with 0 <
m < k for a given k is considered as a weakly-hard real-time constraint.
A soft real-time constraint imposes no maximum on the tolerated number
of deadline misses.

The objective is to compute

1. the worst-case response time, and

2. the (m, k)-guarantee

of each RE in the system under the below assumptions:

� The target platform is an ECU with a single-core, FPP-scheduled CPU
which provides service to a set of independent container tasks with
arbitrary activation patterns and arbitrary deadlines. Each container
task τi contains a sequence of ni REs ρi,p, where the index p indicates
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Functional 
ViewSW Component A SW Component B

RE 1.1
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RE2.1
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hard real-time
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soft real-time

VFB

sender port

receiver port

Figure 6.1. Functional view and scheduling view of automotive soft-
ware. The functional view abstracts from the execution platform while
the scheduling view models tasks as the smallest entities scheduled by
the OS.

the pth position of a RE in the sequence. REs may communicate via
shared variables.

� Each RE inherits the deadline Di, the task priority Πi and the activa-
tion pattern (η

i
, ηi) from its container task τi.

� An RE ρi,p has the worst-case execution time Ci,p. The sum of the
worst-case execution times Ci,p of all REs ρi,p with 1 ≤ p ≤ ni is
clearly the worst-case execution time Ci of task τi s.t. Ci =

∑ni

p=1 Ci,p.

To be able to apply and adapt the principles of TWCA to compute
(m, k)-guarantees, it is furthermore assumed that the activation pattern
of each task is decomposable in a typical and an overload component such
that the task set is guaranteed schedulable in the exclusive presence of
typical events while it may be not schedulable if overload events are
present.

6.1.2. Worst-Case Response Time of Runnable Entities

The response time analysis for REs (RTA-RE) allows to decide whether
for an RE a hard real-time guarantee can be given. Related work with
regard to RE-based systems, e.g. [43], has so far proposed worst-case
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response time computations for REs with the restriction of periodic acti-
vations and deadlines smaller than or equal to the period. The aim is to
lift these restrictions in order to cover a more generic system model with
arbitrary activation patterns and deadlines. The proposed computation
is a straightforward extension of the busy-window based response time
analysis introduced in Section 3.3.3.

Theorem 2: The worst-case response time Ri,p of the p-th RE ρi,p in
task τi is

Ri,p = max
1≤q≤Ki

{
Bi,p(q)− δi(q)

}
(6.39)

where

� Bi,p(q) is the multiple event busy time for runnable ρi,p computed
by the fixed point equation

Bi,p(q) = (q − 1) · Ci +

p∑
ν=1

ciν +
∑

l∈hsp(i)

ηl(Bi,p(q)) · Cl (6.40)

� δi(q) is the earliest moment of activation of the qth instance of task
τi in the maximum level-i busy window.

� Ki is the number of task instances in the max. level-i busy window:

Ki = min
{
q ≥ 1 |Bi(q) < δi(q + 1)

}
(6.41)

Proof. As discussed in Section 3.3.3.2, the level-τi busy window
[t1, t2) (Def. 22) is a time interval during which the processing re-
source is busy with task τi or tasks of higher or same priority. It is
framed by idle times. The maximum level-τi busy window, which
is known to include the WCRT of task τi under FPP scheduling,
starts with the critical instant. The critical instant occurs when
all tasks with higher or equal priority are activated at the same
instant.
The proof goal is to show that the maximum level-τi busy window
does not only include Ri but also Ri,p for all 1 ≤ p ≤ ni. The
reasoning is similar to [63]:

Firstly, consider the situation in which
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� [t1, t2) is a level-τi busy window,

� task τi is activated at t∗ > t1,

� all hsp(i)-tasks are activated at t1

� in [t1, t
∗) only hsp(i)-tasks are processed.

If task τi is activated earlier than t∗, this can only lead to longer
response times for task τi. The reason is that in [t1, t

∗) only
hsp(i)-tasks are processed and thus all jobs of τi still finish at
the same time but their activation instants are earlier. Since all
REs ρi,p with 1 ≤ p ≤ ni are activated synchronously with their
container task τi as described in the problem statement in Section
6.1.1, the argumentation is also true for the response times of the
REs of task τi.
Secondly, if any hsp(i)-task is activated at some t̃ > t1, then
reducing t̃ delays or leaves unchanged the completion instant of
all jobs of task τi, resp. of all the REs of task τi, within the
level-τi busy window.
Thus the critical instant, when all tasks are activated at t1, leads
also to worst-case response time scenario for REs.

Let Bi,p(q) be the maximum time between the first activation
of task τi and the finishing time of the p-th RE ρi,p in the qth
instance of task τi within a level-τi busy window. Then we can
write in analogy to the classical busy window equation:

Bi,p(q) = (q − 1) · Ci +

p∑
ν=1

ciν +
∑

l∈hsp(i)

ηl(Bi,p(q)) · Cl

Since any instance of the RE ρi,p inside the maximum level-τi busy
window can have the longest response time Ri,p, a search over all
jobs inside the maximum level-τi busy window is necessary

Ri,p = max
1≤q≤Ki

{
Bi,p(q)− δi(q)

}
.

Corollary 1: Let τi(q
∗) be the job of task τi which has the longest

response time Ri in the maximum level-τi busy window. Furthermore,
let τi(q

′) be the job of task τi which has the longest response time of the
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RE ρi,p, denoted as Ri,p, in the maximum level-τi busy window.
The jobs τi(q

∗) and τi(q
′) may not be identical.

Proof. For the response time of a task τi it is relevant how much
preempting workload occurs between its activation and comple-
tion. But for the response time of a RE ρi,p it matters only
how much preempting workload occurs between the activation of
task τi and its own completion time. This can lead to the fact
that different jobs in the maximum level-τi busy window repre-
sent the worst-case for the response time of the task τi resp. the
RE ρi,p.

For illustration of Corollary 1 consider the following example based
on [63] with added REs: The example system has two periodic tasks
τ1, τ2 with periods as T1 resp. T2. FPP scheduling is applied. The
higher priority task τ1 consists of a single RE, the lower priority task τ2
is composed of four REs:

τ1 : C1 = C1,1 = 26, T1 = 70, Π1 = 1,

τ2 : C2 = 62, T2 = 100, Π2 = 2,

C2,1 = C2,2 = 20, C2,3 = 12, C2,4 = 10.

Table 6.1 shows the response times R2,p(q) for each RE ρ2,p in the max-
imum level-τi busy window. The timing diagram is depicted in Fig. 6.2.
The task instances for which the WCRT 2,p can be observed in the BW
differ from the 1st to the 5th task instance.

R2,p R2,p

ρ21 [46, 34, 48, 36,50, 38, 26] 50 at job τi(5)
ρ22 [66, 80, 68,82, 70, 58, 72] 82 at job τi(4)
ρ23 [104, 92, 80, 94, 82, 96, 84] 104 at job τi(1)
ρ24 [114, 102, 116, 104,118, 106, 94] 118 at job τi(5)

Table 6.1. Response time results for task τ2

A RE ρi,p is said to be schedulable if Ri,p ≤ Di. In the worst case,
a subset of the REs ρi,p of task τi may be schedulable while the com-
plementary subset of REs ρi,p of task τi will not be schedulable. The
following corollary states which REs of a task are scheduable which are
not.
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Figure 6.2. Maximum level-τi busy window [6]

Corollary 2: If the RE ρi,Pi
does not miss its deadline in the worst

case, then all REs ρi,p with p < Pi do also not miss their deadline in the
worst case. If the RE ρi,Pi+1 misses its deadline in the worst case, then
all REs ρi,p with p > Pi do also miss their deadline in the worst case.

∀i, p ≤ Pi : Ri,p ≤ Di

∀i, p > Pi : Ri,p > Di.

Proof. According to the system model, all REs ρi,p in a task τi
have an identical activation pattern and an identical deadline.
It is then evident that Ri,k > Ri,l if k > l and Ri,k < Ri,l if
k < l. Thus Ri,Pi − Di < 0, p < Pi ⇒ Ri,p − Di < 0 and
Ri,Pi+1 −Di > 0, p > Pi ⇒ Ri,p −Di > 0.

From a design perspective, Corollary 2 implies that for a given RE-
to-task mapping, hard real-time requirements are satisfiable up to ρi,Pi

.
For illustration, reconsider the above example and assume the deadline
to be D2 = 0.95 · T2 = 95. On the basis of Table 6.1, we can derive:
P2 = 2.

R2,p hard real-time guarantee

ρ21 50 yes
ρ22 82 yes
ρ23 104 no
ρ24 118 no

Table 6.2. Hard real-time guarantees for RE of task τ2
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6.1.3. Typical Worst-Case Analysis for Runnable Entities

For all REs, which may not complete before their deadline, it is of interest
to compute weakly-hard real-time guarantees. In this section, TWCA is
adapted to cover systems with REs.

Let dmmi,p(k) denote the maximum number of deadline misses that
the RE ρi,p may experience due to overload activations of tasks of higher
or equal priority or due its own overload activations. The deadline miss
model dmmi,p(k) can be computed following the principles of the basic
algorithm of TWCA.

Theorem 3: A deadline miss model dmmi,p(k) of the runnable entity
ρi,p is

dmmi,p(k) = N i,p · ηoj(∆T
j→i,p
k )

where

N i,p = #
{
q ∈ N | 1 ≤ q ≤ Ki ∧Di < Bi,p(q)− δi(q)

}
∆T j→i,p

k =

{
Bi,p(q) + δi(k) if i = j

Bi,p(q) + δi(k) +Ri,p if i ̸= j.

Proof. The basic algorithm of TWCA, as presented in Section
5.2.2, derives a deadline miss model of a task τi by

1. evaluating the maximum number of deadlines misses of that
a single overload activation of an interfering task τj can
cause with respect to the task under analysis τi (denoted
as N i),

2. counting the maximum number of overload activations of
task τj which may influence a sequence of k jobs of task τi
(denoted ηoj(∆T

j→i
k )),

3. weighting the maximum number of overload activations
ηoj(∆T

j→i
k ) with the worst-case impact N i,

4. accumulating the effect over all interfering task τj .

The aim is now to interpret these steps not for a task τi but a RE
under analysis ρi,p.

1. Tasks which may interfere with the RE under analysis ρi,p must
have higher or equal priority than its container task τi such that
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τj ∈ hsp(i)∪ τi. The time interval during which a single overload
event of τj may influence the RE under analysis ρi,p is limited
to the length of a maximum level-τi busy window. This is due
to the fact that by Definition 22 after any level-τi busy window
some idle time w.r.t to task τi and hsp(i)-tasks will occur and
thus the impact of any activation of τj within a busy window
cannot extend beyond it. Thus the maximum number of deadline
misses with respect to the RE ρi,p, denoted as Ni,p, corresponds
to the maximum number of deadline misses of RE ρi,p that can
be observed in the maximum level-τi busy window:

N i,p = #
{
q ∈ N | 1 ≤ q ≤ Ki ∧Di < Bi,p(q)− δi(q)

}
. (6.42)

2. How many overload activations of task τj can possibly have
an impact on the response times of the considered k consecutive
instances of the RE ρi,p?
a) The maximum distance between the start of a level-τi busy
window and the termination of an RE ρi,p is Bi,p(q) according
to Theorem 2. Thus, an overload activation occurring more than
Bi,p(q) before the first activation of the k-sequence of ρi,p cannot
be in the same level-τi busy window as this first activation and
therefore has no impact on its response time or that of subsequent
instances.
b) An overload activation that occurs during the k consecutive
instances of the RE ρi,p may have an impact on their response
times. The largest distance of k consecutive instances of the RE
ρi,p is δi(k).
c) If i = j then an overload activation after the last activation
in the k-sequence has no impact on the response times in the
k-sequence, because activations of a task are handled in a FIFO
order. If i ̸= j, the maximum interval of impact after the k-
sequence is bounded by the WCRT Ri,p.

The observations a)-c) lead to:

∆T j→i,p
k =

{
Bi,p(q) + δi(k) if i = j

Bi,p(q) + δi(k) +Ri,p if i ̸= j

The maximum number of overload activations of τj during the

time interval ∆T j→i,p
k is then given by ηoj(∆T

j→i,p
k ).
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3. Weighting the maximum number of overload activations of an
interfering task τj , which may interfere with the RE ρi,p with the
maximum impact of single overload activation leads to:

dmmj
i,p(k) = N i,p · ηoj(∆T

j→i,p
k ).

4. Finally, the deadline miss model dmmi,p(k) can safely be com-

puted by summing up dmmj
i,p(k) for every interfering task τj :

dmmi,p(k) =
∑

j∈hsp(i)∪τi
dmmj

i,p(k)

In the following, a list of corollaries illustrates interesting points of the
above theorem.

Corollary 3: The deadline miss model of the last RE ρi,p|p=ni
is equal

to the deadline miss model of the container task τi.

Proof. This follows directly from N i,ni = N i, Bi,p(q) = Bi(q),

and Ri,p = Ri.

Corollary 4: The deadline miss model dmmi,p(k) of the RE ρi,p cannot
be larger than the deadline miss model dmmi(k) of its container task τi

∀i, p : dmmi,p(k) ≤ dmmi(k).

Proof. From a, b ∈ N : a ≤ b follows

⇒ Bi,a(q) ≤ Bi,b(q) ∧Ri,a ≤ Ri,b ∧

N i,a ≤ N i,b ∧∆T j→i,a
k ≤ ∆T j→i,b

k

⇒ dmmi,a(k) ≤ dmmi,b(k)

⇒ dmmi,a(k) ≤ dmmi(k).
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Large differences between the deadline miss model dmmi,p(k) of the
RE ρi,p and the deadline miss model of its container task τi dmmi(k)
can be observed if

� N i,p << N i which happens for busy windows with large Ki; com-
pare for illustration the number of deadlines misses observed for
the RE ρ2,3 (i.e. N2,3 = 2) and RE ρ2,4 (i.e. N2,4 = 6) under
D2 = 95 in the example on p. 65,

� ηoj(∆T
j→i,p
k ) << ηoj(∆T

j→i
k ) which happens when ηoj is sensitive to

small changes of its argument, e.g., as in case of (1) high overload
and (2) small k.

Under these circumstances it is thus in particular beneficial to compute
deadline miss models at the level of REs (and not tasks) to obtain a tight
upper bound on the deadline misses of a specific RE.

The following theorem proposes an linear integer programming (ILP)
optimization problem which allows to tighten the deadline miss model
dmmi,p(k) for the RE under analysis ρi,p compared to the results ob-
tained by Theorem 3.

Theorem 4: A deadline miss model dmmi,p(k) of the runnable entity
ρi,p is the objective value of the following integer linear programming
problem with the binary variables bj

min N i,p ·
∑

j∈hp(i)∪τi
ηoj(∆T

j→i,p
k ) · bj

under the constraints

0 ≤ l ≤ Ki :
∑

j∈hp(i)∪τi
wlj,lover · bj ≥ Λl

i,p − Γl
i,p

where

wlj,lover =

{
ηj(∆t)(Di + δi(l)) · Cj for τj ∈ hp(i)

ηoi (∆t)(δi(l)) · Cj for τj = τi

Λl
i,p = Bi,p(l)− δi(l)−Di

Γl
i,p =

∑
j∈hp(i)

(
ηj(Bi,p(l))− ηj(Di + δi(l))

)
· Cj
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Proof. In order to find a tight deadline miss model dmmi,p(k)
for an RE ρi,p, a integer linear programming problem can be
formulated as Hammadeh et al. [50] proposed for the task-related
deadline miss model dmmi(k).

a

The idea is to find the largest subset of tasks O ⊆ T which can
have overload activations without causing any deadline miss of
ρi,p. Then only overload activations of the complementary set of
tasks T \ O can be the reason for deadline misses of ρi,p.
A possible way to find an optimal task set O such that the dead-
line miss model dmmi,p(k) is minimal, is an optimization prob-
lem. Let the binary variable bj denoted whether task τj is in O
(bj = 0) or not (bj = 1).
The objective function computes the value of the deadline miss
model dmmi,p(k) according to the basic principle presented above
in Theorem 3 but considers that not all tasks in the task set O
have no deadline-miss inducing overload activations:

min N i,p ·
∑

j∈hp(i)∪τi
ηoj(∆T

j→i,p
k ) · bj .

A set of constraints imposes that tasks in O is actually chosen
such that the RE ρi,p is actually schedulable in the presence of
their overload events.
The schedulability criterion is very similar to the one presented
in Section 5.2.3 but replaces task-related variables with the RE-
related counterparts:

0 ≤ l ≤ Ki :
∑

j∈hp(i)∪τi
wlj,lover · bj ≥ Λl

i,p − Γl
i,p

where

wlj,lover =

{
ηj(∆t)(Di + δi(l)) · Cj for τj ∈ hp(i)

ηoi (∆t)(δi(l)) · Cj for τj = τi

Λl
i,p = Bi,p(l)− δi(l)−Di

Γl
i,p =

∑
j∈hp(i)

(
ηj(Bi,p(l))− ηj(Di + δi(l))

)
· Cj

For further explanation of the set of constraints specified in re-
fer to Figure 6.3. The figure shows the maximum level-τ3 busy
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Figure 6.3. Illustration of the schedulability criterion for RE ρ3,2:

window (K3 = 1) of a set of tasks {τ1, τ2, τ3}. The expres-
sion Λ1

3,2 indicates the amount of workload that needs to be re-
moved in order to avoid the deadline miss of the RE ρ3,2. In
fact, some of this workload disappears by itself if the deadline
is enforced, namely the workload resulting from activations tak-
ing place after D3 and before B3,2(l) i.e. Γ1

3,2. The constraint∑
j∈hp(3)∪τ3

wlj,1over · bj ≥ Λ1
3,2 − Γ1

3,2 therefore formulates the suf-
ficient condition that if the overload-induced workload is larger
or equal than the amount of extra workload that is necessary to
provoke a deadline miss of RE ρ3,2, then in the typical worst-case
the RE ρ3,2 does not miss its deadline.

aAt the time when the paper Ahrendts et al. [6] and thus this theorem was
written, the state-of-the-art TWCA for tasks was Hammadeh et al. [50]
and not yet Xu et al. [101], but a generalization should be relatively easy.

6.1.4. Methodology

This section briefly reviews how to apply the classical response time
analysis (RTA), the presented response time analysis for REs (RTA-
RE), TWCA, and TWCA for REs (TWCA-RE) to a given automotive
software system:

1. Use the classical RTA to verify if the system is schedulable: Yes →
Feasible System. No → Go to step 2.

2. Use RTA-RE for every task τi which has been found unschedulable in
step 1. Check if the system requirements are satisfied with respect to
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the REs ρi,p which require hard real-time guarantees: Yes → Go to
step 3. No → Infeasible System.

3. Use TWCA to compute the dmmi(k) for every task τi which has been
found unschedulable in step 1. Check if the system requirements are
satisfied with respect to the REs ρi,p which require weakly-hard RT
guarantees: Yes → Feasible System. No → Go to step 4.

4. Use TWCA-RE to compute the dmmi,p(k) for every RE ρi,p whose
weakly-hard RT requirements have not been fulfilled in step 3 and
check whether the tighter individual bound can satisfy the require-
ment. Yes → Feasible System. No → Infeasible System.

6.1.5. Case Study

The analysis has been evaluated by means of an automotive use case
provided by Bosch in a collaboration project.
The software is built from 21 periodic tasks which are executed under

FPP on a single processor. Each task is characterized by the WCET Ci,
the period Ti, the deadline Di, the number of REs ni, and the priority
Πi. Task τ1 has the highest priority while τ21 has the lowest priority.
The number of REs in a task varies between 2 and 732. The task set
is schedulable, but when sporadic overload is added to the system then
tasks may miss their deadlines.

The objective of the case study is to show that it may not be necessary
to reject the design in case of sporadic overload if TWCA-RE is applied:
It is assumed that some REs in each task have hard real-time specifica-
tions while other REs in each task have weakly-hard real-time specifi-
cations and can thus tolerate a bounded number of deadline misses. If
real-time guarantees are given at RE-level, then it may still be possible
that all specifications are satisfied though some deadlines are missed.
TWCA-RE thus allows to verify and accept system design which must
be rejected by other verification techniques which work at task-level.

Experiments

The schedulable task set is complemented by synthetic sporadic overload
in the experiments, i.e., a subset of tasks {τ11, τ15, τ16} is additionally
activated by rare events. The sporadic overload is chosen such that in the
worst case task τ17 (C17 = 6.302ms,Π17 = 17, T17 = 20ms,Di = 18ms,
ni = 732) misses its deadline. Task τ17 is the task with the largest
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number of REs in the task set and thus of particular interest to evaluate
TWCA-RE according to the methodology proposed in Section 6.1.4.

Scenario A In Scenario A, a lightweight synthetic sporadic overload is
added – meaning that tasks {τ11, τ15, τ16} only rarely experience overload
activations. Scenario A is evaluated according to the above presented
methodology:

1. The first step in a timing analysis is according to the above discussed
methodology to perform a classical RTA: The maximum response time
of task τ17 in the absence of overload (typical case) is TWCRT 17 =
14.414ms. In the presence of overload, the maximum response time
of task τ17 is WCRT 17 = 25.618ms.

2. Since task τ17 thus misses deadlines in the worst case, it is not clear
whether all or some REs of task τ17 also miss their deadline. A
runnable-related response time analysis (RE-RTA) shows that for the
vast majority of REs of task τ17, namely for {ρ17,p|p ∈ {0 . . . 612}}
hard real-time guarantees can be provided.

3. For task τ17, TWCA returns an upper bound on the maximum number
of deadline misses for k = 9, 50, 100 consecutive jobs: dmm17(k) = 2.

4. For every non-hard RE {ρ17,p|p ∈ {613 . . . 731}} TWCA-RE provides
the same dmm17,p(k) for k = 9, 50, 100 as TWCA does for the entire
task. This is due to the fact that (1) N i,p = N i and (2) the overload
event curves are not sensitive to small changes in the considered time
interval.

Scenario B In Scenario B, the synthetic sporadic overload is increased
for tasks {τ11, τ15, τ16}.

1. The RTA returns the maximum response time of task τ17 in the ab-
sence of overload (typical case) TWCRT 17 = 14.414ms and the maxi-
mum response time of task τ17 in the presence of overload (worst case)
WCRT 17 = 29.521ms.

2. RE-RTA shows that the REs {ρ17,p|p ∈ {0 . . . 351}} of task τ17 satisfy
hard-real time constraints.

3/4. TWCA-RE returns significantly better weakly-hard real-time guar-
antees for the individual REs than TWCA is capable to do. The
increased overload causes that (1) N i,p < N i for many REs, and
(2) the overload arrival curves are more sensitive to small changes of
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arguments. The obtained deadline miss models are shown in Table
6.3.

We have performed the experiments on an Intel Core i5-3230M CPU
@ 2.60GHz × 4 with 8 GB memory with a run time of 19.3s for Scenario
A and 38.2s for Scenario B.

Table 6.3. Deadline miss models for the REs of task τ17 . The under-
lined values correspond to dmm17(k) for the entire task.

Scenario A

dmm17,p(9) dmm17,p(50) dmm17,p(100)

2 (613 ≤ p ≤ 731) 2 (613 ≤ p ≤ 731) 2 (613 ≤ p ≤ 731)

Scenario B

dmm17,p(9) dmm17,p(50) dmm17,p(100)

3 (352 ≤ p ≤ 391) 8 (352 ≤ p ≤ 473) 10 (352 ≤ p ≤ 473)
4 (392 ≤ p ≤ 473) 16 (474 ≤ p ≤ 731) 20 (474 ≤ p ≤ 731)
8 (474 ≤ p ≤ 731)

Conclusions

The two scenarios show that the combination of a response time analysis
and a TWCA at the level of REs is an important mean to increase the
accuracy of timing analysis such that system designs can be accepted as
safe which would be rejected in a less accurate, task-related analysis.

TWCA-RE also implicitly provides guidelines how to arrange REs
inside the container task in order to reduce the amount of deadline
misses for REs with demanding real-time requirements in the system.
TWCA-RE implies that under timing aspects it is highly beneficial to
sort and place the REs according to the strictness of their real-time
requirements inside the task (stricter real-time requirements imply an
earlier position p).
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6.2. Novel Weakly-Hard Real-Time Scheduling Policy

This contribution was published in Köhler, née Ahrendts et al. [7].

The weakly-hard real-time scheduling algorithms presented in Sec. 5.1
are only applicable to periodic tasks. However, event-triggered tasks are
important for modeling dynamic software behavior and network traffic.

Problem Statement The problem is therefore to find a novel schedul-
ing policy which addresses uniprocessor systems which schedule (mi, ki)-
hard tasks with arbitrary activation patterns and deadlines. The policy
should be designed such that (1) FPP scheduling is applicable and (2)
no job abortions occur. FPP scheduling has the important advantages
of compatibility with many existing system designs, control over task
priorities in the design process, and the low implementation overhead.
Abortion is from an implementation-agnostic perspective desirable be-
cause late jobs do not continue to consume service. In practice, however,
aborting a job may not be possible (remember that the notion of a job in
real-time system model can include very different service-consuming ac-
tions like program execution, memory access, network transmission etc.)
or may involve expensive, time-demanding rollback. Though abortion
may seem desirable in models where the overhead is neglected, it is dif-
ficult to implement, truthfully model and analyze. Therefore, jobs are
usually either rejected before execution or run to completion in practical
implementations.

Principles of the Proposed Solution The proposed weakly-hard real-
time scheduling policy [7] is called FPP with finite queues (FPP-FQ).
In contrast to previous approaches, the policy does not derive heuristi-
cally optimal patterns of mandatory/optional jobs. Instead, the policy
uses classical FPP scheduling but adds a job acceptance test with low
complexity and implementation overhead. The design hypothesis is that
under overload jobs pile up in the task-specific ready queue, and are
finally scheduled though they are likely to miss their deadlines due to
long waiting times in the queue. If the number of active (ready or ex-
ecuting) jobs of a task τi in the system is limited to si by the size of
the queue at any point in time, then finite queues are likely to mitigate
overload peaks by rejecting jobs which have little chance to complete
before their deadline. The goal is that FPP-FQ reduces the DMMs of
the tasks in the system compared to conventional FPP. Note that gen-
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(a) High sporadic overload, s2 → ∞ (b) High sporadic overload, s2 = 1

(c) Low sporadic overload, s2 → ∞ (d) Low sporadic overload, s2 = 1

Figure 6.4. Illustration of FPP-FQ. The flash symbol indicates a
deadline miss, the cross symbol indicates a job rejection.

eralized deadline misses must be counted because jobs cannot only be
late but also rejected:

Definition 42: Generalized deadline miss. A generalized deadline
miss of task τi occurs if a job τi(j) terminates after its deadline or is
rejected by the scheduler.

Consider Figure 6.4 which shows an examplary task set T = {τ1, τ2}
with implicit deadlines. It is schedulable in the absence of overload, but
it is not schedulable in the presence of overload (red jobs). Subfigure
6.4a shows a level-τ2 busy window of the task set under high sporadic
overload and classic FPP, resulting in 3 consecutive deadline misses of
task τ2. Subfigure 6.4b illustrates the same scenario as in Subfigure
6.4a but under FPP-FQ with s2 = 1 for task τ2. Once that job τ2(1)
misses its deadline under added overload, all successive jobs of task τ2 are
rejected until it completes. By FPP-FQ, both the size of the level-τ2 busy
window and the number of generalized deadline misses is reduced in the
busy window. Finally, Subfigures 6.4c and 6.4d illustrate the fact that
finite queues make only sense for tasks which see high overload peaks.
Namely if at most 2 deadline misses of task τ2 may happen in a level-τ2
busy window under FPP, then FPP-FQ cannot reduce the number of
generalized deadline misses in the busy window.

Design An important design question related to FPP-FQ is how to
choose the maximum allowed number of concurrently active jobs si for
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each task τi in the system. Consider the case of classic FPP scheduling
and no overload in the system. Then for each task τi at most ni active
jobs may coexist at any point in time. Consider further the case of classic
FPP scheduling and overload in the system. Then task deadlines may
be missed and the maximum number of unterminated jobs of each task
τi which may coexist at any point in time increases to n′i ≥ ni. In case
of a periodic task with an implicit deadline, we have ni = 1 and n′i > ni.
Consequently, if finite ready queues are intended to reduce overload peaks
but not to reject jobs in the absence of overload, then ni ≤ si < n′i. The
relation si = n′i means that job rejection will never occur. Note that it
is also possible to choose si < ni. Namely in a different context when
queue size is traded for a bounded number of deadline misses, e.g., in a
network switch where memory is limited.

Analysis The schedulability analysis for FPP-FQ as proposed in [7]
computes the dmmi(k) for each task τi. It builds on the basic algorithm
of TWCA, which requires the following inputs:

� the maximum busy window BW i

� the WCRT Ri

� the max. number of generalized deadline misses in a busy window N i.

These inputs must be computed for the special case of FPP-FQ. From
Eq. 5.31 it becomes clear that the accuracy of BW i is important for the
quality of results for small k, while N i is a factor with a strong impact
on the computed dmmi(k) for any value of k.

Deriving BW i, Ri, and N i under classic FPP means to build a sce-
nario where each task is activated according to its maximum event curve
and demands its WCET. This efficient way of worst-case construction is
possible because FPP is a sustainable scheduling policy. In the style of
Cerqueira et al. [32], the sustainability of a scheduling policy w.r.t. some
real-time property can be defined as follows.

Definition 43: Sustainable scheduling policy w.r.t. a property.
Assume any scheduling policy ϕ which schedules a job set J with the job
parameters Pjob on a given platform. For each parameter p ∈ Pjob, let ≼
be any partial order over job sets, such that J ≼ J ′ holds iff every job in
J has no worse parameter than its corresponding job in J ′. A property
R can be associated with the job schedule. Let ⊑ be a partial order on
the set of possible values for the property R. A value r1 is called equal to
or better than a value r2 of the property R, if r1 ⊑ r2.
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(a) Level-τ4 busy window con-
structed from job set J
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(b) Level-τ4 busy window con-
structed from job set Jbetter

Figure 6.5. Example [7] which shows that FPP-FQ is not sustainable
with regard to the properties BW 4, R4, and N4.

The scheduling policy ϕ is said to be sustainable w.r.t. the property
R under the job parameters Pjob, iff a job schedule based on Jbetter

produces no worse property value than a job schedule based on J with
Jbetter ≼ J .

FPP-FQ is not sustainable w.r.t. to the properties BW i, Ri, N i under
the set job parameters WCETs and activations instants, which can be
proven by contradiction: Figure 6.5a shows a level-τ4 busy window which
is constructed from the job set J parameterized by the execution times
Ci,j = Ci (maximal service demand per job) and the activation instants
ai,j = δi(j) (job activations as early as possible). Figure 6.5b shows a
level-τ4 busy window which is constructed from another job set Jbetter ≼
J with a better execution time C2,1 = 0.5 Ci. By comparing Figures
6.5a and 6.5b, it can be seen that the job set J induces a shorter response
time R4, a shorter level-τ4 busy window BW 4, and a smaller number of
generalized deadline misses N4 than the better job set Jbetter. Thus it
remains unclear which job set(s) leads to BW i, Ri, N i and the solution
space is large.

A procedure to find BW i, Ri, and N i must therefore enumerate so-
lutions or use rough bounds. Ahrendts et al. [7] enumerate solutions
for BW i, and derive upper bounds on Ri, and N i based on the result
for BW i:

� An MILP problem is formulated which derives the maximum accepted
workload in the system for any time interval of duration ∆t. The
obtained value is conservative but not tight since the MILP relaxes
constraints on job rejection to reduce computational complexity.
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� From a sequence of values for the maximum workload curve, the inter-
section point with the minimal service curve can be computed, which
corresponds to the maximum size of the busy window.

� The maximum response time Ri cannot be larger than BW i, and
the maximum number of generalized deadline misses in BW i, i.e, N i,
cannot be larger than the number of activations of task τi in BW i.

Evaluation The case study in [7], describing an automotive power-
train application executed on a single core [60] with synthetic overload,
has shown that the relaxations and simplifications in the nevertheless
computation-intensive MILP problem lead to considerable pessimism
such that rarely for one task an improvement of (m, k)-guarantees could
be observed whereas other tasks had even degraded (m, k)-guarantees
compared to classical FPP.

Conclusion FPP-FQ is applicable to uniprocessor systems which sched-
ule (mi, ki)-hard tasks with arbitrary activation patterns and deadlines.
It also implementable with little overhead because the rejection rule only
relates to the number of active jobs of a task in the system. However, the
goal of obtaining better DMMs than under FPP has not been achieved.
This negative result is likely to be more related to the fact that tight
bounds are difficult to compute for unsustainable scheduling policies
rather than that FPP-FQ is an inadequate scheduling policy. Finding
an efficient schedulability analysis for FPP-FQ is still an open problem.
One possible approach is to consider a restricted system model where the
number of active jobs of the task under analysis is limited to one. Then
a simple computation rule for BW i applies, which does not require to
solve a MILP but is also not free of pessimism:

Theorem 5: Let T be a set of independent tasks which is scheduled on
a processor. Each task τi in T is characterized by an arbitrary activation
pattern bounded from above by ηi, a WCET bounded from above by Ci,
and a scheduling priority πi. Given the above assumptions, the length of
the maximum level-τi busy window under FPP-FQ with si = 1, denoted

as BW
fpp−fq

i , cannot be larger than the maximum busy time B
fpp

i (1)
under FPP such that

BW
fpp−fq

i ≤ B
fpp

i (1).

80



6.2. Novel Weakly-Hard Real-Time Scheduling Policy

Proof. The first observation is that a level-τi busy window can
contain only one job of τi if FPP-FQ with si = 1 applies: As-
sume that τi(1) is the first job of task τi in a level-τi busy window
under FPP-FQ with si = 1. Job τi(1) will only terminate if all
interfering workload of higher priority is serviced. Furthermore,
any other job of τi will be rejected before the job τi(1) has termi-
nated by definition of FPP-FQ with si = 1. That is, any level-τi
busy window is closed before another job of τi is accepted in the
system.
The second observation is that the busy time of the first job of
task τi in a level-τi busy window under FPP will always be equal
or longer compared to FPP-FQ because the latter policy differs
from the first only by the fact that it may reject jobs.

A positive result with regard to FPP-FQ is the following: Given a
system in which queue capacity is costly and thus scarce (e.g., a network
switch), FPP-FQ is able to trade a reduction in queue size for degraded
DMMs.

Future work could also explore, e.g., by simulation, whether FPP-FQ
is a useful scheduling algorithm for transiently overloaded soft real-time
systems where the average performance is more important than the
worst-case behavior.
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A Compositional Verification
Framework for Hard and Weakly-Hard

Real-Time Systems: TypicalCPA
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7. Problem Statement

The key objective of this dissertation is to develop a compositional tim-
ing analysis framework which is able to verify (m, k)-properties of tasks
in distributed systems with classic partitioned fixed-priority scheduling
such that also late jobs run to completion. Important use cases are em-
bedded computing systems with distributed software applications and
switched networks forwarding packet streams. The chosen strategy is
to integrate a curve-based weakly-hard real-time analysis for a single
resource (an extended version of TWCA) into an existing approach for
compositional performance analysis (CPA). The resulting compositional
timing analysis framework is called TypicalCPA.

The development of TypicalCPA can be divided into 3 major problems:

1. Developing an Extended TWCA.
The first problem is to extend the analysis capabilities of TWCA such
that more use cases can be treated. In particular, overload caused by
both sporadic activation events and sporadic execution time outliers
is to be included in the analysis. The extended version of TWCA is
called E-TWCA.

2. Integrating an Extended TWCA into CPA.
The second problem is to integrate the Extended TWCA (E-TWCA)
as a local analysis method in CPA, calculating all required inputs and
outputs and propagating them.

3. Computing end-to-end weakly-hard real-time guarantees. Fi-
nally, it is an open problem how to construct a deadline miss model
(DMM) for an entire task chain and not only for a task.

These problems and potential solution strategies are detailed in the re-
mainder of this section.

7.1. Developing an Extended TWCA

As mentioned above, TypicalCPA is suited for the verification of dis-
tributed control applications and traffic streams in switched networks.
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Overload with regard to control applications may result from event-
triggered interrupt service routines (ISRs) which matches the premise
of TWCA that overload is caused by sporadic tasks. Another exam-
ple for the validity of the sporadic overload model is the transmission
of event-triggered messages in a network which may provoke deadline
misses of the periodic message streams. But there is also another im-
portant source of overload: namely rare execution time outliers. In the
context of application software, rarely occurring exceedingly long execu-
tion times can be the cause of overload in, e.g., purely periodic tasks sets.
In the context of networks, packets with very high payload may cause
a switch to be temporarily overloaded. A missing element of TWCA in
view of the latter two use cases is therefore

� the addition of sporadic execution time outliers as source of overload.

Another required extension of TWCA is

� the support of non-unique task priorities where FIFO scheduling is
applied to tasks with identical priority.

This generalization of the TWCA system model is needed since net-
work standards often limit the amount of available priorities.

Finally, TWCA imposes in the context of the improved algorithm (see
Note on p. 58) the relation ηi = ηti + ηoi among event curves. This was
acceptable so far because the published TWCA case studies focused on
systems where the periodic task activations could be considered as typ-
ical and the sporadic task activations could be interpreted as overload.
This simple pattern of decomposition is, however, not sufficient to deal
with the event model decomposition in multi-resource systems. Since
the processing and propagation of event streams in distributed systems
may lead to arbitrary (jitter-burdened, possibly bursty) event streams,
the “periodic + sporadic” decomposition pattern is not applicable. Re-
garding the decomposition of execution time models, the identification
of typical execution times is also not evident. Therefore,

� the restriction ηi = ηti+η
o
i is to be removed in the improved algorithm

of TWCA.

The development of E-TWCA is discussed in Section 8.
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7.2. Integrating an Extended TWCA into CPA

Verifying a distributed weakly-hard real-time system is made difficult by
dependencies which may exist between tasks on remote resources. These
dependencies can result from distributed event-triggered task chains or
access to shared resources, and impede a decomposition of the system
verification problem into independent smaller verification problems. This
leaves the option to refer to a holistic analysis approach for system ver-
ification, or to apply a compositional approach which can handle de-
pendencies between resource verification problems. In this dissertation,
the compositional approach is selected due to its benefits regarding scal-
ability and the ability to handle heterogeneous systems. The specific
combination of CPA as a compositional framework with E-TWCA as lo-
cal analysis method is motivated by the fact that the curve-based system
models of both methods are compatible.

The concrete challenges related to the problem of integrating E-TWCA
as a local analysis method in CPA are

� to provide all required input curves to E-TWCA

� to propagate the output curves of E-TWCA

� to show that the curve computation still converges in the global analy-
sis. This last point is of interest for systems with cyclic dependencies.

All three issues are discussed in Section 9.

7.3. Computing End-To-End Weakly-Hard Real-Time
Guarantees

Original timing requirements do not relate to individual tasks but to task
chains (see Definition 18). Usually an end-to-end deadline is given for a
task chain, and additionally a (m, k)-specification bounds how often this
end-to-end deadline may be missed by the task chain. So far, we have
assumed that this end-to-end deadline is decomposed into task deadlines
and that task-related DMMs can be computed by means of TypicalCPA.
An open issue is how to construct an end-to-end DMM for a task chain
from the individual task DMMs. A closely related question is which
impact the decomposition of the end-to-end deadline has on the quality
of the end-to-end DMM computed from the task DMMs. This problem
is discussed in Section 9.8.

All aspects of TypicalCPA are evaluated in Section 10.
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In the previous problem statement, it was said that E-TWCA should in
comparison to TWCA additionally cover sporadic execution time out-
liers as a source of overload and tasks with non-unique priorities. These
extensions impact both model and analysis. While including tasks with
non-unique priorities only relaxes the TWCA system model, encoding
sporadic execution time overshoots requires some substantial alterations
of the TWCA system model. The choice of how to alter the TWCA
system model is free but will impact later the analysis.

8.1. System Model

The system model of E-TWCA is based on the TWCA system model
as defined in Section 5.2.1. As a model relaxation, tasks may have non-
unique priorities. To represent sporadic execution time overshoots as a
source of overload, the proposal is

1. to introduce an execution time trace gi for each task τi,

2. to define the decomposition of an execution time trace gi into typical
and overload execution time traces,

3. to define the decomposition of an execution time curve γi into typical
and overload execution time curves.

We discuss the above points now in more detail.

The E-TWCA system model adds an execution time trace gi for each
task τi compared to the TWCA system model, and thereby refers to
concepts known from Compositional Performance Analysis Plus (CPA+).
Similar to an event trace, any execution time trace g can be decomposed.

Definition 44: Decomposition of an execution time trace. The
decomposition of an execution time trace is a tuple (g, g1, g2) with the
property that

∀n ∈ N : g(n) = g1(n) + g2(n).
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In the given context, we want to decompose the execution time trace
g into a typical execution time trace gt and an overload execution time
trace go such that ∀n ∈ N : g(n) = gt1(n) + go2(n). Consider two possible
ways to decompose a concrete execution time trace:

� If the execution time of a job Cj exceeds a certain threshold, then
set Co

j = Cj otherwise Ct
j = Cj . Then accumulate the Ct

j ’s and Co
j ’s

separately to derive gt and go.

� Divide the execution time of each job Cj into a typical execution time
Ct

j and an overload execution time Co
j . Then accumulate the Ct

j ’s and
Co

j ’s separately to derive gt and go. Note that Co
j is expected to be

zero for many jobs if execution time outliers are rare as assumed.

The second alternative is desirable because it may classify more work-
load as typical with regard to each job and thus is bound to deliver
better DMMs. A concrete decomposition algorithm is presented in Sec-
tion 9.6.2.

In the end, E-TWCA should not reason about traces but about curves.
Therefore, the system model of E-TWCA introduces the execution time
curves (γ, γt, γo) which are related as follows.

Definition 45: Decomposition of an execution time curve. The
decomposition of an execution time curve γi is a tuple (γ, γt, γo) with the
property that for every execution time trace g satisfying γ, there exists
an execution time trace decomposition of g into gt and go such that gt

satisfies γt and go satisfies γo.

The principle of TWCA is that deadline misses of the task under anal-
ysis τi cannot be caused by typical activation events. If this principle is
to be adopted for E-TWCA, it must be assured that neither typical ac-
tivation events nor typical execution times can be the cause of overload.
Therefore, let us re-define the typical case.

Definition 46: Typical case and typical worst case. The typical
case is a busy window of the resource R, with the property that for each
task τi ∈ TR

� the activation frequency is bounded from above by the maximum
typical event curve ηti(∆t) in this busy window, and

� the service request is bounded from above by the maximum typical
execution time curve γti(n) in this busy window.
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The longest response time of a task τi ∈ TR that can occur in any typical

case is called the typical worst-case response time (TWCRT) R
t

i. Typical

case which leads to the TWCRT R
t

i is also called typical worst case.

The typical worst case constrains the choice of correct typical event
curves ηti and typical execution time curves γti:

Definition 47: Decomposition of a set of event curves and ex-
ecution time curves. A correct decomposition of a set of event curves
ηi and execution time curves γi with τi ∈ TR requires that

� each decomposition of ηi into η
t
i and η

o
i satisfies Definition 33,

� each decomposition of γi into γ
t
i and γ

o
i satisfies Definition 45,

� the task under analysis is schedulable (τi ∈ TR : R
t

τi ≤ dτi) in the
typical worst case.

8.2. Definition of the Analysis

Definition 48: Extended TWCA. Extended TWCA (E-TWCA) is
an analysis method which computes the deadline miss model dmmi(k) of
the task under analysis τi for some given k ∈ N. It requires as input

� the parameters of a system model S as defined in Section 8.1

� specific results from a busy-window based response time analysis of the
system S, namely:

– Ki: number of jobs of task τi in the maximum busy window

– Bi(q): maximum busy times of task τi

– Ri(q): response times of jobs τi(q) in the maximum busy window

– Ri: WCRT of task τi.

In the following, two variants of the extended TWCA are developed.
The first variant relies on the basic algorithm (cf. Section 5.2.2), whereas
the second is an extension of the improved algorithm of (cf. Section 5.2.3).

8.3. Basic Algorithm

This contribution was published in Köhler and Ernst [56].

The basic algorithm of TWCA can be enhanced to also cover overload
from execution time outliers and non-unique task priorities. The actual
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challenge lies in finding the maximum frequency of non-zero overload
execution times with regard to every task τi, this problem is treated
later in Sections 9.5 and 9.6.

Definition 49: Maximum frequency of overload execution times.
The function χi(n) takes as input the length n of a job sequence of task
τi, and returns the maximum number of jobs with a non-zero overload
execution time that can occur within this n-sequence.

Once that χj(n) is known, the basic algorithm of TWCA can be
adapted as follows.

Theorem 6: A realization of E-TWCA is the function

dmmi(k) = N i ·
∑

τj∈hsp(τi)∪τi

(
ηoj(∆T

j→i
k ) + χj(ηj(∆T

j→i
k ))

)
where N i is the number of deadline misses in the maximum busy window
of the task under analysis τi

N i = #
{
q ∈ N| 1 ≤ q ≤ Ki ∧ di < Ri(q)

}
and ∆T i→i

k is the interval during which an overload event or overload
execution time of τi can impact the task under analysis τi

∆T j→i
k =


Bi(Ki) + δi(k) for τj ∈ sp(i) ∪ τi
Bi(Ki) + δi(k) + (Ri − Ci) for τj ∈ hp(i)∧ FPNP

Bi(Ki) + δi(k) +Ri for τj ∈ hp(i)∧ FPP.

Proof. The argumentation is based on [77]. Typical events or
typical execution times cannot cause deadline misses of the task
under analysis τi; this follows from the schedulability of the typ-
ical worst case (see Definition 47). Thus only overload events
and overload execution times are the causes of potential deadline
misses, and they must have higher or equal priority to interfere
with τi. Also self-overload by the task under analysis τi may exist.

A single overload event (extra activation or execution time out-
lier) cannot impact more than one level-τi busy window, since
each busy window is bordered by idle times. The maximum level-
τi busy window, denoted as Bi(Ki), describes the timing behavior
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in the presence of the maximum number of events ηi and longest
possible execution times γi. In other words, Bi(Ki) is the longest
possible busy window if overload occurs. It has at most N i dead-
line misses. I.e., the impact of a single overload event of any type
cannot exceed N i deadline misses.

The maximum interval between the first and the last activation
of sequence of k consecutive jobs of task τi is given by δi(k).
Thus overload can impact the k-sequence for at least δi(k) such
that ∆T i→i

k ≥ δi(k). An overload event which occurs Bi(Ki)
before the k-sequence can only just be in same busy window as
the first activation of the k-sequence. Likewise an overload event
of τi ∈ hsp(τi) which occurs during the queuing delay (FPNP)
or the response time (FPP) of the last job in the k-sequence can
only just impact the kth job of τi. In case of self-overload or
overload by tasks with equal priority, no preemption can happen
by an overload job that is activated after the kth job of τi.

To obtain dmmτi(k), we sum the impact of each task τi that
may interfere with the task under analysis τi. The impact of a
task τi is derived by counting the maximum number of overload
activations and overload execution times in ∆T i→i

k and weighting
each overload occurrence with Nτi .

8.4. Improved Algorithm

This section contains unpublished material.

The improved TWCA algorithm, as presented in Section 5.2.3, considers
that often the combined effect of overload events from several interferer
tasks within a busy window is required to cause a deadline miss of the
task under analysis τi. The introduced concept of a combination (Def-
inition 39) is a mean to express which subset of tasks has overload ac-
tivations. Some combinations create an overload scenario, which causes
deadline misses of the task under analysis (unschedulable combinations),
while others do not (schedulable combinations). With the extension to
two sources of overload (sporadic events and sporadic execution time out-
liers), the concept of a combination needs to be generalized along with
the related definitions.

90



8.4. Improved Algorithm

Definition 50: Generalized combination. A generalized combination
C̃ is a tuple of two task sets Cη ⊆ {τj ∈ TR | ηoj ̸= 0} and Cγ ⊆ {τj ∈
TR | γoj ̸= 0}, written as C̃ = (Cη, Cγ).

Definition 51: Level-(τi, C̃) busy window. A level-(τi, C̃) busy win-
dow is any level-τi busy window which has the property that

� the event trace of every task τj ∈ Cη in the level-τi busy window con-
tains at least one overload activation event, and every task in the com-
plementary set TR \Cη is only activated by typical events and therefore
satisfies ηtj(∆t).

� the execution time trace of every task τj in Cγ has at least one job with a
non-zero overload execution time, and every task in the complementary
set TR \ Cγ has only jobs with typical execution times and therefore
satisfies γtj(n).

With this definition, any FP(N)P schedule can be divided into level-
(τi, C̃) busy windows and time intervals which are idle w.r.t. τi and tasks
of higher priority – similar to the case of level-(τi, C) busy windows shown
in Figure 5.2.

Definition 52: Schedulability of generalized combinations. Let
Ri,C̃ denote the worst-case response time of task under analysis τi ∈ TR
in any level-(τi, C̃) busy window. A generalized combination C̃ is said to
be schedulable w.r.t. task τi, if Ri,C̃ ≤ di, otherwise it is unschedulable.
The set of unschedulable generalized combinations w.r.t. to task τi is
called Ũi.

The extension of the improved E-TWCA algorithm is presented in two
steps. Firstly, the multi-dimensional knapsack problem of Section 5.2.3
is re-formulated using the concept of unschedulable generalized combi-
nations and considering non-unique task priorities. At this point, it is
not yet clarified how the set of unschedulable generalized combinations
can be found. While the extension of the knapsack problem is straight-
forward, finding the unschedulable combinations is more intricate. A
sufficient schedulability criterion will be derived to identify a superset
of unschedulable generalized combinations. Using the superset of un-
schedulable generalized combinations in the knapsack problem is safe
because it only increases the solution space. Already in prior related
work a sufficient criterion was used [50]. Finally, the complexity of the
multi-dimensional knapsack problem is discussed and means to improve
the numerical efficiency are presented.
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8.4.1. Multi-Dimensional Knapsack Problem

Theorem 7 states a multi-dimensional knapsack problem and shows that
it is a possible instance of E-TWCA.

Theorem 7: A multi-dimensional knapsack problem with the objective
function

max N i

∑
{C̃∈Ũi}

xC̃

and the constraints

∀j : τj ∈ {hsp(τi) ∪ τi} :
∑

{C̃∈Ũi:τj∈Cη∈C̃}
xC̃ ≤ ηoj(∆T

j→i
k )

∀j : τj ∈ {hsp(τi) ∪ τi} :
∑

{C̃∈Ũi:τj∈Cγ∈C̃}
xC̃ ≤ χj(ηj(∆T

j→i
k ))

∀C̃ ∈ Ũi : xC̃ ∈ N

is an instance of E-TWCA.

Proof. To prove that the above stated knapsack problem is indeed
an instance of E-TWCA, we need to show that the solution of
the knapsack problem delivers a deadline miss model for the task
under analysis τi given the system model of Section 8.1.

Let the “knapsack” be the time interval during which k consecu-
tive jobs of the task under analysis τi can be impacted by overload
events or overload execution times. The time interval is divided
into an unbounded sequence of level-τi busy windows. The busy
windows represent free slots in the knapsack. The objective is
to pack as many “items” (here: unschedulable generalized com-
binations C̃) in the knapsack as possible. The integer variable
xC̃ counts how often a specific generalized combination C̃ is used.
Each unschedulable combination associated with a level-τi busy
window can cause at most N i deadline misses, which is the num-
ber of deadline misses in the worst-case level-τi busy window. A
safe upper bound on the number of deadline misses of the task
under analysis τi in any window of k consecutive jobs is therefore
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given by

dmmi(k) = max N i

∑
{C̃∈Ũi}

xC̃ . (8.43)

However, an unschedulable generalized combination can only oc-
cur with limited frequency within the impact interval ∆T j→i

k of
the k-sequence. The reason is that the maximum number of over-
load events of each task τj is bounded by ηoj(∆T

j→i
k ). Likewise,

the maximum number of overload execution times of each task τj
is bounded by χj(ηj(∆T

j→i
k )).

Moreover, at least one overload event of each task in Cη ∈ C̃ and

at least one overload execution time of each task in Cγ ∈ C̃ must
fall into the same level-τi busy window, such that the aggregated
overload effect of a combination can occur (see the definition of
the level-(τi, C̃) busy window).
This is encoded by

∀j : τj ∈ {hsp(τi) ∪ τi} :
∑

{C̃∈Ũi:τj∈Cη∈C̃}
xC̃ ≤ ηoj(∆T

j→i
k )

∀j : τj ∈ {hsp(τi) ∪ τi} :
∑

{C̃∈Ũi:τj∈Cγ∈C̃}
xC̃ ≤ χj(ηj(∆T

j→i
k ))

Overload can be caused by higher priority, same-priority tasks
tasks as well as by the task under analysis itself such that j is
chosen from the set {j : τj ∈ hsp(τi) ∪ τi}.

Example Let us discuss the knapsack problem for an example system.
The example system consists of a single resource R to which a task set
TR = {τ1, τ2, τ3} is mapped. Among the 3 tasks, there are 2 tasks {τ1, τ2}
which have a non-zero maximum overload event model. Moreover, there
are two tasks {τ2, τ3} which have a non-zero maximum execution time
model. Possible generalized combinations are therefore1{

C̃ = (Cη, Cγ) : Cη ∈ P({τ1, τ2}) ∧ Cγ ∈ P({τ2, τ3})
}

1The operator P(S) is used to indicate the power set of the set S.
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Figure 8.1. Example for the knapsack problem in Theorem 7

Let task τ3 be the task under analysis. Assume that a schedulability test
shows that the following combinations are unschedulable w.r.t. task τ3:

Ũ3 ={({τ1, τ2}, {τ2, τ3}), ({τ1}, {τ2, τ3}), ({τ2}, {τ2, τ3}),
({τ1, τ2}, {τ2}), ({τ1, τ2}, {τ3})}

A possible solution of the knapsack problem is shown in Figure 8.1.

8.4.2. Schedulability Criterion

An open issue is to find a sufficient schedulability criterion for generalized
combinations. Such a criterion can be used in reversed form to encode the
(super)set of unschedulable generalized combinations. Using the super-
set of unschedulable generalized combinations in the multi-dimensional
knapsack problem is safe because it only increases the solution space.
In comparison to the sufficient schedulability criterion of TWCA pre-
sented in Section 5.2.3, the following points must be considered

� A task set may have non-unique scheduling priorities where FIFO
scheduling is applied to tasks with identical priority.
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� The task set may be exposed to overload by both sporadic events and
sporadic execution time outliers.

� Event curves are not restricted by the relation ηi = ηti+η
o
i . Execution

time curves are not restricted by the relation γi = γti + γoi .

For illustration of the last point, consider first a case where ηi = ηti+η
o
i

applies: Let an event stream i be fed by two independent event sources,
e.g., a periodic event source which satisfies ηi,periodic and a sporadic event
source which satisfies ηi,sporadic. Moreover, let the periodic events be
interpreted as typical and let the sporadic events be interpreted as over-
load, then we have clearly ηi = ηti +η

o
i = ηi,periodic+ηi,sporadic as shown

in Figure 8.2a. This additive relation is invalidated if there is a mini-
mum distance requirement between any two events in the stream. The
distance requirement introduces a dependency between the occurrence of
typical (periodic) and overload (sporadic) events such that ηi ≤ ηti + ηoi
as shown in Figure 8.2b.

Another example is an event stream i which is fed by only one event
source satisfying a periodic-with-jitter model (J ≤ P ) such that

ηi =

{
0 for ∆t = 0⌈
∆t+J

P

⌉
for ∆t > 0.

Such a stream is shown in Figure 8.2c. We require now that typical
events satisfy a purely periodic upper event curve

ηti =

{
0 for ∆t = 0⌈
∆t
P

⌉
for ∆t > 0.

This means that if no jitter occurs in the stream i, then all events are
typical. However, if some jitter is present, then only a subset of events
in the stream i satisfy the typical model as shown in Figure 8.2c. Now
what is a valid matching overload event model? A generic approach will
be thoroughly discussed in Section 9.6, but here we limit our observation
to the example. The reader may observe that no more than 1 overload
event happens in a row in Figure 8.2c (this is proven to be a general
rule in Theorem 20 for greedy trace decomposition). Since the minimum
distance of any three events in the stream is δi(3) = 2P − J , a valid
overload event model is

ηoi =

{
0 for ∆t = 0⌈

∆t
2P−J

⌉
for ∆t > 0.
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Clearly, in this example ηi is not the sum of ηti and η
o
i .

2 Indeed, we will
find in many cases that ηi ≤ ηti + ηoi . The opposite case ηi > ηti + ηoi can
only occur when ηi is not tight. But then, we can always use the tighter
bound ηi := min{ηi, ηti + ηoi } such that ηi ≤ ηti + ηoi applies again.

Note that similar examples can be found for the decomposition of
execution time models leading to the general relation γi = γti + γoi .

The following theorem presents a sufficient schedulability criterion for
the task under analysis τi considering the above described three generic
assumptions namely non-unique priorities, two sources of overload, and
relaxed curve decomposition relations. The sufficient schedulability cri-
terion is a mean to identify a subset of schedulable combinations (and
thus a superset of unschedulable combinations).

Theorem 8: A sufficient schedulability criterion for a generalized com-
bination C̃ w.r.t. task τi is

∀l ∈ {1, . . . ,Ki} :
∑
j∈J1

wlj,lover,1 +
∑
j∈J2

wlj,lover,2 +
∑
j∈J3

wlj,lover,3 ≥ Λl
i − Γl

i

where

• Λl
i is the time between the deadline of job τi(l) and its finishing time

in the maximum level-τi busy window

Λl
i = Bi(l)− δi(l)− di,

• Γl
i is a lower bound on the amount of workload which interferes with

job τi(l) after its deadline in the maximum level-τi busy window

Γl
i =


∑

τj∈hp(τi)

γj ◦ ηj(Bi(l))− γj ◦ ηj(δi(l) + di) if FPP∑
τj∈hp(τi)

γj ◦ ηj(W i(l))− γj ◦ ηj(δi(l) + di − Ci) if FPNP,

• T j,l is the duration during which job τi(l) can be impacted by τj ∈ TR
if job τi(l) terminates at its deadline

T j,l =


δi(l) + di if FPP ∧ τj ∈ hp(τi)

δi(l) + di − Ci if FPNP ∧ τj ∈ hp(τi)

δi(l) if τj ∈ sp(τi) ∪ τi,
2The reader may convince himself of this fact by setting J = P/2, ∆t = 2P .
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(b) Event trace emitted by a periodic and sporadic event
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Figure 8.2. Decomposition of event traces into typical events (blue)
and overload events (red)
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• wlj,lover,2 [wlj,lover,2] [wl
j,l
over,3] is a lower bound on the amount of overload

that is removed in T j,l when switching from the maximal combination C̃+

to a smaller combination C̃

wlj,lover,1 = γj ◦ ηj(T j,l)− γj ◦ ηtj(T j,l)

wlj,lover,2 = γj ◦ ηj(T j,l)− γtj ◦ ηj(T j,l)

wlj,lover,3 = γj ◦ ηj(T j,l)− γtj ◦ ηtj(T j,l)

if task τj has no overload events [no overload execution times] [neither

overload events nor overload execution times] in combination C̃ = (Cη, Cγ)
and is therefore element of the set J1 [J2] [J3]

J1 = {j ∈ N : (τj ∈ hsp(τi) ∪ τi) ∧ (τj /∈ Cη) ∧ (τj ∈ Cγ)}
J2 = {j ∈ N : (τj ∈ hsp(τi) ∪ τi) ∧ (τj ∈ Cη) ∧ (τj /∈ Cγ)}
J3 = {j ∈ N : (τj ∈ hsp(τi) ∪ τi) ∧ (τj /∈ Cη) ∧ (τj /∈ Cγ)} .

Proof. The proof relies on ideas from [50], generalizing it for (1)
FIFO scheduling of tasks with identical priority, (2) overload from
both sporadic events and sporadic execution time outliers, (3) the
decomposition relation of event curves according to Def. 33, re-
moving the restriction that ηi = ηti + ηoi , (4) the decomposition
relation of execution time curves according to Def. 45.
Compared to the less general schedulability criterion [50] pre-
sented in Section 5.2.3, this proof will provide new results for
wlj,lover and Γl

i where the changes in the equations for wlj,lover are
the most interesting. The reader may refer again to the example,
which follows after this proof, for a graphical representation of
the schedulability problem.

Computing Λl
i. The classical maximum level-τi busy window

corresponds to the maximum level-(τi, C̃+) busy window with

C̃+ = (C+
η , C+

γ ) = ({τj ∈ TR | ηoj ̸= 0}, {τj ∈ TR | γoj ̸= 0}).

Therefore we know that a maximum level-(τi, C̃+) busy window
contains Ki jobs of task τi and N i jobs of task τi miss their dead-
lines. If task τi is schedulable under the maximum generalized
combination C̃+, i.e. N i = 0, then it must also be schedulable
under every “smaller” combination C̃ = (Cη, Cγ) with Cη ⊆ C+

η

and Cγ ⊆ C+
γ . Then Ũi = {}.
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If, however, task τi is unschedulable under the maximum gen-
eralized combination C̃+, then some of the smaller generalized
combinations may be schedulable while others may be unschedu-
lable. To find Ũτi in this case, let us first reconsider the maximum
level-(τi, C̃+) busy window, i.e., the conventional maximum level-
τi busy window. The lth job of τi in the maximum level-τi busy
window, if late, exceeds its deadline by

Λl
i = Bi(l)− δi(l)− di.

Thus the equation for Λl
i is still the same as in the schedulability

criterion from Section 5.2.3.

Computing wlj,lover. Let T j,l be defined as the duration of the
time interval during which the response time of τi(l) can be im-
pacted by τj ∈ TR in the maximum level-τi busy window.
In case of FPP and τj ∈ hp(τi), the time interval T j,l starts
with the beginning of the level-τi busy window and stops at the
termination of τi(l).
In case of FPNP and τj ∈ hp(τi), the time interval T j,l starts
with the beginning of the level-τi busy window and stops at the
beginning of the non-preemptable execution of τi(l).
A task τj ∈ sp(τi) can only preempt task τi(l), if is activated
before or at δi(l) due to the FIFO-ordering of events with identical
priority. The same is true for the so called self-overload, i.e., if
the task under analysis τi itself has non-zero overload.

If job τi(l) terminates at its deadline, then

T j,l =


δi(l) + di if FPP ∧ τj ∈ hp(τi)

δi(l) + di − Ci if FPNP ∧ τj ∈ hp(τi)

δi(l) if τj ∈ sp(τi) ∪ τi.

Let wlj,lover indicate a lower bound on the overload which “disap-
pears” in the time interval T j,l if

� all overload activation events of τj , or

� all overload execution time outliers of τj , or

� both all overload activation events and all overload execu-
tion times of τj
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are removed. We have

wlj,lover =



γj ◦ ηj(T j,l)− γj ◦ ηtj(T j,l) =: wlj,lover,1

if all overload activation events of τj are removed

γj ◦ ηj(T j,l)− γtj ◦ ηj(T j,l) =: wlj,lover,2

if all overload execution times of τj are removed

γj ◦ ηj(T j,l)− γtj ◦ ηtj(T j,l) =: wlj,lover,3

if all overload act. events and

all overload execution times of τj are removed

Switching from C̃+ to a smaller combination C̃ (i.e., disabling
the overload of some tasks) therefore removes from the maximum
level-τi busy window at least an amount of overload∑

j∈J1

wlj,lover,1 +
∑
j∈J2

wlj,lover,2 +
∑
j∈J3

wlj,lover,3

where

J1 = {j ∈ N : (τj ∈ hsp(τi) ∪ τi) ∧ (τj /∈ Cη) ∧ (τj ∈ Cγ)}
J2 = {j ∈ N : (τj ∈ hsp(τi) ∪ τi) ∧ (τj ∈ Cη) ∧ (τj /∈ Cγ)}
J3 = {j ∈ N : (τj ∈ hsp(τi) ∪ τi) ∧ (τj /∈ Cη) ∧ (τj /∈ Cγ)} .

In comparison to the schedulability criterion from Section 5.2.3,
the variable wlj,lover is replaced by wlj,lover,1, wl

j,l
over,2, wl

j,l
over,3 to

consider the different cases of overload that may happen under
the generalized model.
Note that the ’old’ equation for wlj,lover refers only to the case
where all overload activation events of task τj are removed. More-
over, the ’old’ wlj,lover = ηoj(δi(l) + di) · Cj (here FPP case) over-
estimates the removed workload if ηj < ηtj + ηoj and an execution

time curve γj < n · Cj applies.

Computing Γl
i. Is this removal of overload sufficient such that

job τi(l) meets its deadline di?

If job τi(l) exceeds its deadline in the maximum level-τi busy win-
dow by Λl

i, the required amount of removed overload before the
deadline of job τi(l) to achieve schedulability is at most Λl

i. Actu-
ally, it is less than or equal to Λl

i since an amount of preempting
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workload Γl
i disappears automatically if job τi(l) meets its dead-

line. Let the variable Γl
i indicate the workload of jobs, which are

activated after the deadline of τi(l) and can no longer preempt
job τi(l) if it is timely.

To compute Γl
i in the case of FPP scheduling, we focus on the

time interval from the deadline of the late job τi(l) to its termi-
nation at Bi(l) in the maximum level-(τi, C̃) busy window. In
this time interval, jobs of hp(τi)-tasks can preempt τi. Jobs of
sp(τi)-tasks or jobs of task τi itself which are activated after the
deadline of τi(l) do not contribute to Γl

i, because they influence
the response time of τi(l) only if they have arrived earlier than
or simultaneously with this job due to the FIFO ordering. The
computation of Γl

i in the case of FPNP scheduling is similar to
the case of FPP scheduling. The only difference is that job τi(l)
cannot be preempted during execution.

Γl
i =


∑

τj∈hp(τi)

γj ◦ ηj(Bi(l))− γj ◦ ηj(δi(l) + di) if FPP∑
τj∈hp(τi)

γj ◦ ηj(W i(l))− γj ◦ ηj(δi(l) + di − Ci) if FPNP

The difference to Γl
i in the schedulability criterion from Section

5.2.3 is that a maximum execution time curve γj is used to model
the variable worst-case execution time behavior. The existence of
non-unique priorities implies no modification.

A schedulability criterion for a combination C̃ is therefore

∀l ∈ Ki :∑
j∈J1

wlj,lover,1 +
∑
j∈J2

wlj,lover,2 +
∑
j∈J3

wlj,lover,3 ≥ Λl
i − Γl

i.

The LHS describes how much overload is at least removed com-
pared to the maximum level-τi busy window, if we assume combi-
nation C̃. The RHS of the inequality describes an upper bound on
the amount of overload that needs to beremoved for schedulabil-
ity of the lth job of τi. If the inequation is true for all jobs l, then
the combination C̃ is schedulable w.r.t. the task under analysis τi.
The schedulability criterion is sufficient, because it uses

� a lower bound on the actually removed amount of overload,
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� an upper bound on the required amount of removed over-
load.

Example Figure 8.3a shows a maximum level-(τi, C̃+) busy window
where task τ2 misses its deadline. The maximal combination is C̃+ =
({τ1}, {τ1}), i.e., task τ1 induces the overload by both overload activa-
tions and overload execution times. We consider in this example what
happens when the overload of task τ1 is removed by switching from C̃+

to the smaller (empty) combination C̃ as shown in Figure 8.3b.
Assume that task τ1 has the following properties: A periodic typical

event curve ηt1(∆t) = ⌈∆t/4⌉, an overload event curve ηo1(∆t) = 2 for
∆t > 0 and ηo1(0) = 0 for ∆t = 0, and a maximum event curve with
η1(∆t) < ηt1(∆t) + ηo1(∆t) due to a minimum distance requirement be-
tween events similar to the situation described in Figure 8.2b. Task τ1
has also a multiframe behavior with the recurring sequence of maximum
execution times 3, 2, 2, 2. The typical execution time curve is given by
γt1(n) = 2n.

In the maximum level-(τi, C̃+), task τ1 has both overload activation
events and overload execution times. A lower bound on the workload
that is removed when switching from the maximal combination C̃+ to
the smaller combination C̃ within the interval T 1,1 = d2 is wl1,1over =
γ1 ◦ η1(T 1,1)− γt1 ◦ ηt1(T 1,1) = 5− 2 = 3. The workload, which interferes
with the first job of task τ2 after its deadline is Γl

2 = γ1 ◦ η1(B2(1)) −
γ1 ◦ η1(δ2(1) + d2)=2.

Theorem 9: The set of combinations Ũτi , in which each element C̃ =
(Cη, Cγ) satisfies the property

∃l ∈ {1, . . . ,Ki} :
∑
j∈J1

wlj,lover,1 +
∑
j∈J2

wlj,lover,2 +
∑
j∈J3

wlj,lover,3 < Λl
i − Γl

i,

contains all unschedulable combinations and possibly some schedulable
combinations w.r.t. the task under analysis τi.

Proof. This follows directly by Theorem 8 and set arithmetics.
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(a) A maximum level-(τi, C̃+)
busy window with
C̃+ = ({τ1}, {τ1}).

(b) A maximum level-
(τi, C̃) busy window with
C̃ = ({}, {}).

Figure 8.3. Switching from the maximal combination C̃+ to a smaller
combination C̃

8.4.3. LP-Relaxation, Delayed Column Generation, and Sensitivity
Analysis

The ILP described in Theorem 7 is a multi-dimensional knapsack prob-
lem, which is a generalization of the classical knapsack problem with a
single constraint. Multi-dimensional knapsack problems are known to be
NP-hard and thus no algorithm has been found yet which solves them in
polynomial time. Large instances of multi-dimensional knapsack prob-
lems are thus considered as intractable. In the specific case of E-TWCA,
the set of unschedulable generalized combinations grows exponentially
with the number of tasks: Ũi ⊆ 4|TR |. The reason is that the number of
possible realizations for Cη and Cγ is P(TR) = 2|TR | respectively, leading

to 4|TR | possibilities for a general combination C̃ = (Cη, Cγ).

LP-relaxation An LP-relaxation transforms an ILP problem into an
LP problem by treating all integer variables as continuous variables while
preserving the objective function and all other constraints. In the context
of E-TWCA, the integer variables are

relaxed from xC̃ ∈ N to xC̃ ≥ 0. (8.44)
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For LP problems, powerful polynomial-time algorithms are applicable.
For an ILP, which maximizes its objective value, an LP-relaxation always
delivers an upper bound on the exact optimal objective value. In the
context of the extended TWCA, we obtain therefore a safe DMM for the
task under analysis under LP relaxation.

Standard form The standard form of the LP-relaxed multidimensional
knapsack problem in Theorem 7 is

max c · x (8.45)

s.t. Ax ≤ b

x ≥ 0.

where

c = N i · 1|Ũi| (8.46)

x =
(
xC̃λ

)
(8.47)

A = (aν,λ) (8.48)

• with row index 1 ≤ ν ≤ 2 · |J |
and J = {j ∈ N : τj ∈ hsp(τi) ∪ τi}
• with column index 1 ≤ λ ≤ |Ũi|

aν,λ =


1 if (1 ≤ ν ≤ |J |) ∧ (τν ∈ Cη ∈ C̃λ)
1 else if (|J |+ 1 ≤ ν ≤ 2|J |) ∧ (τν−|J| ∈ Cγ ∈ C̃λ)
0 else

b = (bν) =



ηo1(∆T
1→i
k )

. . .

ηo|J|(∆T
|J|→i
k )

χ1(η1(∆T
1→i
k ))

. . .

χ|J|(η|J|(∆T
|J|→i
k ))


(8.49)

Consider also the dual problem of the (primal) LP problem [79, p.
314], which we will need later in this section:

minb · v (8.50)

s.t. ATv ≥ c

v ≥ 0.
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Let x∗, resp. v∗, be an optimal solution of the primal, resp. dual, LP
problem. According to the principle of strong LP duality [79, p. 310],
the optimal objective values of the primal and dual problem are equal

cx∗ = bv∗ (8.51)

given that x∗ and v∗ are finite.

Delayed Column Generation Even with applied LP-relaxation, the
multi-dimensional knapsack problem of E-TWCA still comprises a large
number of variables. For such large-scale problems, the technique of
delayed column generation can be applied in conjunction with LP relax-
ation. A good tutorial of delayed column generation can be found in
Rardin [79, pp. 811-819]3.
At the beginning of a delayed column generation, a so called partial

master problem is considered which contains only a subset of variables
and with the respectively reduced set of constraint columns. Once an
optimal solution for the partial master problem is obtained, a new vari-
able is added to the problem together with its constraint column if an
improvement of the objective value can be expected. The new variable
is provided by a column-generating subproblem.

1) Let the first partial master problem of E-TWCA, denoted as PM (1),
contain only the variable x1. Variable x1 encodes how often the maxi-
mal generalized combination {TR , TR} is used. The maximal generalized
combination is assumed to be unschedulable, otherwise the system re-
duces to a hard-real time system and E-TWCA does not need to be
applied. The problem PM (1) is known to have a least one feasible solu-
tion, namely x1 = 0.

2) Then attempt to construct the next partial master problem PM (λ+1),
which is created by a adding a new variable to PM (λ) and by generating
the respective constraint column. The new variable xλ+1 is related to a
new generalized combination, which must be an element of the (super)set
of unschedulable combinations. The inclusion of xλ+1 in the problem
should lead to an optimal objective value which improves over the one
by the previous partial master problem PM (λ). This can be checked by
computing the reduced cost of the new variable xλ+1 (denoted as cλ+1).
Optimization theory tell us that

3Note that Xu et al. [101] use for TWCA a different column-generating subproblem.
The choice of our subproblem guarantees that an optimal solution to the LP-
relaxed problem will eventually be found.
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� The inclusion of the new variable xλ+1 will lead to a better (larger)
optimal objective value, if cλ+1 > 0.

� The reduced cost is defined as [79, pp. 268]

cλ+1 = cλ+1 − v∗,(PMλ) · aλ+1 (8.52)

where v∗,(PMλ) is an optimal solution of the dual of the partial
master problem PM (λ) and cλ+1 is the coefficient of variable xλ+1

in the objective function.

When searching for a new generalized combination, one with maximal re-
duced cost is most interesting. The column-generating subproblem thus
has the following objective function with the decision variables aν,λ+1

max cλ+1 −
2|J|∑
ν=1

v∗,(PMλ)
ν · aν,λ+1 (8.53)

under the constraint of unschedulability

∃l ∈ {1, . . . ,Ki} : (8.54)∑
µ∈|J|

q1,µ · wlν,lover,1 + q2,µ · wlν,lover,2 + q3,µ · wlν,lover,3 < Λl
i − Γl

i

with the binary variables q1,µ, q2,µ, q3,µ

q1,µ = (1− aµ,λ+1) · a2µ,λ+1 =

{
1 if (τµ /∈ Cη) ∧ (τµ ∈ Cγ)
0 else

q2,µ = aµ,λ+1 · (1− a2µ,λ+1) =

{
1 if (τµ ∈ Cη) ∧ (τµ /∈ Cγ)
0 else

q3,µ = (1− aµ,λ+1) · (1− a2µ,λ+1) =

{
1 if (τµ /∈ Cη) ∧ (τµ /∈ Cγ)
0 else

Note that if ηoµ = 0, then we know a priori that aµ,λ+1 = 0. Also if
γoµ = 0, it is known that a2µ,λ+1 = 0.
3) If an unschedulable generalized combination with positive reduced

cost can be discovered by the column-generating subproblem, solve the
partial master problem PM (ν+1) and its dual. Return to Step 2). Stop if
no such unschedulable generalized combination can be discovered, i.e., if
the column-generating subproblem does not produce a positive optimal
objective value. Then the found solution is globally optimal for the full
master problem.
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Sensitivity Analysis We have treated above the dual LP-problem as
technical help to efficiently solve the primal problem, but it provides
interesting information regarding the sensitivity of problem parameters
[79, p. 287ff]. As can be seen from Eq. 8.50, there is one dual variable
vν for each primal constraint

∑
λ aν,λ · xλ ≤ bν . The optimal solution of

the dual problem v∗ν bears a meaning: It indicates the rate of change in
the primal optimal value c · x∗, if the RHS bν is increased by one unit.
For E-TWCA, this implies that v∗ν indicates the additional number of
deadline misses per extra overload event of task τν if 1 ≤ ν ≤ |J |, resp.
per extra execution time outlier of task τν−|J| if |J | + 1 ≤ ν ≤ 2|J |, for
the current optimal primal solution.
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9. TypicalCPA: Integration of Extended TWCA
and CPA

As explained in Section 7, the key objective of this dissertation is to build
a new instance of CPA, which is called TypicalCPA. The new instance of
CPA goes beyond FP-CPA (cf. Section 3.3.3) in that it includes a new
local analysis which is able not only to compute WCRTs and output event
curves but also (m, k) properties for systems with partitioned FP(N)P
scheduling.

This chapter is structured as follows: Firstly, a local analysis of Typ-
icalCPA is introduced. The central elements of this new local analysis
are (1) a busy-window based response time analysis, (2) a (yet unde-
tailed) decomposition of event curves and execution time curves, and (3)
E-TWCA. Secondly, the properties of the local analysis are evaluated
– in particular it is discussed whether the global fixed-point problem
still converges. And finally, strategies to decompose event curves and
execution time curves are elaborated.

9.1. Local Analysis

This contribution is based on Köhler and Ernst [56].

In this section, a local analysis for TypicalCPA is developed. The reader
may recall from Definitions 4 and 6 that any correct local analysis must
fulfill the following properties:

� it derives specifications on the output streams from specifications on
the input streams for a given system component,

� whenever traces of input streams satisfy the input stream specifica-
tions then the traces of the corresponding output streams must also
satisfy the computed output stream specifications (condition on the
correctness).

Specifically for a correct new local analysis of TypicalCPA, which is de-
noted as Φtcpa

i , we require the following:

� A local analysis Φtcpa
i relates to the behavior of a task τi which is

scheduled on a resource R under a FP(N)P policy. It reads in the input
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9.1. Local Analysis

Figure 9.1. Local analysis method Φtcpa
i of TypicalCPA.

event curves of all tasks on resource R, denoted as {(η
j
, ηj) | τj ∈ TR},

and computes a pair of bounding event curves for the output stream
of task τi ∈ TR , denoted as (η

i,out
, ηi,out).

� It is correct if for any set of input traces satisfying their specification
{ej ⊢ (η

j
, ηj), | τj ∈ TR} the output traces also satisfy their specifica-

tions ei,out ⊢ (η
i,out

, ηi,out).

� It derives a worst-case response time for task τi using Φfp
i and a dead-

line miss model for task τi using E-TWCA.

Given these requirements, a local analysis Φtcpa
i can be constructed by

composing

1. The local analysis Φfp
i from Section 3.3.3.2.

2. E-TWCA.

3. A novel method for the decomposition of γj into γtj , γ
o
j and the de-

composition of ηj into ηtj , η
o
j such that Definition 47 is satisfied.1

1Note that an execution time curve γj is an information on the worst-case sequence
of execution times for a task τj and is – like the simpler model of a WCET
– here a component-related parameter and not propagated. An extension to the
propagation of execution time curves is possible and straightforward for any cycle-
free topology of components like in the networking context (cf. Section 4.4).
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as illustrated in Figure 9.1. The implications of these choices for Φtcpa
i

will be discussed in the following section.

9.2. Global Analysis

The local analysis of TypicalCPA illustrated in Figure 9.1 is a specific
design choice which fulfills the stated requirements. A set of such local
analyses can be composed to a global analysis, i.e., TypicalCPA, accord-
ing to Definitions 5 and 6. It is of interest to evaluate how the proposed
local analysis of TypicalCPA impacts the global analysis in terms of a
set of evaluation critera including the existence of a least fixed point,
efficiency, the expected tightness of results, and compatibility issues.

Existence of a Least Fixed Point And Computational Efficiency Typi-
calCPA can be seen as an augmented version of FP-CPA presented earlier
in Section 3.3.3: The local analysis of TypicalCPA Φtcpa

i does not only
compute output event curves of a task τi and its worst-case response time
Ri like the local analysis of FP-CPA Φfp

i , but it also derives dmmi(k).
Note that both Ri and dmmi(k) are not propagated between local analy-
ses. Thus, the interface of a local analysis of TypicalCPA is not different
from a local analysis of FP-CPA, but the internals of the local analysis
are modified. Consequently, it must be checked that still a smallest fixed
point for the global analysis exists.

Interestingly, the analysis flow of TypicalCPA can be arranged such
that first only the Φfp

i -functions of the local analyses Φtcpa
i are com-

puted until the fixed point with regard to all event curves (η
i,out

, ηi,out)

is reached. In a subsequent step, the other two functions of the local
analyses Φtcpa

i , i.e., the decomposition and the extended TWCA, are
computed based on the converged curves. In other words, TypicalCPA
can be realized such that first an FP-CPA is performed which is known
to converge to a least fixed point and only then the decomposition and
the extended TWCA are computed for each task in the system. By this
argumentation, it is clear that TypicalCPA has a smallest fixed point
with regard to the computed bounding event curves of the streams given
that the local response-time analyses Φfp

i converge.

Note that by excluding typical and overload curves from the interface
of the proposed local analysis and keeping them internal, the number of
variables in the global fixed point problem is considerably reduced which
makes the computation more efficient than if they were exposed.

110



9.2. Global Analysis

Expected Tightness of Results With regard to the computed event
curves and worst-case response times, TypicalCPA delivers the same
quality of results as FP-CPA. The quality of DMMs is related to the
E-TWCA algorithm but also to the decomposition of event curves and
execution time curves because they are the most relevant inputs.
E-TWCA is at least as good as TWCA because it considers additionally
variability in execution times as explained in Section 8. With regard to
the decomposition of general event curves into typical and overload event
curves it is important to remember how strongly it impacts the deadline
miss model of the task under analysis τi: Consider a resource R which
provides service to a set of tasks TR . The analysis goal is to compute the
deadline miss model of a task τi ∈ TR with E-TWCA. Assume that dif-
ferent, correct decompositions of event curves and execution time curves
for the tasks in TR exist. It can be observed that (1) the fewer events are
classified as overload and (2) the rarer overload execution times happen,
the tighter the deadline miss model of the task under analysis τi is. This
follows directly from the basic E-TWCA algorithm in Theorem 6. In
Sections 9.5 to 9.6, we will search for good decompositions.
Note that a decomposition for the event curves ηj and execution time

curves γj , which is optimal for τi w.r.t. a tight dmmi(k), can be non-
optimal for another task τ ′i on the same resource. Therefore it is desirable
to have Φtcpa

i -specific decompositions of event curves and execution time
curves which minimize the deadline miss model dmmi(k). This is realized
by the proposed local analysis.

Note that if typical event curves and typical execution time curves were
part of the interface of Φtcpa

i , then they would have to be globally valid.
In other words, it would have to be checked that all tasks in the system
are schedulable for the propagated set of typical curves. This would
introduce a holistic, i.e. system-related, problem in the local analysis of
the compositional analysis framework when deriving the typical curves
which contradicts the principle of compositionality.

Compatibility issues Since the local analyses of TypicalCPA are cou-
pled only by general event curves (and not additionally by typical and
overload event/execution time curves), the integration of both conven-
tional local scheduling analysis techniques and TWCA-based local anal-
ysis methods in the framework is possible.

In the following, TypicalCPA will be elaborated in the sense that prin-
ciples and algorithms for the curve decomposition are introduced.
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9.3. Decomposition of Traces and Curves: Problem
Statement

The decomposition of the set of event curves {ηj | τj ∈ TR} and the set
of execution time curves {γj | τj ∈ TR} into their typical and overload
components has to respect three conditions according to Definition 47 in
order to be compatible with E-TWCA:

� Given an event curve ηj , the event curves ηtj and ηoj must have the
property that for every event trace ej satisfying ηj , there exists an
event trace decomposition of ej into etj and eoj such that etj satisfies ηtj
and eoj satisfies ηoj .

� Given an event curve γj , the execution time curves γtj and γoj must
have the property that for every execution time trace gj satisfying γj ,
there exists an execution time trace decomposition of gj into gtj and

goj such that gtj satisfies γtj and goj satisfies γoj .

� The task under analysis τi in the task set TR must be schedulable in

the typical worst case: R
t

i ≤ di.

In this section, a 2-step curve decomposition is developed which satis-
fies the above conditions:

1. The first step is to compute a set of typical event curves {ηtj |τj ∈ TR}
and a set of typical execution time curves {γtj | τj ∈ TR} such that the
task under analysis is schedulable. This is discussed in Section 9.4.

2. As a second step, a decomposition algorithm for event traces ej and a
decomposition algorithm for execution time traces gj is defined which
guarantees by construction that any etj satisfies η

t
j and any gtj satisfies

γtj . Then the bounding overload curves ηoj and γoj are derived such
that any eoj satisfies ηoj and any goj satisfies γoj .

Note that there will be two variants discussed for the realization of the
second step, namely a numerically efficient approach which is useful
in many relevant cases in Section 9.5 and a less efficient but generic
approach in Section 9.6.
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9.4. Typical Curves

This contribution develops results from Köhler and Ernst [56].

The problem to be solved in this section is to compute a set of typical
event curves {ηtj | τj ∈ TR} and a set of typical execution time curves
{γtj | τj ∈ TR} such that the task under analysis τi is schedulable.

Given this schedulability constraint, there are still many options to
choose the typical event curves and the typical execution time curves. A
good typical event curve ηtj is as close as possible to the worst-case event
curve ηj such that a maximal amount of events will be classified as typical

in ∆T i
k = maxj{∆T j→i

k }, i.e, in the sensitivity interval of a k-sequence of
the task under analysis τi. Similarly, a good typical execution time curve
γtj is as close as possible to the worst-case execution time curve γj such
that a maximal amount of execution time will be classified as typical in
∆T i

k. This reduces the nominal amount of overload in the system, and
thus leads to a tighter DMM dmmi(k).

An MILP Formulation To find good typical curves, a possible strategy
is to formulate a constrained mixed integer linear programming (MILP)
problem in which the variables encode different possible typical curves
for each task and the constraints enforce the schedulability of the typical
worst case. The objective function should prefer the maximum typical
curves ηtj and γtj which maximize the number of typical task activations

and typical execution time units within the sensitivity interval ∆T i
k.

A generic approach, which works for any activation pattern, is to have
two choices for the maximum typical event curve for each task: Either all
events in a trace are classified as typical or none. The resulting maximum
typical event curve of a task τj is then encoded in the following equation

ηtj(∆t) := bj · ηj(∆t) (9.55)

bj Binary variable indicating whether ηtj(∆t) = ηj (bj = 1)
or not (bj = 0).

The parametrization proposed for a maximum typical execution time
curve relies on the following trace decomposition: For each job, let the

amount of execution time below or equal to the threshold Cj
t
with 0 ≤

Cj
t ≤ Cj be classified as typical. Any amount of execution time above
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the maximum typical execution time Cj
t
is classified as overload. Under

this decomposition, the maximum typical execution time curve

γtj(n) = min
{
n · Cj

t
, γj(n)

}
(9.56)

is a safe model in the sense that any gtj satisfies γ
t
j . The maximum typical

execution time Cj
t
is a continuous variable in the optimization problem:

Cj
t

Continuous variable indicating the maximum typical exe-
cution time of task τj .

Cj ≤ Cj
t ≤ Cj = γj(1)

In the following, the constants, constraints, and the objective function
are discussed in separate paragraphs.

Known and Unknown Variables The model parameters of each task τj
in the task set TR are assumed to be known. This includes the maximum
event curve ηj and its pseudo-inverse δj(n), the execution time curve

γj , the best-case execution time (BCET) Cj , the WCET Cj , the task
priority πj and the deadline dj .

Also the details of the maximum busy window for a task under analysis
τi are assumed to be known by a prior analysis. This includes the size
of the level-i maximum busy window BW i, the respective busy times
Bi(q), and the maximum number of jobs of τi in the maximum busy
window which is denoted as Ki.
Finally, it assumed that a maximal sensitivity interval w.r.t. a k-

sequence of the task under analysis τi has been precomputed ∆T i
k =

maxj{∆T j→i
k } where ∆T j→i

k is defined in Section 8.3.

What is unknown are the typical task parameters and the details of
the typical busy window, they are variables in the MILP and carry the
superscript t. They will be introduced along with the equations.

Objective Function The objective function maximizes the upper typ-
ical bounds on events and execution times of all tasks τj , which have
higher or equal priority than the task under analysis τi and thus may
interfere with it. Maximizing the typical bounds on events and execution
times means that the number of events and execution times, which are
in turn interpreted as overload, are minimized. And consequently, the
deadline miss model of τi is tightened.
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An interesting property is that the correctness of the MILP does not
depend on the objective function but on the constraints. Changing the
objective function impacts only the quality of results.

The proposed objective function

∑
τj∈hsp(τi)

ηj(∆T
i
k) · bj + ηj(∆T

i
k) ·

Cj
t

Cj

→ max (9.57)

has two goals. The first goal, represented by the first term of the ob-
jective function, is to maximize the number of typical events in ∆T i

k.
The relation ηj(∆t) = ηtj(∆t) (encoded by bj = 1) is desirable because
the maximum overload event curve ηoj(∆t) is then zero. By the weight-
ing factor such tasks are preferred which would otherwise have a large
number of overload events in ∆T i

k.
The second goal is to maximize the number of execution times which

are smaller than or equal to the typical execution times Cj
t
. Since an

exact computation of this number is costly, a heuristic is applied: Those
tasks have a greater weight in the objective function which are often

activated in ∆T i
k and have a relatively large typical execution time Cj

t
.

Constraints In the following, constraints are introduced which enforce

that the variables bj and Cj
t
are chosen such that the task under analysis

τi is schedulable in the typical worst case. The schedulability requirement
for task τi can be formulated according to the busy-window principle as

∀q ∈ N : 1 ≤ q ≤ K
t

i : B
t

i(q)− δti(q) ≤ di. (9.58)

In the MILP, the maximum typical busy time B
t

i(q) is a variable de-

pending ultimately on the choice of the decision variables bj , and Cj
t
.

B
t

i(q): Continuous variable indicating an upper bound on the
maximum typical busy time of job τi(q) in the maxi-
mum typical busy window.

Ci ≤ B
t

i(q) ≤ Bi(q).

Since for the task under analysis the equality δti(n) = δi(n) applies
(we exclude here the case of self-overload), Eq. 9.58 can be rewritten as

∀q ∈ N : 1 ≤ q ≤ K
t

i : B
t

i(q)− δi(q) ≤ di. (9.59)
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The difficulty with Eq. 9.59 is that the number of jobs that will be

contained in the maximum typical busy window, denoted as K
t

i, is not
known a priori – except if di ≤ δi(2) and FPP scheduling applies, then

K
t

i = 1. But we know that the maximum typical busy window cannot
contain more jobs of task τi than the maximum busy window such that

K
t

i ≤ Ki. (9.60)

With Eq. 9.60, the schedulability requirement in Eq. 9.59 can be
transformed to

∀q ∈ N : 1 ≤ q ≤ Ki : B
t

i(q)− δi(q) ≤ di. (C1)

The constraint C1 is thus stricter than Eq. 9.60, leading to more pes-
simistic values for the variables, but it still enforces the required schedu-
lability.

Next, the relation between the variables bj , Cj
t
and B

t

i(q) becomes

clearer when formulating the busy-window equation for B
t

i(q) under FPP
scheduling. 2

B
t

i(q) = q · Ci
t
+

∑
j∈hsp(τi)

γtj(η
t
j(B

t

i(q))) (9.61)

With the goal of unfolding Eq. 9.61, we replace step-by-step the ex-

pression γti(η
t
i(B

t

i(q))):

Let the maximum number of typical events w.r.t. task τj in B
t

i(q) be
encoded as a variable

ηtj(B
t

i(q)): Integer variable indicating the maximum number of

typical events of task τj in B
t

i(q)

0 ≤ ηtj(B
t

i(q)) ≤ ηj(Bi(q))

The maximum typical event curve depends on the choice of the variable

bj , and thus ηti(B
t

i(q)) is constrained by

∀j : τj ∈ hsp(τi) : (C2a)

∀q ∈ N : 1 ≤ q ≤ Ki :

ηtj(B
t

i(q)) = bj · ηj(B
t

i(q)).

2Note that the constraints for FPNP scheduling can be developed in a quite similar
manner, they are omitted here for brevity.
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where the maximum number of events w.r.t. task τj in B
t

i(q) is consid-
ered as a variable

ηj(B
t

i(q)): Integer variable indicating the maximum number of

events of task τj in B
t

i(q)

0 ≤ ηj(B
t

i(q)) ≤ ηj(Bi(q))

The purpose of the following constraint is to encode the relation be-

tween ηj and the size of the interval B
t

i(q):

∀j : τj ∈ hsp(τi) :

∀q ∈ N : 1 ≤ q ≤ Ki :

∀k ∈ N : 1 ≤ k ≤ ηj(Bi(q)) :

δj(k) < B
t

i(q) ≤ δj(k + 1) ⇔ ηj(B
t

i(q)) = k (C2b)

The maximum typical execution time curve defined in Eq. 9.56 can
be expressed as

γtj(n) = n · Cj
t − bj,n · (n · Cj

t − γj(n)) (9.62)

if the variable bj,n indicates the result of the minimum expression in the
definition of γtj(n)

bj,n Binary variable indicating that n · Cj
t ≥ γj(n) is true

(bj,n = 1) or not (bj,n = 0).

such that

∀j : τj ∈ hsp(τi) :

∀n ∈ N : 0 ≤ n ≤ ηj(BW i) :

bj,n = 1 ⇔ n · Cj
t ≥ γj(n)

bj,n = 0 ⇔ n · Cj
t
< γj(n). (C3)

Moreover, let us introduce variable bj,q,n with the following definition

bj,q,n Binary variable indicating that n = ηtj(B
t

i(q)) is true
(bj,q,n = 1) or not (bj,q,n = 0).

117
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such that

∀j : τj ∈ hsp(τi) :

∀q ∈ N : 1 ≤ q ≤ Ki :

∀n ∈ N : 0 ≤ n ≤ ηj(Bi(q)) :

bj,q,n = 1 ⇔ n = ηtj(B
t

i(q)). (C4)

Finally, B
t

i(q) in Eq. 9.61 can be re-written as

∀q ∈ N : 1 ≤ q ≤ Ki : (C5)

B
t

i(q) = q · Ci
t
+
∑

j∈hsp(i)

∑ηj(Bi(q))

ν=0
bj,q,ν · ν · Cj

t−∑
j∈hsp(i)

∑ηj(Bi(q))

ν=0
bj,q,ν · bj,ν · (ν · Cj

t − γi(ν))

Constraints 1-5 are not yet in the standard form of an MILP problem, but
they can be transformed to it using common rules known from operation
research as demonstrated in the Appendix IV.

Numerical Effort Enforcing the schedulability of a task set by con-
straints can be expensive. Here, we profit from the fact that only the
schedulability of the task under analysis τi and not the schedulability
of the entire task set must be enforced by constraints. Nevertheless the
presented MILP can still be computationally expensive for large prob-
lem instances. This is especially true for large task sets and long busy
windows which occur for high load.

However, the primary goal is to obtain a feasible set of maximum
typical event curves and maximum typical execution time curves. The
goal of finding optimal curves which maximize the typical behavior (i.e.,
as many events and execution times as possible are classified as typical)
is secondary and impacts the tightness of the DMM values but not the
correctness. This fact allows the use of the current incumbent solution
of the MILP after a specified timeout. If a branch-and-cut algorithm is
used for solving the MILP, then it is even possible to specify the quality
of the incumbent solution. Another helpful complementary option is to
specify a partial solution of the MILP to guide the algorithm.
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Concluding Remarks With the presented mathematical program, the
maximum typical event curves ηtj and the maximum typical execution
time curves γtj can be obtained.
While in this chapter a generic approach is presented which computes

good typical curves for arbitrary task sets, in practice one may profit from
concrete knowledge about the system and compute even better typical
curves (better means here that more events and execution times can be
classified as typical). For a concrete system, it is often clear which tasks
are the potential sources of overload and how the overload can be char-
acterized. This can help to encode better alternative typical activation
patterns and alternative typical execution time patterns (instead of the
generic but simple patterns proposed in Eq. 9.55 and 9.56). Also the
weighting factors in the objective function may be adapted accordingly.

The reader may note already at this point that low DMMs can be
expected only when most of the events and the execution times can
be classified as typical. Or in other words, when overload execution
times or overload activation events occur only sporadically. This is a
characteristic of the E-TWCA method.

The following two Sections 9.5 and 9.6 detail how to get the overload
event curves ηoj and the overload execution time curves γoj for different
cases. The approach in Section 9.5 is numerically efficient and works for
special typical curve patterns while the approach in Section 9.6 works
for any typical curve patterns but at much higher numerical effort.

9.5. Overload Curves: Special Cases

In this section, specific types of typical event curves are assumed

∀∆t ≥ 0 : ηtj(∆t) = ηj(∆t) or

∀∆t ≥ 0 : ηtj(∆t) = 0

as well as a specific type of typical execution time curves

∀n ∈ N : γtj(n) = min
{
n · Cj

t
, γj(n)

}
which result from the MILP presented in the previous Section 9.4. In
these cases, overload event curves and overload execution time curves are
easy to obtain at low numerical effort as will be shown in the following.
A special discussion is dedicated to the important case where a task has
a multiframe execution time behavior and thus a specific γj(n).
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9.5.1. Overload Event Curves

The assumption is that the maximum typical event curve ηtj satisfies the
following relation

∀∆t ≥ 0 : ηtj(∆t) = bj · ηj(∆t) (9.63)

where the value of the binary variable bj is obtained from the solution of
the MILP presented in the previous Section 9.4. In other words, either
all events per task are classified as typical ηtj(∆t) = ηj(∆t) (bj = 1)
or none ηtj(∆t) = 0 (bj = 0). This leads immediately to the maximum
corresponding overload event curve

∀∆t ≥ 0 : ηoj(∆t) = (1− bj) · ηj(∆t). (9.64)

9.5.2. Overload Execution Time Curves

Decomposing an execution time curve γj under the condition that the
typical execution time curve is of the form

γtj(n) = min
{
n · Cj

t
, γj(n)

}
, (9.65)

where Cj
t
is obtained from the solution of the MILP presented in the

previous Section 9.4, is more complex and we need to go back to a trace-
based argumentation to find an overload execution time curve γoj :

Given a maximum typical execution time curve γtj for a task τj as in
Eq. 9.65, the problem is to find a decomposition algorithm for execution
time traces gj into a typical execution time trace gtj and overload execu-
tion time trace goj which guarantees by construction that any gtj satisfies

γtj . Then a bounding overload curve γoj must be derived such that any
goj satisfies γoj .

Decomposition Algorithm For each job, let the amount of execution

time below or equal to the threshold Cj
t
with 0 ≤ Cj

t ≤ Cj be classified
as typical. Any amount of execution time above the maximum typical

execution time Cj
t
is classified as overload.

I.e., the share of execution time which is classified as typical per job

cannot be larger than Cj
t
. Moreover, we know that the amount of typical

execution time for any consecutive sequence of n jobs cannot be larger
than γj(n). This leads to the maximum typical execution time curve in
Eq. 9.65 which was already introduced in Section 9.4 as a safe bound for
the above described decomposition.
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9.5. Overload Curves: Special Cases

Overload Execution Time Curve Given this decomposition, it is clear
that the share of execution time which is classified as overload per job

cannot be larger than Cj −Cj
t
. Moreover, we know that the amount of

overload execution time for an any consecutive sequence of n jobs cannot
be larger than γj(n). This leads to a maximum overload execution time
curve

γoj(n) = min
{
n · (Cj − Cj

t
), γj(n)

}
. (9.66)

Discussion In the end, not the overload execution time curve but the
maximum frequency of overload execution times is required as input for
E-TWCA (cf. Section 8.4). If a task τ is described by the classical Liu-
Layland model with the WCET C as the only characterization of the
execution time behavior and a proper execution time curve is not avail-
able, then potentially any job could have an execution time larger than

C
t
. In other words, the Liu-Layland model is too inaccurate as an input

to E-TWCA. E-TWCA requires a proper execution time curve as input
which models the variation in execution times, if the potential source of
overload are execution time outliers. A popular model, which takes into
account the variation of execution times, are multiframe tasks. Multi-
frame tasks are useful for modeling software with known execution time
patterns and for modeling packets streams with different packet types.
A multiframe task is defined as follows

Definition 53: Multiframe task. A multiframe task τ is a task with a
repetitive pattern of maximum execution times. Let (C0, C1, . . . CN−1) be
an array of N maximum execution times. The maximum execution time
of the kth job of a multiframe task is then C(k−1) mod N , where k ≥ 1.

In the remainder of this section, first the curves γ(n), γt(n), and γo(n)
are derived for the case of multiframe tasks and finally an upper bound
on the frequency of overload execution times χ(n) is obtained.

The following theorem derives a maximum execution time curve γ(n)
for a multiframe task, an illustrative example is given in Figure 9.2.

Theorem 10: Maximum execution time curve. A maximum exe-
cution time curve γ(n) of a multiframe task is given by

γ(n) =


0 for n = 0

max
ϕ∈{0,1,...,N−1}

{
n+ϕ∑

k=1+ϕ

C(k−1) mod N

}
otherwise.
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For monotonically decreasing execution times C0 ≥ C1 . . . ≥ CN−1, this
simplifies to

γ(n) =

0 for n = 0
n∑

k=1

C(k−1) mod N otherwise.

Proof. An arbitrary n-segment of an execution time trace of mul-
tiframe task satisfies

∀m,n ∈ N : n ≤ m : g(m)− g(m− n).

For n = 0, the n-segment can be trivially bounded by

∀m,n ∈ N : n = 0 : g(m)− g(m− n) = 0.

For the remaining cases where 1 ≤ n ≤ m, we have

∀m,n ∈ N : n < m :

g(m)− g(m− n) =

m∑
k=m−n+1

Ck ≤
m∑

k=m−n+1

C(k−1) mod N .

Since a multiframe task has anN -periodic execution time pattern,
the following inequation applies

m∑
k=m−n+1

C(k−1) mod N ≤ max
ϕ∈{0,1,...,N−1}


n+ϕ∑

k=1+ϕ

C(k−1) mod N

 .

If the maximum execution times are assumed to be monotonically
decreasing s.t. C0 ≥ C1 . . . ≥ CN−1, then ϕ = 0 leads to the n-
sequence with the largest sum of maximum execution times

m∑
k=m−n+1

C(k−1) mod N ≤
n∑

k=1

C(k−1) mod N .

For a multiframe task τj the typical model in Eq. 9.65 as well as the
overload model in Eq. 9.66 is safe. However, given the above decompo-
sition algorithm, tighter bounds can be found.

122



9.5. Overload Curves: Special Cases

1

2

3

4

5

k
1 2 3 4 5 6 7

max. execution time 

C0

C1

C2

(a) Generic multiframe task. For
a window size n = 2, the max. cu-
mulative execution time is obtained
for ϕ = 0. For a window size n = 4,
however, the max. cumulative exe-
cution time is obtained for ϕ = 1.
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(b) Multiframe task with monoton-
ically decreasing max. execution
times. For any window size n, the
max. cumulative execution time is
obtained for ϕ = 0.

Figure 9.2. Illustration of Theorem 10

Theorem 11: Maximum typical execution time curve. A maxi-
mum typical execution time curve γt of a multiframe task is given by

γt(n) =


0 for n = 0

max
ϕ∈{0,1,...,N−1}

{
n+ϕ∑

k=1+ϕ

min{C t
, C(k−1) mod N}

}
otherwise

where 0 ≤ C
t ≤ C0 is a known parameter. For monotonically decreasing

execution times C0 ≥ C1 . . . ≥ CN−1, this simplifies to

γt(n) =

0 for n = 0
n∑

k=1

min{C t
, C(k−1) mod N} otherwise

Proof. Assume that an execution time trace is decomposed as
described above in this section 9.5.2. The proof is then similar to
the proof presented for Theorem 10. An example is illustrated in
Figure 9.3.

123



9. TypicalCPA: Integration of Extended TWCA and CPA

1

Ct=2

3

4

5

k
1 2 3 4 5 6 7

max. execution time 

C0

C1

C2

(a) Generic multiframe task. For a
window size n = 2, the max. typi-
cal cumulative execution time is ob-
tained for ϕ = 0. For a window
size n = 4, however, the max. typi-
cal cumulative execution time is ob-
tained for ϕ = 1.
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(b) Multiframe task with monoton-
ically decreasing max. execution
times. For any window size n, the
max. typical cumulative execution
time is obtained for ϕ = 0.

Figure 9.3. Illustration of Theorem 11

Given the γ(n), γt(n) and the above defined decomposition algorithm,
we now derive γo(n) for multiframe tasks in Theorem 12. An example is
given in Figure 9.4.

Theorem 12: Maximum overload execution time curve [56]. A
maximum overload execution time curve γo(n) of a multiframe task τ is
given by

γo(n) = max
ϕ∈{0,1,...,N−1}


n+ϕ∑

k=1+ϕ

C(k−1) mod N −min
{
C

t
, C(k−1) mod N

}
For monotonically decreasing execution times C0 ≥ C1 . . . ≥ CN−1, this
simplifies to

γo(n) =

n∑
k=1

C(k−1) mod N −
n∑

k=1

min
{
C

t
, C(k−1) mod N

}
= γ(n)− γt(n).

Proof. We have to find γo(n) such that

m,n ∈ N : m ≤ n : go(m)− go(m− n) ≤ γo(n)
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where go is obtained by decomposition.
For n = 0, the n-segment can be trivially bounded by

∀m,n ∈ N : n = 0 : go(m)− go(m− n) = 0.

For the remaining cases with 1 ≤ n ≤ m, we have

go(m)− go(m− n)

=

m∑
k=m−n+1

C(k−1) mod N −min
{
C

t
, C(k−1) mod N

}
If C

t ≤ C(k−1) mod N , then

C(k−1) mod N −min
{
C

t
, C(k−1) mod N

}
≤ C(k−1) mod N −min

{
C

t
, C(k−1) mod N

}
.

If C
t
> C(k−1) mod N , then Co

k = 0. Therefore, we can also write
in this case

C(k−1) mod N −min
{
C

t
, C(k−1) mod N

}
≤ C(k−1) mod N −min

{
C

t
, C(k−1) mod N

}
.

In summary, we have

go(m)− go(m− n)

≤
m∑

k=m−n+1

C(k−1) mod N −min
{
C

t
, C(k−1) mod N

}
.

Since a multiframe task has anN -periodic execution time pattern,
there are only N different n-sequences of maximum execution
times and thus the following bound applies.

go(m)− go(m− n)

≤ max
ϕ∈{0,1,...,N−1}


n+ϕ∑

k=1+ϕ

C(k−1) mod N −min
{
C

t
, C(k−1) mod N

}
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Consider now the special case monotonically decreasing maxi-
mum execution times C0 ≥ C1 . . . ≥ CN−1. Due this relation,
the n-sequence of jobs which starts at phase ϕ = 0 will have
the largest sum of maximum execution times. Together with the

static threshold C
t
, this leads to the largest sum of maximum

overload execution times in the n-sequence.

gti(n)− gti(n−m) =
m∑

k=n−m+1

C(k−1) mod N −min
{
C

t
, C(k−1) mod N

}
≤

n∑
k=1

C(k−1) mod N −min
{
C

t
, C(k−1) mod N

}
=

n∑
k=1

C(k−1) mod N −
n∑

k=1

min
{
C

t
, C(k−1) mod N

}
= γ(n)− γt(n) = γo(n)

The last theorem in this section states how many jobs with an ex-

ecution time larger than C
t
may occur in an n-sequence of jobs of a

multiframe task.

Theorem 13: Maximum frequency of overload execution times.
If task τ is a multiframe task, then no more than χ(n) non-zero overload
execution times can occur in any window of n consecutive jobs

χ(n) =

{
0 for n = 0

max
ϕ∈{0,1,...,N−1}

{∣∣∣{1 + ϕ ≤ k ≤ n+ ϕ | C(k−1) mod N > C
t
}∣∣∣} otherwise.

Proof. The number of non-zero overload execution times in an
execution time trace can be counted as follows

χ(n) =

{
0 for n = 0∣∣∣{1 ≤ k ≤ n | C(k−1) mod N > C

t
}∣∣∣ for n > 0.

We need to show that

m,n ∈ N : n ≤ m : χ(m)− χ(m− n) ≤ χ(n).
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(a) Generic multiframe task. For a
window size n = 2, the max. typi-
cal cumulative execution time is ob-
tained for ϕ = 0. For a window
size n = 4, however, the max. typi-
cal cumulative execution time is ob-
tained for ϕ = 1.
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(b) Multiframe task with monoton-
ically decreasing max. execution
times. For any window size n, the
max. typical cumulative execution
time is obtained for ϕ = 0.

Figure 9.4. Illustration of Theorem 12

For n = 0, the n-segment can be trivially bounded by

∀m,n ∈ N : n = 0 : χ(m)− χ(m− n) = 0.

For the remaining cases where 1 ≤ n ≤ m, we have

χ(m)− χ(m− n)

=
∣∣∣{m− n+ 1 ≤ k ≤ m | C(k−1) mod N > C

t
}∣∣∣

≤
∣∣∣{m− n+ 1 ≤ k ≤ m | C(k−1) mod N > C

t
}∣∣∣

≤ max
ϕ∈{0,1,...,N−1}

{∣∣∣{1 + ϕ ≤ k ≤ n+ ϕ | C(k−1) mod N > C
t
}∣∣∣}

where the last bound results from the fact that a multiframe task
has an N -periodic execution time pattern and there are only N
different n-sequences of maximum execution times.

Corollary 5: Maximum frequency of overload execution times.
If the maximum execution times are assumed to be monotonically de-
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creasing C0 ≥ C1 . . . ≥ CN−1, the bound χ(n) can be written as

χ(n) =


0 for n = 0

χ(n− 1) for n > 0 ∧ γoi (n− 1) = γoi (n)

χ(n− 1) + 1 for n > 0 ∧ γoi (n− 1) < γoi (n).

Proof. If the maximum execution times are assumed to be mono-
tonically decreasing C0 ≥ C1 . . . ≥ CN−1, then we can argue
as above that the worst-case n-sequence of maximum execution
times occurs for ϕ = 0 such that

χ(m)− χ(m− n) ≤
∣∣∣{1 ≤ k ≤ n | C(k−1) mod N > C

t
}∣∣∣ = χ(n)

The bound χ(n) for a multiframe task with monotonically de-
creasing execution times can be re-written in terms of

γo(n) =
n∑

k=1

C(k−1) mod N −min
{
C

t
, C(k−1) mod N

}
as

χ(n) =


0 for n = 0

χ(n− 1) for n > 0 ∧ γo(n− 1) = γo(n)

χ(n− 1) + 1 for n > 0 ∧ γo(n− 1) < γo(n).

9.6. Overload Curves: General Approach

The computation of overload event curves and overload execution time
curves in Section 9.5 relies on specific assumptions. In this section, these
assumptions will be lifted and a generic trace/curve decomposition will
be presented. Still we follow the strategy described in the problem state-
ment:

1. A set of arbitrary typical event curves {ηtj | τj ∈ TR} and a set of
arbitrary typical execution time curves {γtj | τj ∈ TR} are computed
such that the task under analysis is schedulable. A possible strategy
how to obtain these sets has been discussed in Section 9.4.

2. Then a decomposition algorithm for event traces ej and a decomposi-
tion algorithm for execution time traces gj is defined which guarantees
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by construction that any etj satisfies ηtj and any gtj satisfies γtj . The
decomposition algorithms are introduced in Sections 9.6.1-9.6.2.

3. Finally, the bounding overload curves ηoj and γ
o
j are derived in Sections

9.6.3-9.6.4 such that any eoj satisfies ηoj and any goj satisfies γoj .

9.6.1. Decomposition of Event Traces

In this section, a maximum event curve η and a maximum typical event
curve ηt are assumed to be known. The problem is to define a decom-
position algorithm which decomposes an event trace e satisfying η such
that et will always satisfy ηt. While the primary goal is to find a correct
decomposition algorithm, it is also important that the decomposition al-
gorithm classifies as many events as possible in an event trace as typical
to obtain a good input for E-TWCA. Also, the algorithm should be
efficient.

In the following, a greedy rule for event trace decomposition is pro-
posed which decides whether an event belongs to the typical class or
overload class in order of occurrence.

Definition 54: Greedy decomposition. Let an event trace e satisfy η.
The greedy decomposition classifies each event in the trace e as “typical”
or “overload” in order of occurrence. The kth event in e (denoted as
ϵk) is typical, if the current bounded typical event trace, including all
typical events in {ϵ1, . . . , ϵk−1} and continued by event ϵk still satisfies
ηt. Otherwise the event ϵk is an overload event.

The greedy decomposition is correct in the sense of Definition 32, since
it classifies every event in e either as “typical” or “overload”, so that the
relation e = eo + et is true. Moreover, the derived typical event trace et

satisfies ηt by construction.

With regard to the quality of the decomposition algorithm, it has been
observed that the greedy approach delivers good results, i.e., many events
are classified as typical. However, the reader may note that it has not
been investigated whether the greedy decomposition is optimal.

Consider now the numerical effort to perform the greedy decomposi-
tion. An event ϵk can be accepted as typical if the trace which includes
all typical events in {ϵ1, . . . , ϵk−1} and event ϵk satisfies ηt. In other
words, we must check for any time window [t − s, t) with s, t ∈ R+ and
s ≤ t that the event trace up to event ϵk contains no more than ηt(s)
typical events. This entails an infinite number of checks, since the time
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window of size s is an element from R+ which may be placed anywhere
in the trace.

With the goal of reducing the numerical effort, the greedy decomposi-
tion algorithm will be reformulated in terms of event distances and event
distance curves which are defined on the set of natural numbers. Also
the curve ηt (resp. ρt) will later be required to be l-repetitive.

But first a few useful concepts are needed:

Definition 55: Bounded event distance trace. An event distance
trace which relates to the first k ∈ N activation events in a stream is
called bounded event distance trace and denoted as dk : {1, . . . , k} → R+.
The value dk(n) indicates the time instant t at which the nth event occurs
with 1 ≤ n ≤ k.

A bounded event distance trace which contains only typical, resp. over-
load, events of a stream is called bounded typical event distance trace
dtkt , resp. overload event distance trace doko .

Definition 56: Continuation of a bounded event distance trace.
A bounded event distance trace dk+1 is a continuation of the bounded
event distance trace dk by 1 event

dk+1(n) =

{
dk(n) for 1 ≤ n ≤ k

t(ϵn) for k + 1

= dk ⊔ t(ϵk+1)

With the above definition, the greedy decomposition can be written
as Algorithm 1. The check whether an event can be accepted as typical
is now simpler

∀n,m ∈ N : n ≤ m : d̃tkt+1(m)− d̃tkt+1(m− n) ≥ ρt(n),

(where d̃tkt+1 := dtkt ⊔ t(ϵk)) going from the set of real numbers to the set
of natural numbers. As shown in Neukirchner et al. [71] in the context
of monitoring activation patterns of real-time tasks, the effort of such
a check can still be significantly reduced. If the fact is considered that
d̃tkt+1 is a continuation of a curve dtkt which already satisfies ρt, then by
[71, Theorem 1] the check can be simplified to

∀n ∈ N : n ≤ kt : d̃tkt+1(k
t + 1)− d̃tkt+1(k

t + 1− n) ≥ ρt(n).
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Algorithm 1 Algorithmic representation of the greedy decomposition
of an arbitrary event distance trace.

1: k := 1 ▷ k indicates the current event ϵk.
2: kt := 0 ▷ kt counts the number of typical events prior to ϵk.
3: ko := 0 ▷ ko counts the number of overload events prior to ϵk.
4:

5: while true do
6: ▷ Continue dtkt by ϵk and check if this satisfies ρt.

7: if dtkt ⊔ t(ϵk) ⊢ ρt then

8: dtkt+1 := d̃tkt+1 ▷ Yes: Update typical trace with ϵk.
9: kt := kt + 1 ▷ Update num. of typical events prior to ϵk+1.

10: else
11: doko+1 = doko ⊔ t(ϵk) ▷ No: Update overload trace with ϵk.
12: ko := ko + 1 ▷ Update num. of overload events prior to ϵk+1.
13: end if
14: k := k + 1 ▷ Go to next event ϵk+1.
15: end while

If ρt belongs to the class of is l-repetitive event distance curves, then the
check can be done even more efficiently.

An l-repetitive event distance curve is a safe approximation of any
generic event distance curve built from a limited set of known points:

Definition 57: l-repetitive minimum event distance curve [100]
[71]. A minimum event distance curve is called l-repetitive, if it satisfies

ρ(n) =

ρ(n) if 0 ≤ n ≤ l

max
w∈[1,l]

(ρ(w) + ρ(n− w)) if n > l.

Theorem 14: An l-repetitive extension of the superadditive function
ρ
l
(n) is a lower bound on ρ(n).

Proof. Any superadditive function has the property that ∀a, b :
f(a+ b) ≥ f(a) + f(b). Let ρ(n) be a superadditive function and
ρ
l
(n) its l-repetitive extension. The superadditivity property of

ρ
j
(n) implies that

∀n, n1, n2 ∈ N : n = n1 + n2 :

ρ(n) ≥ ρ(n1) + ρ(n2)
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which can be re-written as

∀n ∈ N : ρ(n) ≥ max
w≤n

{
ρ(w) + ρ(n− w)

}
.

Now we compare ρ(n) and ρ
l
(n) for n > l (for n ≤ l they are by

definition identical):

ρ
l
(n) = max

w∈[1,l]

{
ρ(w) + ρ(n− w)

}
≤ max

w≤n

{
ρ(w) + ρ(n− w)

}
≤ ρ(n)

Lemma 1: The 1-repetitive minimum event distance curve is exact for
a periodic event activation with period P .

Proof. The recursive formulation of a 1-repetitive minimum event dis-
tance curve is according to Def. 57

ρ(n) =

{
ρ(n) if 0 ≤ n ≤ 1

ρ(1) + ρ(n− 1) if n > l.

The hypothesis to be proven by induction is that

ρ(n) = n · P

For the base cases n ∈ 0, 1, 2, the relation is easily checked:

ρ(0) = 0

ρ(1) = P

ρ(2) = ρ(1) + ρ(1) = 2 · P.

The induction step is as follows

ρ(n+ 1) = ρ(1) + ρ(n+ 1− 1) = ρ(1) + ρ(n) = (n+ 1) · P.

If ρt is l-repetitive, we can re-write the check of the event type accord-
ing to [71, Theorem 2] as

n ∈ N : 1 ≤ n ≤ l : d̃tkt+1(k
t + 1)− d̃tkt+1(k

t + 1− n) ≥ ρt(n).
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Indeed, with an l-repetitive curve ρt the complexity of checking the type
of an event ϵk is constant (l inequations must be checked) and indepen-
dent of the number of predecessor events in the trace. An example is
shown in Figure 9.5.

Figure 9.5. Decomposition of a periodic-with-jitter event trace. The
assumed typical event distance curve is periodic and thus 1-repetitive.

9.6.2. Decomposition of Execution Time Traces

In this section, a maximum execution time curve γ and a maximum
typical execution time curve γt are assumed to be known. The problem
is to define a decomposition algorithm which decomposes execution time
traces g such that gt will always satisfy γt.
In the following, an algorithm for the decomposition of execution time

traces is proposed which decides in order of job occurrence how much
execution time of a job is typical (the remaining amount is considered
as overload). The decomposition algorithm is greedy in the sense that it
assigns as many execution time units of a job as possible to the typical
class to obtain a good input for E-TWCA. Note that the entire history
of the execution time trace must checked for each job-related decision.
To limit this effort, the curve γt will be required to be l-repetitive.

Definition 58: Greedy decomposition of an execution time trace.
Assume that the execution times in the trace g are numbered such that
the kth execution time is Ck. In ascending order of k, each execution
time Ck is inspected: The largest possible share of Ck is classified as
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“typical”, such that γt(n) is still satisfied, while the remaining share is
classified as “overload”.

The greedy decomposition is correct in the sense of Definition 58, since
it classifies every execution time unit in g either as “typical” or “over-
load”, so that the relation g = go + gt is true. Moreover, the derived
typical execution time trace gt satisfies γt by construction.

The greedy decomposition can be translated into an algorithmic rep-
resentation, but first a few useful concepts are needed.

Definition 59: Bounded execution time trace. An execution time
trace which relates to the first k execution times in a stream is called
bounded execution time trace. Formally, the bounded execution time trace
is a function gk : {0, . . . , k} → N, with

gk(n) =

{
0 for n = 0∑n

j=1 Cj otherwise.

A bounded execution time trace gk satisfies γ, if

∀n,m ∈ N : m ∈ [0, k] : n ≤ m : gk(m)− gk(m− n) ≤ γ(n).

Definition 60: Continuation of a bounded execution time trace.
A bounded execution time trace gk+1 is a continuation of the bounded
execution time trace gk by 1 execution time, if

gk+1(n) =

{
gk(n) for 0 ≤ n ≤ k

gk(k) + Ck+1 for k + 1

= gk ⊔ Ck+1

The greedy decomposition can now be described by the following Al-
gorithm 2. This subsection continues with a discussion of the numerical
effort of the greedy decomposition. To find the minimal Co

k such that gtk
satisfies γt, the condition

Co
k := max

∀n,m∈N:m∈[0,k],n≤m
{0, g̃tk(m)− g̃tk(m− n)− γt(n)}

must be tested which is numerically costly. If the fact is considered that
g̃tk is a continuation of a curve gtk−1 which already satisfies γt, then the
check can be reduced according to the following theorem.
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Algorithm 2 Algorithmic representation of the greedy decomposition
of an arbitrary execution time trace.

1: k := 1 ▷ Start with first execution time in the trace.
2: while true do
3: ▷ Continue gtk−1 by Ck leading to g̃tk.
4: g̃tk = gtk−1 ⊔ Ck

5:

6: ▷ Find the minimal Co
k , such that gtk satisfies γt.

7:

8: Co
k := max

∀n,m∈N:m∈[0,k],n≤m
{0, (g̃tk(m)− g̃tk(m− n))− γt(n)}

9: Ct
k := Ck − Co

k

10:

11: gtk = gtk−1 ⊔ Ct
k ▷ Continue gtk−1 by Ct

k.
12: gok = gok−1 ⊔ Co

k ▷ Continue gok−1 by Co
k .

13:

14: k := k + 1 ▷ Go to the next execution time in the trace.
15: end while

Theorem 15: Let the bounded execution time trace gk−1 satisfy the
curve γ. Then each continuation gk of gk−1 which satisfies

∀n ∈ [0, k] : gk(k)− gk(k − n) ≤ γ(n).

also satisfies γ.

Proof. This proof relies on ideas from [71, Theorem 1].

From the definition of a continued execution time trace and be-
cause gk−1 ⊢ γ, we already know that

∀n,m ∈ N : m ∈ [0, k − 1] : n ∈ [0,m] :

gk(m)− gk(m− n) ≤ γ(n).

Thus it remains to show that

∀n,m ∈ N : m = k : n ∈ [0,m] :

gk(m)− gk(m− n) ≤ γ(n).

such that gk ⊢ γ.

Consequently, we have a condition which relies only on the typical
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execution times of the k last jobs

Co
k := max

∀n∈N:n∈[0,k]
{0, g̃tk(k)− g̃tk(k − n)− γt(n)}.

Finally, if we use the notion of l-repetitive maximum execution time
curves and derive a Theorem similar to [71, Theorem 2] but for execution
time traces, then the check can even be more simplified.

An l-repetitive execution time curve is a safe approximation of any
generic execution time curve built from a limited set of known points:

Definition 61: l-repetitive maximum execution time curve. A
maximum execution time curve γ(n) is called l-repetitive, if it satisfies

γ(n) =

γ(n) for 0 ≤ n ≤ l

min
w∈[1,l]

(γ(w) + γ(n− w)) for n > l.

Theorem 16: An l-repetitive extension of the subadditive function
γj(n), is an upper bound on γj(n).

Proof. This proof is analogous to the proof of Theorem 14.

If γ(n) is l-repetitive, a theorem similar to [71, Theorem 2] but for
execution time traces can be developed:

Theorem 17: Let the bounded execution time trace gk−1(n) satisfy the
l-repetitive maximum execution time curve γ(n). Then each continuation
gk(n) of gk−1(n) also satisfies γ(n) if

∀n ∈ [0, l] : gk(k)− gk(k − n) ≤ γi(n).

Proof. This proof relies on ideas from Theorem 2 in [71].

Since the assumptions of Theorem 15 are fulfilled, the bounded
execution time trace gk(n) satisfies γ(n) if

∀n ∈ [0, k] : gk(k)− gk(k − n) ≤ γ(n).

Since the bounded execution time trace gk(n) is assumed to have
the property

∀n ∈ [0, l] : gk(k)− gk(k − n) ≤ γ(n),
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it remains to show that

∀n ∈ [l + 1, k] : gk(k)− gk(k − n) ≤ γ(n).

which is equivalent to

∀n ∈ [l + 1, k] : gk(k)− gk(k − b) + gk(k − b)− gk(k − n) ≤ γ(n).

with b ∈ [1, l].

By assumption of the theorem

∀b ∈ [1, l] : gk(k)− gk(k − b) ≤ γi(b).

Since gk(n) is a continuation of gk−1(n), we also have

∀n ∈ [1, k − 1] : gk(n) = gk−1(n)

and

∀n ∈ [l + 1, k] : k − n < k − 1

∀b ∈ [1, l] : k − b ≤ k − 1,

which results in

∀n ∈ [l + 1, k] : ∀b ∈ [1, l] :

gk(k − b)− gk(k − n) = gk−1(k − b)− gk−1(k − n) ≤ γi(n− b).

In conclusion, we know that

∀n ∈ [l + 1, k] : ∀b ∈ [1, l] :

gk(k)− gk(k − n) ≤ γ(b) + γ(n− b)

or, equivalently,

∀n ∈ [l + 1, k] :

gk(k)− gk(k − n) ≤ min
b∈[1,l]

γ(b) + γ(n− b).

With Theorem 17 the computation of the overload execution time of
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Figure 9.6. Decomposition of an execution time trace. The assumed

typical execution time curve is γt(n) = n · C t
and thus 1-repetitive.

the kth job is reduced to

Co
k := max

∀n∈N:n∈[0,l]
{0, (g̃tk(k)− g̃tk(k − n))− γt(n)}.

The example in Figure 9.6 shows the greedy decomposition of an ex-
ecution time trace for a given 1-repetitive typical execution time curve
(see Theorem 18).

Theorem 18: An execution time curve γ(n) = n · C is 1-repetitive.

Proof. This proof is analogous to the proof of Theorem 1.

Remark To apply the generic decomposition approach, the typical event
curves resp. typical execution time curves must be l-repetitive. If this
is not the case, any typical curve can be replaced by its safe l-repetitive
bound. But how does this affect the schedulability of the typical worst
case? The following theorem shows how large l must be chosen for ηtj(∆t)
and γtj(n) such the schedulability of the task under analysis τi is still
guaranteed.

Theorem 19: The schedulability of the task under analysis τi is still
guaranteed if instead of ηtj(∆t) and γtj(n) their l-repetitive bounds are
used and

l ≥ ηtj(BW i).
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Proof. If the l-repetitive bound of ηtj(∆t), resp. γ
t
j(n), is equal

to ηtj(∆t), resp. γ
t
j(n), at least until the maximum busy window

of the task under analysis τi terminates, i.e.,

l ≥ ηtj(BW i),

then a schedulability analysis given the l-repetitive bound of
ηtj(∆t), resp. γtj(n) cannot deliver a different WCRT than a
schedulability analysis given ηtj(∆t) and γ

t
j(n).

9.6.3. Overload Event Curves

This section addresses the problem of computing pointwise an overload
event curve ηo if η and ηt are known. Moreover, it is assumed that η
and ηt are l-repetitive such that checking that a trace satisfies η and a
typical trace satisfies ηt is of limited effort. In the following, we recall the
definition of ηo and develop a strategy how to compute ηo for a given ∆t:

By definition, ηo(∆t) is an upper bound on the maximum number of
overload events in an interval of given size ∆t such that for all event
traces e satisfying η the following property holds: If e is decomposed
into a typical event trace et satisfying ηt and an overload event trace eo,
then

∀t0, t1 ∈ R+ : t0 ≤ t1 : t1 − t0 = ∆t :

eo(t1)− eo(t0) ≤ ηo(∆t).

The goal is now to compute ηo(∆t) for some ∆t. A possible strategy is
to identify a worst-case event trace from the set of all possible event traces
satisfying η. Such a worst-case event trace has the largest number of
overload events in an interval of size ∆t for a given trace decomposition.
The identification of such a trace is not trivial and an extensive search of
possible scenarios is required (an exception are the special cases discussed
in Section 9.5). Fortunately, it is sufficient for E-TWCA to calculate
ηo(∆t) for a single given time window ∆t = ∆T i

k and thus the entire
curve ηo is not required. The value ηo(∆T i

k) indicates the maximum
number of overload events which may impact k consecutive jobs of a
task τi.
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The search for the worst-case scenario of overload event arrival in some
given time window ∆t can be translated into a nested optimization prob-
lem: The event trace of interest is encoded by the problem variables,
they indicate the arrival instants t(ϵk) of events ϵk in the trace. The
constraints

� impose an order among the arrival instants (i.e., t(ϵk) ≤ t(ϵk+1))

� ensure that the arrival instants satisfy the event curve η,

� identify those events which fall into the interval of interest [t0, t0+∆t),

� impose the greedy decomposition into typical and overload events sat-
isfying the typical event curve ηt,

� impose the frequency of typical events in the trace3.

Note that constraints are correct if they do not exclude a possible trace
behavior. If no constraints are applied, then the problem has the trivial
solution ηo(∆t) = η(∆t).

The objective of the inner optimization problem is to maximize the
number of overload events in an interval [t0, t0 + ∆t) while the outer
optimization problem varies the left boundary of the interval t0.

The reader may note that there is an unbounded number of events
in a trace leading to an unbounded number of constraints such that
the resulting nested optimization problem is not computable in practice.
Therefore, the problem will be significantly simplified in a second step
by dropping and relaxing constraints which is possible because we are in
fact only interested in a time segment ∆t.

9.6.3.1. Variables

An arbitrary event trace e is represented by an infinite sequence of events,
where the kth event with k ≥ 1 in the trace is denoted as ϵk and occurs
at instant t(ϵk). This notation is illustrated in Figure 9.7.

A list of variables that will be used in the optimization problem is
given below:

t(ϵk) ∈ R+ Let ϵ1, ϵ2, . . . be the events in e. The correspond-
ing activation instants are then t(ϵ1), t(ϵ2), . . ..
Each instant t(ϵk) is a continuous variable in the
problem.

3This constraint is redundant but improves a relaxed version of the optimization
problem which is presented later in this section.
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Figure 9.7. Example for the notation used in the optimization problem

b1,k ∈ {0, 1} Let the binary variable b1,k denote whether the
event ϵk belongs to the overload class (b1,k = 1)
or the typical class (b1,k = 0).

b2a,k ∈ {0, 1} Auxiliary binary variable.

b2b,k ∈ {0, 1} Auxiliary binary variable.

b2,k ∈ {0, 1} Let the binary variable b2,k denote whether the
event ϵk falls into the interval [t0, t0+∆t) (b2,k =
1) or not (b2,k = 0).

b3,k ∈ {0, 1} Auxiliary binary variable.

b4,(k,m) ∈ {0, 1} Let the binary variable b4,(k,m) denote whether
the distance t(ϵk) − t(ϵk−m) violates ρt

(b4,(k,m) = 1) or not (b4,(k,m) = 0).
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9.6.3.2. Objective function

Let N t0 be the maximum number of overload events of any event trace
e in the interval [t0, t0 +∆t) with t0 fixed.
The maximum number of overload events in any event trace e for any
interval of size ∆t, i.e., ηo(∆t), is then given by

ηo(∆t) = max
t0

N t0 = max
t0

max
e

∑
k≥1

b1,k · b2,k. (9.67)

Since at most M = η(∆t) consecutive events may fall into [t0, t0 +∆t),
the bound N t0 can be re-written as

N t0 = max
e

x+M∑
k=x+1

b1,k · b2,k (9.68)

where x+ 1 is the first event of the trace e in [t0, t0 +∆t)

t(ϵx) < t0 (9.69)

t(ϵx+1) ≥ t0. (9.70)

Therefore the objective function in Eq. 9.67 can be transformed to

ηo(∆t) = max
t0

max
e

x+M∑
k=x+1

b1,k · b2,k. (9.71)

From all possible placements of [t0, t0 +∆t) with the property that the
event ϵx+1 of a given trace e is the first event in the interval, the one
with

t(ϵx+1) = t0 (9.72)

will yield the maximal number of overload events in [t0, t0 + ∆t). This
becomes clear when comparing Figures 9.7a and 9.7b. This observation
leads to

ηo(∆t) = max
x

max
e

x+M∑
k=x+1

b1,k · b2,k.︸ ︷︷ ︸
obj. func. of the inner opt. problem

(9.73)

which is a nested problem. The reader may note that a trivial solution
is ηo(∆t) = η(∆t) =M .
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9.6.3.3. Inner Optimization Problem

Since the objective function for the inner optimization problem has al-
ready been given above, this section continues with the constraint formu-
lation. The constraints encode feasible event traces and the classification
of each event in such a trace as typical or overload.

Constraints

� C1 In the problem, the event trace e is represented by a sequence of
activation instants.

∀k ∈ N : k ≥ 1

t(ϵk) ≤ t(ϵk+1) (C1)

� C2 Does the event ϵk occur in [t0, t0 +∆t) = [t(ϵx+1), t(ϵx+1) + ∆t)?

∀k ∈ N : k ≥ 1

b2a,k = 1 ⇔ t(ϵk) ≥ t(ϵx+1) (C2a)

b2b,k = 1 ⇔ t(ϵk) < t(ϵx+1) + ∆t (C2b)

b2,k = b2a,k · b2b,k (C2c)

Note that the implications and the product of binary variables can be
linearized [98, pp. 172].

� C3 The condition e ⊢ η is equivalent to d ⊢ ρ meaning that

∀k ∈ N : k ≥ 2

∀m ∈ N : 1 ≤ m ≤ k − 1 :

t(ϵk)− t(ϵk−m) ≥ ρ(m). (C3)

If ρ(m) is l-repetitive, then the required distance check with regard
to event ϵk relates only to the last l events before each ϵk (and not
all prior events) [71, Theorem 2]. If ρ(m) is not l-repetitive, this is a
relaxation of C3.

∀k ∈ N : k ≥ 2

∀m ∈ N : 1 ≤ m ≤ min{k − 1, l} :

t(ϵk)− t(ϵk−m) ≥ ρ(m). (C3’)
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� C4 Greedy trace decomposition: In order of occurrence events are
classified as typical or overload. An event ϵk is always classified as
typical if this is possible without violating ρt(m).

The first event in a trace is always typical:

b1,1 = 0. (C4a)

The following constraint checks whether the distance between the kth
event and the predecessor event ϵk−m in the trace satisfies ρt. Note
that ρt relates only to typical events in the trace; this is considered by
the argument of ρt.

∀k ∈ N : k ≥ 2

∀m ∈ N : 1 ≤ m ≤ k − 1 :

b4,(k,m) = 0 ⇔ t(ϵk)− t(ϵk−m) ≥ ρt(
∑m

p=1
(1− b1,(k−p))) (C4b)

If the distance t(ϵk) − t(ϵk−m) satisfies ρt for all typical events ϵk−m,
event ϵk belongs to the typical class otherwise to the overload class:

∀k ∈ N : k ≥ 2

b1,k = 0 ⇔
∑k−1

m=1
(1− b1,(k−m)) · b4,(k,m) = 0 (C4c)

The above constraint C4c can be improved if the following point is con-
sidered:

� Since ρt(m) is by assumption l′-repetitive, the required distance
check with regard to event ϵk relates only to the last l′ typical
events before each ϵk (and not all prior typical events).

� But how many events z do we need to go back at most from an
event ϵk to find the last l′ typical events?

The example below shows how to obtain z if, for instance, ρ(m) is
an arbitrary event distance curve and ρt(m) is a periodic event distance
curve (remember that l′ = 1 for any periodic curve according to Theo-
rem 1).

Theorem 20: Let the minimum event distance curve ρ(m) be
an arbitrary event distance curve, and let the respective minimum
typical event distance curve ρt(m) be a periodic event distance
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9.6. Overload Curves: General Approach

curve s.t. ρt(m) = m · P . Then no more than z − 1 overload
events in a row may happen with z = min{z′ ∈ N : ρ(z′) ≥ P}.

Proof. Assume an arbitrary event trace satisfying ρ which is
decomposed according to the greedy decomposition (Def. 54).
The first event ϵ1 in the trace must always be typical. Due to
greedy trace decomposition (Def. 54), the next typical event oc-
curs after no more than z − 1 successive overload events with
z = min{z′ ∈ N : ρ(z′) ≥ P}. Indeed, it is never possible to
produce more than z − 1 overload events in a row by a greedy
decomposition because ρ(z) ≥ P .

For a known z, Eq. C4c can be replaced by

∀k ∈ N : k ≥ 2

b1,k = 0 ⇔
∑min{k−1,z}

m=1
(1− b1,(k−m)) · b4,(k,m) = 0. (C4c’)

C5 The frequency of typical events is enforced by

∀k ∈ N : k ≥ 1∑k+z−1

m=k
(1− b1,m) ≥ l′. (C5)

Relaxed Constraints The above presented constraints of the inner op-
timization problem relate to the entire trace e and thus to an unbounded
number of events. Consequently, both the number of variables and the
number of constraints are unbounded. This makes the inner optimization
problem intractable in practice.
A common approach to make an optimization problem less hard is

to relax – i.e. drop or ease – the constraints. Every solution of the
original problem is also feasible for the problem with relaxed constraints
and both problems have the same objective function. Thus the maximal
(minimum) solution of the problem with relaxed constraints will provide
a safe upper (lower) bound on the maximal (minimal) solution of the
original problem. How can the constraints of the inner optimization
problem be relaxed?

� An important observation is that all constraints which relate to events
after ϵx+M (last possible event in ∆t) can be removed because they do
not impact the solution.
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� From the constraints relating to the remaining events ϵ1, . . . , ϵx+M we
keep only those relating to

– the event sequence of interest

{ϵx+1, ϵx+2, . . . , ϵx+M )}

– the respective y-history of each of the above events, which adds
the variables

{ϵk | k ∈ N : max{1, (x+ 1)− y} ≤ k ≤ x}

where y is a priori known as y = max{z, l}. The idea is here that
to check whether the continuation of an event trace still satisfies a
repetitive event curve only a limited history of events is required.

The above points lead to the following relaxed constraints (differences to

the original constraints are marked through shading ).

� Relaxed C1 The event trace segment ϵmax{1,x+1−y}, . . . , ϵx+M is rep-
resented by a sequence of activation instants.

∀k ∈ N : max{1, x+ 1− y} ≤ k ≤ x+M − 1 :

t(ϵk) ≤ t(ϵk+1) (rC1)

� Relaxed C2Does the event ϵk occur in [t0, t0+∆t) = [t(ϵx+1), t(ϵx+1)+
∆t)?

∀k ∈ N : x+ 1 ≤ k ≤ x+M :

b2a,k = 1 ⇔ t(ϵk) ≥ t(ϵx+1) (rC2a)

b2b,k = 1 ⇔ t(ϵk) < t(ϵx+1) + ∆t (rC2b)

b2,k = b2a,k · b2b,k (rC2c)

� Relaxed C3 The condition d ⊢ ρ must apply to the finite event trace
segment.

∀k ∈ N : max{2, x+ 1− y} ≤ k ≤ x+M :

∀m ∈ N : 1 ≤ m ≤ min{k −max{1, x+ 1− y}, l} :

t(ϵk)− t(ϵk−m) ≥ ρ(m). (rC3)
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� Relaxed C4 Greedy trace decomposition: In order of occurrence
events are classified as typical or overload. An event ϵk is always
classified as typical if this is possible without violating ρt(m).

The first event in a trace is always typical. Note that the event ϵ1
occurs only in the considered trace segment if 0 ≤ x ≤ y.

b1,1 = 0. (rC4a)

The following constraint checks whether the distance between the kth
event and the predecessor event ϵk−m in the trace satisfies ρt.

∀k ∈ N : max{2, x+ 1} ≤ k ≤ x+M :

∀m ∈ N : 1 ≤ m ≤ min{k − 1, z} :

b4,(k,m) = 0 ⇔ t(ϵk)− t(ϵk−m) ≥ ρt(
∑m

p=1
(1− b1,(k−p)))

(rC4b)

If the distance t(ϵk) − t(ϵk−m) satisfies ρt for all typical events ϵk−m,
event ϵk belongs to the typical class otherwise to the overload class:

∀k ∈ N : max{2, x+ 1} ≤ k ≤ x+M :

b1,k = 0 ⇔
∑min{k−1,z}

m=1
(1− b1,(k−m)) · b4,(k,m) = 0 (rC4c’)

� Relaxed C5 Lower bound on typical events.

∀k ∈ N : max{1, x+ 1− y} ≤ k ≤ x+M − z + 1 :∑k+z−1

m=k
(1− b1,m) ≥ l′ (C5)

9.6.3.4. Outer Optimization Problem

A consequence of the relaxed constraints is that all event sequences with
x ≥ y+1 are equivalent solutions with respect to the objective function,
because they are subject to equivalent constraints. Consequently, the
maximum amount of overload events in any interval of size ∆t, denoted
as ηo(∆t), is given by

ηo(∆t) = max
0≤x≤y+1

max
e

x+M∑
k=x+1

b1,k · b2,k. (9.74)

Consequently only y + 2 inner optimization problems must be instanti-
ated, solved, and compared. The numerical effort effort scales with y
(i.e., effectively with l and l′) and M = η(∆t).
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9.6.3.5. Linearization and Numerical Effort

For linearization, products of binary variables will be substituted and
indicator constraints will be transformed using the big-M formulation
[98]. Also, it is assumed that ρt is not only l’-repetitive but also linear in
n (compare the RHS of rC4b). The 1-repetitiveness and linearity applies,
e.g., to periodic typical event models (see Theorem 1).

The MILP can be numerically expensive for large problem instances.
Depending on how much computation time is acceptable, a timeout for
the branch-and-cut algorithm can be set. At the timeout, then the best
upper bound for the objective function is used as resulting ηo(∆t).

9.6.4. Overload Execution Time Curves

The following discussion relates to the problem of computing pointwise
the overload execution time curve γo if γ, γt are given. By definition,
γo(n) is an upper bound on the sum of overload execution time units in
any job sequence of some given length n such that for all execution time
traces g satisfying γ the following property holds: If g is decomposed into
a typical execution time trace gt satisfying γt and an overload execution
time trace go, then

∀m ∈ N : n ≤ m go(m)− go(m− n) ≤ γo(n).

It is assumed that γ and γt are l-repetitive such that checking that a
trace satisfies γ and a typical trace satisfies γt is of limited effort.

The approach, chosen to compute γo(n) for some n, is similar to the
one presented in the previous section ηo(∆t): An execution time trace
from the set of all possible execution time traces satisfying γ, which has
the largest possible amount of overload execution time in an n-sequence
of jobs, will be identified by means of mathematical programming. The
resulting nested MILP encodes the execution time trace of interest by
the problem variables which indicate the individual execution times Ck.
The constraints

� ensure that the execution times satisfy the execution time curve γ,

� ensure that the typical execution times satisfy the typical execution
time curve γt,

� impose that each execution time Ck has a bounded typical component
Ct

k and a bounded overload component Co
k ,
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� imposes the greedy decomposition of execution times.

Note that constraints are correct if they do not exclude a possible
trace behavior. If no constraints applied, then the problem had the
trivial solution γo(∆t) = γ(∆t).

The objective of the inner MILP is to maximize the amount of overload
execution time in a job sequence {Ck | x + 1 ≤ k ≤ x + n} where x is
given, while the outer MILP varies x.
The reader may note that there is an unbounded number of execution

times in a trace leading to an unbounded number of constraints such
that the resulting nested MILP is intractable. Therefore, the problem
will be significantly simplified in a second step by dropping and relaxing
constraints which is possible because we are in fact only interested in a
time segment ∆t.

9.6.4.1. Variables

An arbitrary execution time trace g is encoded by an infinite sequence of
execution times Ck. The greedy trace decomposition and the conditions
g ⊢ γ and gt ⊢ γt are imposed by constraints. In the arbitrary trace g,
there must be some sequence of n execution times [Cx+1, Cx+2, . . . , Cx+n]
with the property that no other n-sequence in g comprises more overload
execution time. The following list is an overview on variables.

x ∈ N Let x determines the location of an n-sequence
[Cx+1, Cx+2, . . . , Cx+n] in the arbitrary trace.

Ck ∈ R+ Let Ck be the kth execution time in the trace g
with k ∈ N.

Ct
k ∈ R+ Let Ct

k be the amount of typical execution time
in Ck with k ∈ N.

Co
k ∈ R+ Let Co

k be the amount of overload execution time
in Co

k with k ∈ N.

bk ∈ {0, 1} Iff Co
k = 0, then bk = 1.

bk,q ∈ {0, 1} Auxiliary binary variable.

9.6.4.2. Objective function

Let Ox be the maximum amount of overload execution time in the n-
sequence {Ck |x+1 ≤ k ≤ x+n} in any trace g satisfying γ with x fixed.
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The maximum amount of overload execution time in any n-sequence of
execution times in any trace g (i.e., γo(n)), is then given by

γo(n) = max
x

Ox = max
x

max
g

{
x+n∑

k=x+1

Co
k

}
︸ ︷︷ ︸

obj. func. of the inner opt. problem

(9.75)

which is a nested problem. Consequently, we instantiate and solve the
inner optimization problem for each x ∈ N to obtain Ox. Then the
maximal values are compared in an outer optimization problem. Note
that a trivial but unsatisfactory solution is γo(n) = γ(n).

9.6.4.3. Inner Optimization Problem

Since the objective function of the inner optimization problem has al-
ready been given above, the section continues with the constraint formu-
lation for the inner optimization problem.

Constraints

� C1a The constraint imposes g ⊢ γ.

∀p ∈ N : p ≥ 1

∀q ∈ N : 1 ≤ q ≤ p

g(p)− g(p− q) =

p∑
k=p−q+1

Ck ≤ γ(q) (C1a)

If γ is l-repetitive, then the workload check needs only to consider the
last l jobs before the pth job (see Theorem 17). If γ is not l-repetitive,
then C1a’ is a relaxation of C1a:

∀p ∈ N : p ≥ 1

∀q ∈ N : 1 ≤ q ≤ min{p, l}

g(p)− g(p− q) =

p∑
k=p−q+1

Ck ≤ γ(q) (C1a’)
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� C1b The condition imposes gt ⊢ γt with γ assumed to be l-repetitive.

∀p ∈ N : p ≥ 1

∀q ∈ N : 1 ≤ q ≤ min{p, l}

gt(p)− gt(p− q) =

p∑
k=p−q+1

Ct
k ≤ γt(q) (C1b)

� C2 Each execution time Ck has a bounded typical component Ct
k and

an overload component Co
k .

∀k ∈ N : k ≥ 1 :

Co
k + Ct

k = Ck (C2a)

Ck ≤ γ(1) (C2b)

Ct
k ≤ γt(1) (C2c)

� C3 Greedy trace decomposition: The size of Ct
k is chosen as large

as possible.

The first condition checks whether γt(q) is violated if Ct
k := Ck. If

γt(q) is not violated by this choice, then bk,q = 1.

∀k ∈ N : k ≥ 1

∀q ∈ N : 1 ≤ q ≤ min{k, l}

bk,q = 1 ⇒ Ck +
∑k−1

ν=(k−1)−(q−1)+1
Ct

ν ≤ γt(q) (C3a)

bk,q = 0 ⇒ Ck +
∑k−1

ν=(k−1)−(q−1)+1
Ct

ν > γt(q) (C3b)

The variable bk indicates whether γt(q) is violated for any q if Ct
k :=

Ck.

∀k ∈ N : k ≥ 1

bk = min
q∈N:1≤q≤min{k,l}

{bk,q} (9.76)

which can be rewritten as

∀k ∈ N : k ≥ 1

bk = 1 ⇒
∑min{k,l}

q=1
bk,q = min{k, l} (C3c)

bk = 0 ⇒
∑min{k,l}

q=1
bk,q ≤ min{k, l} − 1. (C3d)
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If bk = 1, then the overload execution time is zero

∀k ∈ N : k ≥ 1

bk = 1 ⇒ Co
k = 0 (C3e)

Otherwise if bk = 0, then Co
k is chosen as small as possible but such

that γt(q) is satisfied

∀k ∈ N : k ≥ 1

bk = 0 ⇒ Co
k = max

q∈N:1≤q≤min{k,l}

Ck +

k−1∑
ν=(k−1)−q+1

Ct
ν − γt(q)


(9.77)

which can be relaxed and linearized to

∀k ∈ N : k ≥ 1

∀q ∈ N : 1 ≤ q ≤ min{k, l}

bk = 0 ⇒ Co
k ≥ Ck +

k−1∑
ν=(k−1)−q+1

Ct
ν − γt(q). (C3f)

With the given objective function, the above relaxation will effectively
lead to Co

k = Ck for all jobs with a non-zero overload execution time
– therefore it is sufficient to write

∀k ∈ N : k ≥ 1

bk = 0 ⇒ Co
k > 0 (C3f’)

While this may seem unsatisfactory at the moment, note that for E-TWCA
not the overload execution time curve but the frequency of overload exe-
cution times in a sequence of n jobs χ(n) is required. For χ(n) a similar
optimization problem will be formulated in Section 9.6.5 and here the
amount of overload execution time for a job does not matter – as long
as it is larger than zero.

Relaxed Constraints The above presented constraints of the inner op-
timization problem relate to the entire trace g and thus to an unbounded
number of execution times. Consequently, both the number of variables
and the number of constraints is unbounded which makes the inner opti-
mization problem intractable in practice. A common approach to render
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an optimization problem less hard is to relax – i.e. drop or ease – the
constraints. Every solution of the original problem is also feasible for the
problem with relaxed constraints and both problems have the same ob-
jective function. Thus the maximal solution of the problem with relaxed
constraints will provide a safe upper bound on the maximal solution of
the original problem. But how can the constraints of the inner optimiza-
tion problem be relaxed in a meaningful way?

� An important observation is that all constraints which relate to exe-
cution times after Cx+n can be removed because they do not impact
the solution.

� From the constraints relating to the remaining events we keep only
those relating to

– the execution time sequence of interest

{Ck | x+ 1 ≤ k ≤ x+ n}
{Ct

k | x+ 1 ≤ k ≤ x+ n}
{Co

k | x+ 1 ≤ k ≤ x+ n}

– and a respective l-history of each of the above execution times,
which includes then the variables:

{Ck | max{1, x+ 1− l} ≤ k ≤ x}
{Ct

k | max{1, x+ 1− l} ≤ k ≤ x}
{Co

k | max{1, x+ 1− l} ≤ k ≤ x}.

The above points lead to the following relaxed constraints (differences

to the original constraints are marked through shading ). Note also that
both the number of constraints and the number of variables involved is
significantly reduced.

� Relaxed C1a The condition imposes g ⊢ γ with γ assumed to be
l-repetitive.

∀p ∈ N : max{1, x+ 1− l} ≤ p ≤ x+ n :

∀q ∈ N : 1 ≤ q ≤ min{p−max{1, x+ 1− l}, l} :

g(p)− g(p− q) =

p∑
k=p−q+1

Ck ≤ γ(q) (rC1a)
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� C1b The condition imposes gt ⊢ γ with γt assumed to be l-repetitive.

∀p ∈ N : max{1, x+ 1− l} ≤ p ≤ x+ n :

∀q ∈ N : 1 ≤ q ≤ min{p−max{1, x+ 1− l}, l} :

gt(p)− gt(p− q) =

p∑
k=p−q+1

Ct
k ≤ γ(q) (rC1b)

� Relaxed C2 Trace decomposition: Each execution time Ck has a
typical and an overload component.

∀k ∈ N : max{1, x+ 1− l} ≤ k ≤ x+ n

Co
k + Ct

k = Ck (rC2a)

Ck ≤ γ(1) (rC2b)

Ct
k ≤ γt(1) (rC2c)

� Relaxed C3 Trace decomposition: The size of Ct
k is chosen as large

as possible (greedy algorithm).

∀k ∈ N : x+ 1 ≤ k ≤ x+ n

∀q ∈ N : 1 ≤ q ≤ min{k, l}

bk,q = 1 ⇒ Ck +
∑k−1

ν=(k−1)−(q−1)+1
Ct

ν ≤ γt(q) (rC3a)

bk,q = 0 ⇒ Ck +
∑k−1

ν=(k−1)−(q−1)+1
Ct

ν > γt(q) (rC3b)

∀k ∈ N : x+ 1 ≤ k ≤ x+ n

bk = 1 ⇒
∑min{k,l}

q=1
bk,q = min{k, l} (rC3c)

bk = 0 ⇒
∑min{k,l}

q=1
bk,q ≤ min{k, l} − 1 (rC3d)

∀k ∈ N : x+ 1 ≤ k ≤ x+ n :

bk = 1 ⇒ Co
k = 0 (rC3e)

bk = 0 ⇒ Co
k > 0 (rC3f’)

Linearization of the Relaxed Constraints The implications in the above
relaxed constraints can be linearized using the big M-formulation [98, p.
176].

154



9.7. Remarks on Overload Curve Computation

9.6.4.4. Outer Optimization Problem

A consequence of the constraint relaxation is that an n-sequence {Ck |x+
1 ≤ k ≤ x + n} delivers the same maximal value of the inner objective
function for any x ∈ N : x ≥ l, since all such n-sequences are subject to
the same constraints.
Therefore a representative set of n-sequences to be compared in the

outer optimization problem is

(C1, C2, . . . , Cn),

(C2, C3, . . . , Cn+1),

. . .

(Cl+1, Cl+2, . . . , Cl+n)

where the sequence Cl+1, Cl+2, . . . , Cl+n is equivalent to all n-sequences
with a full l history for each job (x ≥ l).
The outer objective function can therefore be re-written as

γo(n) = max
0≤x≤l

Ox = max
0≤x≤l

{
max

g

x+n∑
k=x+1

Co
k

}
. (9.78)

Consequently only l+ 1 significantly simplified inner optimization prob-
lems must be solved. Again an LP-relaxation can be applied to reduce
the computational effort.

9.6.5. Frequency of Overload Execution Times

For E-TWCA, the maximum number of overload execution times that
may occur in any n consecutive jobs χ(n) is required (not the maximum
overload execution time curve).
To compute χ(n), a similar optimization problem as above can be used,

where the inner objective function is replaced by

χ(n) = max
0≤x≤l

{
max

g

x+n∑
k=x+1

(1− bk)

}
(9.79)

and the relaxed constraint set can still be applied.

9.7. Remarks on Overload Curve Computation

In Sections 9.5 and 9.6, we discussed different options how to compute
overload event curves ηoj if ηj , η

t
j are given and how to compute overload

execution time curves γoj , if γj , γ
t
j are given.
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The efficient algorithms presented in Section 9.5 are applicable un-
der certain assumptions which are, however, fulfilled by many practical
use cases. The algorithms from Section 9.5 are therefore part of the
TypicalCPA implementation which will be evaluated in Section 10.

The general approach presented in this Section 9.6 accepts arbitrary
curves ηj , η

t
j resp. γj , γ

t
j as a valid inputs and derives the respective

overload curve ηoj resp. γoj given a greedy decomposition. This can be
interesting if an arbitrarily shaped curve ηj resp. γj has sporadic devia-
tions from an arbitrary typical behavior ηtj resp. γtj . Arbitrarily shaped
curves ηj , η

t
j and γj , γ

t
j may appear in the system model, e.g., if they are

obtained from trace measurements. The general overload curve compu-
tation in Section 9.6 can be considered as work-in-progress in the sense
that the presented optimization problems with the proposed relaxations
and options to reduce run times are a first approach to compute overload
curves in the general case. An open issue is to evaluate the tightness of
the approach and perform extensive run time measurements. However, it
is already clear that the run time of the generic decomposition algorithm
for a task grows in particular with the size of the time interval of interest
∆t (thus with k), and the number of its activations within this interval.

9.8. TypicalCPA Applied To Systems With Task Chains

TypicalCPA specifically addresses distributed systems in which depen-
dencies between resources exist due to task chains (see Definition 18). Im-
portant example systems are hardware platforms executing distributed
software applications with communicating threads as well as switched
networks forwarding traffic streams. In such use cases, the primary tim-
ing requirements are the end-to-end deadlines of task chains rather than
the deadlines of the individual tasks. Task deadlines are secondary tim-
ing requirements, their choice is then artificial.

An end-to-end deadline defines the maximum allowable end-to-end la-
tency of a task chain. A maximum end-to-end latency can be interpreted
as an upper bound on the age of a data sample that propagates through
a task chain.

Definition 62: End-to-end latency. The end-to-end latency of an
instance of the task chain C = {τ1, τ2, . . . , τn} is the duration between
the activation of the first task τ1 and the termination of the last task τn
of this chain instance. The maximum end-to-end latency, denoted as
RC , is an upper bound on the end-to-end latency of any instance of the
task chain C.
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A simple approach to compute the maximum end-to-end latency RC of
a task chain C is to simply sum the WCRTs of all tasks in C [51]. More
sophisticated approaches, delivering tighter upper bounds on end-to-end
latencies, have been presented, e.g., in [86] [48] [45].

In the context of weakly-hard real-time systems, it is desirable to know
not only the maximum end-to-end latency but also the end-to-end dead-
line miss model (end-to-end DMM) of a task chain C.

Definition 63: End-to-end deadline miss model. A deadline miss
model for a task chain C is a function dmmC : N → N with the property
that out of any k consecutive instances of task chain C, at most dmmC(k)
might miss their end-to-end deadline DC .

To derive the end-to-end DMM of a task chain C, we need firstly to
decompose the end-to-end deadline DC into artificial task deadlines di.
Different strategies for deadline decomposition are discussed in Subsec-
tion 9.8.2. Once the deadline decomposition is done, TypicalCPA can
be used to calculate the DMMs of the individual tasks in the chain.
The end-to-end DMM of the task chain C is then a function of the
known DMMs of the individual tasks in the chain as explained in Sub-
section 9.8.1.

9.8.1. End-to-End Weakly-Hard Real-Time Guarantees

Assume for now that the end-to-end deadline DC of a task chain C is
decomposed into known task deadlines di, such that DC =

∑n
i=1 di.

Assume further that the DMMs of the individual tasks in the chain C
are derived based on the selected task deadlines. The open question is
then how to compute the end-to-end DMMs of the task chain C as a
function of the known DMMs of the individual tasks in the chain.

Theorem 21: A deadline miss model of a task chain C = (τ1, τ2, . . . , τn)
with task deadlines di and an end-to-end deadline DC =

∑n
i=1 di is

dmmC(k) =

{
0 if RC ≤ DC∑n

i=1 dmmi(k) else RC > DC .

Proof. If RC ≤ DC , then the task chain cannot miss its end-to-
end deadline.

If RC > DC , then the task chain might miss its end-to-end dead-
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line. We need to show now that it is safe to derive the deadline
miss model of the task chain by summing the deadline miss mod-
els of the individual tasks.
If every task keeps its deadline, then the end-to-end deadline is
also satisfied since DC =

∑n
i=1 di. The deadline miss of a task is

thus a necessary condition for a deadline miss of the entire chain.
Each deadline miss of a task may cause a deadline miss of the
entire chain and deadlines misses of different tasks in the chain
may not be synchronized. Hence the sum of dmmi(k) is a safe
upper bound for the deadline miss model of the entire chain.

9.8.2. Optimized Deadline Decomposition

Deadline decomposition means to partition the end-to-end deadline of a
task chain into deadlines for the individual tasks in the chain.

The problem of optimized deadline decomposition has already ap-
peared in related work, however, in another context. Given a distributed
system, the classical problem was to find a schedule for each system
resource such that the end-to-end deadlines and precedence constraints
are satisfied while maximizing/minimizing an objective function. Free
parameters in this problem were typically task deadlines, because

� task deadlines encode task priorities for systems with local EDF-scheduling
or deadline-monotonic scheduling [4] [46] [84],

� task deadlines in combination with precedence constraints restrict re-
lease times and offsets of tasks [70] [83].

Objective functions relate to

� maximizing the minimum task laxity and variations thereof [70]

� minimizing the maximum task lateness and variations thereof [21] [4]
[46]

� maximizing a WCET scaling factor and variations thereof [83] [84].

The solution approaches employ often heuristics or approximations be-
cause the original problem is intractable.

With regard to TypicalCPA, it is of interest to find an optimized dead-
line decomposition with the purpose of minimizing the end-to-end DMM
of a task chain. It is assumed that the WCRTs of the chain tasks are
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known and that task chains in an application do not cross, i.e., they do
not contain common tasks.
A complicating issue is that the objective of minimizing the end-to-end

DMM cannot be directly formulated as a linear function in the task dead-
lines; the relation is much more complicated. For the sake of tractability,
we therefore propose different heuristic objective functions:

� Minimize the number of late tasks.

min |
{
τi ∈ C |Ri > di

}
| (9.80)

This goal will lead to a minimal number of tasks with non-zero DMMs
but the few non-zero DMM-values may be high.

� Minimize the maximum tardiness.

minmax
{
Ri − di : τi ∈ C

}
(9.81)

This goal will eliminate peak DMM-values for tasks, but it will lead
to a larger number of tasks with non-zero DMMs.

� Minimize the accumulated tardiness.

min
∑

τi∈C∧Ri>di

Ri − di (9.82)

This goal does not refer to individual tasks but globally minimizes
the accumulated tardiness and thus lowers the potential for deadline
misses.

under the constraints ∑
τi∈C

di = DC (9.83)

∀τi ∈ C : 0 ≤ di ≤ Ri. (9.84)

Note that the end-to-end deadline DC is assumed to be smaller than∑N
i=1Ri, otherwise each task deadline di can always be chosen equal to

the maximum response time Ri and consequently no task deadline misses
and no chain deadline misses occur.

The different objective functions are evaluated and compared in Sec-
tion 10.
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This section first discusses the practical relevance of TypicalCPA, and
then defines a set of experiments to obtain quantitative results illustrat-
ing the strength and weaknesses of the approach in different settings.

10.1. Practical Relevance of TypicalCPA

As discussed in the introduction of this thesis, modern real-time networks
and computing systems show increasingly dynamic behavior, meaning
that complex patterns of execution times and events occur – even in
the worst-case scenario. Important examples for this phenomenon are
packet-based networks and multicore systems:

Packet-Based Networks. Dynamics in both packet sizes
and packet arrival times occurs, for instance, if different packets
flows are merged to one packet flow. This can be illustrated by
the case study of a CAN-to-Ethernet gateway [92] in automotive
communication networks. Advanced driver assistance systems as
well as autonomous driving challenge traditional automotive data
buses like Controller Area Network (CAN) or FlexRay in terms
of bandwidth and wiring complexity. A promising alternative
for an in-vehicle network is Ethernet due to its high bandwidth,
flexibility and competitive cost [12]. Gateways permit to connect
legacy data buses to the Ethernet backbone network.

The purpose of a CAN-to-Ethernet gateway is to receive and
buffer CAN frames from one or multiple CAN buses, and then
pack these CAN frames into Ethernet frames. It is reasonable to
buffer a number of incoming CAN frames and aggregate their pay-
load in a common Ethernet frame, since otherwise the protocol
overhead of an Ethernet packet would be large due to the small
CAN frame payload. Apart from a good overhead/payload ratio
in terms of packaging, the timeliness of data transmissions has
to be ensured by appropriate dispatch rules for Ethernet frames.
Thiele et al. [92] list a number of dispatch rules which are also
standardized in AUTOSAR:
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� Buffer timeout: An Ethernet frame is dispatched at each peri-
odic timeout.

� Buffer-full event: An Ethernet frame is dispatched once that
the buffer for incoming CAN frames is full.

� Trigger frames: Certain CAN frames trigger on arrival the dis-
patch of an Ethernet frame.

� Per-frame timeout: Certain CAN frames have a maximal so-
journ time in the gateway buffer. When this time has elapsed,
then the buffer is emptied and an Ethernet frame is dispatched.

The above presented rules lead to a flow of Ethernet frames which
is neither periodic nor does it have statically sized frames.

Multicore Systems. Real-time applications have increas-
ing computation requirements while they also impose strong con-
straints on cost, size, weight, and power. The increase of unipro-
cessor performance to support such computation-intensive appli-
cations, however, has come to an end. The reason is the high
power consumption of densely integrated chips clocked at high fre-
quency and the linked difficulty of dissipating the resulting heat.
This has led to an alternative solution, namely the market intro-
duction of multicore processors which use several processing units
in highly integrated chips but clocked at lower frequencies [15].

From the perspective of schedulability analysis, a major challenge
is that tasks, which run concurrently on different cores of a pro-
cessor, contend for shared resources. Shared resources include in
particular the last-level cache, the memory, the memory bus, the
memory controller, the Graphics Processing Unit (GPU), shared
interconnects as well as I/O devices – see Figure 10.1. The time
that a task may wait for a shared resource during its execution
strongly depends on the activity of other tasks and is thus context-
dependent. Therefore, contention can lead to large variations in
execution times of tasks [68]. Another factor for high dynam-
ics of execution times is the growing use of commercial off-the-
shelfs (COTSs) components in embedded multicore systems due
to benefits in availability and cost. COTS components are pri-
marily designed for non-real time, high-performance computing
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Figure 10.1. A typical COTS-based multicore architecture [37]

such that the optimized average case diverges largely from worst
case in terms of performance [37].

The classic approach to determine a WCET (including the con-
tention delay for shared resources) and perform a subsequent
schedulability analysis can lead to exceedingly pessimistic results:
Even if the WCET of a task may apply to a single job, it is often
impossible that this extreme contention scenario happens several
times in a sequence of jobs. All potential performance advan-
tages of a multicore architecture for a real-time application may
be ruined by a pessimistic schedulability analysis, which rejects
the system design.

A known answer to variable patterns of execution times and events
in the context of schedulability analysis, is a refined system model and
analysis which relies on curves instead of parameters like WCETs and
minimum inter-arrival times: In the context of networks, Network Calcu-
lus (NC) [62] characterizes packet flows by workload curves and recently
also additionally by packet curves for better precision [27] [29]. With
regard to multicore architectures, approaches are promising which char-
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acterize access patterns to shared resources by event curves and treat
contention due to shared resources as interference in a schedulability
analysis [68]. In this context, Schliecker and Ernst [87] use Composi-
tional Performance Analysis (CPA) which relies on event curves. CPA
was extended to CPA+ in this dissertation and now also covers dynamics
in execution times and obtains better accuracy.
Though curve-based approaches reduce drastically the pessimism in schedu-
lability analysis, the results often remain such that no hard real-time
guarantees can be given unless the system is only lightly loaded. One
reason for negative schedulability results is that systems with COTS-
based designs may have extremely bad worst-case behavior though it is
known to be rare. Eventually, this leads to the unsatisfactory situation
in which highly efficient system designs (which are also difficult to impos-
sible to replace given the computation- and data-intensive applications
to be supported) must be rejected.
TypicalCPA offers a way out of this dilemma: Based on a system model
with execution time curves and event curves, it is able to compute dead-
line miss models (DMMs) which formally bound from above the num-
ber of deadline misses of tasks. If the system is inherently robust to
this number of deadline misses or appropriate mitigation mechanisms
are implemented, then the system can successfully pass real-time ver-
ification. TypicalCPA is thus a promising method, but it is relatively
novel with respect to both the models that are used (curves) and the
real-time requirements that apply (weakly-hard real-time constraints).
Existing industrial case studies usually provide model information fol-
lowing the simple Liu-Layland model [66] and impose hard real-time
constraints. The following experiments therefore resort to synthetic test
systems and evaluate the applicability of TypicalCPA with regard to
achievable DMMs under different types of system dynamics and under a
varying degree of system dynamics. Also run times will be discussed.

TypicalCPA will first be applied to single-resource systems in Section
10.2. In Section 10.3, TypicalCPA is then applied to multi-resource
systems with a particular focus on DMMs of task chains.

10.2. TypicalCPA Applied To Single-Resource Systems

In the first set of experiments, TypicalCPA is applied to single-resource
systems. This is interesting since TypicalCPA is a compositional analy-
sis framework such that its properties in relation to a single component
are essential and allow to predict the behavior of TypicalCPA for more
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than one component. The systems, that will be analyzed by TypicalCPA
in this set of experiments, are synthetically generated and include tasks
with dynamic patterns in event arrival and execution times. These dy-
namic patterns are modeled by event curves and execution time curves.
The system generation process is described in Section 10.2.1. Sections
10.2.2-10.2.4 then discuss the experimental results with respect to (i) the
obtained quantitative DMM results given different dynamic patterns of
execution times and events, and (ii) the measured run times to compute
the DMMs. Section 10.2.5 finally summarizes the observations made
in the experiments and compares TypicalCPA to other existing meth-
ods, namely Xu et al. [101] and Pazzaglia et al. [75], which also address
single-resource systems.

10.2.1. System Generation

The following section describes the system generation process. At first,
A = 100 randomized baseline systems are generated which have no dy-
namics in event arrival and execution time demand and are schedulable.
Then a controlled amount of dynamics is added. With increasing dy-
namics, the systems have an increasing number of observable deadline
misses. While systems with deadline misses would be rejected under a
classic hard real-time paradigm, the weakly-hard real-time paradigm for-
mally bounds the possible patterns of deadline misses and leaves it to
the system designer to decide whether the bounded transient overload is
acceptable given the robustness and fault tolerance mechanisms of the
system.

Static Baseline Systems The execution platform of a baseline system
consists of a single resource and applies FPP scheduling. A number of
M = 20 tasks are generated. Note that in Section 10.2.4, the number
of tasks will be varied to show the scalability of the approach. All tasks
have a periodic event model with zero jitter J = 0 to eliminate dynamics
in the baseline systems. Periods and WCETs are generated with UUni-
fast [22] assuming a resource utilization U = 0.7 which is a least upper
bound on resource utilization [66] ensuring that the baseline systems are
schedulable. The baseline resource utilization will be gradually increased
when a controlled amount of dynamics is added in a second step. The
minimum task period is Tmin = 1ms and the maximum task period is
Tmax = 500ms. This is a typical period range for industrial applica-
tions. The period distribution within UUnifast is chosen as log-uniform,
since choosing task periods according to a uniform distribution is very
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probable to result in a ratio of maximum to minimum task period far
smaller than Tmax/Tmin [41]. Every generated period is a multiple of
Tg = 1ms. The task deadline corresponds to the period. Priorities are
assigned according to the rate-monotonic principle.

M = 20 Number of tasks per resource

U = 0.7 Baseline resource utilization

Tmax = 500ms Max. period used in the UUnifast algorithm

Tmin = 1ms Min. period used in the UUnifast algorithm

Tg = 1ms Period granularity used in the UUnifast algorithm

A = 100 Number of generated systems per setting

Table 10.1. Overview of static experiment parameters

Controlled Addition of Dynamics Dynamics are added in two different
ways to the generated set of baseline systems such that the resource
utilization is increased:

M1 sporadically bursty tasks are added in the upper priority band.
The sporadically bursty event model [81] bounds variable event arrival
with bursts, it is illustrated in Figure 10.2a. Such an event model is
appropriate to model reactions to asynchronous events from the system
environment or irregular access to shared resources. In the worst case, a
burst sequence consists of b events which have a minimum distance Tin.
Two burst sequences cannot come closer than Tout. In the best case, no
events occur at all. Sporadically bursty tasks are assumed here to have a
WCET which corresponds to x times the smallest WCET in the baseline
task set.

M2 of theM baseline tasks are modified to have a multiframe behavior
to represent dynamics in execution times. A multiframe task τi has a
repetitive pattern of maximum execution times. Let (C0, C1, . . . CN−1)
be an array of Ni maximum execution times. The maximum execution
time of the kth frame of a multiframe task is then C(k−1) mod N , where
k ≥ 1 (Def. 53). The corresponding maximum execution time curve is
computed according to Theorem 10. An exemplary maximum execution
time curve is shown in Figure 10.2b.

Note that TypicalCPA supports in principle arbitrary event curves and
execution time curves, but in the experiments a selection of prominent
types of curves are tested.
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(a) Maximum event curve for a
sporadically bursty task

(b) Maximum execution time
curve for a multiframe task τi

Figure 10.2. Modeling dynamics in event arrival and dynamics in
execution time demand

10.2.2. Results: Deadline Miss Models For Systems with Dynamics
in Event Arrival

Experiment Description In this experiment, a controlled number M1

of sporadically bursty tasks is added to a randomly generated baseline
system in the upper priority band. The degree of burstiness of each task
is controlled by the parameter b. Also controlled is the WCET C of each
sporadically bursty task which is a multiple of the smallest WCET Cmin

in the baseline task set (C = x · Cmin). The parameters Tin := C and
Tout = 50 · Tmax are fixed.

The parameters (M1, b, x) thus specify the dynamics in event arrival.
The goal of the experiment is to compute a DMM for each unschedulable
task in the system with k ∈ {10, 100, 1000}. Note that 100 systems are
generated for each setting (M1, b, x). The obtained task DMMs are shown
in box plots to illustrate the range and distribution of values, see also
Figure 10.3 for an explanation of box plots. Each box plot is overlaid
by a swarm plot to additionally show the individual data points. Note
that data points may overlap if there is not enough space in the figure
to show all of them.

Experimental Results Figure 10.4 shows dmm(10) for all unschedula-
ble tasks of the investigated systems, where M1 ∈ [2, 3, 5], b ∈ [2, 3, 4],
x = 2.5. The setting (M1 = 2, b = 4, x = 2.5), which is evaluated in the
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median

1st quartile 3rd quartile

outliers

min max

outliers

Figure 10.3. Box plot

upper box plot in Figure 10.4, leads only to a single unschedulable task in
1 of the 100 generated systems. For b ∈ [2, 3], no deadline misses occur.
The setting (M1 = 2, b = 4, x = 2.5) can therefore be seen as a threshold
for dynamics in event arrival from which on deadline misses occur. The
number of sporadically bursty tasks is then gradually increased in the
experiments: The box plot in the center of Figure 10.4 shows results for
M1 = 3, b ∈ [3, 4], x = 2.5. For b = 2, no deadline misses occur. The box
plot at the bottom of Figure 10.4 shows results for M1 = 5, b ∈ [2, 3, 4],
x = 2.5. From the results, we conclude that (i) the increased burstiness
b and (ii) the increased number of sporadically bursty tasks M1 lead to
a growing number of unschedulable systems and a growing number of
unschedulable tasks per unschedulable system. The number of sporad-
ically bursty tasks M1 has often a stronger impact than the burstiness
b on schedulability in the experiments, in particular when an extra task
adds more load to the system than an extra burst event. With increased
b and M1 also the range of DMM values grows.

Figure 10.5 shows DMM results for the parameter settings M1 ∈
[2, 3, 5], b ∈ [2, 3, 4], x = 2.5 like Figure 10.4 – but now for larger job
sequences, namely for k = 100 and k = 1000. The ratio of the number
of deadline misses to k drastically decreases with growing k. This is due
to the fact that a transient overload phase occurs rarely over time.
Figures 10.6 and 10.7 are similar to Figures 10.4 and 10.5, but the pa-

rameter controlling the WCET of the sporadically bursty tasks is doubled
such that x = 5. This leads to a strong increase in system load, and con-
sequently more systems are unschedulable, more tasks per system are
unschedulable, and the range of DMM values increases.
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(a) k = 10

b unsched. sys. unsched. tasks
from 100 per unsched. sys.

4 1 1
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4 3 1 to 2

b unsched. sys. unsched. tasks
from 100 per unsched. sys.

2 2 2
3 6 1 to 3
4 14 1 to 3

(b) independent of k

Figure 10.4. DMM results for a system with M1 ∈ [2, 3, 5] sporadically
bursty tasks and b ∈ [2, 3, 4], x = 2.5.
Each plot shows the resulting non-zero task-related DMMs over all 100
generated systems for a given choice of b, M1, x and k = 10.
Each table shows how many of the 100 generated systems are unschedu-
lable and how many tasks per unscheduable system have a non-zero
DMM for a given choice of b, M1, x. Note that this information about
(un)schedulability is independent of k.
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Figure 10.5. DMM results for a system with M1 ∈ [2, 3, 5] sporadically
bursty tasks and b ∈ [2, 3, 4], x = 2.5.

169



10. Evaluation

0 2 4 6 8 10

2

3

4

b

dmm(10), number of sporadic tasks M_1=2

x
5.0

0 2 4 6 8 10

2

3

4

b

dmm(10), number of sporadic tasks M_1=3

x
5.0

0 2 4 6 8 10

2

3

4

b

dmm(10), number of sporadic tasks M_1=5

x
5.0

(a) k = 10

b unsched. sys. unsched. tasks
from 100 per system

2 1 1
3 3 1 to 2
4 6 1 to 3

b unsched. sys. unsched. tasks
from 100 per system

2 3 1 to 2
3 10 1 to 3
4 20 1 to 3

b unsched. sys. unsched. tasks
from 100 per system

2 14 1 to 3
3 28 1 to 3
4 37 1 to 7

(b) k = 10

Figure 10.6. DMM results for a system with M1 ∈ [2, 3, 5] sporadically
bursty tasks and b ∈ [2, 3, 4], x = 5.
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Figure 10.7. DMM results for a system with M1 ∈ [2, 3, 5] sporadically
bursty tasks and b ∈ [2, 3, 4], x = 5.
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10.2.3. Results: Deadline Miss Models For Systems with Dynamics
in Execution Time Demand

Experiment Description In this experiment, a number M2 of the M
baseline tasks are modified to have a multiframe behavior to represent
dynamics in execution times. The numberM2 and the array of maximum
execution times (Ci,1, Ci,2, . . . Ci,Ni

), which characterize the multiframe
behavior, are controlled variables in the experiments.

The array of maximum execution times is parametrized as follows:
The first Ni,1 maximum execution times are monotonically decreasing
and the remaining Ni −Ni,1 maximum execution times are static:

Ck =

{⌈
Ci,a − Ci,a−Cb

Ni,1−1 · (k − 1)
⌉

for 1 ≤ k ≤ Ni,1

Cb for Ni,1 + 1 ≤ k ≤ Ni

where

1 ≤ k ≤ Ni Ci,a ≥ Ci,b ≥ Ci 2 ≤ Ni,1 ≤ Ni.

In the experiments, the parameter Ci,b is set to the WCET of the re-
spective baseline task before multiframe modification. The parameter

Ni is set to 100. The parameters
Ci,a

Ci,b
and Ni,1 are controled, An exem-

plary array of maximum execution times is shown in Figure 10.8 and the
respective maximum execution time curve is shown in Figure 10.2b.

Figure 10.8. Array of Ni = 8 maximum execution times with Ni,1 = 5,
Ci,a = 10, Ci,b = 2

Experimental Results Figure 10.9 shows the dmm(10) values for all
unschedulable tasks of the investigated systems under the parameter

settings M2 ∈ [2, 3], Ni,1 ∈ [2, 3],
Ci,a

Ci,b
∈ [3, 4, 5].
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The setting (M2 = 2, Ni,1 = 2,
Ci,a

Ci,b
= 3), which is evaluated in the

upper box plot in Figure 10.9, leads only to a single unschedulable task
in 2 of the 100 generated systems. The setting can therefore be seen as
a threshold for dynamics in execution demand from which on deadline
misses occur. In the experiments, the degree of execution dynamics is

then intensified by increasing the parameters
Ci,a

Ci,b
and Ni,1. Also the

number of multiframe tasks M2 is increased. The resulting dmm(10)
values are shown in the upper and lower box plots of Figure 10.9.
As expected, intensified execution dynamics lead to a growing number

of unschedulable systems and a growing number of unschedulable tasks
per unschedulable system. The dmm(10) values are predominantly low
for limited execution dynamics, while larger dmm(10) values and even
outliers are observed for higher execution dynamics.

Figure 10.10 shows DMM results for the parameter settings M2 ∈
[2, 3], Ni,1 = 2,

Ci,a

Ci,b
∈ [3, 4, 5] like Figure 10.9 – but now for larger job

sequences, namely for k = 100 and k = 1000. The ratio of the number
of deadline misses to k drastically decreases with growing k, except for
a few tasks with extreme DMM values. This is due to the fact that the
transient overload phase, caused by the Ni,1 = 2 sporadic execution time
outliers, occurs only rarely over time and leads to only a few deadline
misses in most cases.

Figure 10.11 is similar to Figure 10.10 but with Ni,1 = 3. Here the
increased execution dynamics lead to a significantly longer transient over-
load phase with also significantly more deadline misses.
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Figure 10.9. DMM results for a system with M2 ∈ [2, 3] multiframe

tasks parametrized by Ni,1 ∈ [2, 3] and
Ci,a

Ci,b
∈ [3, 4, 5].

Each plot shows the resulting non-zero task-related DMMs over all 100

generated systems for a given choice of M2, Ni,1,
Ci,a

Ci,b
and k = 10.

Each table shows how many of the 100 generated systems are unschedula-
ble and how many tasks per unscheduable system have a non-zero DMM

for a given choice of M2, Ni,1,
Ci,a

Ci,b
. Note that this information about

(un)schedulability is independent of k.
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Figure 10.10. DMM results for window sizes k = 100 and k = 1000

under the parameter settings M2 ∈ [2, 3], Ni,1 = 2,
Ci,a

Ci,b
∈ [3, 4, 5].
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Figure 10.11. DMM results for window sizes k = 100 and k = 1000

under the parameter settings M2 ∈ [2, 3], Ni,1 = 3,
Ci,a

Ci,b
∈ [3, 4, 5].
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10.2.4. Run Times and Scalability

The above presented results give an impression of achievable weakly-hard
real-time guarantees when TypicalCPA is used to analyze transiently
overloaded single-resource systems. In this subsection, the run time and
hence the scalability of the algorithms of TypicalCPA are discussed on
the basis of the above experiments.

All computations were run on a personal computer equipped with an
Intel® Core� i5-4210M CPU @2.6 GHz and 8 GB RAM. Since run
times are strongly machine-dependent and the tolerable run time budget
for a computation may differ from user to user and from application to
application, this discussion is limited to a comparative run time study
and does not decide whether measured run times are tolerable or not.

Total Run Times A total run time value refers here to the computation
of a task-related DMM. Figure 10.12 shows the total run times of the
experiments presented in Sections 10.2.2 (dynamics in event arrival), and
Figure 10.13 shows the total run times of the experiments presented in
Sections 10.2.3 (dynamics in execution demand).

It is noticeable that run times vary considerably between the different
experiments. In the following the reasons for these differences will be
explained.

First of all, recall that TypicalCPA performs the following steps to
compute a DMM for a task under analysis τi which runs with other
tasks on a single resource:

1. computation of a typical event curve ηtj and a typical execution time
curve γtj for each task τj ∈ T which interferes with the task under
analysis τi – see Section 9.4,

2. computation of upper bounds on the number of overload events and
the number of overload execution times which may occur in the sen-
sitivity interval ∆T i

k for each task τj ∈ T which interferes with the
task under analysis τi (hereafter abbreviated to: overload in ∆T i

k by
task τj) – see Sections 9.5 and 9.6,

3. E-TWCA – see Section 8.

In the following, the contribution of each computation step to the total
run time is discussed.
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Computation of Typical Curves The time required to compute the
typical event curves and the typical execution time curves grows with

� (effect 1 ) the number of tasks interfering with task under analysis τi,
� (effect 2 ) the length of the maximum level-i busy window, i.e., with
increasing overload,

� (effect 3 ) the number of activations of interfering tasks within the
maximum level-i busy window.

Note that the run time required to compute typical curves is independent
of k. In experiment 10.2.2, the computation of typical curves is fast
because the sporadically bursty tasks run in the upper priority band
and the caused transient overload disturbs tasks which have also high
priorities. Thus the number of tasks interfering with an unschedulable
task under analysis is small (effect 1 ). Also, effect 2 is observable which
states that run times grow with increased dynamics see Table 10.2.

b = 2 b = 3 b = 4

max 0.38 s 0.48 s 0.71 s

median 0.06 s 0.11 s 0.16 s

mean 0.09 s 0.14 s 0.18 s

Table 10.2. Run times for the computation of typical curves in experi-
ment 10.2.2 (M1 = 5, x = 5.0, k = 100)

The computation of typical curves in experiment 10.2.3 is considerably
slower than in experiment 10.2.2 since the multiframe tasks are randomly
distributed over all priorities and disturb also tasks with low priorities.
Thus the number of tasks interfering with an unschedulable task under
analysis is much larger (effect 1 ). Also the period of an unschedulable
task with low priority is rather long due to the rate-monotonic scheduling
such that also effect 3 occurs. Effect 2 is often dominated by effects 1
and 3 as shown in Table 10.3.

Ci,a

Ci,b
= 3

Ci,a

Ci,b
= 4

Ci,a

Ci,b
= 5

max 280 s 608 s 955 s

median 119 s 12 s 17 s

mean 114 s 90 s 84 s

Table 10.3. Run times for the computation of typical curves in experi-
ment 10.2.3 (M2 = 3, Ni,1 = 3, k = 100)
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10.2. TypicalCPA Applied To Single-Resource Systems

Computation of Overload To compute the overload in the interval ∆T i
k

caused by an interfering task τj the decomposition algorithm from Sec-
tion 9.5 has been used. The run time for the computation of overload in
∆T i

k by an interfering sporadically bursty or multiframe task τj in the
experiments 10.2.2-10.2.3 is well under a second even for k = 1000.

E-TWCA E-TWCA scales with the number of overload event curves
and overload execution time curves, the amount of overload, and the size
of the impact interval which grows with k. However, the computation
of the E-TWCA represents only a negligible part (well below one second
for all experiments) of the overall run time since the prior computations
provide optimized typical curves and overload curves and thereby reduce
already drastically the solution space of the E-TWCA problem.

Scalability So far, all experiments were conducted with systems con-
sisting of 20 tasks. To evaluate how the run time scales with the size of
the task set, we compare results for task sets with 20, 25, and 30 tasks.
Table 10.4 shows a representative experiment with dynamics in execu-

tion demand and the parameter settings M2 = 3, Ni,1 = 2,
Ci,a

Ci,b
= 5,

k = 100 The general trend is, as expected, that run times significantly
increase with the size of the task set.

size of the task set 20 25 30

mean run time 75 s 302 s 506 s

Table 10.4. Total times for experiment 10.2.3 (M2 = 3, Ni,1 = 2,
Ci,a

Ci,b
= 5, k = 100) with varying size of the task set

An interesting observation, unrelated to the topic of scalability, is that
the number of unschedulable systems is dropping with the size of the task
set. The reason for this is that the individual task utilizations become in
average smaller if the number of tasks increases but the total utilization
is static. A smaller task utilization, however, increases the task slack.
Thus task deadlines are less often missed if dynamics are added to the
baseline system.

10.2.5. Summary and Discussion

The above experiments referred to synthetically generated, single-resource
systems which include tasks with dynamic patterns in event arrival and
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size of the task set 20 25 30

num. unsched. systems 17 10 6

num. unsched. tasks per system 1 to 5 1 to 4 1 to 4

Table 10.5. Relation between the size of the task set and schedulability

execution times. These dynamic patterns are modeled by sporadically
bursty event curves and multiframe execution time curves. Single-resource
systems are of interest since TypicalCPA is a compositional analysis
framework such that its properties in relation to a single component
are essential to predict the behavior of TypicalCPA for more than one
component. Investigated properties of TypicalCPA in the experiments
were computable DMMs and the related run times.

Deadline Miss Models In the experiments, the number of deadline
misses is low for limited dynamics. Moreover, the ratio of the number
of deadline misses to k additionally decreases with growing k if there
are large distances between sporadic events or sporadic execution time
outliers. With growing dynamics, more and more systems become un-
schedulable and also more tasks per unschedulable system miss deadlines.

The tightness of a computed DMM is hard to judge because there
are only very few alternative verification methods from related work for
single-resource systems which can serve for comparison such as TWCA by
Xu et al. [101] and the also MILP-based approach by Pazzaglia et al. [75].
Both are however not exact. Since TWCA [101] is a reduced instance of
TypicalCPA, it can never be better than TypicalCPA. Pazzaglia et al.
[75] is restricted to periodic tasks with jitter, and is thus not applicable
to the experimental settings.

Nevertheless, we can conclude from the design of the algorithms of
TypicalCPA that it is primarily suitable to compute DMMs for systems
in which transient overload is caused by rare deviations from a typical
behavior like sporadic event arrival or outliers in the execution time. It is
also noteworthy that this method is currently the only one that scales to
large windows of k. In relation to the use cases sketched at the beginning
of this chapter this can mean for instance:
Weakly-hard real-time guarantees with dmm(k) << k can be provided
by TypicalCPA for packet-based networks in which overload is induced
by, e.g., (i) packets streams with sporadic packet transmissions possibly
on top of a regular periodic packet transmission, and (ii) packet streams
with rarely occurring high or very high payload.

180



10.3. TypicalCPA Applied To Multi-Resource Systems

Similarly, weakly-hard real-time guarantees with dmm(k) << k can be
provided by TypicalCPA for multicore systems in which overload is in-
duced by, e.g., (i) rare but long execution times due to contention for
shared resources, and (ii) the behavior of COTS-components which have
short average execution times but exceedingly long execution times in
rare cases.

Run Times and Scalability All three computations steps (computa-
tion of typical curves, computation of overload curves, E-TWCA) of
TypicalCPA are MILP-based and are known to be hard to solve for large
problem instances, i.e., large task sets. Therefore, possible ways have al-
ready been discussed in the dissertation to reduce the run time including
LP-relaxations combined with column generation and constraint relax-
ations. The computation of the typical curves has been the most run-
time intensive part in the experiments. To further reduce the run time,
it is possible to guide the programming algorithm by specifying an initial
(partial) solution. This is a well-known measure with regard to solving
MILP problems and has been applied in the experiments. Namely, the
sporadically bursty tasks and the multiframe tasks have been marked as
potential sources of overload. Another class of measures is the use of
suboptimal but safe solutions: With regard to the typical computation,
e.g., it is possible to stop at the incumbent solution after a specified
timeout (see Section 9.4). Note, however, that no timeouts have been
used in the experiments for better comparability of results with regard
to run times and DMM quality.

10.3. TypicalCPA Applied To Multi-Resource Systems

In this set of experiments, quantitative results are obtained for multi-
resource systems. Target variables are DMMs for task chains as well as
the respective run times. Different strategies for the decomposition of
end-to-end deadlines will be investigated.

10.3.1. System Generation

The system generation for multi-resource systems is constructed in a sim-
ilar way as the system generation for single-resource systems described
above. At first, randomized baseline systems are generated which have
no dynamics in event arrival and execution time demand and are schedu-
lable. Then a controlled amount of dynamics is added. With increasing
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dynamics, the systems have an increasing number of observable deadline
misses.

Static Baseline Systems The execution platform of a baseline sys-
tem consists of Q = 5 resources and applies partitioned FPP schedul-
ing. A number of M = 15 periodic tasks are generated for each re-
source. For each task set, periods and WCETs are generated with UU-
nifast [22] assuming a resource utilization U = 0.6. Then a task chain
C = (τ1, τ2, τ3, . . . , τQ) (see Def. 18) is added which spans over all re-
sources (one task per resource). The utilization of the first task in the
chain τ1 is U = 0.1. Its period and its WCET are randomly gener-
ated with UUnifast. Any but the first task in the chain is activated by
the termination events of its predecessor task in the chain. The tasks
τ2, τ3, . . . , τQ inherit the WCET of the first task in the chain τ1. Param-
eters for the UUnifast algorithm are chosen as follows: The minimum
task period is Tmin = 1ms, the maximum task period is Tmax = 500ms,
and the granularity of periods is Tg = 1ms. The period distribution is
log-uniform [41]. Priorities are assigned according to the rate-monotonic
principle. The deadlines of tasks, which are not part of the chain, are
implicit. Let L =

∑Q
i=1Ri be the sum of all WCRTs of the tasks in

the chain. Then the end-to-end deadline DC is smaller than L, other-
wise no deadlines are missed. All baseline systems should be schedulable
such that non-schedulable baseline systems are dropped in the generation
process.

Q = 5 Number of resources

M = 15 Number of tasks per resource

U = 0.6 Resource utilization of the periodic task set

Uchain = 0.1 Utilization of a single chain task

Tmax = 500ms Max. period used in the UUnifast algorithm

Tmin = 1ms Min. period used in the UUnifast algorithm

Tg = 1ms Period granularity used in the UUnifast algorithm

A = 25 number of generated systems per setting

Table 10.6. Overview of static experiment parameters

Controlled Addition of Dynamics Dynamics in the system behavior is
added by including a controllable number of sporadically bursty tasks
and multiframe tasks on each resource of the system.
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10.3.2. Results: Deadline Miss Models for Task Chains

In this experiment, the focus lies on end-to-end DMMs for task chains
and not on DMMs for individual tasks. For an exemplary number of
sporadically bursty tasks (M1 = 2, b = 3, x = 2.5) and multiframe tasks

(M2 = 1, Ni,1 = 2,
Ci,a

Ci,b
= 3), end-to-end DMMs are computed and

different strategies for the decomposition of the end-to-end deadline as
presented in Section 9.8 are explored. The obtained end-to-end DMMs
are of course examples, they depend on the number of sporadically bursty
and multiframe tasks per resource and their parameterization. Also in
this specific experimental setting all resources are exposed to dynamics
by sporadically bursty and multiframe tasks.
Figure 10.14 shows end-to-end DMMs and run times for k ∈ {100, 1000}

and two different choices of the end-to-end deadline (namely DC = 0.96L
and DC = 0.98L). This choice of end-to-end deadlines also guarantees
the absence of deadline misses when neither sporadically bursty tasks
nor multiframe tasks are present in the system.

As can be expected, the end-to-end DMMs are better, i.e., smaller, for
larger deadlines. A very strong impact has the choice of the decomposi-
tion of the end-to-end deadline; here the best strategy is to minimize the
number of late tasks. For the other two decomposition strategies, more
tasks see deadline misses and the pessimism of the task-related DMM
computation adds up in the computation of the end-to-end DMM.

Figure 10.15 shows the respective runtimes to compute task-related
DMMs. Since the computation of an end-to-end DMMs means to sum
the DMMs of the tasks in the chain, the runtime for an end-to-end DMMs
scales linearly with the length of the chain.

10.3.3. Summary and Discussion

A software application often consists not only of one isolated tasks but
is built from a set of tasks which form a processing pipeline (task chain).
Therefore, the primary real-time requirement is often the end-to-end
deadline. Task deadlines are then only are artificial, obtained from
a decomposition of the end-to-end deadline. The results indicate that
TypicalCPA is able to compute end-to-end DMM for task chains. The
quality of results is drastically tied to the decomposition of the end-to-
end deadline. The results also show that the compositional approach of
TypicalCPA works in terms of scalability.
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Figure 10.12. Total run times in seconds for experiment 10.2.2
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Figure 10.13. Total run times in seconds for experiment 10.2.3
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Figure 10.14. Computing DMMs for a multi-resource problem while
varying the end-to-end deadline and its decomposition into task dead-
lines. Investigated window sizes are k = 100 and k = 1000.
Each plot shows the chain-related, non-zero DMMs over all 25 systems
generated per setting.
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Figure 10.15. Run times for the end-to-end DMM computation of task
chains
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10.4. Concluding Remarks

In this evaluation, TypicalCPA has been used to compute DMMs for
synthetically generated, single- and multi-resource systems which include
tasks with dynamic patterns in event arrival and execution times. It
has been shown which DMMs can be achieved under different degrees of
dynamics in the system, to get an impression of their order of magnitude.

The experiments related to synthetically generated systems since the
specification and modeling proposed in this dissertation are not yet com-
mon practice in the industrial context. TypicalCPA can thus be seen as
a study whether the additional expense in specification and modeling is
outweighed by the possibility to verify the real-time properties of mod-
ern distributed hardware-software architectures with dynamics in event
arrival and execution times.

It should be emphasized here that TypicalCPA is currently the only
method which is able to compute DMMs for multi-resource systems and
is thus the only method which is principally applicable to modern dis-
tributed systems. Due to the lack of a comparative benchmark, the tight-
ness of the computed DMMs is hard to judge. The question is therefore,
whether with the achieved results are useful in practice.

In the experiments, we could observe (1) lightweight transient overload
situations with only very few deadline misses in k jobs for systems, and
(2) heavy transient overload situations with a peak of deadline misses.
Both situation have their relevance in practice. Lightweight transient
overload may occur due to limited dynamics and the effects are likely
to be mitigated be the robustness inherent to most systems. Heavy
overload may, e.g., occur in the context of modern COTS-based multicore
accessing memories via data buses or networks. Such a heavy disturbance
is likely to be only tolerable for a system if its guaranteed frequency is
low. TypicalCPA is able to analyze and bound the frequency of such
situations with rare overload and can provide guarantees for large k.
This is a very encouraging result which can be a cornerstone for the
successful deployment of COTS systems in a safety-critical context.
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The classic design of real-time system puts an emphasis on timing pre-
dictability because it eases modeling and analysis. A current effort in
view of increased performance demand, function integration and cost
pressure is, however, to employ in embedded real-time systems COTS
components which follow an opposing common-case design paradigm
[74]. The common-case design optimizes the average case while it ne-
glects the performance and predictability of the worst case. Optimiza-
tions applied in COTS components lead to high variability in timing. An
important example for a COTS-based architecture is a multicore system
with shared caches, main memory possibly with virtual addressing, and
shared interconnection networks [37].

The objective of this dissertation was to investigate how the timing
of modern and future real-time computing systems with a high degree
of variability and heterogenity can be successfully verified considering
available options in specification, modeling, and analysis. A special
aspect to the problem is that even with an appropriate modeling and
analysis approach it becomes extremely difficult to sensibly dimension
a COTS-based real-time system such that it is guaranteed to be com-
pletely deadline-miss free due to the extreme worst-case scenarios. The
observation that many systems are robust towards a rare number of dead-
line misses, tolerate transiently reduced service suggested, or can handle
occasional errors [20] suggests that a real-time specification with a pre-
cisely quantified robustness towards deadline misses could be a key to a
successful design and verification of COTS-based real-time systems.

The chosen strategy was to develop a compositional and curve-based
framework for the verification of weakly-hard real-time systems with par-
titioned fixed priority scheduling, it is named TypicalCPA. Each of these
elements in isolation have already been shown to be a promising solution
to the above described challenges, but this dissertation brings all three
elements together and evaluates their combined strength.

TypicalCPA connects and extends the existing analysis methods Com-
positional Performance Analysis (CPA) [51] and Typical Worst Case
Analysis (TWCA) [101]. CPA is a technique originally intended for the
verification of hard real-time multi-component systems. It builds on
curve-based system models and applies compositional analysis. TWCA

189



11. Summary and Conclusion

also builds on a curve-based system model and is able to verify weakly-
hard real-time properties of simple single-component systems. Typi-
calCPA goes beyond the synthesis of CPA and TWCA, and it is able
to computationally verify hard and weakly-hard real-time properties of
multi-component systems.

TypicalCPA performs best when transient overload is caused by rare
deviations from the static behavior. Rare means here that in a long
sequence of k consecutive jobs only a few overload events or few over-
load execution times may happen in the worst case. TypicalCPA auto-
matically detects which events and which execution times are the cause
of transient overload by identifying two classes of behavior: a typical
(deadline-miss free) behavior and an overload (bounded deadline-miss)
behavior of the system. TypicalCPA provides (m, k)-guarantees for the
overload system behavior, stating that no more than m deadline misses
may occur in k consecutive jobs of a given task under analysis.

Open Problems and Future Work This dissertation can be seen as a
study investigating whether it is possible to compute weakly-hard guar-
antees with manageable numerical effort and acceptable accuracy for
complex multi-component systems with high timing-related variability.
The experimental results obtained with the developed verification frame-
work TypicalCPA are encouraging.

Compared to the field of hard-real time systems, however, not many
results about weakly-hard real-time systems are known yet. For in-
stance, it is often difficult to find the dividing line between a lightly
and a strongly overloaded system; the transition is often sudden. For
hard real-time systems, there is for instance the famous Liu-and-Layland
bound which states that a system (under a set of assumptions) is guar-
anteed to be schedulable if its utilization stays below a certain bound.
For weakly-hard real-time systems, utilization is often a bad indicator
because overload is often caused by transient load peaks [30, p. 288f]. In
this dissertation, first steps have been made with the sensitivity analysis
in Section 8.4.3.

It has also been shown in this dissertation (see Section 6.2) that
overload may lead to non-sustainable system behavior when it is com-
bined with job rejection or other forms of load reductions, abortions etc.
This makes it a difficult analysis problem and motivates research which
searches for strategies to efficiently reason about non-sustainable system
behavior.
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Finally, the theory of weakly-hard real-time systems can be combined
with probabilistic approaches. It would be of high practical interest to
know how often the typical (deadline-miss free) system behavior and how
often the overload (bounded deadline-miss) system behavior can be ex-
pected. This has direct and important consequences for the choice of
the appropriate reactions to deadline misses. Indeed, the design of over-
loaded systems is also closely related to the field of fault-tolerant system
design. A deadline miss can be interpreted as a specific type of fault.
From fault-tolerant system design, we may learn which extent of deadline
misses may be still considered acceptable for different applications and
from what point on fault tolerance mechanisms must be devised.
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Linearizing Constraints

In this appendix, a linearized version of the constraints of the typical-
curves problem (see Section 9.4) is developed.
The sources for non-linearities are

� products of a binary variable β and a continuous or integer variable
x where M is an upper bound for x,

� products of two binary variables β1 · β2,
� implications.

The products can be linearized through the introduction of additional
variables and constraints [98, pp. 175]:

x · β := y ⇔ y ≥ 0 (85)

y −M · β ≤ 0 (86)

− x+ y ≤ 0 (87)

x− y +M · β ≤M (88)

β1 · β2 := β3 ⇔ − β1 + β3 ≤ 0 (89)

− β2 + β3 ≤ 0 (90)

β1 + β2 − β3 ≤ 1 (91)

In the following, non-trivial constraint linearizations for the typical-
curves problem are demonstrated. To better mark the variables in the
problem, they are shaded . Remember that the index i relates to the
task under analysis.

Constraint C2b The intention is to transform

δj(k) < B
t
i(q) ≤ δj(k + 1) ⇔ ηj(B

t
i(q)) = k

such that the condition on the left is a single linear (in)equation. Let the
binary variables β1,j,q,k, β2,j,q,k be added with the following constraints

δj(k) ≤ B
t
i(q) − ϵ ⇔ β1,j,q,k = 1

B
t
i(q) ≤ δj(k + 1) ⇔ β2,j,q,k = 1.
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Linearizing Constraints

Then constraint C2b can be transformed to

β1,j,q,k · β2,j,q,k = 1 ⇔ ηj(B
t
i(q)) = k.

If the substitution β3,j,q,k = β1,j,q,k · β2,j,q,k is applied with constraints
as in Eq. 89-91, then C2b can be written as

β3,j,q,k = 1 ⇔ ηj(B
t
i(q)) = k.

Constraint C5 In constraint C5, the product term bj,q,ν · bj,ν

B
t
i(q) = q · Ci

t
+

∑
j∈hsp(i)

∑ηj(Bi(q))

ν=0
bj,q,ν · ν · Cj

t −∑
j∈hsp(i)

∑ηj(Bi(q))

ν=0
bj,q,ν · bj,ν · (ν · Cj

t − γi(ν)).

can be substituted by the new binary variable β4,j,q,ν and the respective
additional constraints as in Eq. 89-91.

Then two further substitutions are required for the marked products
of continuous and binary variables

B
t
i(q) = q · Ci

t
+

∑
j∈hsp(i)

∑ηj(Bi(q))

ν=0
ν · bj,q,ν · Cj

t −∑
j∈hsp(i)

∑ηj(Bi(q))

ν=0
ν · β4,j,q,ν · Cj

t
+∑

j∈hsp(i)

∑ηj(Bi(q))

ν=0
β4,j,q,ν · γi(ν).

The substitutions are

y5,j,q,ν := bj,q,ν · Cj
t

y6,j,q,ν := β4,j,q,ν · Cj
t

and the additional constraints as in Eq. 85-88 apply respectively such
that

B
t

i(q) = q · Ci
t
+
∑

j∈hsp(i)

∑ηj(Bi(q))

ν=0
ν y5,j,q,ν −∑

j∈hsp(i)

∑ηj(Bi(q))

ν=0
ν · y6,j,q,ν +∑

j∈hsp(i)

∑ηj(Bi(q))

ν=0
β4,j,q,ν · γi(ν).
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