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P R E FA C E

abstract The subject of this work is the solution of four classes of combi-
natorial optimization problems arising from traffic planning applications. To
this end, we use algorithms and techniques from the field of mixed-integer
programming, tailoring them to the specific problem classes.

The robust shortest path problem is a generalization of the famous shortest
path problem to a scenario in which the travel times through a given network
are subject to uncertainty. The air-to-air refueling problem arises in the
context of commercial trans-continental flights. A special feature of this
problem is the nonlinearity with respect to the fuel consumption of the
feeder aircraft. We address this issue by containing the nonlinearity in a
combinatorial subproblem. The time-dependent TSP is a generalization of the
notorious traveling salesman problem to scenarios in which the travel times
are subject to change over time, introducing a temporal dynamic. Finally we
study the Aircraft Landing Problem, a large-scale optimization problem where
a large amount of domain constraints — scheduling of landing times and
consistent runway assignments — have to be satisfied.

Column Generation is a subject of paramount importance for the solution of
large-scale problem instances. The technique consists of generating problem
variables one after another based on the predicted reduction of the objective
function value, producing a provably optimal solution using a fraction of
the whole set of problem variables, significantly reducing computational
overhead. Modern column generation variants such as dual stabilization
methods allow to control the generation of variables in such a way as to
significantly increase the speed of convergence.

Further techniques include the usage of cutting planes, tightening the
outer approximations of the polyhedra of feasible integral points, as well as
branching rules and priorities supporting existing codes and primal heuristics
used to find feasible solutions.

For each problem class we begin by settling its computational complexity,
discussing approximation methods where appropriate. We proceed to derive
exact solution algorithms based on mixed-integer programming formulations
of the problem classes. To evaluate different solution techniques we perform a
series of computational experiments with both real-world and synthetic data.
Our work increases the scale of tractable problem instances dramatically,
decreasing computational time by orders of magnitude.

5



6 CONTENTS

zusammenfassung In dieser Arbeit betrahen wir vier Klassen kombina-
torische Optimierungsprobleme aus dem Bereich der Verkehrsplanung. Um
diese zu lösen verwenden wir Algorithmen und Techniken aus dem Bereich
der gemischt-ganzzahligen Optimierung, welche wir für die spezifischen
Problemklassen anpassen.

Das robuste Kürzeste-Wege Problem ist eine Verallgemeinerung des be-
rühmten Kürzeste-Wege Problems auf ein Szenario in dem die Fahrzeiten
durch ein Netzwerk mit Unsicherheiten behaftet sind. Das Luftbetankungs-
problem entsteht im Kontext des kommerziellen transatlantischen Flugbe-
triebs. Eine Besonderheit dieses Prolems ist die Nichtlinearität bezüglich
des Treibstoffverbrauchs der Tankflugzeuge. Wir behandeln dieses Problem
dadurch, dass wir die Nichtlinearität in ein kombinatorisches Subproblem
verlagern. Das zeitabhängige TSP ist eine Verallgemeinerung des TSP auf
eine Situation, in der sich die Fahrzeiten über Planungshorizont verändern.
Als letztes betrachten wir das Aircraft Landing Problem, bei dem eine große
Anzahl spezifischer Nebenbedingungen — die konsistente Vergabe von
Ankunftszeitpunkten sowie Landebahnen — erfüllt werden müssen.

Zur Lösung von großen Probleminstanzen ist die Technik der Spal-
tengenerierung von außerordentlicher Bedeutung. Die Technik besteht darin,
Problemvariablen nacheinander basierend auf einer vorhergesagten Reduk-
tion des Zielfunktionswerts zu erzeugen. Es ist dadurch möglich, eine
beweisbar optimale Lösung zu berechnen, dabei jedoch nur einen Bruchteil
der Gesamtmenge der Problemvariablen zu verwenden und die Rechenzeit
deutlich zu reduzieren. Moderne Varianten der Spaltengenerierung, wie
beispielsweise Techniken zur dualen Stabilisierung können dabei verwendet
werden, um die Geschwindigkeit der Konvergenz zu erhöhen.

Weitere Techniken sind die Erzeugung von Schnittebenen, also das
Hinzufügen weiterer zulässiger Ungleichungen, um die äußere Approxi-
mation der zulässigen Menge zu verbessern, sowie Branching-Regeln und
-Prioritäten um existierende Lösungsverfahren zu verbessern und Primal-
heuristiken zum Finden zulässiger Lösungen.

Wir beginnen bei jeder Problemklasse damit, ihre Komplexität zu klären
und bei Bedarf Algorithmen zur Approximation anzugeben. Wir fahren
damit fort, für die Problemklassen exakte Algorithmen basierend auf Tech-
niken der gemischt-ganzzahligen Optimierung herzuleiten. Wir werten dabei
verschiedene Lösungsansätze durch rechnergestützte Experimente basierend
auf echten und synthetischen Daten aus. Unsere Arbeit verschiebt die Größe
der praktisch lösbaren Instanzen dramatisch und senkt benötigte Rechen-
zeiten enorm.



1P R E L I M I N A R I E S

1.1 complexity theory

Throughout this work we will study computational problems, most notably
optimization problems. In order to gauge the nature of these problems, it is
helpful to begin with some basic concepts such as the formal definitions of
computational problems, their respective complexities and the algorithms
solving them. We begin by giving a brief introduction to the required
complexity-theoretic concepts. We follow the notation in [112, Chapter 15].
For a more thorough treatment of the subject, the reader is referred to this
book.

1.1.1 Decision problems and reductions

An alphabet A is a finite set containing at least two elements, also called
symbols. A commonly used alphabet is the binary alphabet A := {0, 1}. Since
any alphabet contains at least two elements, we will assume in the following
that 0, 1 ∈ A. The set A∗ :=

⋃
n∈N An is called the set of strings over A,

consequently each element in An is called a string. The strings of the binary
alphabet are consequently named binary strings. Any subset X ⊆ A∗ is called
a language. For each string x ∈ A∗ there exists n ∈ N such that x ∈ An,
enabling us to define the encoding length of x as 〈x〉 := n.

A computational problem is given by a pair (X, R) where X is a language
and R ⊆ X× A∗ is a relation such that for each element x ∈ X there exists
an element y ∈ A∗ such that (x, y) ∈ R. We assume, without going into
details, that the problems considered throughout this work can be encoded
as computational problems. To this end, note that any natural number n can
be encoded using about log|A|(1+ n) symbols. Consequently, the same holds
for integers and rational numbers, enabling us to encode not only numbers
but also vectors and matrices.

Intuitively, an algorithm φ operates on a language X by computing a
function f : A∗ → A∗. More formally, any algorithm can be formally defined
using the concept of Turing machines. Note that functions need not be
computable in general. The running time of φ corresponds to the number of
elementary operations carried out during the computation. The algorithm
has polynomial running time if there exists a polynomial p such that the
running time for computing f (x) is bounded by p(〈x〉) for all x ∈ X.

A basic computational problem is to decide a language X. The computa-
tional problem corresponds to (A∗, RL) with

RL := {(x, 1) ∈ A∗ × A∗ | x ∈ RL} ∪ {(x, 0) ∈ A∗ × A∗ | x /∈ RL}.

A language is decidable if there exist an algorithm φ deciding X. It is polyno-
mially decidable if φ has polynomial running time. We can think of deciding
a language as the performing of a kind of input validation before solving
the actual computational problem. Algorithms range from the benign, such
as incrementing a natural number encoded in binary, to highly nontrivial
problems, evading solution to this day. We will refer to well-known problems

7



8 preliminaries

by their respective Names. The formal definitions of these problems may
also be found in [112].

A decision problem is a computational problem P = (X, R) defined in terms
of a polynomially decidable language X and a set of Y ⊆ X of yes-instances.
The relation R is given

R := {(x, 1) | x ∈ Y} ∪ {(x, 0) | x ∈ X \Y}.

An algorithm solving this problem is said to decide the problem P by identi-
fying whether a given instance x ∈ X is a yes-instance. The complements
of yes-instances, i. e., those in the set X \ Y are called no-instances. If an
algorithm deciding P exists and if that algorithm works in polynomial time,
the problem is said to be decidable in polynomial time. The set of all
polynomially-decidable decision problems is denoted by P .

The class P contains a variety of combinatorial problems, such as deciding
the connectivity of a graph, the feasibility of linear programs and many more.
Conversely, less can be said about the complexity of several other decision
problems, such as the Hamiltonian Cycle or the Sat problem. With respect
to these problem, the question of complexity in terms of the class P is not yet
settled. On the one hand, no polynomial time algorithms have been found.
On the other, it has not been proven that no polynomial algorithm exists for
these problems.

A highly useful class of decision problems emerges from a weaker no-
tion of decidability: Rather than solving a decision problem we ask for an
algorithm capable of verifying a solution to a problem, a process called
certificate-checking. A certificate for an instance x of a decision problem P is
a string c ∈ A∗. The encoding length of the certificate c with an encoding
length bounded in 〈x〉 by a polynomial p. The certificate-checking problem
is a decision problem P′ = (X′, Y′), where

X′ := {x#c | x ∈ X, c ∈ A∗, 〈c〉 ≤ p(〈x〉)}.

where the operator # denotes the concatenation of two bit strings and Y′ is
defined implicitly by requiring that for each y ∈ X there exists a certificate c
such that y#c ∈ Y′. We ask for P′ to be decidable in polynomial time by a
certificate-checking algorithm. Intuitively, given an instance y and a certificate c,
we can determine the original decision in the positive, i. e., we can verify that
an instance is a yes-instance. Note that this definition of certificate checking
does not make any statements regarding no-instances. The class of problems
which can be decided base on certificate-checking algorithms is denoted by
NP .

A key concept in order to judge the difficulty of problems is the notion of
a polynomial transformation between decisions problems: Given two decisions
problems P = (X, Y) and P′ = (X′, Y′), a transformation is a map f : X → X′

such that f (y) ∈ Y′ for all y ∈ Y and f (x) ∈ X′ \Y′ for all x ∈ X \Y. If this
map can be computed by an algorithm φ in polynomial time, we say that P
polynomially transforms to P′. A decision problem P is said to be NP-complete
if all other problems in NP can be polynomially transformed to P. There
is a wide variety of combinatorial problems proven to be NP-complete,
including both the Hamilton Circuit and the Satisfiability problem. In
order to prove NP-completeness of an unknown decision problem P, it is
sufficient to provide a polynomial transformation from any NP-complete
decision problem to P.
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1.1.2 Optimization problems

We have now established the basic concepts of languages and complexity
theory. These concepts revolve around the notion of computational problems,
and in particular decision problems. We now proceed towards formally
specifying optimization problems, and describing their role in the realm of
complexity theory. We begin by formally defining a optimization problem P as
a 3-tuple P = (X, (Sx)x∈X , c) such that

– X is a polynomially decidable language.

– Sx is a non-empty subset of A∗ of feasible solutions for each x ∈ X. The
encoding length of each s ∈ Sx must be polynomially bounded in 〈x〉.

– c is a function {(x, s) | x ∈ X, s ∈ Sx} → Q playing the role of an
optimization objective. It must be computable within a running time
polynomial in 〈x〉+ 〈s〉.

The optimal value of an instance x ∈ X is given by

OPT(x) := min{c(x, s) | s ∈ Sx}.

A feasible solution s ∈ Sx is optimal for x ∈ X if c(x, s) = OPT(x). A
heuristic is an algorithm φ producing a feasible solution s ∈ Sx for each
instance x ∈ X. It is an exact algorithm if it can be shown to produce optimal
solutions for all instances. It is easy to see that the problem of determining a
feasible solution to P is a computational problem which we call the feasibility
problem. Conversely, the optimality problem is the computational problem of
determining an optimal solution. Naturally, both problems can belong to the
classes P and NP . Generally, whenever we talk about the complexity of an
optimization problem, we refer to its associated optimality, rather than its
feasibility problem.

It is clear that any feasible solution s ∈ Sx serves as a certificate for the
feasibility problem of P. It is however often unclear how a certificate for
the optimality problem may look like. It is therefore convenient to relate
optimization problems with the class ofNP by defining the class ofNP-hard
problems. A computational problem P is NP-hard, if all problems in NP
polynomially reduce to P. Intuitively, NP-hard problems are at least as
hard as all NP problems. However, NP-hard problems do not need to be
certifiable.

It is worth pointing out that we have apparently side-stepped the is-
sues of infeasibility and unboundedness of optimization problems. We can
however incorporate both concepts into optimizations problems by intro-
ducing dedicated “infeasible” and “unbounded” solutions into optimization
problems.

There are several NP-hard problems, most notably the Knapsack prob-
lem [133], which are defined in terms of encoded rational numbers, and
whose complexity relies on the size of the numbers in their instances. Specifi-
cally, the Knapsack problem can be solved in polynomial time in its encoding
length as long as its numbers are bounded. More formally, there exists an
algorithm for the Knapsack which is pseudopolynomial, i. e., it solves each
instance x in a running time which is polynomial in the encoding length of
x as well as in the largest number encoded in x. Clearly, any polynomial
algorithm is pseudopolynomial as well. However, the converse does not hold,
since the value of a number is generally exponential in its encoding length.



10 preliminaries

Conversely, an optimization problem is strongly NP-hard, if it remains
NP hard when restricted to instances where all numbers are polynomially
bounded by the encoding length of the instance itself.

1.1.3 Approximations

To date, no polynomial running-time algorithm has been found for any NP-
hard problem, leaving us with several possibilities: First, we can settle to
develop non-polynomial algorithms solvingNP-hard optimization problems.
Second, we can study special cases of given problems which may still be
tractable in polynomial time. Third, we can consider heuristic algorithms
instead of exact ones, where we expect for a heuristic to run in polynomial
time while not necessarily returning optimal solutions.

In terms of judging heuristics, we can ask how the objective produced by
the heuristically computed solutions compares to that of the optimal solutions
of the corresponding instances. A heuristic is called an α-approximation for
α ≥ 1 if its solutions s satisfy c(x, s) ≤ α ·OPT(x). Approximation algorithms
have been extensively studied, for an overview, see [154].

Interestingly enough, optimization problems can be easy or hard to
approximate, much as they can be easy or hard to solve exactly. Specifically,
given an NP-hard problem and a factor α ≥ 1, the computational problem
of producing a solution and α-approximate solution for all problem instances
may be an NP-hard problem itself. It is even possible for an optimization
problem P to be NP-hard to approximate for any α ≥ 1, in which case we
say that P is inapproximable.

1.2 linear programming

In the following we give a brief overview regarding the subject of linear
programming. For more details, the reader is referred to [43]. A linear
program (LP) is an optimization problem given by an objective c ∈ Rn, a
coefficient matrix A ∈ Rm×n and a right-hand side b ∈ Rm:

min
x∈Rn

cTx

s. t. Ax ≥ b,
(LP)

where the constraint Ax ≥ b is satisfied by an x ∈ Rn if it holds component-
wise, i. e., (Ax)i ≥ bi holds for i ∈ [m] := {i = 1, . . . , m}, in which case we
say that x is a feasible solution. The set of feasible solutions (called polyhedron)
is given as

P(A, b) := {x ∈ Rn | Ax ≥ b}. (1.1)

The polyhedron is said to be empty iff P(A, b) = ∅, in which case the linear
program is said to be infeasible. A polyhedron is said to be bounded if there
exists an r ≥ 0 such that

P(A, b) ⊆ {x ∈ Rn | ‖x‖2 ≤ r}, (1.2)

and unbounded otherwise. If the polyhedron P(A, b) is bounded and non-
empty, (LP) has an optimal solution. An unbounded P(A, b) is a necessary,
though insufficient condition for (LP) to be unbounded.
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1.2.1 The Representation Theorem

Consider a set V ⊆ Rn of points, indexed by a finite set I. The convex hull of
V in terms of I is defined as

conv(V) := {v = ∑
i∈I

λivi | λi ≥ 0 ∀ i ∈ I, ∑
i∈I

λi = 1}.

In two dimensions, the convex hull of a bounded set V may be visualized
as the shape enclosed by a rubber band stretched around the set. Naturally,
the convex hull of V is a convex set. It is in fact the smallest convex set
containing V itself. Similarly, the conic hull of a finite set E, indexed by a
finite set J is defined as

cone(E) := {e = ∑
j∈J

µjej | µj ≥ 0 ∀ j ∈ J}.

Upon inspection of these definitions it becomes apparent that the sets
conv(V) and cone(E) can be reformulated as polyhedra in terms of the
variables v, λ, e, and µ respectively. Conversely, any system P(A, b) corre-
sponds to the direct sum of a convex hull and a conic hull:

Theorem 1.2.1 (Representation Theorem, see [159]). For every A ∈ Rm×n,
b ∈ Rm there exist finite sets V ∈ Rn and E ∈ Rn, E 6= ∅ such that

P(A, b) = conv(V) + cone(E). (1.3)

We call (1.1) the hyperplane- or H-description and (1.3) the vertex- or V-
description of P(A, b). Note that P(A, b) is bounded iff E ⊆ {0}. Regarding
the optimization problem (LP), the V-description of a polyhedron yields a
simple algorithm in order to solve (LP):

– If conv(V) = ∅, then (LP) is infeasible

– If (LP) is feasible but there exists e ∈ E such that cTe < 0, then it is
unbounded.

– If (LP) is neither infeasible nor unbounded, an optimal solution is given
as x∗ := v∗ + e∗, where

v∗ := arg minv∈V cTv, and

e∗ := 0.

Note that 0 ∈ cone(E) since E 6= ∅.

Unfortunately, most real-world linear programming instances are given
as H-descriptions. While converting between H- and V-descriptions is
possible using for example the so-called double-description algorithm (again,
see [159] for details), doing so is often inadvisable. To see this, consider the
n-hypercube, the polyhedron given by the inequalities

0 ≤ xj ≤ 1 ∀ j ∈ [n].

Note that this system is relatively small, consisting of only 2 · n inequalities
constraining n variables. Conversely, the V-description of the n-hypercube is
given by

conv({0, 1}n) + cone({0}),
containing an exponential number of points in the set V. Solving (LP) based
on V-descriptions does therefore not generally work in polynomial time.

Nonetheless, there is one important application of the Representation
Theorem, namely the Dantzig-Wolfe decomposition (see Section 1.4.2), which is
based on V-descriptions of parts of an LP.
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1.2.2 Optimality conditions for linear programs

In the following we will briefly discuss the optimality conditions of linear
programs, including the definition of duality. To this end, we will assume that
the problem (LP) consists of a matrix A ∈ Rm×n with m ≥ n having full rank.
As a result, the linear independence constraint qualification (LICQ) holds for
(LP). We can therefore state necessary (and indeed sufficient) criteria for a
feasible point x ∈ P(A, b) to be optimal based on the Karush-Kuhn-Tucker
conditions (see [129] for greater detail). Specifically, the KKT-conditions for
the system (LP) are given by

cT = λT A

Ax ≥ b

λ ≥ 0

λT(Ax− b) = 0,

(1.4)

where λ ∈ Rm is the vector of dual variables. Notably, the KKT-conditions are
closely related to the Lagrangian relaxation obtained by penalizing violations
in feasibility. The Lagrangian relaxation is given as

max
λ≥0

min
x

cTx + λT(Ax− b)

⇐⇒ max
λ≥0

λTb + min
x

(cT − λAT)x,
(1.5)

providing lower bounds on (LP). Of course, these lower bounds are only
reasonable (i. e., finite), if (cT − λAT) = 0, yielding the dual linear program

max
λ

λTb

s. t. λT A = cT

λ ≥ 0

(1.6)

The KKT-conditions (1.4) ensure that, if the linear program is bounded and
feasible, its objective value coincides with that of its dual, and the Lagrangian
relaxation (1.5) is exact in the sense that it yields the optimal solution of the
original linear program rather than a strictly lower bound. In the following,
we call (LP) the primal LP and say that a vector x∗ ∈ Rn is primally feasible
if it is feasible for the primal LP. Conversely, we say that a vector λ∗ ∈ Rm

is dually feasible if it is feasible for the dual LP. It is clear that any primally
feasible solution x∗ yields an upper bound on (LP), given by its objective
value cTx∗. Conversely, any dually feasible solution λ∗ yields a lower bound
via (λ∗)Tb. If these bounds coincide, then the vectors x∗ and λ∗ are optimal
for their respective LPs, in which case we call (x∗, λ∗) an optimal pair of
solutions.

1.2.3 Basic solutions of linear programs

In the following, we consider an LP in standard form, i. e., given by a set of
equations based on nonnegative variables. With slight abuse of notation, we
let A ∈ Rm×n be a matrix of full rank describing the problem. Note that any
LP can be turned into standard form using simple transformations. We still
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assume A to have full rank and the LP to be feasible. Thus, the pair of the
original (primal) LP and its dual are given as

min
x

cTx max
λ

λTb

s. t. Ax = b and s. t. λT A ≤ cT .

x ≥ 0,

(1.7)

A basis of the LP is an n-tuple B ⊆ [m] such that AB, i. e., the n× n matrix
obtained from the B columns of A is nonsingular. Since we assumed A to
have full rank, a basis of the LP must exist. The basic solution of B is a vector
xB ∈ Rn defined as

xB
i :=

{
(A−1

B b)j if Bj = i, and
0 otherwise.

(1.8)

A basis is called primally feasible iff xB is primally feasible. Note that by its
definition, xB satisfies AxB = b. Consequently, xB is primally feasible iff it is
non-negative. The dual vector associated with B is given by λB

T := cT A−1
B .

B is called dually feasible iff λB is dually feasible, i. e., satisfying λB
T A ≤ cT .

A basis is called optimal iff it is feasible for the primal and the dual. If B is
optimal it holds that

λB
Tb = cT A−1

B b = cTxB,

demonstrating that (xB, λB) are an optimal pair of solutions in this case. Any
LP in standard form which has an optimal solution also has an optimal basic
solution (see [43]).

Simplex-type algorithms employ a series of basis exchanges based on
some pricing routine (see Section 1.2.5) in order to iterate towards an optimal
basis. More specifically, the primal simplex algorithm maintains a basis feasible
for the primal LP and iterates toward a solution which is both primally and
dually feasible and therefore optimal. The dual simplex algorithm takes the
opposite approach. Whichever algorithm is used, we assume that it identifies
the optimal basis B and computes the optimal pair corresponding to it.

1.2.4 Infeasibility certificates for linear programs

We finish this Section by brief discussing the subject of infeasibility. As
mentioned above, the polyhedron P(A, b) may be empty due to inconsisten-
cies with respect to the inequalities Ax ≥ b, such as requiring xj ≥ 1 and
xj ≤ 0 simultaneously for some j ∈ [n]. Fortunately, as opposed to general
nonlinear or integer programs, there is a highly useful characterization of
infeasibility known as Farkas’ Lemma:

Lemma 1.2.2 (Farkas’ Lemma, [159]). Exactly one of the following statements
holds:

1. There exists x ∈ P(A, b).

2. There exists µ ∈ Rm such that µT A = 0, µTb > 0, µ ≥ 0.

It is easy to see that both statements cannot simultaneously hold, since
vectors x and µ satisfying the respective statements would imply that

Ax ≥ b

=⇒
µ≥0

µT Ax ≥ µTb

=⇒ 0x = 0 = µTb > 0,

(1.9)
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leading to a contradiction. Proving that at least one condition must hold is
more challenging, see [159] for details. In complexity-theoretic terms, the
definition of a polyhedron gives rise to the following decision problem:

Given A and b, is the polyhedron P(A, b) non-empty?

Any feasible solution x ∈ P(A, b) serves as a certificate of non-emptiness,
since, given x, P(A, b) can be determined to be non-empty by computing
the product Ax and performing a component-wise comparison with the
right-hand side b.

Conversely, by means of Farkas’ Lemma, the emptiness of the polyhedron
P(A, b) can be verified given the vector µ. The certification of emptiness is
performed in much the same way, involving the computation of µT A and µTb
and several comparisons. The vector µ is therefore called a Farkas certificate or
Farkas ray, where the latter term is due to the fact that µ can be scaled by any
nonnegative constant while still remaining a certificate. It is worth noting that
Farkas’ Lemma is constructive in the sense that many available solvers output
Farkas certificates in case of infeasibility. The certificates can for instance
be used in a column generation approach in order to include additional
variables with the aim of obtain a feasible solution (see Subsection 1.4.1).

1.2.5 Pricing in linear programming

The subject of pricing plays a crucial role when it comes to implementing
a well-performing simplex solver. Specifically, the pricer of an LP solver
determines which new variable enters an existing LP basis (see Section 1.2.3).
Consider a linear program in standard form, given as

min
x

cTx

s. t. Ax = b

x ≥ 0.

(LP-S)

We assume that the LP has a primally feasible basis B with a corresponding
primal solution xB. Let λB ∈ Rm be the dual vector corresponding to B.
Recall that the optimality of B is determined by whether λB is feasible for
the dual of (LP-S), given by

max
λ

λTb

s. t. λT A ≤ cT .
(LP-SD)

We define the reduced costs with respect to a dual vector λ ∈ Rm as

c := c− ATλ ∈ Rn, (1.10)

noting that λ is dually feasible iff all reduced costs are non-negative. It
follows from the definition of c that the basic variables have a reduced cost
of zero with respect to the vector λB, so it suffices to examine the reduced
costs of the non-basic columns.

If the basis B is not optimal, then the candidate set S := {j ∈ N | cj < 0}
is non-empty. The process of pricing consists of selecting an element from
S to enter the basis in the next iteration. A notable issue regarding simplex
iterations is the issue of cycling, i. e., the case in which the simplex alternates
between feasible bases without ever terminating. To combat this problem,
the Bland rule [33], consisting of selecting the variable in S with the lowest
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index, can be used, ensuring a termination in finite time. In practice, LP
solvers use sophisticated heuristics in order to determine pricing candidates,
falling back to the Bland rule only if necessary.

1.3 integer programming

The area of integer programming has been widely studied throughout the
last sixty years, largely due its wide area of applications. In fact, almost all
optimization problems over combinatorial structures can be translated into
mixed integer programming models. From the theoretical side, the study of
the resulting polyhedra has yielded important theoretical results, which in
turn have been used to develop sophisticated, mature software in order to
solve even hard combinatorial optimization problems.

In the following, we will discuss several concepts of modern integer
programming solvers. To this end, we consider arbitrary (mixed) integer
programs, given by

min
x,y

cTx + dTy

s. t. Ax + Gy ≤ b

y ∈ ZnI ,

(MIP)

where x ∈ RnC denotes the continuous variables, y ∈ ZnI the integral variables
for nI, nC ∈N. The vectors c ∈ RnC and d ∈ RnI denote the respective parts
of the objective function, and the matrices A ∈ Rm×nC , G ∈ Rm×nI , and
the vector b ∈ Rm define the linear constraints. The additional integrality
constraints y ∈ ZnI restrict y to integral values. A solution is said to be
integral if it satisfies the integrality constraints and fractional otherwise. The
following special cases arise:

– If nC = 0, i. e., if all variables are constrained to be integer-valued, the
resulting problem is called an integer program (IP).

– If, in addition to nC = 0, all variables are constrained to be in {0, 1}
(using linear constraints), the problem is said to be a binary program, or
BP for short.

– If nI > 0 and nC > 0, i. e., if the problem contains both continuous and
integer-valued variables, well call it a mixed-integer program (MIP).

– If on the other hand nI = 0 the program is in fact a linear program, as
discussed previously.

In complexity-theoretic terms, the problem of deciding the feasibility of a
(mixed) integer program is NP-complete. This is unsurprising, since many
well-known decision problems, in particular the classical Sat problem, can be
formulated as integer programs. Similarly, many well-known optimization
NP-hard problems, such as the traveling salesman problem (TSP) [12] can
be formulated as integer programs, implying that the optimization problem
of determining an optimal solution of (MIP) is NP-hard, even if feasible
solutions are easy to come by. Empirically however, many combinatorial
optimization problems can be solved efficiently using mixed integer pro-
gramming techniques.



16 preliminaries

1.3.1 Branch-and-Bound algorithms

The most commonly used class of algorithms used to solve (mixed) integer
programs are called Branch-and-Bound techniques. Based on a relaxation,
usually the LP-relaxation, given as

min
x,y

cTx + dTy

s. t. Ax + Gy ≤ b,
(1.11)

i. e., consisting of the problem (MIP) without integrality constraints, a lower
bound is determined. If the solution (x∗, y∗) of the LP-relaxation has a
variable constrained to be integral, but with a fractional value, i. e., there
exists j ∈ [nI] such that y∗j /∈ Z, the mixed integer problem is decomposed
into two subproblems, containing the additional constraints yj ≤ by∗j c, and
yj ≥ dy∗j e respectively. Of course, the choice of index is not necessarily
unique, in which case we use branching rules (see Section 1.3.3 for details) to
select one of the different branching candidates.

The subproblems themselves are examined subsequently and solved
recursively. This process of decomposition yields a tree-like structure of prob-
lems, the so-called Branch-and-Bound tree. The tree has the original problem
at its root and increasingly restricted subproblems along its child nodes. It is
clear that a sufficiently restricted subproblem ultimately yields an optimal
solution satisfying the integrality constraints, at which point we do not need
to subdivide the problem any further. Thus, the resulting subproblem is a
leaf of the Branch-and-Bound tree. As a result, the size of the tree remains
finite and the Branch-and-Bound algorithm eventually terminates. As a
result, the Branch-and-Bound algorithm is an exact algorithm, though it is of
course not polynomial.

Example 1.3.1. Consider the MIP in two variables given by

min
x,y

2x + y

s. t. x + 2y ≥ 1

x, y ≥ 0

y ∈ Z.

In order to solve the problem with a Branch-and-Bound algorithm, we begin
by solving the LP-relaxtion obtained by dropping the constraint y ∈ Z,
yielding the solution (x∗, y∗) = (0, 1

2 ). Since the solution violates the inte-
grality constraint, we create two subproblems with the additional constraints
y ≤ by∗c = 0 and y ≥ dy∗e = 1 respectively (see Figure 1.1). The LP-
relaxations of these subproblems yield solutions (1, 0) and (0, 1) respectively.
Since both solutions satisfy the integrality constraints, they are optimal for
their respective subproblems. The optimal solution of the original MIP is
therefore the better of the solutions of the two subproblems with respect to
the objective, i. e., (x∗, y∗) = (0, 1).

Aside from exploring the tree until an integral solution is reached, bound-
ing techniques can be used to prune suboptimal parts of the tree: Since
the feasible set of points shrinks when moving to increasingly restricted
subproblems, the objective value of the corresponding LP-relaxations is non-
decreasing. As soon as a feasible solution of (MIP) is obtained, either from
an integral solution of a relaxed subproblem, or from a primal heuristic (see
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min
x,y

2x + y

s. t. x + 2y ≥ 1

x ≥ 0

y ≥ 0

y ∈ Z

=⇒ (x∗, y∗) = (0, 1
2 )

min
x,y

2x + y

s. t. x + 2y ≥ 1

x ≥ 0

y = 0

y ∈ Z

=⇒ (x∗, y∗) = (1, 0)

y ≤ 0

min
x,y

2x + y

s. t. x + 2y ≥ 1

x ≥ 0

y ≥ 1

y ∈ Z

=⇒ (x∗, y∗) = (0, 1)

y ≥ 1

Figure 1.1: The Branch-and-Bound tree for a problem with two variables. The values
(x∗, y∗) denote the optimal solutions of the respective LP-relaxations.
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Section 1.3.5), we can disregard any subtree whose relaxed objective value
is dominated. It is therefore highly useful to be able to derive feasible solu-
tions with low objective values. Such incumbent solutions can be obtained
from integral relaxations of Branch-and-Bound nodes as well as from primal
heuristics (see below).

The concept of bounding leads to the notion of the strength of a formu-
lation. More often than not, there are several different MIP formulations,
which are equivalent in the sense that their respective optimal solutions can
be transformed into one another. However, the same does not necessarily
hold true for their LP-relaxations. In particular, it may be the case that the
LP-relaxation of one formulation is entirely contained within that of a dif-
ferent formulation. In this case, the former program is said to be stronger or
tighter than the latter. A stronger formulation yields better bounds, allowing
a solver to prune more nodes of the Branch-and-Bound tree, speeding up the
solution process. Of course, strength is not the only criterion when deciding
for or against formulations, since the size, given in terms of the number of
variables and constraints, play a crucial role in solving the LP-relaxations.

Therefore, when attempting to find an optimal solution, the order in
which the Branch-and-Bound tree is traversed makes a big difference in
terms of computation time, highlighting the importance of the choice of
branching candidate.

For an efficient implementation of a Branch-and-Bound algorithm it is
crucial to be able to solve the LP-relaxations of the respective nodes as quickly
as possible. An important observation in this regard is that the optimal basis
of a problem remains dually feasible for its subproblems. This is due to the
fact that each subproblem is constrained by just one additional inequality
without any changes in objective. As a result, the dual simplex method can
be initialized based on this basis, quickly arriving at an optimal basis for the
individual subproblems, a process called warm-starting.

1.3.2 Preprocessing

In order to facilitate the solution process, most integer programming solvers
conduct a series of preprocessing steps. These steps convert the original
program into an equivalent one in such a way that an optimal solution of
the transformed program can be transformed into an optimal solution to the
original program. The transformation steps can be as benign as removing
zero rows or columns or highly sophisticated, such as detecting infeasibility
based on conflicting constraints. In the following, we will briefly mention
some highly useful preprocessing techniques.

strengthening & size reductions It is often possible to automat-
ically strengthen a given mixed-integer program. In the simplest case, a
constraint such as yj ≤ bi can be converted into yj ≤ bbic. More sophisticated
strengthening techniques substitute upper and lower variables bounds into
rows of the constraint matrix in order to determine an improved value of the
right hand side of corresponding constraint. Similarly, rows of the constraint
matrix can be used to tighten variable bounds.

Apart from strengthening formulations, reducing the size of a mixed
integer program in terms of the number of inequalities and variables can
considerably speed up the solution process. As a first step, redundant
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inequalities can be removed. A row aix + giy ≤ bi of (MIP) is redundant iff
there exists λ ∈ Rm

≥0, λi = 0 such that

aix + giy ≤ λT(Ax + Gy) ≤ λTb ≤ bi, (1.12)

i. e., it is dominated by the combination of other inequalities. Detecting
redundancy is in general equivalent to solving a linear program. As the
solution of an LP is rather costly, the detection is usually restricted to pairs
of inequalities, i. e., the case in which λ = λiei. By sorting the rows of (MIP),
promising pairs can be found efficiently.

An augmentation of these approaches consists of a probing procedure
(see [144]), where one tentatively fixes variables and explores the resulting
subproblem. Specifically, consider a binary variable yk. If fixing yk to zero
yields a subproblem proven to be infeasible, we can fix yk to one (and vice
versa). Of course, we do not want to solve the subproblem obtained from
fixing yk to optimality, so we constrain ourselves to apply the previously
discussed preprocessing steps to the subproblem, distinguishing several
cases:

1. If the resulting subproblem becomes infeasible, we fix yk to an appro-
priate value.

2. If in the resulting preprocessing a different variable yl is fixed (say to 1),
we can deduce a logical implication of the form yk = 0⇒ yl = 1, which
can be later used to derive additional inequalities using the so-called
conflict graph of (MIP).

structure exploitation Several NP-hard combinatorial optimization
problems have been studied through the lens of mixed-integer programming,
yielding results such as highly efficient cutting planes and specialized pre-
processing techniques. Notable examples include the Knapsack problem as
well as set partitioning and covering problems [37]. In order to take advan-
tage of these results, modern solvers identify subproblems corresponding to
well-known optimization problems.

Identifying Knapsack subproblems consists of finding inequalities with
positive upper bounds, lower bounds equal to −∞ and consisting of bi-
nary variables with non-negative coefficients. The identification of other
subproblems can be conducted in a similar fashion.

1.3.3 Branching rules

As mentioned before, the choice of a branching candidate plays an important
role when attempting to solve a mixed-integer program. Formally, based on
a solution (x∗, y∗) of the LP-relaxation, the set of branching candidates is given
as

C(y∗) := {j ∈ [nI] | y∗j /∈ Z}. (1.13)

One among these candidates must be chosen in order to progress the Branch-
and-Bound process by splitting the problem into two. Simple rules are the
most infeasible rule, which chooses the variable closest to being half-integral.
Conversely, the least infeasible rule chooses variable being closest to integral.

While there is little theory underlying branching rules, more sophisti-
cated rules have been proposed throughout the years (see for example [4]).
For instance, the (full) strong branching solves both subproblems for each
candidate, making the actual choice based (among others) on the objective
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function values of both subproblems of the candidates. Strong branching
has the advantage of producing small Branch-and-Bound trees, while its
disadvantage lies in the fact that the computation of the candidate in C(y∗)
is computationally expensive. As a result, different adaptations of the strong
branching rule have been proposed, aiming at reducing the computational
effort required to determine a branching candidate while preserving the
quality of the chosen candidates as best as possible.

A notable extension to branching rules is the concept of branching priorities.
A branching priority is given in terms of a map φ : [nI] → R, which is
incorporated into an existing branching rule by restricting the candidate
set C(y∗) to those variables achieving the maximum value according to
φ. If φ is injective, then the map uniquely determines the next branching
candidate at every turn. If it is not, an existing branching rule can be used
to choose one of the candidates achieving the maximum with respect to
φ. Branching priorities are especially useful to ensure that only a subset of
variables is ever considered, which is particularly useful when implementing
a Branch-and-Price method (see Section 1.4.5).

1.3.4 Cutting planes

Cutting planes are additional inequalities added to the LP-relaxations of
mixed-integer programs. These inequalities must be satisfied by all feasible
solutions while restricting the set of points contained in their LP relaxations
strengthening the relaxations. As opposed to branching on variables, cutting
planes do not require the partition of a problem into subproblems. Con-
versely, the size of the relaxation increases as more and more cutting planes
are added, slowing down the underlying LP solver, leading to the famous
question ‘To cut or not to cut? [55]’.

While we could add additional inequalities in the preprocessing step, the
term cutting plane generally implies that inequalities are added throughout
the solution process, leading to the so-called separation problem, which can be
stated as follows:

Given a convex set C ⊆ Rn and a point x ∈ Rn: Determine whether
x ∈ C or provide γ ∈ Rn, γ0 ∈ R such that γTc ≤ γ0 for all c ∈ C
and γTx > γ0.

In the context of mixed-integer programming, the most common separa-
tion problem is to separate an optimal solution (x∗, y∗) of the LP-relaxation
(1.11) of a mixed-integer program from the convex hull of the feasible solu-
tions of the mixed-integer program.

Alternatively, the solution (x∗, y∗) may be separated from the LP-relaxtion
augmented by some, possibly infinite, set I of constraints. The set I plays
the role of a class of cutting planes designed to strengthen the original for-
mulation. Depending on the set I , deciding whether such an inequality
exists, and computing it if it does, may be polynomially solvable or NP-hard.
While there are specialized cutting planes for several classes of combinatorial
problems, for example the so-called comb inequalities for the traveling sales-
man problem (TSP) [12], there is a variety of families of cutting planes which
can be derived from the inequalities of (MIP) without any problem-specific
knowledge.

theoretical aspects From the theoretical side (again, see [55]) a num-
ber of questions arises. Firstly, it is common to define the closure of a set
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of cutting planes, defined to be the LP-relaxation augmented by all cutting
planes in a specific set I . Of course, if I is not finite, it is not a priori clear
that this closure is still a polyhedron. Of course, the ideal situation would be
for the closure of a family I to coincide with the set of feasible solutions of
the original mixed-integer program.

If this were the case, one might ask whether an optimization over this
closure (performed by repeatedly separating LP-solutions) yields the optimal
solution of (MIP) in finite time. A finite-time cutting plane algorithm would,
in theory, allow us to skip the branching steps entirely. Curiously, in the
case of integer programming (i. e., nC = 0), such a family of cutting planes,
the so-called Gomory cuts provide such an algorithm [81]. Regarding mixed-
integer programming, it is (to the best of our knowledge) unknown whether
finite-time cutting plane algorithms exist.

practical aspects In practice, once a cutting plane is added to the LP
relaxation, the problem is resolved using the dual simplex algorithm, where
the previous basis is used to warm-start the algorithm. While usually, only a
small number of pivot steps is required to obtain a feasible solution of the
strengthened problem, the increased size makes finite-time cutting plane
methods impractical to use. Therefore, cutting planes are generally used
to improve the bound obtained from the LP-relaxation (1.11) in order to be
able to prune larger parts of the Branch-and-Bound tree. The combination of
cutting planes with a Branch-and-Bound procedure is referred to as Branch-
and-Cut.

In practice, there are a number of cutting plane families allowing for
easy separation. Thus, we can assume that a number of cutting planes is
available to add to the LP relaxation. However, as mentioned above, the
addition of inequalities slows down the LP solver. Since many LPs are solved
throughout the Branch-and-Bound tree, this effect compounds. In practice,
many solvers utilize a so-called cut pool, containing a candidate set, of which
cuts are selected based on heuristic rules such as the amount of violation by
the solution (x∗, y∗), the expected increase in the objective when including
the cut, and various numerical properties.

1.3.5 Primal heuristics

Primal heuristics attempt to find feasible, but not necessarily optimal solutions
of (MIP). Primal heuristics play an important role during the solution
process, since any improved primal solution decreases the primal-dual gap
over all remaining nodes of the Branch-and-Bound tree, thereby increasing
the chance of being able to prune suboptimal nodes. We will proceed to
describe several classes of heuristics applicable to mixed-integer programs.
Due to the possible NP-hardness of the feasibility problem, we allow these
heuristics to fail in their attempt to compute primal solutions as well as to
have super-polynomial running time.

Naturally, primal heuristics are related to the concept of heuristics in-
troduced in Section 1.1. Specifically, whenever we model an optimization
problem as a mixed-integer program, we can incorporate any known heuris-
tics or approximation algorithms into the process by using the obtained
solutions as upper bounds. Generally however, primal heuristics are agnostic
any underlying problems and compute solutions based solely on informa-
tion obtained from the structure of (MIP). Consequently, these all-purpose
algorithms tend to perform poorer than heuristics tailored to particular opti-
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mization problems. On the other hand, primal heuristics are always available
without requiring any problem-specific knowledge .

rounding heuristics An apparently simple approach to obtain feasible
solutions of (MIP) consists of simply rounding an LP solution (x∗, y∗) in
order to satisfy the integrality requirements with respect to the variables y.
Specifically, a rounding procedure assigns every fractional value y∗k to either
by∗kc or dy∗ke, thereby satisfying the integrality constraints. As an example,
consider an instance of the Knapsack problem, given by

max
y ∑

i∈[n]
ciyi

s. t. ∑
i∈[n]

wiyi ≤W

yi ∈ {0, 1} ∀ i ∈ [n],

(1.14)

where n ∈N, c ∈Nn is a vector of profits and w ∈Nn is a vector of weights.
It can be shown that any solution y∗ of the LP-relaxation of (1.14) has at most
one fractional index i ∈ [n]. Furthermore, the LP-solution can be turned
into a feasible solution of (1.14) by rounding y∗i down to zero. Still, the
corresponding solution is not necessarily optimal for (1.14).

Of course, in case of general mixed-integer programs it may not be as
easy to round solutions, since the rounding in any of the directions by∗kc or
dy∗ke may render the solution infeasible with respect to the linear inequalities.
Formally, we say that an entry gij of the constraint matrix G is an up-lock
for variable yj if it is positive and a down-lock otherwise. If a variable yj
has up-locks (down-locks), rounding the variable up (down) may destroy
feasibility. Conversely, we can safely round variables without any locks, as
was the case in the Knapsack instance.

Since feasibility is sometimes lost during the rounding procedure, subse-
quent rounding steps can be used to attempt to recover feasibility (see [27]
for a summary on primal heuristics with a focus on rounding). Shifting
heuristics [21] are an extension based on shifting the values of continuous
and integral variables as well in order to recover feasibility.

Simple rounding heuristics come in many varieties. The integral variables
are rounded either deterministically or randomly based on scores derived
from characteristics such as the number of up- and down-locks, the slack
of the corresponding inequalities and the objective function value of the
variable in question.

The simplicity of rounding schemes makes them attractive to use in many
formulations of combinatorial problems as well. Since many combinato-
rial problems consists of binary variables, the values of relaxations can be
interpreted as probabilities. A randomized rounding algorithm can use this
interpretation in order to attempt to construct feasible solutions based on
sampling a corresponding probability distribution, while taking problem-
specific knowledge into account (see [155, Ch. 5]). Since the computational
effort of rounding a solution is very slight, randomized rounding algorithms
can be called upon multiple times based on different samples obtained from
a random number generator.

diving heuristics Diving heuristics (see [67] for a summary) are in
some sense an extension to rounding heuristics. Rather than rounding an
entire solution to an integral one, individual variables are rounded one by
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one, using refined relaxation values. Specifically, a diving heuristic works as
follows:

1. Let (x∗, y∗) be a solution of the LP-relaxation (1.11) of (MIP). Determine
some j ∈ [nI] such that y∗j /∈ Z, add a constraint fixing yj to either by∗j c
or dy∗j e, thereby yielding a subproblem of (MIP).

2. If the relaxation of the current subproblem is infeasible, no solution
was found, return. Otherwise, let (x∗, y∗) be a solution of the relaxation
of the current subproblem. If y∗ is integral, return it. Otherwise, round
one entry of y∗, creating a new subproblem and continue.

The name diving heuristic is due to the fact that the diving procedure dives into
the Branch-and-Bound tree until finding a leaf and returns the corresponding
solution. Of course, the heuristic can fail to yield any solutions, let alone
near-optimal ones.

Diving heuristics are more computationally expensive than rounding
heuristics, since relaxations have to be resolved at every iteration. Con-
sequently, it is common to limit the diving depth, or restricting the com-
putational effort spent on solving subproblem relaxations. Notably, in a
Branch-and-Price-based approach, the pricing is usually disabled during the
execution of a diving heuristic.

neighborhood searches A more holistic approach to rounding comes
in the form of relaxation-based neighborhood searches: The solution of the
LP-relaxation of (MIP) is often at least partially integral. Based on a given
solution (x∗, y∗) of the LP-relaxation of (MIP) and an incumbent solution
(x, y) of (MIP) itself, the neighborhood of the solution is defined as

{(x, y) | yj = y∗j for all j where y∗j is integral}. (1.15)

A neighborhood search algorithm scans this neighborhood for a feasible solution
of (MIP) with an improved objective value. The search for an improved
solution is carried out using another mixed-integer program where variables
are fixed according to the neighborhood. This process essentially computes
an optimal rounding of the variables which are non-integral with respect to
(x∗, y∗). For the search to be efficient, it is necessary for the neighborhood
to be substantially smaller than nI. To limit the computational effort, it is
convenient to limit the time or the number of Branch-and-Bound nodes
examined throughout the neighborhood search.

improvement heuristics Neighborhood searches fall into the larger
class of improvement heuristics, designed to derive an improved primal so-
lution based on an incumbent one. One popular algorithm to improve an
incumbent solution is the feasibility pump (see [66]), which alternates between
computing a fractional solution which is close to the incumbent and then
rounding that solution to a new integral solution.

1.3.6 Propagation methods

The term constraint propagation originates from the domain of Constraint Pro-
gramming (see [142]) and refers to the interdependence between the domains
of problem variables. As an example, consider two binary variables y1 and
y2 appearing in a MIP together with the constraint y1 + y2 = 1. The feasible
set of solutions (y1, y2) based on this equation alone corresponds to the set
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{(0, 1), (1, 0)}. Consequently, should one of the variables be fixed, either
during preprocessing or caused by a branching decision, the other variable
can be fixed as well. Propagation during a Branch-and-Bound algorithm is
consequently carried out as soon as the relaxation of a node is solved.

A well-known propagation technique is called reduced-cost fixing [47] and
is based on the reduced costs of binary variables which are non-basic in
the solution of the current relaxation. Based on the effects of a single dual
simplex iteration it can be concluded that changing the value of a binary
variable from zero to one or vice versa yields a suboptimal solution, allowing
the solver to fix the variable. Naturally, problem-specific knowledge can
be used to implement custom propagation methods, which may be more
efficient then the ones built-into existing solvers.

1.4 column generation

The term column generation refers to the process of constructing a linear
program by the successive addition of columns with negative reduced costs.
These columns are computed using a method other than the pricing algorithm
used in an LP solver. This approach has several advantages when it comes
to large linear programs:

Firstly, the pricing algorithms built into an LP solver are enumerative
in nature and therefore require all columns to be present in the LP, even if
these columns are not part of an optimal basis. If columns are generated one
by one, the LP is proven to be solved to optimality as soon as the column
generation algorithm fails to find a new column with negative reduced costs,
irrespective of whether all columns have been generated.

Secondly, the pricing problem, i. e., the problem of finding a new column
with the smallest negative reduced costs, often exhibits a particular com-
binatorial structure, consisting, for example, of one or more shortest path
problems (see Example 1.4.3). Since combinatorial algorithms are capable
of searching through sets of exponential size in polynomial running time,
the generation of new columns can often be carried out in a very efficient
fashion.

Formally, we consider the problem (LP-S) restricted to a set N ⊆ [n] of
columns, i. e.,

min
x

cT
N xN

s. t. AN xN = b

xN ≥ 0.

(LP-RM)

We call this problem the restricted master problem corresponding to the set N.
We assume for now that the restricted master problem is feasible, although we
will later drop this assumption (see Subsection 1.4.1). Solving this problem
yields an optimal pair (x∗, λ∗), where the dual problem of (LP-RM) is given
as

max
λ

λTb

s. t. λT AN ≤ cN
T .

(LP-RMD)

While it is clear that x∗ is a feasible solution of the original problem (LP-S),
it is not guaranteed to be an optimal one. Symmetrically, while the dual
solution λ∗ is feasible for (LP-RMD) it is not necessarily feasible for (LP-SD),
which comprises a larger number of inequalities than (LP-RMD).

It follows from the definition of the reduced costs in (1.10) that λ∗ is
feasible for (LP-SD) iff the reduced costs of all variables are non-negative.



1.4 column generation 25

If this is the case, the lower bound on (LP-S) obtained from λ∗ proves the
optimality of x∗. Conversely, if there exists a column j ∈ [n] with negative
reduced costs, we can add j to the restricted problem, obtaining a column
set of N′ := N ∪ {j}. We can then resolve the restricted master problem
corresponding to N′ to obtain a new optimal pair for this new restricted
master problem.

Naturally, we can iterate the process of solving a restricted master prob-
lem, finding a column with negative reduced costs and adding the corre-
sponding column to the problem. This process, which is called a pricing loop
is guaranteed to terminate eventually, owing to the finiteness of the set [n].
The pricing problem, introduced above, can be formally written as

min
j∈[n]\N

cj. (1.16)

The additional variable xj added to the primal problem corresponds to an
additional inequality for the dual problem. For this reason, the generated
columns are occasionally referred to as dual cuts.

It is not generally necessary to solve the pricing problem to optimality
during each iteration of the pricing loop. Specifically, any column with
negative reduced costs, even if it is obtained using a heuristic, can be added
to the restricted master problem in order to progress towards the solution of
the original problem. At some point however, an optimal solution of (1.16)
is required, if only to prove the optimality of the current restricted master
problem.

Lastly, it may be the case that the original problem (LP-S) is unbounded in
which case the restricted master will eventually become unbounded as well.
An optimal basis B of the original restricted master problem corresponding
to N is primally feasible with respect to the problem based on the set N′.
It is therefore advisable to solve this problem by warm-starting the primal
simplex based on B.

Example 1.4.1. Consider a graph G = (V, E) with weights c : E → R≥0.
The minimum weighted 2-matching problem on G consists of matching each
vertex in V to two edges while minimizing the costs of the resulting set of
edges. Feasible solutions of this problem are sets of vertex-disjoint cycles in
G, also called 2-factors. Therefore, the problem is also known as the minimum
weighted 2-factor problem. It can be formulated as a BP based on a set of
edge variables, yielding the following LP-relaxation:

min
x ∑

e∈E
cexe

s. t. x(δ(v)) = 2 ∀ v ∈ V

xe ≥ 0 ∀ e ∈ E.

(1.17)

Notably, the minimum weighted 2-matching problem is itself a relaxation
of the TSP, since every feasible tour visits each node via two distinct edges
(see [12] for details).

It is worth pointing out that the size of the graphs in question may be
substantial, the notorious “world TSP” for example consists of a graph on
1 904 711 vertices. What is more, the graphs can be very dense, or even
complete. As a result, the number of edges in E can be roughly quadratic
in |V|. Adding all of these edge variables into a linear program would
easily bring any LP solver to its knees, which makes column generation an
interesting alternative.



26 preliminaries

It is however easy to see that any set Ê ⊆ E of edges must have a size of
at least |V| in order to result in a feasible restricted master problem, where
the edges must be distributed along all vertices. Empirically it has proven to
be efficient to choose a core set Ê of 1.5 · |V| to 3 · |V| edges, containing for
each vertex v ∈ V a selection of edges in δ(v) having small costs with respect
to c.

Based on Ê, the initial LP is solved, yielding a primal solution (x∗e )e∈E as
a dual solution (λ∗v)v∈V , where the dual LP of (1.17) is given as

max
λ

2 · ∑
v∈V

λv

s. t. λu + λv ≤ ce ∀ e = {u, v} ∈ E.
(1.18)

Consequently, the reduced costs of an edge e = ({u, v}) are given as ce :=
ce − λu − λv. A straightforward way to solve the pricing problem in this
case is to enumerate all edges in order to ensure that all dual constraints are
satisfied.

It is possible to speed up the process significantly using simple techniques
such as presorting the edges according to their weight and sorting the
vertices according to their dual variables. Still, the pricing procedure is likely
computationally expensive in many cases. It is therefore advisable to add
multiple variables to the LP at once instead of a single one. If these variables
are well distributed in some sense, for instance corresponding to disjoint
edges, a significant number of variables may be added to the LP, resulting in
a larger change of the basis and its corresponding dual values.

As variables are added to a linear program, existing variables can be
removed in order to reduce the growth of the restricted LP. Of course it
would be ill-advised to remove basic variables, thereby destroying feasibility.
However, variables which are consistently set to zero in the optimal LP bases
of a number (usually chosen around 5) of subsequent iterations of the pricing
loop likely play no role in the optimal basis of the original (LP-S).

1.4.1 Farkas pricing

We now examine the connection between the infeasibility of linear programs
(see Section 1.2.4) and column generation algorithms. If the original prob-
lem (LP-S) is infeasible, then all restricted master problems must be infeasible
as well. The converse does however not generally hold, implying that the
infeasibility of a restricted master problem may be resolved by adding more
columns. We would therefore like to adapt the previously introduced column
generation algorithms in order to either iterate towards primal feasibility or
prove that the original problem is infeasible itself.

While it is sometimes possible to side-step the problem of an infeasible
restricted master for example by including artificial variables, resolving
infeasibility based on column generation is important in the context of
integer programming (see Chapter 1.3), since branching decisions produce
additional inequalities which may render a restricted subproblem infeasible
at any time.

Recall from Section 1.2.4 that the infeasibility of a linear program can
be proven based on a Farkas certificate µ ∈ Rm. For an infeasible restricted
master problem based on a column set N, the certificate satisfies

µ ≥ 0, µT AN ≥ 0, and µTb < 0. (1.19)
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In order to make progress towards primal feasibility, we would like to
generate a column Aj such that the Farkas certificate is no longer valid for
N′ := N ∪ {j}, which is to say that column j should satisfy

µT Aj < 0. (1.20)

If such a column exists, the certificate is no longer valid for the restricted
master based on N′. If it holds that µT Aj ≥ 0 for all j ∈ [N], then the original
problem is infeasible as well.

Based on this observation, we can extend the concepts introduced previ-
ously to the case of infeasible restricted master problems: The Farkas pricing
problem consists of finding the column maximizing the violation for the
current Farkas certificate, i. e.,

min
j∈[n]\N

µT Aj. (1.21)

The pricing loop iterates towards feasibility first and optimality afterwards.
Note that the original pricing problem (1.16) and the Farkas pricing problem
are very similar, differing only with respect to their cost functions. It is
therefore often possible to use similar algorithms for both problems.

Example 1.4.2. In terms of the 2-matching problem (1.17) introduced in
Example 1.4.1, the Farkas certificate corresponds to a vector (µv)v∈V such
that

µv ≥ 0 ∀ v ∈ V

µu + µv ≥ 0 ∀ e = {u, v} ∈ Ê

2 · ∑
v∈V

µv < 0.
(1.22)

In this case the Farkas pricing problem consists of finding the edge e =
{u, v} ∈ E minimizing µu + µv. If it holds that µu + µv ≥ 0, then the original
problem is infeasible.

It is easy to see that the reason for the existence of a Farkas ray must be
a vertex v ∈ V such that δ(v) ∩ Ê = ∅. It is therefore possible to avoid the
issue of infeasibility entirely by choosing an appropriate core set Ê to begin
with.

1.4.2 The Dantzig-Wolfe decomposition

The subject of decomposition plays an important role in the fields of linear
and integer programming. If a large problem can be decomposed into several
(almost) independent, easier to solve subproblems, even seemingly compli-
cated problems can be solved efficiently. The Dantzig-Wolfe decomposition
is one popular approach to solve large, well-structured linear or integer
programs.

Specifically, let us assume that we are given an integer program of the
following block-sparse structure:

min
x

cT
1 x1 +cT

2 x2 + . . .+cT
k xk

s. t. A1x1 +A2x2 + . . .+Akxk ≥b

D1x1 ≥d1

D2x2 ≥d2

. . .
...

Dkxk ≥dk,

(1.23)
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where Ai ∈ Rm×ni , b ∈ Rm, Di ∈ Rmi×ni , ci ∈ Rni and di ∈ Rmi . The
structure of the constraint matrix of (1.23) suggests that the problem consists
of several subproblems, given as

min
x

cixi

s. t. Dixi ≥ di,
(1.24)

which are only linked by the coupling constraints

A1x1 + A2x2 + . . . + Akxk ≥ b. (1.25)

Recall from Section 1.2 that each polyhedron has a V-description. In par-
ticular, the polyhedra P(Di, di) can be described as conv(Vi) + cone(Ei) for
suitable sets Vi, and Ei according to (1.3). Let us further assume that the poly-
hedra P(Di, di) are bounded, i. e., Ei = 0 for all i ∈ [k]. We can parameterize
the polyhedra as seen in (1.3) and substitute the descriptions into (1.23):

min
µ

∑
v∈V1

µ1
vcT

1 v + ∑
v∈V2

µ2
vcT

2 v + . . .+ ∑
v∈Vk

µk
vcT

k v

s. t. ∑
v∈V1

µ1
v A1v + ∑

v∈V2

µ2
v A2v + . . .+ ∑

v∈Vk

µk
v Akv ≥ b

∑
v∈V1

µ1
v = 1

∑
v∈V2

µ2
v = 1

. . .
...

∑
v∈Vk

µk
v = 1

µ ≥ 0.

(1.26)

Of course, we do not want to add all variables µ explicitly, so we use column
generation instead in order to maintain a reduced problem size. The pricing
problem consists of k independent problems based on the dual values λ ∈ Rm

of the coupling constraints and the dual values δi ∈ R for i ∈ [k]:

min
v∈Vi

(
cT

i − λT Ai − δi

)
v (1.27)

Example 1.4.3. A very popular example for a successful application of the
Dantzig-Wolfe decomposition is the multi-commodity flow problem based on a
digraph D = (V, A) with capacities u : A→ R≥0, costs c : A→ R≥0, and a
set C of commodities. Each commodity i ∈ C is given as a triple (si, ti, di) of
source / target vertices si, ti ∈ V, and a demand di ∈ R≥0 (see [112, pp. 490]).
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The problem asks for a set of flows satisfying the demands while respecting
the capacities, leading to the LP

min
x ∑

a∈A
ca · ∑

i∈C
xa,i

s. t. ∑
i∈C

xa,i ≤ ua ∀ a ∈ A

xi(δ
+(v))− xi(δ

−(v)) =
di if v = si,
−di if v = ti, and
0 otherwise

∀ v ∈ V, i ∈ C

x ≥ 0

(MCF-A)

with variables (xa,i)a∈A,i∈C. It is easy to see that the flow problems of the
individual commodities in C are only coupled by the capacity constraints.
The individual polyhedra in this case are defined by the nonnegativity and
flow conservation constraints. It is easy to see that the vertices of these
polyhedra correspond to the convex hull of the set of (si, ti)-paths which
we denote Pi. We let P be the union of the sets Pi and reformulate (1.26)
in terms of the convex hull of variables corresponding to individual paths,
obtaining the LP

min
y ∑

a∈A
ca ·
(

∑
P∈P :a∈P

yP

)
s. t. ∑

i∈C
∑

P∈Pi :a∈P
yi

P ≤ ua ∀ a ∈ A

∑
P∈Pi

yi
P = di ∀ i ∈ C

y ≥ 0.

(MCF-P)

By inspecting the LP, we can easily determine how to solve the pricing prob-
lem: If we solve a restricted master problem with variables corresponding
to a subset of the paths in P , we obtain dual values (λa)a∈A, (δi)i∈C. The
reduced cost of a path P ∈ Pi for i ∈ C is given by

cP := ∑
a∈P

(ca − λa)− δi.

The pricing problem corresponds to finding a shortest path in Pi with respect
to the costs (ca − λa)a∈A for each i ∈ C. If the cost of this path is less than δi,
then the corresponding column has negative reduced costs.

1.4.3 Lagrangean pricing

Recall that we introduced the optimality conditions for the linear program-
ming formulation (LP) in terms of the KKT-conditions, which are in turn
related to the Lagrangean relaxation of (LP). In the following we briefly
discuss the importance of the Lagrangean relaxation in these terms. To
this end, let us consider a linear program consisting of two different sets of
constraints, given as

min
x

cTx

s. t. Ax ≥ b

Dx ≥ d

(1.28)
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for suitably chosen matrices A and D as well as right hand sides b and d.
The restricted master problem corresponding to this linear program is again
given in terms of a subset N of its columns. Let λ∗ ≥ 0 and µ∗ ≥ 0 be the
dual values corresponding to the optimal solution of this system. The pricing
problem corresponds to finding a column j ∈ [n] achieving the minimum
value of

cj := cj − (λ∗)T Aj − (µ∗)T Dj. (1.29)

Note that we can obtain a Lagrangean relaxation of (1.28) by replacing all
constraints by additional penalties, yielding the following unconstrained
problem:

L(λ, µ) :=min
x

(
cTx + λT(b− Ax) + µT(d− Dx)

)
=λTb + µTd + min

x

(
cTx− λT Ax− µT Dx

)
.

(1.30)

For fixed values of λ and µ, we refer to the minimization problem defining
the value of L(µ, λ) as the inner optimization problem.

A special case occurs when we consider the case of L(λ∗, µ∗). It follows
from strong duality that the constant term λ∗Tb + µ∗Td corresponds to
the optimal objective value of the restricted master problem, whereas the
objective in the inner pricing problem corresponds to that of the pricing
problem. As a result, solving the pricing problem also yields a lower bound
on the original problem (1.28).

Unfortunately, this bound is not very meaningful: If the set N is optimal,
i. e., there exists no column with negative reduced costs, then the optimal
solution of the inner optimization problem is the zero vector. If on the other
hand there is a column j achieving a negative value with respect to c, then
the inner optimization problem is unbounded and L(λ∗, µ∗) = −∞.

To strengthen the relaxation, we modify the Lagrangean problem by
both dualizing the constraints Dx ≥ d and keeping the constraints in the
relaxation, yielding

L′(λ, µ) :=

{
min

x
cTx + λT(b− Ax) + µT(d− Dx)

s. t. Dx ≥ d.
(1.31)

As was the case before, the offset in L′(λ∗, µ∗) corresponds to the optimal ob-
jective value of the restricted master problem, and the objectives of the inner
optimization problem and the pricing problem coincide. However, based on
the additional constraints in the inner optimization problem corresponding
to L′, the value of L′(λ∗, µ∗) may yield a meaningful lower bound even if
there are columns with negative reduced costs.

Intuitively, the system Ax ≥ b, should contain the “hard” constraints,
such that it is comparatively easy to optimize linear functions while subject-
ing to Dx ≥ d.

Example 1.4.4. Let us reexamine the multi-commodity problem introduced
in Example 1.4.3, specifically the arc-based formulation (MCF-A). We again
consider a restricted master problem solved to optimality. The dual solution
consists of a vector (λa)a∈A for the capacity constraints as well as a vector
(µi,v)i∈C,v∈V corresponding to the flow conservation constraints. As a result,
the reduced costs for a variable xa,i with a = (u, v) ∈ A is given as

ca,i := ca − λa − µu,i + µv,i. (1.32)
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A straightforward pricing algorithm consists of simply finding the pair (a, i)
minimizing the reduced costs by enumerating all such pairs. We can however
employ Lagrangean pricing in several different ways, obtaining different
relaxations and pricing problems.

1. We penalize all constraints according to the reduced costs introduced
above while keeping only the non-negativity constraints x ≥ 0, yielding
the relaxation

L1(λ, µ) :=


∑

a∈A
ua · λa + ∑

i∈C
di · (µsi ,i − µti ,i)+

min
x ∑

a∈A
∑
i∈C

ca,i · xa,i

s. t. x ≥ 0.

(1.33)

The optimal solution of this problem is readily apparent: If all reduced
costs are non-negative, i. e., if the restricted master is optimal, the
lower bound L1(λ, µ) is equal to the objective value of restricted master
problem. Otherwise, the inner problem is unbounded, yielding a lower
bound of −∞.

2. In order to strengthen the relaxation, we consider the constraints
∑i∈C xa,i ≤ ua: Since the variables x are non-negative, we can relax
these inequalities to xa,i ≤ ua, yielding the Lagrangean relaxation

L2(λ, µ) :=


∑

a∈A
ua · λa + ∑

i∈C
di · (µsi ,i − µti ,i)+

min
x ∑

a∈A
∑
i∈C

ca,i · xa,i

s. t. 0 ≤ xa,i ≤ ua ∀ a ∈ A, i ∈ C.

(1.34)

The optimal solution of the inner problem is now given as

x∗a,i :=

{
0 if ca,i ≥ 0, and
ua otherwise.

(1.35)

As was the case before, if all reduced costs are non-negative, then the
value of L2(λ, µ) coincides with the objective value of the restricted
master problem. Otherwise, we obtain a non-trivial finite lower bound.
Note that the computation of L2(λ, µ) can easily be incorporated into
the enumerative column generation algorithm.

3. As an alternative to the previous relaxation, we can keep the flow
conservation constraints rather than the capacity constraints in the
relaxation, yielding the relaxation

L3(λ, µ) :=



∑
a∈A

ua · λa + ∑
i∈C

di · (µsi ,i − µti ,i)+

min
x ∑

a∈A
∑
i∈C

ca,i · xa,i

s. t. xi(δ
+(v))− xi(δ

−(v)) =
di if v = si,
−di if v = ti, and
0 otherwise

∀ v ∈ V, i ∈ C

x ≥ 0.
(1.36)
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Note that this relaxation is quite similar to the path-based formulation
(MCF-P): The flow conservation constraints ensure that the non-zero
variables xa,i correspond to a set of (si, ti)-paths for each i ∈ C with a
combined value of di. Furthermore, since the capacity constraints have
been removed from the set of constraints of the relaxation, the paths in
Pi can be arbitrarily combined to yield the value of di. Consequently, an
optimal solution consists of a single path P∗i ∈ Pi for each commodity,
where P∗i is the cheapest path with respect to ci. We can therefore
express L3(λ, µ) as

L3(λ, µ) = ∑
a∈A

ua · λa + ∑
i∈C

di · (µsi ,i − µti ,i) + ∑
i∈C

di · ∑
a∈P∗i

ca,i. (1.37)

Based on this Lagrangean relaxation, we can modify the column gen-
eration problem to find paths with negative reduced costs rather than
individual arcs. If every path has non-negative reduced costs, then the
original problem is solved to optimality, since the objective value of the
current restricted master problem must coincide with the lower bound
provided by the relaxation L3(λ, µ).

1.4.4 Dual stabilization

In the following, we introduce the concept of dual stabilization, which can
be used to accelerate column generation algorithms based on Lagrangean
pricing. The running time of a column generation algorithm is determined
by the number of iterations of the pricing loop. An iteration of the pricing
loop consists of the generation of one or more new columns based on the
solution of the pricing problem (1.16) and the solution of the linear program
corresponding to the expanded column set.

This process yields primal solutions x1, . . . , xk as well as corresponding
dual solutions λ1, . . . , λk, where (xk, λk) is an optimal pair of solutions for
the original problem (LP-S). While the vectors x1, . . . xk are primally feasible
and therefore yielding non-increasing upper bounds cTx1, . . . , cTxk, the dual
vectors λ1, . . . , λk are dually infeasible except for λk. The column generation
depends heavily on the values of these dual vectors in order to discover new
columns. It has been observed that the columns present in the optimal basis
of (LP-S) are often generated in the final iterations of the column generation
algorithm. Consequently, most of the generated columns are ultimately
unnecessary.

Let us for now think of the column generation algorithm as an oracle,
working based on a dual vector λ ∈ Rm, producing zero or more columns
with negative reduced costs according to λ. An intuitive approach in order
to speed up the convergence of the column generation is to guess a good,
i. e., close to optimal, dual vector λ in order to generate columns based on
the column generation oracle. Aside from the fact that guessing dual values
necessitates some problem-specific knowledge, two cases require special
attention:

1. If no columns with negative reduced costs with respect to λ, this does
not prove that the current solution is optimal for the original (LP-S).

2. It is possible for the generated columns to not have negative costs with
respect to the actual dual vector λ, a situation which we call a misprice.

Based on these problems it is clear that the actual dual vector λ must be
incorporated into any column generation algorithm. Unfortunately, the
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column generation is generally unstable with respect to the dual vectors
λ1, . . . , λk, i. e., the dual vectors do not smoothly converge [8].

A common approach to overcome this instability is to penalize large
changes in dual vectors between iterations. To this end the authors of [57]
propose to augment the original dual problem (LP-RMD)

max
λ,ε− ,ε+

λTb− ε−
Tw− − ε+

Tw+

s. t. λT AN ≤ cN

− λ− w− ≤ −δ−

λ− w+ ≤ δ+

w+, w− ≥ 0.

(1.38)

Intuitively, the parameters δ+, δ− ∈ Rm define a box such that a dual vector
λ outside of the box induces a penalty according to the parameter vectors
ε+, ε− ∈ Rm

≥0. The primal problem corresponding to (1.38) is given by

min
x,y+ ,y−

cTx− δ−
Ty− + δ+

Ty+

s. t. Ax− y− + y+ = b

y− ≤ ε−

y+ ≤ ε+

x, y+, y− ≥ 0.

(1.39)

The proposed algorithm adapts the pricing loop by adjusting the parameters
δ and ε after each iteration, terminating as soon as the column generation
oracle fails to find a column with negative reduced costs and y+, y− ≡ 0. The
parameters δ are chosen based on the previous dual vector, which acts as a
center of stability, deviations from which are penalized. Different stabilization
methods have been introduced thus far (see [8] for a summary), based on
different penalty terms and update formulas for stability centers.

While these approaches work fairly well on a variety of instances, re-
ducing both the number of iterations of the pricing loop and, consequently,
the running time required to solve the entire problem, there is a substantial
overhead in terms of the size of the problem. Specifically, formulation (1.39)
necessitates the addition of 2m variables in order to include linear penalty
terms into the dual. Other approaches rely on piecewise-linear penalties
requiring even more additional variables.

As an alternative to these penalty-based algorithms, the authors of [130]
propose the weighted Dantzig-Wolfe decomposition, which adds stabilization
without any additional variables. Rather than penalizing large deviations
in dual values between iterations of the pricing loop, the weighted Dantzig-
Wolfe decomposition judges the quality of dual values according to the value
of a relaxation L(λ) based on a dual vector. As mentioned in Section 1.4.3,
it is often possible to obtain Lagrangean lower bounds during the solution
of the pricing problem based on Lagrangean pricing, making it possible to
compute a lower bound as well as new columns in a single step.

The algorithm maintains a center of stability λ which is combined with the
dual vector λ returned from the current restricted master problem, yielding
the stabilized dual values

λst := α · λ + (1− α) · λ

based on a single parameter α ∈ (0, 1). The algorithm conducts a column
generation step based on the values λst, obtaining a set of columns as well
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as a lower bound L(λst). If L(λst) > L(λ), the stability center is moved to
λst, otherwise it stays where it is (see Algorithm 1).

In terms of the correctness of the procedure, we note that the convergence
is determined according to the lower bound L(λ). As a result, the pricing
algorithm returns an empty set iff the optimal value of the current restricted
master problem essentially coincides with the lower bound for the original
LP.

It remains to show that the algorithm does eventually break out of the
loop L. To this end, the authors show that in the event of a misprice, not
only does the stabilized dual vector λst yield an improved lower bound, but
a fraction of α of the gap between L(λ) and c∗ is closed:

Lemma 1.4.5 ([130]). If at a certain iteration of the loop in Algorithm 1 the set C′

of columns becomes empty, then it holds that

L(λst) ≥ L(λ) + α · (c∗ − L(λ)).

Algorithm 1: The weighted Dantzig-Wolfe algorithm

Algorithm WeightedDantzigWolfe(λ, c∗)
Input : Dual vector λ ∈ Rm, optimal objective c∗ ∈ R of

restricted master problem
Output : A set C of columns with negative reduced costs with

respect to λ
if (c∗ − L(λ)) ≤ ε then return ∅

L loop
λst ← α · λ + (1− α) · λ
(C, L(λst))← LagrangeanPricing(λst, c∗)
if L(λst) > L(λ) then (λst, L(λst))← (λ, L(λ))
C′ ← The columns in C with negative reduced costs with
respect to λ

if C′ 6= ∅ then return C′

1.4.5 Column generation for integer programs

The application of column generation to a mixed-integer program presents
several problems which need to be addressed in order to ensure the correct-
ness of a so-called Branch-and-Price approach. Broadly, a Branch-and-Price
algorithm conducts the following steps:

1. The mixed-integer program is relaxed to a linear problem, which is
solved in a pricing loop, starting either from a feasible set of columns,
or using initial Farkas pricing to arrive at a feasible relaxation.

2. Subproblems are created based on branching candidates in the optimal
solution of the relaxation.

3. The subproblems are solved recursively by iterating pricing loops in the
corresponding nodes, taking the additional restrictions into account.

The subproblems occurring in the Branch-and-Bound tree are, due to the
addition of variable bounds, more tightly constrained than the original
problem. As a result, subproblems may initially not be feasible, even if
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the original restricted problem is. Therefore, the pricing method needs to
be able to resolve this infeasibility, using, for instance, Farkas pricing (see
Subsection 1.4.1).

Adapting a pricing method to work on subproblems may however present
some challenges. As an example, consider a general integer program of the
form

min
x

cTx

s. t. Ax = b

x ∈ Zn.

(1.40)

The initial relaxation is obtained by disregarding the integrality constraint
on x. The initial pricing loop may compute an optimal solution based on a
corresponding subset N of the columns of A. Let x∗ be the optimal solution
of the relaxation, and let j ∈ N be such that x∗j /∈ Z. Let us assume that xj
is the branching candidate chosen to construct subproblems, one of which
contains the additional constraint xj ≤ bx∗j c.

The initial step to solving this subproblem consists of solving the linear
program corresponding to the column set N and the additional constraint
on xj. Subsequently, the pricing problem needs to be solved. However, in
addition to the original dual values λ ∈ Rm, the constraint xj ≤ bx∗j c yields
to an additional dual value µ ∈ R. Since the original problem violated the
additional constraint, it stands to reason that this dual value is non-zero and
cannot simply be ignored. Consequently, the reduced costs are given as

c := c− λT A− µej. (1.41)

As the traversal through the Branch-and-Bound tree progresses, more and
more variable bounds are included, leading to more such terms appearing in
the pricing problems. While these additional terms appear only for variables
already present in the restricted problems, the terms can significantly affect
pricing algorithms. Specifically, it may be the case that the original reduced
costs (1.10) are minimum at variable j, so ignoring the additional term µej
may result in erroneously determining column j as the solution of (1.16).

Adapting pricing methods from generating columns for a linear program
towards being part of a Branch-and-Price algorithm is therefore highly non-
trivial in many cases. One approach commonly used when aiming at solving
combinatorial problems using Branch-and-Price is to modify the pricing
problem to ignore those columns already present in the restricted problem.

Example 1.4.6. Let us continue from Example 1.4.3, and let us now assume
that we aim at finding an integral multi-commodity flow, i. e., we constrain
the variable vector x in (MCF-A) to be integral. It is easy to see that the
constraints translates to the path-based decomposition (MCF-P) by simply
requiring the path variables y to be integral instead. However, if we consider
a subproblem in which some variable yc

P is additionally constrained, then the
subproblem can no longer be solved using a shortest path algorithm, since
the cost of the variables y can no longer be expressed as the sum of cost over
the arcs constituting these paths.

One approach to adapting the pricing methods is to explicitly exclude
columns corresponding to paths already present in the restricted problem.
The resulting pricing problem then corresponds to the problem of finding
‘shortest paths with forbidden paths’ [152].
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2T H E R O B U S T S H O RT E S T PAT H P R O B L E M

contents of this chapter

In this chapter we develop several algorithms in order to solve the robust
shortest path problem, an extension of the famous shortest path problem to
the case in which the travel time is subject to uncertainty. This chapter is
largely based on the publication

Christoph Hansknecht, Alexander Richter, and Sebastian Stiller.
“Fast robust shortest path computations”. In: 18th Workshop on Al-
gorithmic Approaches for Transportation Modelling, Optimization, and
Systems (ATMOS 2018). Schloss Dagstuhl-Leibniz-Zentrum fuer In-
formatik. 2018. doi: 10.4230/OASIcs.ATMOS.2018.5.

We begin by formally introducing the robust shortest path problem in Sec-
tion 2.2. We restate the main theorem by Bertsimas and Sim and devise an
approximation scheme for the robust shortest path problem. In Section 2.3
we propose a general framework designed to reduce the number of com-
putations of shortest path computations required to solve a robust shortest
path problem. The framework relies on Theorem 2.3.1 which is based on the
fact that the costs of arcs are non-increasing with respect to θ. We augment
this framework by applying shortest path acceleration techniques to the
robust shortest path problem. These techniques are search pruning (see
Section 2.4) and goal-direction (see Section 2.5). The Divide and Conquer
framework relies on lower bounds in order to remove dominated values.
In Section 2.6 we devise a method to derive lower bounds of high quality
based on information obtained from previous shortest path computations.
We include these lower bounds into our Divide and Conquer approach. In
order to show the effectiveness of our approach we conduct a computational
experiment in Section 2.7.

2.1 introduction

We develop an algorithm for the cost-robust shortest path problem that sig-
nificantly reduces the time needed to compute such paths on road networks
in practice.

Finding a shortest path from a source s to a sink t in a graph with arc
lengths c(a) is a basic algorithmic problem with numerous applications,
prominently involving navigation in road networks. Dijkstra’s algorithm
is the backbone of most navigation applications, but it requires modern
acceleration techniques to find within fractions of seconds a route in a
network with several hundred thousands or millions of arcs, e.g., in the
European road network.

Unfortunately, input data in real-world applications is usually subject
to changes, uncertainty or error. For travel times on roads, i.e., arc lengths
in shortest path calculations, the change of data is often caused by varying
traffic. Several approaches have been proposed to address this problem,
including prediction of traffic, leading to time dependent travel times, as well
as stochastic models. In this paper we study the classical cost-robust shortest
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path problem introduced by Bertsimas and Sim. Cost-robust optimization is
an alternative approach to handle varying and uncertain data. It minimizes
the cost a solution attains in its specific worst-case scenario out of a given set
of scenarios. The advantage of the robust approach is that—within the limits
of the scenario set—the objective is a deterministic, guaranteed upper bound
on the actual travel time.

The scenario set for cost-robustness introduced by Bertsimas and Sim
allows each cost coefficient c(a) of a linear objective to increase by a deviation
of up to a maximum value of d(a). The conservatism of the model is
controlled by a parameter Γ ∈N, which determines the size of the scenario
set. Formally, the scenario set is given as{

c + d̄ | 0 ≤ d̄(a) ≤ d(a) ∀ a ∈ A and ∑
a∈A

d̄(a)
d(a)

≤ Γ

}
. (2.1)

It is easy to see that in a worst-case scenario, exactly Γ arcs will be affected
by deviations of exactly d while all other arcs remain unaffected. The
cost-robust counterpart of any binary linear program with respect to this
scenario set can be solved by solving at most (|A|+ 1)–many identical binary
linear programs with different linear cost functions by enumerating over
the smallest deviation d(a) occurring in the worst-case scenario. This highly
cited result by Bertsimas and Sim applies to cost-robust shortest path, which
can thus be found by solving one standard shortest path problem for each
arc in the graph.

For a road network with several hundred thousand or millions of arcs
this is impractical even when using fast shortest path algorithms. Therefore,
we devise a method to significantly reduce the computational effort.

Starting from the Bertsimas and Sim result we use three ways towards
practically useful cost-robust shortest path methods. First we reduce the
number of θ-values to be examined. Second, we use fast shortest path
methods. Third, we reuse previous computations for bounds and goal-
directed search, further accelerating the shortest path computations.

It has been proposed [134] that a cost-robust binary problem can be
solved by Γ-many copies of the nominal problem. Unfortunately, this result
contains a subtle error. We give a counter-example in the appendix which
hints to our conviction that essentially |Θ|-many shortest path computations
are needed in general.

Accelerated shortest path methods differ on whether they use preprocess-
ing of the graph or not. In this paper, we restrict ourselves to not preprocess
the graph. We instead use goal-directed and bidirectional search and adapt
both to the cost-robust setting. The high deviations in the arc length in the
robust case inhibit the use of traditional preprocessing techniques used for
deterministic shortest paths.

2.1.1 Our contribution

– We give an approximation scheme for general robust combinatorial opti-
mization problems which can be used to compute a (1+ ε)-approximate
solution using O(log(d̂/(1+ ε))) computations of the original problem.

– We introduce a Divide and Conquer approach together with lower
bounds for general robust combinatorial optimization problems which
can be used to reduce the number of computations of the original prob-
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lem. The reduction of computations is achieved by carefully reducing
the number of θ-values to be considered.

– When applying this to the robust shortest path problem we additionally
accelerate the computations of individual shortest paths using pruning
and a goal-directed search tailored to the robust shortest path problem.

– We give an efficient method to obtain lower bounds for the length of
shortest paths with respect to cθ . We use these bounds to speed up the
Divide and Conquer approach.

– We conduct a computational study showing the effectiveness of our
techniques.

2.1.2 Related work

Robust optimization evolved as a vivid research field during the past decade
and shows a broad range of applications, for recent surveys we refer to [28]
and [74]. The popularity of robust optimization is in part due to a large
area of applications such as network design and routing problems. Network
design problem in particular suffer from uncertainty with respect to de-
mands and construction costs. These uncertainties can be treated by adding
robustness to the underlying model [17, 125]. Robustness against demand
uncertainty is also an important topic in problems such as vehicle routing [54]
and lot sizing [158].

An important question with respect to robust optimization is whether
or not tractability is preserved for the robust counterparts of polynomially
solvable problems. Whether or not this is the case depends on properties
of the nominal problem as well as on the employed robust model. For
some choices of models, such as minmax regret models, nominally tractable
problems become NP-hard (see for example [56]). In contrast, in [31]
Bertsimas and Sim introduced a very general robust model which can be
applied to many combinatorial optimization problems while preserving
tractability.

The model of Bertsimas and Sim has gained wide acceptance and formed
a basis for the study of robust combinatorial optimization problems, in
particular regarding problems related to the robustness of shortest paths.
Büsing considered the problem of robustness and robust recoverability in [39,
40]. In this setting, after a robust scenario has been realized it is still possible
to perform some modifications of the previously chosen path in order to
recover from the incurring robust costs. The authors of [113] considered the
robust shortest path problem with respect to robust costs corresponding to
a product of two factors attained according to the model of Bertsimas and
Sim. In [134], Poss considered combinatorial problems which can be solved
with a dynamic programming approach. The author claimed that the robust
counterparts of such problems can be solved with a dynamic program with
a size increased by a factor of at most Γ. Unfortunately the proof contains a
subtle error and the result does not hold. We give a counter-example in the
appendix.

Since the ordinary shortest path problem has many real-world applica-
tions, considerable effort was put into an accelerated computation. Over the
years, different preprocessing techniques such as arc flags [99] and contrac-
tion hierarchies [77] were introduced (see [22] for a summary). Preprocessing
techniques require an initial offline phase which is used to augment the
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underlying problem in order to speed up queries in a subsequent online
phase. The techniques perform very well in practice, decreasing query times
by several orders of magnitude. It was shown in [2] that the query time with
respect to preprocessing techniques decreases asymptotically for graphs with
low highway dimension, a requirement generally satisfied for road networks. A
related area of research considers large-scale networks which occur for exam-
ple in social graphs. Such networks can comprise more than a billion vertices
some of which having extremely large degrees. Conventional preprocessing
techniques can’t be applied in this case. The authors of [49, 84] introduced
an inexact preprocessing based on landmarks which is comparable to the
approach in [79] for road networks. In contrast the authors of [6] considered
a preprocessing technique which either answers the query correctly (in more
than 99 % of the queries conducted in their experiments) and fails otherwise.

2.2 the robust shortest path problem

The robust shortest path problem is defined on a directed graph D = (V, A)
with n vertices and m arcs. Each arc a ∈ A has costs c(a) ∈ R≥0 and
deviations d(a) ∈ R≥0. A parameter Γ ∈ N governs the conservatism in
accordance with the model of Bertsimas and Sim. Specifically, consider a
path P given as a sequence of arcs. A worst-case scenario in the scenario
set defined by (2.1) can be assumed to increase the costs on Γ of the arcs
belonging to P to the upper bound d, yielding a total cost of

∑
a∈P

c(a) + max
S⊆P
|S|≤Γ

∑
a∈S

d(a). (2.2)

The following theorem shows that the robust shortest path problem can be
solved in polynomial time, forming the basis for the approaches laid out in
the following:

Theorem 2.2.1 (Bertsimas and Sim in [31]). The robust shortest path problem
can be solved using at most m + 1 computations of nominal shortest paths.

Proof. We are attempting to find a path minimizing the cost given by (2.2).
We first consider a fixed path P and rewrite the inner optimization problem
in terms of variables denoting membership in the set S:

max
x ∑

a∈P
x(a) · d(a)

s. t. ∑
a∈P

x(a) ≤ Γ

0 ≤ x(a) ≤ 1 ∀ a ∈ P

(2.3)

This program has the following dual:

min
θ,y

Γθ + ∑
a∈P

y(a)

s. t. y(a) + θ ≥ d(a) ∀ a ∈ P

θ, y(a) ≥ 0 ∀ a ∈ P

(2.4)

It is easy to see that y(a) can be fixed to max(d(a) − θ, 0). As a result,
minimizing (2.2) is equivalent to finding a path P minimizing

min
θ∈R≥0

Γθ + ∑
a∈P

c(a) + max(d(a)− θ, 0) (2.5)
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The function θ 7→ max(d(a)− θ, 0) is piecewise linear with a break point at
d(a). Therefore the function

θ 7→ min
P∈P

Γθ + ∑
a∈P

c(a) + max(d(a)− θ, 0) (2.6)

has break points at d(a) for each a ∈ A. It will therefore attain its minimum
either at 0 or at some d(a). Thus, a robust shortest path can be found with
at most m + 1 nominal shortest path computations according to the costs
defined by the corresponding values of θ.

Even though the shortest path problem is easily solvable in practice, the
overhead of solving m + 1 variants renders the robust counterpart intractable
in practice. Observe that the number of shortest path computations required
in total does not actually depend on the number of arcs but rather on the
cardinality of the set

Θ := {0} ∪ {d(a) | a ∈ A}. (2.7)

This suggests an approximation scheme based on solving an instance with a
lower number of deviations:

Theorem 2.2.2. Let d̂ := max d(A)/ min(d(A) \ {0}), ε > 0. A (1 + ε)-
approximate solution of the robust shortest path problem can be computed with
O(log(d̂/(1 + ε))) computations of the nominal shortest path problem.

Proof. Let d̄ : A 7→ R≥0 be the values of d rounded up to the next power of
(1 + ε):

d̄(a) := (1 + ε)dlog1+ε(d(a))e ∀ a ∈ A. (2.8)

There are only O(log(d̂/(1 + ε))) different values for θ with respect to d̄,
which implies that we have to solve only that many instances of the original
problem in order to obtain a robust optimum with respect to d̄. Let P be a
solution of the robust problem with respect to the deviations d. Let S ⊆ P
be the set of at most Γ entries causing the robust cost contribution to P
with respect to d. In the worst case, every d(a) increases by a factor of less
than (1 + ε) from d to d. Thus, the robust cost contribution with respect to
d is again caused by the entries in S, increasing the cost of P by less than
(1 + ε).

Remark 2.2.3. 1. The approximation guarantee is tight: Consider an in-
stance of the robust shortest path problem given by a digraph con-
sisting of two parallel arcs with pairs of costs and deviations of
(ε/2, (1 + ε)k + ε/2) and (0, (1 + ε)k+1), a parameter of k ∈ N>0 and
Γ = 1. The robust shortest path has a cost of ε + (1 + ε)k, whereas a
robust shortest path for the rounded instance costs (1 + ε)k+1 in the
original instance. As k→ ∞ a ratio of 1 + ε is achieved.

2. Bertsimas and Sim show that robust minimum cost network flow
problems can be approximated to a factor of (1 + ε) in O(log(mθ̄/ε)),
where θ̄ := maxa∈A uada for capacities u. However, robust network
flows are not generally integral for integral capacities. Specifically, a
robust network flow of one unit no longer corresponds to a path.

3. Recall that the shortest paths problem exhibits an optimal substructure:
All shortest paths leaving a common source vertex s can be chosen
to form a tree in the underlying graph. This does no longer hold for



42 the robust shortest path problem
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Figure 2.1: An example for robust shortest paths not forming a tree. Pairs of numbers
on arcs represent costs and deviations.

robust shortest paths, as shown in Figure 2.1: For Γ = 2 the unique
robust shortest path from s to t leads past vertex u, causing a cost of 8.
The robust shortest (s, v) path consists solely of the lower arc.

2.3 divide and conquer

In this section we will describe the main idea used to reduce the number
of θ-values which have to be considered to compute a robust shortest path
based on Theorem 2.2.1. We define cθ(a) := c(a) + max(d(a) − θ, 0) and
observe that this term is non-increasing in θ. The same holds for the cost of
a path P defined as cθ(P) := ∑a∈P cθ(a). For a fixed θ we let

copt(θ) := min
P∈P(s,t)

cθ(P). (2.9)

Since copt(θ) is the minimum of non-increasing functions, it is non-increasing
over Θ as well. In order to find a robust shortest path we will minimize the
function

CΓ(θ) := Γθ + copt(θ). (2.10)

If CΓ(θ) were a convex function in θ, we could use binary search or similar
techniques in order to reduce the number of required shortest path computa-
tions. Unfortunately CΓ(θ) is not generally convex. We can however derive
the following theorem from the fact that copt(θ) is non-increasing:

Theorem 2.3.1. Let θmin < θmax be in Θ and θ ∈ Θ ∩ (θmin, θmax).

1. If copt(θmin) = copt(θmax), then it holds that CΓ(θ) ≥ CΓ(θmin).

2. Let θ∗ be in Θ. If Γθ + copt(θmax) ≥ CΓ
θ∗ , then the minimum over CΓ is not

attained in [θ, θmax).

Proof. For the first part note that since copt is non-increasing we have that
copt(θ) = copt(θmin) = copt(θmax). Consequently, it holds that

CΓ(θ) = Γθ + copt(θmin) ≥ Γθmin + copt(θmin) = CΓ(θmin).

Turning to the second part, we let θ′ ∈ [θ, θmax). It holds that

CΓ(θ′) = Γθ′ + copt(θ′) ≥ Γθ + copt(θ′) ≥ Γθ + copt(θmax) ≥ CΓ(θ∗).

Thus, the objective CΓ(θ′) is bounded from below by CΓ(θ∗) for every θ′,
proving the desired result.

Both cases of Theorem 2.3.1 enable us to discard an interval of possible
values for θ. We therefore use a Divide and Conquer approach as a general
framework to speed up computations. The approach works as follows: We
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maintain a set of intervals of values in Θ together with the currently best
(w.r.t. CΓ) known value θ∗. We also ensure that the shortest paths with
respect to the minimum / maximum of each interval are computed before
the interval is considered. At each step of the algorithm we select the interval
which has the lowest value of CΓ at an endpoint. We first use Theorem 2.3.1
to try to discard the interval. If the interval can’t be discarded we proceed to
remove any dominated values. We split the resulting interval into two halves
which share exactly one value in Θ, compute the shortest path with respect
to that value and decide whether or not to replace θ∗. We then add the two
intervals to the set and continue. The details are outlined in Algorithm 2.

Note also that Theorems 2.3.1 and 2.2.2 (and therefore also Algorithm 2)
work for arbitrary robust combinatorial optimization problems.

Algorithm 2: A Divide and Conquer algorithm for the robust short-
est path problem

Algorithm DivideAndConquer(D, c, d, Γ, s, t)
Input : Digraph D, costs c, deviations d, parameter Γ, vertices s, t
Output : A robust shortest (s, t)-path
(θmin, θmax)← (min(Θ), max(Θ))
(Pmin, Pmax)← Shortest (s, t)-paths with respect to cθmin , cθmax

S← Empty priority queue
θ∗ ← arg min

{
CΓ(θmin), CΓ(θmax)

}
Add (copt(θmin), copt(θmax), Θ) to S with priority CΓ(θ∗)
while S is not empty do

(cmin, cmax, I)← Remove element with lowest priority from S
(θmin, θmax)← (min(I), max(I))
if cmin = cmax then continue . Discard redundant set I
I ← {θ ∈ I | θ /∈ {θmin, θmax},

Γθ + cmax < CΓ(θ∗) }
. Discard redundant values

if |I| ≤ 2 then continue . Set I is trivial
(θmin = θ1 < . . . < θmedian := θbk/2c < . . . < θmax = θk)← I
P← Shortest (s, t)-path with respect to cθmedian

θ∗ ← arg min
{

CΓ(θ∗), CΓ(θmedian)
}

(Il , Ir)← ({θ1, . . . , θmedian}, {θmedian, . . . , θk})
Add (cmin, copt(θmedian), Il) to S with priority

min
{

CΓ(θmin), CΓ(θmedian)
}

Add (copt(θmedian), cmax, Ir) to S with priority
min

{
CΓ(θmedian), CΓ(θmax)

}
return The shortest (s, t)-path computed with respect to cθ∗

2.4 search pruning

Dijkstra’s algorithm explores a graph by labeling and settling vertices. A vertex
is labeled when it is first explored. As soon as a shortest path connecting
the vertex is known, the vertex is declared to be settled. Since we compute
shortest (s, t)-paths for multiple cost functions cθ , we reuse information we
have gathered from previous computations in order to decrease the number
of vertices which have to be labeled / settled in subsequent iterations of
Dijkstra’s algorithm. The following theorem gives a sufficient condition for
excluding vertices during searches:
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Theorem 2.4.1. Let v be a vertex and θ < θ′ where θ, θ′ ∈ Θ. Let Pθ , Pθ′ be
(s, v)-paths that are optimal with respect to cθ and cθ′ respectively. Let

Γθ + cθ(Pθ) > Γθ′ + cθ′(Pθ′). (2.11)

Then a robust shortest (s, t)-path is either attained for a value 6= θ or it does not
contain v.

Proof. The proof may be found in Appendix A.1.

We can best employ this theorem when we evaluate the values of θ
in a decreasing fashion. During these computations we maintain a map
C̄ : V → R≥0. Think of C̄(v) as a known upper bound on the cost of a robust
(s, v)-path which we initialize to C̄ ≡ ∞. When we settle a vertex u 6= t
during the search for a shortest path with respect to cθ we investigate each
outgoing arc (u, v) ∈ A. The path leading to u together with (u, v) forms a
path P leading to v yielding a value Γθ + cθ(P). If Γθ + cθ(P) > C̄(v) we do
not have to label v. Otherwise we label v and decrease C̄(v) to Γθ + cθ(P).

2.5 goal-direction

A common extension of Dijkstra’s algorithm is known as goal-directed
search, introduced in [94]. It is based on a potential π : V → R≥0 such
that the corresponding reduced costs cπ(u, v) := c(u, v)− π(u) + π(v) are
non-negative for each (u, v) ∈ A. It is possible to derive a potential while
searching for a shortest path. Consider a search from t in the direction of
s. The resulting (partial) shortest-path tree T = (V(T), A(T)) is rooted at t
and contains all settled vertices. For each v ∈ V(T) we obtain a path P(v, t)
leading from v to the t. Let cmax(T) be the maximum value of c(P(v, t)) for
v ∈ V(T). It is then easy to see that the following function is a potential:

π(v) :=

{
c(P(v, t)) for v ∈ V(T), and
cmax(T) otherwise.

(2.12)

In the robust setting, a potential with respect to cθ is also a potential for
cθ′ with θ′ < θ (since cθ′ ≥ cθ). We use this observation in the following
way: We first compute the potential (2.12) with respect to θmax while finding
the corresponding path using a backward search. In subsequent forward
searches with respect to smaller values in Θ we use this potential. If the
costs with respect to θ and θmax coincide, the arcs in the backward tree will
have zero reduced cost. If all other arcs have nonzero reduced cost, then
only the arcs in the shortest paths will have to be settled, greatly decreasing
computation time. Intuitively, if θ and θmax are close, then the potential
computed from θmax is an excellent choice for the search with respect to θ.

2.6 improved lower bounds

We refine Algorithm 2 by exploiting structural properties of the robust
shortest path problem. We present our results for a unidirectional search
here. In the appendix we show an extension to goal-directed and bidirectional
searches in a more general setting.

Consider some ordered set I := (θmin, . . . , θmax) appearing in the course
of Algorithm 2 with a known shortest path with respect to θmin. We want
to reuse labeling information of the corresponding search to derive lower
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cθ(P)

θθmaxθmin θ0

copt(θmin)

copt(θmax)

Figure 2.2: The cost cθ(P) of some path P over the parameter θ, which has to be
consistent with copt(θmin) and copt(θmax).

bounds on CΓ(θ0) for some θ0 ∈ I. If such a lower bound exceeds the best
known upper bound for C∗, then we can disregard θ0, avoiding the computa-
tion of a shortest path. Therefore, in order to accelerate the computation of a
robust shortest path, the computation of the lower bound for CΓ(θ0) must be
significantly faster than a computation of the shortest path with respect to
cθ0 .

We argue about a hypothetical (s, t)-path P and its cost cθ(P). The cost
is non-increasing and piecewise linear as a function in θ. It has breakpoints
whenever θ increases beyond d(a) for some a ∈ P. From this point on the
cost ca(θ) stays constant at c(a). We know the values copt(θmin) and copt(θ′)
for some values θ′ ≥ θmax. Since the cost of P is non-increasing with respect
to θ, it must hold that cθ0(P) ≥ cθ′(P) ≥ copt(θ′) for all such values θ′ (see
Figure 2.2).

We go on to formulate a mixed integer program (shown in (2.13)) to
choose an arc set minimizing cθ0 . To make the formulation as strong as
possible we choose the smallest possible set of arcs to include into this
program: Let M ⊂ A be the set of scanned arcs, i.e. arcs having a tail which
has been settled throughout the search for the shortest (s, t)-path for θmin.
Furthermore, let Mθmin ⊆ M be the restriction of M to active arcs i.e. arcs
with d(a) > θmin. We will see that it is sufficient to consider the arcs in Mθmin
to obtain a lower bound on cθ0 .

We introduce a binary variable xa for each a ∈ A denoting whether
or not a is contained in P. The variable y models a lower bound on the
cost cθmin(P) of P yielding (2.13b). The negative slope of cθ(P) at the point
θmin corresponds to the number of active arcs in P. In the worst case we
have cθ(P) = y−∑a∈Mθmin

xa(min(d(a), θ)− θmin) by subtracting from y the
contribution of the active arcs. In this case the objective (2.13a) equals cθ′(P).
However, not all active arcs from Mθmin can occur in P because for such a path
P the value of cθ′(P) might violate our observations of shortest path lengths
for copt(θ′). Thus we must raise the variable y to have cθ′(P) ≥ copt(θ′).
Using the expression for cθ(P) from above we obtain (2.13c) and altogether
the following theorem:
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Theorem 2.6.1. Given an arc set M of scanned arcs during a completed unidirec-
tional search for cθmin , then a lower bound Oθ0 ≤ copt(θ0) is given by

Oθ0 = min
x,y

y−∑
a∈Mθmin

xa · (min(d(a), θ0)− θmin) (2.13a)

s. t. y ≥ copt(θmin) (2.13b)

y−∑
a∈Mθmin

xa · (min(d(a), θ′)− θmin) ≥ copt(θ′)

∀ θ′ > θ0 with known copt(θ′)

(2.13c)

y ≥ 0, x ∈ {0, 1}Mθmin (2.13d)

The theorem can in fact be further generalized to the bidirectional, goal-
directed case. The generalized Theorem A.1.3 and its proof may be found in
Appendix A.1.

The following theorem states that bounds Oθ obtained for multiple θ
by Theorem 2.6.1 are nonincreasing in θ. This observation can reduce the
number of necessary bound computations throughout our algorithm. A
proof follows from the more general Theorem A.1.4 in Appendix A.1.

Theorem 2.6.2. For each θmin < θ0 < θ1 we have copt(θmin) ≥ Oθ0 ≥ Oθ1 ≥
copt(θ′) for all θ′ that were considered in (2.13c) for both Oθ0 and Oθ1 .

It is too time-consuming to solve (2.13) in order to compute a single
bound. We therefore consider a relaxation of the program which can be
solved a lot faster while still providing sufficient bounds. Observe that the
program has the structure of a multi-dimensional knapsack problem once we
fix some value of y. We first relax the integrality of x towards x ∈ [0, 1]Mθmin

and consider a single value θ′ = θmax for (2.13c). What remains is a fractional
one-dimensional knapsack problem where arcs correspond to knapsack
items:

max
x,y ∑

a∈Mθmin

xa · (min(d(a), θ0)− θmin)− y

s. t. copt(θmin) ≤ y

∑
a∈Mθmin

xa · (min(d(a), θmax)− θmin) ≤ y− copt(θmax)

x ∈ [0, 1]Mθmin

(2.14)

Suppose we fix y = copt(θmin). The optimum of the relaxation can be
obtained by selecting items greedily with respect to their gain, defined for
each arc a ∈ A as

gain(a) :=
min(d(a), θ0)− θmin

min(d(a), θmax)− θmin
. (2.15)

This leaves exactly one split item a with fractional value for xa. We argue
that increasing y further is not beneficial: An increase of y by ε will increase
the capacity of the knapsack by ε and thereby lead to increased xa in a
greedy optimum. The objective function changes by ε(gain(a)− 1) which is
nonpositive because gain(a) ≤ 1 for all arcs. It is therefore never advisable
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to increase y and we only have to sort the arcs in Mθmin w.r.t. their gain in
order solve problem (2.14) and obtain a bound Oθ0 . Observe that

gain(a) =


θ0−θmin

θmax−θmin
if d(a) ≥ θmax,

θ0−θmin
d(a)−θmin

if d(a) < θmax and d(a) ≥ θ0, and
d(a)−θmin
d(a)−θmin

= 1 if d(a) < θmax and d(a) < θ0.

(2.16)

Thus the value gain(a) decreases as d(a) increases and it is sufficient to
sort the arcs in Mθmin once according to d(a) in order to compute Oθ0 for
each θ0 ∈ Θ ∩ (θmin, θmax). We incorporate this relaxed knapsack bound (RKB)
into the Divide and Conquer approach and apply the generalization of
Theorem 2.6.1 to goal-directed and bidirectional search.

Remark 2.6.3 (Preprocessing). As mentioned above, preprocessing tech-
niques for the ordinary shortest path problem have been extensively studied
in the past. Specifically, successful attempts have been made [52] to adapt
preprocessing techniques to problems with time-dependent cost functions.
Therefore it seems obvious to investigate these techniques with respect to
applicability to the robust shortest path problem.

Existing preprocessing techniques operating on problems with changing
cost functions generally rely on the ability to provide reasonable bounds
on the values attained by the cost functions in order to prune the search
space efficiently. Unfortunately, the costs of arcs vary widely between c and
c + d in the robust shortest path problem, making it impossible to derive
meaningful bounds. As a result we were not able to find preprocessing
techniques leading to a significant decrease in query time.

2.7 computational experiments

2.7.1 Experimental network

Due to the long history of experimental evaluations of shortest path al-
gorithms, instances of road networks are ready at hand. However, these
networks generally lack data necessary to determine deviation values. Fur-
thermore, shortest path experimentation is conducted on continent-sized
networks which are as of yet too large to allow for the computation of robust
shortest paths.

We therefore chose to construct a road network ourselves. To this end, we
considered a subnetwork of the German road network given by the region of
Lower Saxony1. We performed the following preprocessing steps in order to
obtain a network suitable for routing purposes:

1. We filtered the file to only include ways with highway tags, excluding
certain highway types such as tracks / service road etc. This process
yielded 1.93 million nodes and 0.36 million ways.

2. We constructed a graph by replacing ways with sequences of arcs,
adjusting for one-way restrictions. The resulting graph has 1.93 million
vertices and 2.17 million arcs.

3. We removed directed and undirected chains from the graph. Chains
occur frequently as they are used to model the curvature of roads.

1 The initial data was obtained from the OpenStreetMap project,
see https://www.openstreetmap.org.

https://www.openstreetmap.org
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Therefore the resulting graph shrinks to 0.37 million vertices and 0.50
million arcs.

4. Since queries for robust paths in an insufficiently connected graph
skew computational results we extracted the largest (in terms of the
number of vertices) strongly connected component which has 0.15
million vertices and 0.23 million arcs.

We defined the values of c and d on the network as follows: The nominal
length c is defined as the time needed to traverse a segment in accordance
with the legal speed limit. To define d we assumed that a certain number
of segments is affected by situations such as traffic accidents or road works.
If a segment a is affected, the traveling speed drops from the legal speed
limit to a value of at most 10 km h−1. The value d is chosen such that c + d
corresponds to the travel time according to a speed of at most 10 km h−1

km/h (where d(a) = 0 if the speed limit of a is already at most 10 km h−1

km/h). To avoid numerical problems we rounded both c and d to the nearest
second, resulting in |Θ| = 1 043 different deviation values2. We further
assumed that at most Γ = 5 road segments suffer from additional congestion.

2.7.2 Experimental methodology

In order to judge the performance of a shortest path algorithm, the query
time of the algorithm is compared to that of Dijkstra’s algorithm without any
preprocessing applied. This approach raises the following issue: The time to
answer a query for a shortest (s, t)-path using Dijkstra’s algorithm is highly
dependent on the choice of the vertices s and t: If the distance of s and t
w.r.t. c is small compared to the diameter of D, then the search explores only
a small part of D and finishes quickly. If on the other hand s and t are far
apart, then almost the entire graph is explored before a path is found.

This issue can be addressed with the notion of a Dijkstra rank: A search
from a fixed source s using Dijkstra’s algorithm will settle the vertices in D
in the order3 s = v1, v2, . . . , vk. We define the Dijkstra rank of vj with respect
to s as the value j. Note that the distance from s to vj is non-decreasing and
the query time using Dijkstra’s algorithm is increasing in the Dijkstra rank.
For a pair (s, t) of vertices we define the Dijkstra rank of (s, t) by the Dijkstra
rank of t with respect to s.

In order to evaluate the performance of different robust shortest path
algorithms we recorded the query time for randomly chosen pairs of vertices
with similar Dijkstra ranks. More specifically, we selected pairs of vertices
with ranks in [l · n, u · n) where l and u form intervals of size of 10 % of |V|.

For each interval we measured the average query time for a sample of
500 random pairs of vertices in order to reduce measurement errors. All
query times were obtained using an implementation in the C++ programming
language compiled using the GNU C++ compiler with the optimizing option
“-O2”. All measurements were taken on an Intel Core i7-965 processor
clocked at 3.2 GHz. We implemented Dijkstra’s algorithm using binary
heaps. Depending on the Dijkstra rank of a pair of vertices, the running time
of a shortest path query ranges up to ≈ 35 ms.

2 The accompanying data may be found at 10.6084/m9.figshare.c.4193588.
3 We assume that ties are broken consistently

https://dx.doi.org/10.6084/m9.figshare.c.4193588
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2.7.3 Computational results

As a first step we evaluated the previously introduced approaches to accel-
erate individual searches without using the Divide and Conquer approach.
The results are depicted in Figure 2.3a. We remark the following:

1. In order to achieve the best results regarding the goal-directed search
we occasionally recompute the potential from scratch. Specifically, we
keep track of how many vertices are settled during the recomputation
of the potential as well as how many vertices are settled during each
subsequent goal-directed search. If the latter amount is within a fraction
of α of the former, we reuse the potential in the search to be carried
out in the next iteration. Otherwise, we mark the potential to be
recomputed during the next query. We found experimentally that a
factor of α = 0.15 yields the best results.

2. Regarding the bidirectional goal-directed search: We found that the
best choice for the combined potential is the average of the two poten-
tials computed during the forward and backward search respectively.
Additionally, we found that in order to obtain more accurate potentials
it is worth the effort to compute the entire search tree from s to t in the
forward search and vice versa in the backward search.

3. Both improvements over Dijkstra’s algorithm, the pruning and the
goal-directed search, can be combined to speed up the computation
even more.

Our findings show that while all approaches lead to reduced computation
time, the goal-directed approaches works best, beating a plain evaluation
using Dijkstra’s algorithm by almost an order of magnitude.

We proceed to consider the impact of the Divide and Conquer approach
on the query time (results are shown in Figure 2.3b). Combining Dijkstra’s al-
gorithm with the generic Divide and Conquer approach (Algorithm 2) seems
to have little effect on its own. Using the relaxed knapsack bound introduced
in Subsection 2.6 however shows significant improvements. The combination
of relaxed knapsack bounds and goal-direction yields the best results with
a speedup factor ranging from 34 to 45 with an average of 38. A major
contribution to this speed up is due to the fact that the Divide and Conquer
approach cuts down on the required number of shortest path computations
(see Figure 2.4): Dijkstra’s algorithm alone requires |Θ|-many shortest path
computations regardless of the distance between source and target. The
value is more than halved using the Divide and Conquer approach, it is cut
down to less than ten percent if the relaxed knapsack bound is incorporated.

2.8 conclusion

We have presented an approximation scheme and a Divide and Conquer
approach for general robust combinatorial optimization problems. The
approximation scheme can be used to trade solution quality and running
time. We introduced multiple techniques to accelerate the computation of
robust shortest paths without abandoning solution quality ranging from the
acceleration of individual queries to augmenting the Divide and Conquer
approach by adding efficiently computable lower bounds of high quality. We
evaluated our approaches by performing computational experiments on a
digraph corresponding to a reasonable large road network. We found that a
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Figure 2.3: Average query time for different robust shortest path algorithms.

combination of the acceleration techniques decreased computation time by a
factor of up to 45.

Due to the error in [134], it is unclear whether the solution of the robust
shortest path problem with a complexity within a factor of Γ of the original
shortest path problem is possible. Consequently, our approach presents the
currently best-known practical approach to solving the robust shortest path
problem using the classic Bertsimas Sim model for robustness.
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contents of this chapter

In this chapter we consider the problem of routing a fleet of feeders for civil
air-to-air refueling operations. It is based on the preprint

Christoph Hansknecht et al. “Feeder Routing for Air-to-Air Refueling
Operations”. In: Optimization Online (2019).

In the air-to-air refueling problem, a fixed set of cruisers requires refueling by a
fleet of feeders at fixed locations and fixed points in time. A typical objective
function is to minimize the fuel consumption or the total number of required
feeders.

The fuel consumption is assumed to be given according to a relatively
simple ODE model based on the current weight of the feeder, which changes
over time due to the delivery or burn of fuel. The fuel mass initially stored
depends on the length of the route and the fuel mass for the requests
served. We prove NP-hardness of the problem even under very restricted
circumstances.

Fortunately it is possible to formulate the problem as an integer program
(see Section 1.3), encapsulating the nonlinearity into an objective linear in
the variables of the IP. Since each variable represents the route taken by
some feeder, a column generation approach (see Section 1.2.5) is absolutely
necessary to solve any real-world instances. The pricing problem can be
formulated as another combinatorial problem which, despite being NP-
hard itself, can be solved efficiently in practice using a labeling scheme.
We add a simple primal heuristic (see Section 1.3.5) in order to generate
feasible solutions. We also generate additional arc variables to be used in
a Branch-and-Bound algorithm using designated branching priorities (see
Section 1.3.3).

We prove several structural properties of the model that allow us to
improve the solution method. The resulting method is applicable in prac-
tice, which we demonstrate by conducting computational experiments on
instances for both random generated demands and demands based on real-
world air-traffic. We compare the optimized routes to state-of-the-art solu-
tions, finding that mathematical optimization techniques on average reduce
the fuel consumption of the feeder fleet by more than half.

3.1 introduction

According to the International Civil Aviation Organization, it is expected
that the world scheduled passenger traffic will quadruple by 2045 [100].
To reduce the environmental impact, especially the carbon footprint, the
European Comission’s “Flightpath 2050” defines a target of 75 % CO2 reduc-
tion per passenger-kilometre through technological development by 2050

[62]. Moreover, the price for kerosene is forecasted to more than double by
2050 from the current price of approximately US$0.05 kW−1 h−1 [145]. As
a result, considerable effort has already been made in order to increase the
fuel efficiency of aircraft operations.

53
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One promising concept to further increase efficiency is the introduction
of air-to-air refueling operations: Dividing a flight range into smaller parts
and refueling on air between parts allows to design aircrafts with reduced
weight, which can traverse the flight range with a decreased fuel burn. This
cruiser-feeder approach to air transport has been studied as part of the
RECREATE (REsearch on a CRuiser Enabled Air Transport Environment)
project [157, 138], concluding that commercial air-to-air refueling operations
can be implemented in a way that is both economically and ecologically
beneficial.

The project identified that long-range flights contribute most to the overall
fuel consumption and identified locations for refueling bases along the
frequently-used routes. While the concept of air-to-air refueling operation
is already established in the context of military operations, new operational
concepts were required to adapt to the restrictions placed on commercial
aviation. Based on a series of flight simulations, the project demonstrated that
refueling maneuvers can be safely conducted by professional airline pilots
under several different environmental conditions as well as system failures.
Furthermore, optimized designs for both cruiser [73] and feeder [116] aircraft
were proposed in order to minimize their respective fuel consumption while
taking the mission requirements into account. A simulation of the overall
system predicted a 4.5 %–6 % reduction in operating costs [124].

While RECREATE assured the feasibility and airworthiness of the air-to-
air refueling concept, the effort in terms of the optimization of the overall
system has largely been put into aircraft designs. In contrast, our goal here
is to show that the overall efficiency can be improved even more by focusing
on the scheduling part of the operation, especially that of the feeder fleet.
The feeder side of the problem consists of two different optimization goals,
both influencing the cost caused by the feeder fleet.

The first goal is the reduction in fuel consumption of the feeders. In
earlier simulations, a simple distribution system was employed in order
to assign the feeders in order to satisfy the cruisers’ demands. A more
thorough investigation of the underlying combinatorial problem is likely to
yield solutions with significantly reduced fuel consumption.

The second goal is the reduction of the size of the feeder fleet, which is
not only beneficial in itself, but may also yield a reduction with respect to the
size of the feeder bases. A reduction of the cost of the required infrastructure
in turn benefits the entire cruiser-feeder system. Again, an optimized feeder
distribution could allow for the reduction of the fleet size as well as the
necessary feeder infrastructure on the ground.

Still, we would like to point out that these two goals can be adversarial.
Specifically, a larger feeder fleet size may very well yield savings in terms
of fuel consumption, whereas an increased fuel budget may allow for a
smaller fleet. We consider both goals separately, giving some examples for
the trade-off between the objectives later on.

3.1.1 Problem Definition

An instance of the air-to-air refueling problem consists of a set R of refueling
requests. Each request r ∈ R has an origin orig(r) and a destination dest(r), a
time θ(r), and a requested fuel mass Mreq(r). The time θ(r) determines when
the refueling operation must start. The coordinates orig(r) and dest(r) are
the endpoints of the route along which the refueling operation takes place.
The feeders operate from a base b. In order to fulfill a series r1, . . . , rk of
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requests in R, a feeder departs from the base b, moves to orig(r1), performs
a refueling operation at time θ(r1) arriving at dest(r1), moves to orig(r2) and
so on, until finally returning to the base b from dest(rk). Note that while
feeders are allowed to loiter between requests, each request r ∈ R must be
served precisely at θ(r).

Coordinates are given by longitude / latitude pairs, and feeders / cruisers
are assumed to fly on shortest paths (on great circle routes) between coordi-
nates. We denote the distance between two coordinates p and p′ by d(p, p′).
We compute this distance using the Haversine formula [111]. This distance
function is metric. Furthermore, we assume for technical reasons that the
coordinates of the base, the request origins, and the request destinations are
pairwise different.

We suppose that the feeders are uniform with respect to their physical
properties and flight characteristics. Specifically, feeders maintain a constant
speed v during the entire refueling operation, they have a constant lift over
drag ratio denoted by L/D, a specific fuel consumption sfc, and an efficiency X
satisfying

X =
v · L/D

sfc
.

Furthermore, each feeder has an Operational Empty Weight Mac and a Maxi-
mum Take-off Weight Mtakeoff > Mac. The difference Mmax := Mtakeoff −Mac

is available to store the fuel, which is either delivered to cruisers or burned
during the flight of the feeder itself.

3.1.2 Related Work

Air-to-air refueling has received a lot of attention over the last years. We
refer to [149] for an overview on the state of research in air-to-air refueling,
including engineering aspects such as hose design, position tracking and
rendezvous scheduling. Apart from the RECREATE project (see above),
several approaches regarding the scheduling have been made. In [65], a
multi-objective IP is used to determine the optimal redezvous points for
the refueling process (see also the references therein for further solution
approaches for this specific problem). Using a reformulation as a parallel
machine scheduling problem with due dates, the authors of [106] allow the
refueling to take place somewhen in a certain interval and minimize the
tardiness. In contrast to the previous application in military operations,
civil air-to-air refueling must take the safety and comfort of passengers into
account. Hence, in [151], it is assumed that there should be no flight maneu-
vers on the side of the cruisers involved. This amounts to a flight guidance
problem, where an optimization model is used to shape the trajectory of
the feeder such that its velocity vector aligns with the velocity vector of the
cruiser near their rendezvous point.

In the same line of thought, we regard the rendezvous points (and times)
as fixed, leading to a routing problem for the feeders. Routing problems are
among the most famous combinatorial optimization problems. The problem
of finding a shortest path for single vehicles has evolved from the usage of
Dijsktra’s algorithm to highly sophisticated preprocessing schemes (see [23]),
including aspects such as time dependence [52] and multi-modality [51].

Whereas these problems are generally polynomially solvable, there are
a number of routing problems which are NP-hard to solve, including the
problem of finding shortest paths subject to resource constraints [25] or
time-windows [53].
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While it is possible to derive combinatorial algorithms for NP-hard
problems, it is generally advisable to use (mixed) integer programming [156]
techniques instead (we shall follow this approach as well). The field of
integer programming has been studied extensively (for a survey, see [105])
for the last sixty years, yielding theoretical results as well as well-tested,
ready-to-use software, which can be adapted to specific use cases.

Apart from topics such as cutting planes, branching rules, and symmetry
handling, an import technique is that of column generation (see [118]). A
column generation approach allows for the exploitation of the problem
structure in order to find decompositions into subproblems. While some
progress has been made regarding generic column generation algorithms
(see [75]), the structure of a specific combinatorial optimization problem
cannot generally be automatically recognized, necessitating the adaptation of
existing integer programming software to specific problems. We will follow
this approach in order to solve the air-to-air refueling problem.

The air-to-air refueling problem is closely related to the vehicle routing
problem (VRP), a generalization of the famous traveling salesman problem
(TSP) as well as the Dial-a-Ride (DARP) problem. Both problems have
received a lot of attention in combinatorial optimization (see [114, 80] for
summaries), which has lead to the development of heuristic algorithms as
well as exact formulations.

The heuristics employed to solve the VRP fall into the categories of sequen-
tial construction routines and iterative improvement procedures (see [115]
for a summary). The sequential construction of VRP solutions is usually
performed using so-called cluster-first, route-second algorithms, which employ
different clustering techniques in order to find a partition of the requests into
subsets to be served by individual vehicles.

Many widely used approaches to solve VRPs / DARPs to optimality are
indeed based on mixed integer programming techniques. Depending on the
specific variant, the formulations are either based on arc variables [45] or
path variables [58].

A notable extension of the VRP incorporates time windows into the
routing problem: Each request must be served within a certain time window,
thereby restricting the set of feasible tours (see [53, 109]). We would like to
point out that while the air-to-air refueling problem can be seen as a special
case of time-window based VRPs (where the time-windows are fixed to single
points), we chose to employ a different approach in order to handle time
dependence. Specifically, the fixed refueling times allow us to incorporate
the time dependence into the underlying graph without having to perform
a complete time expansion. We discuss the relation between the air-to-air
refueling problem and the VRP more closely in Remark 3.3.5 following the
introduction of the underlying physical model.

More recently, the VRP has been reexamined from an environmental
standpoint. Instead of minimizing the travel time and / or vehicle utilization
costs, attention has been turned to lowering the carbon footprint of vehi-
cle fleets. To decrease fuel consumption, the authors of [60] include fuel
consumption / refueling of street vehicles into the VRP. The authors model
fuel consumption as being given in terms of a fixed rate of gallons per mile
and consider the problem of minimizing the total mileage, comparing the
computational performance of several heuristics with that of a MIP solver
based on a two-index formulation.

Another area of research focuses on the VRP of electric vehicles (see [146,
98]). Specifically, electric vehicles must be charged at charging stations, which
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are still sparsely distributed in many road networks. Therefore the authors
of [146] include charging stations as separate vertices in the VRP. Part of the
difficulty lies in the fact that that the limited battery charge requires frequent
charging stops. What is more, recharging times of electric vehicles can range
to more than one hour, resulting in significant downtimes and necessitating
careful planning. The energy consumption for road segments is given as a
fixed value regardless of mass, battery charge or alike, making the problem
in some sense complementary to ours.

3.1.3 Underlying Scenario

To generate an air-to-air refueling problem, an underlying cruiser scenario is
needed. The cruiser network for this scenario is based on the transatlantic
traffic on 7/1/2011, extracted from Eurocontrol data. A more detailed
description can be found in [124]. The following will give a short overview
on the scenario design: To generate benefits with air-to-air refueling in civil
aviation, a long range flight has to be replaced by an aircraft constructed
for shorter ranges. Currently no aircraft fits the needed layout. Thus the
aircrafts used in the scenario have been designed for this purpose (see [73]).
Furthermore, a reference aircraft has been devised to calculate the fuel
consumption of a direct flight without air-to-air refueling.

Today’s feeder aircrafts are multi-role aircrafts and are therefore con-
structed for refueling and as transport aircrafts. To benefit from civil air-to-air
refueling, the feeder aircraft has to be designed specifically for this task. The
feeder used in the following scenario is a joint wing tanker model from TU
Delft [73] for the use in civil air-to-air refueling.

The scenario uses eight feeder bases as point of origin for the feeder
aircraft. These feeder aircraft could refuel the cruiser aircraft at any point
within the range of the feeder. The refueling point has been optimized to
minimize the fuel consumption of the cruiser and an idealized feeder [124].
Between the airports and the refueling point, all aircrafts fly direct great
circle routes. For comparison, the reference aircraft also use direct routes.

In the original simulation, the feeders’ scheduling has been based on a
first-come-first-serve method. Airborne feeders have been prioritized over
feeders on the ground to reduce the necessary number of feeders. Thus the
feeder scheduling has neither been optimized for fuel consumption nor to
minimize the number of feeders at any base. Solving these problems will
provide a clearer picture of the necessary resources on the feeder side.

3.2 physical model

To keep calculation times within reasonable boundaries, the model used for
the fuel calculation employs some simplifications. During the whole flight
the lift over drag ratio L/D is constant and differs only between the different
aircraft types. The used L/D is the L/D in the cruise phase and the optimal
altitude. As the feeder aircraft has been designed for refueling, the refueling
altitude is its optimal altitude. While the cruiser aircraft spends most time
at cruiser altitude, the feeder aircraft spends significant time in climb and
descent. Thus, the calculated fuel consumption will be slightly lower than
the real fuel consumption.

The specific fuel consumption sfc is assumed to be constant as well, which
leads to the same effect as mentioned with the L/D. Furthermore, the fuel
calculation assumes constant flight conditions. Thus, the additional fuel
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spent during acceleration is not taken into account. Finally, the aircrafts fly
on great circle routes and turn instantly. The additional fuel spend during
the turn is again not part of the fuel calculation.

Let M denote the fuel mass of the feeder as a function of the time θ
throughout the different flight phases. Fuel is consumed at a rate which
depends linearly on the total weight of the aircraft, i. e., there exists a constant
c such that

Ṁ(θ) = c · (Mac + M(θ)) .

In the following we will go into details regarding different operational phases
and their respective fuel consumptions. We would like to point out that the
resulting linear ODE can be solved explicitly using exponential functions
(for an overview on ODEs, see [88]). Note that this model is widely used
in the area of aeronautical engineering, yielding the so-called Breguet range
equation. For more details on the topic, see [9, Chapter 5.12].

Free flight

During free flight the only cause for a change in fuel mass is the fuel burn
of the feeder itself. The fuel burn depends on the total mass of the feeder,
given by M(θ) + Mac. Additional parameters are the flight speed v of the
feeder, its lift over drag ratio L/D, and its specific fuel consumption sfc. The
fuel burn is then given as

Ṁ(θ) = −Mac + M(θ)

L/D
· sfc. (3.1)

For a given fuel mass M0 at a time θ0, this yields the solution

M(θ) =
(

M0 + Mac
)
· exp

(
−(θ − θ0)v

X

)
−Mac, (3.2)

where X := v · (L/D)/sfc denotes the aircraft efficiency (see [127]).

Climb

The climb of a feeder from its base involves the ascent to the cruising altitude
of the cruisers to be refueled. We assume that the ascent is conducted at a
fixed rise angle γ. To account for the increased fuel burn during the climb,
we adjust the lift over drag ratio to

(L/D)′ :=
1

1/(L/D) cos(γ) + sin(γ)
.

This leads to a decreased efficiency Xclimb in the otherwise unmodified
Equation (3.2). The constant angle γ translates into a fixed distance dclimb

and a corresponding duration ∆θclimb := dclimb/v in order to reach the
required altitude. As a result, feeders can begin serving requests only after
the minimum climb duration of ∆θclimb after takeoff.

With respect to the distances, we assume that if the distance between the
base and the initial position of the initial cruiser to be refueled is less than
dclimb, the climb is flown in a suitable pattern connecting base and request.
If on the other side the distance between base and cruiser is more than dclimb,
then the advance of the feeder towards the cruiser consists of an initial climb
followed by a free flight phase with a sufficiently long duration.
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Descent

The descent phase is in principle no different than the free flight phase
itself, except for the fact that the final descent to the base can be executed
in gliding flight while the engines are executed in idle speed. We denote
this gliding distance by dgliding. During the gliding phase, fuel is burnt at a
constant rate ρgliding independent of the mass of the feeder. If the distance
from the feeder’s current position to the base does not exceed dgliding, then
the entire distance is traversed gliding. Otherwise, an initial free flight phase
is executed to get within a distance of dgliding to the base.

Refueling

The refueling operation itself is the most complex of the different phases.
It is conducted in three steps. First, the feeder approaches the cruiser and
connects its refueling boom to the cruisers fuel receptacle. We let ∆θapproach

be the corresponding approach duration. As soon as the contact is established,
fuel is pumped from feeder to cruiser at a constant rate. The rate is chosen
such that the wet contact duration ∆θcontact is fixed. After the fuel transfer is
completed, the boom is disconnected and the feeder retreats from the cruiser,
requiring a retreat duration ∆θretreat. Since the entire refueling maneuver is
executed at constant speed v, the different durations translate into equivalent
distances. The approach towards and retreat from the cruiser correspond
to free flights (where the difference in fuel mass is given by Equation (3.2)).
The pumping rate is determined by the requested amount of fuel Mreq(r),
and the contact duration θcontact. The change in fuel mass during contact
time is therefore given by

Ṁ(θ) = −
(

Mac + M(θ)

L/D
· sfc +

Mreq(r)
∆θcontact

)
,

implying that the fuel mass during contact time is equal to

M(θ) =
(

M0 + Mequiv(r)
)
· exp

(
−v · ∆θcontact

X

)
−Mequiv(r), (3.3)

i. e., the solution of the free flight equation of type (3.1) with an equivalent
mass of

Mequiv(r) := Mac + X
Mreq(r)

v · ∆θcontact .

For a given value M0, we compute the fuel Mcontact at the beginning of the
contact using (3.2), which we then substitute into (3.3) as an initial value
(thereby preserving continuity), yielding a value Mretreat at the beginning of
the retreat phase, which we substitute into equation (3.2) again, to compute
the fuel mass at the end of the refueling maneuver. An example of the fuel
mass during a refueling operation is shown in Figure 3.1 (observe the rapid
change during the wet contact). The entire refueling operation has a duration
of ∆θrefuel defined as

∆θrefuel := ∆θapproach + ∆θcontact + ∆θretreat.

Base refueling

The refueling of the feeder itself is conducted at the base before the feeder
takes off to subsequently serve a number of cruisers. We assume that the



60 the air-to-air refueling problem

0 5 10 15 20

·60

5,000

10,000

15,000

θ [s]

M [kg]

Figure 3.1: The fuel mass of a feeder during a refueling operation including approach,
wet contact, and retreat. Requested fuel mass: Mreq = 10 000 kg, final fuel mass:
5 000 kg, parameters according to Table 3.1.

Table 3.1: Model parameters

Description Symbol Value

Feeder

Maximum Take-off Weight Mtakeoff 62 933 kg
Operational Empty Weight Mac 14 881 kg
Maximum fuel mass Mmax 42 456 kg
Efficiency X 18 393 NM
Speed v 240.3 m s−1

Climb
Required climbing distance dclimb 87.2 km
Climbing efficiency Xclimb 6 621.5 NM

Descent
Gliding distance dgliding 156.8 km
Gliding fuel rate ρgliding 160 kg h−1

Duration

Approach ∆θapproach 12 min
Contact ∆θcontact 5 min
Retreat ∆θretreat 3 min
Base refueling ∆θbase,refuel 30 min

base refueling operation takes a fixed duration of ∆θbase,refuel independent
of the refueling amount.

Initial fuel mass and fuel burn

We can use the established behavior of the fuel mass during the different
phases in order to define an initial fuel mass function µ : R≥0 ×R≥0 → R≥0,
describing the initial fuel mass depending on the final fuel mass Mfinal

and the duration ∆θ of an operational phase. In a similar fashion, we
let ∆µ : R≥0 ×R≥0 → R≥0 be the fuel burn function, i. e., the fuel that is
consumed by the feeders themselves. For any free flight, climb, or descent,
the fuel burn coincides with the fuel difference, whereas during the wet
contact between feeder and cruiser, the burned fuel is equal to the fuel
difference minus the requested amount of fuel.

Remark 3.2.1 (Monotonicity). It is easy to see that both µ and ∆µ are non-
increasing in both their arguments. The advantages of this observation are
twofold: On the one hand it is sufficient to consider feeders arriving back at
the base without any fuel to spare. On the other hand, the functions µ and
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∆µ agree with the notion of metric distances: It is optimal for the feeders to
spend as little time in the air as possible.

The inclined reader can find the formal definitions of both functions
in Appendix B.1. All relevant parameter values used by us are listed in
Table 3.1.

3.3 formulations

We formulate the refueling problem as a covering problem based on paths
through a refueling graph D = (V, A). To this end, let r ∈ R be some request.
We begin by defining the takeoff, landing and base refueling time of r as

θtakeoff(r) := θ(r)−max
(

∆θclimb,
d(b, orig(r))

v

)
,

θlanding(r) := θ(r) + ∆θrefuel +
d(dest(r), b)

v
, and

θbase,refuel(r) := θtakeoff(r)− ∆θbase,refuel.

The vertices V of the refueling graph are given as V := Vtail ∪Vhead ∪Vbase,
where

Vtail :={rtail | r ∈ R}, Vhead := {rhead | r ∈ R}, and

Vbase :={rtakeoff | r ∈ R} ∪ {rlanding | r ∈ R} ∪ {rbase,refuel | r ∈ R}.

Every vertex u ∈ V has an associated time θ(u), given as

θ(u) :=



θtakeoff(r) if u = rtakeoff ∈ Vbase,
θlanding(r) if u = rlanding ∈ Vbase,
θbase,refuel(r) if u = rbase,refuel ∈ Vbase,
θ(r) if u = rtail ∈ Vtail, and
θ(r) + ∆θrefuel if u = rhead ∈ Vhead.

We can use this definition to order the vertices in Vbase according to their
times via s := vbase

1 , . . . , vbase
N =: t, where θ(v1) < . . . < θ(vN). We say that a

request r̂ ∈ R is reachable from r iff the speed v is sufficient to reach r̂ after
serving r, i. e.,

θ(r) + ∆θrefuel +
d(orig(r), dest(r̂))

v
≤ θ(r̂).

The arcs A are defined as A := Areq ∪ Aclimb ∪ Adescent ∪ Aflight ∪ Abase,refuel ∪
Await, where

Areq :={(rtail, rhead) | r ∈ R},
Aclimb :={(rtakeoff, rtail) | r ∈ R},

Adescent :={(rhead, rlanding) | r ∈ R},
Aflight :={(rhead, r̂tail) | r, r̂ ∈ R and r̂ is reachable from r},

Abase,refuel :={(rbase,refuel, rtakeoff) | r ∈ R}, and

Await :={((vbase
k , vbase

k+1 )) | k = 1, . . . , N − 1}.

Since all coordinates are pairwise different, and all travel times are positive,
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Figure 3.2: A refueling graph used to model a refueling problem with three requests.
Refueling arcs Areq are drawn thick, base waiting arcs Await dashed, base refueling
arcs dotted, and transit arcs Atransit solid. The base itself is shaded.

the refueling graph D is acyclic and every arc a := (u, w) has an associated
time window ∆θ(a) := [θ(u), θ(w)). As a result, we can (with a slight abuse
of notation) extend the initial fuel function µ to map from A×R≥0 to R≥0.
Specifically, for an arc a ∈ A, we let µ(a, ·) := µ(∆θ(a), ·). The same holds
for the fuel burn function ∆µ. For notational convenience, we also define
the set of transit arcs as Atransit := Aclimb ∪ Adescent ∪ Aflight. An example of a
refueling graph is depicted in Figure 3.2.

Objective functions

As mentioned in the introduction, our goal in the air-to-air refueling problem
is to reduce operating costs, determined by both fuel consumption and fleet
size. In the former case, the objective function is given by the fuel burn
function ∆µ. In the latter case, every feeder simply contributes a cost of
one. Equivalently, we can define the cost function based on the arcs of the
refueling graphs, by assigning a value of one to all arcs in δ+(s), and zero
to all others. In any case, the monotonicity assumption from Remark 3.2.1
is justified. In the following, we will use c to denote the objective function,
understanding that c is either ∆µ or the number of feeders.

Feasible paths

Let P := (a1, . . . , ak−1) be a path with arcs ai := (ui, ui+1), i = 1, . . . , k− 1,
and vertices V(P) := {ui | i = 1, . . . , k}. The initial fuel mass µP : V(P) →
R≥0 at each vertex can be defined recursively via

µP(ui) :=

{
0 if i = k,
µ(ai, µP(ui+1)) if i < k.

We call a path P feasible iff µP(u) ≤ Mmax for all u ∈ V(P) and denote the set
of feasible (s, t)-paths by P . Note that there is a one-to-one correspondence
between the trajectories of feeders and feasible paths through the refueling
graph. We define the fuel burn of a path in a similar fashion:

∆µP(ui) :=

{
0 if i = k,
∆µ(ai, µP(ui+1)) if i < k.

3.3.1 Complexity

In the following, we will show the hardness of the air-to-air refueling problem:
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Figure 3.3: The refueling graph required for the proof of Theorem 3.3.1.

Theorem 3.3.1. The problem of minimizing the number of feeders of an air-to-air
refueling problem is NP-hard in the strong sense even if all transit arcs are fixed.

Proof. We reduce from the NP-complete Numerical 3-dimensional match-
ing (N3DM) problem introduced in [76]. An instance of N3DM is given
by disjoint sets X, Y, and Z, each of cardinality q, a weight function
s : X ∪Y ∪ Z → Q>0, and a budget B ∈ Q>0, such that ∑a∈X∪Y∪Z s(a) = qB.
The problem asks for a partition of X ∪ Y ∪ Z into q sets, each containing
exactly one element from each X, Y, and Z, where the sum of the weights of
each set is equal to B.

We will construct an instance of the air-to-air refueling problem which
has a feasible solution with q feeders iff the given N3DM instance is feasible.
To this end, let R := X ∪ Y ∪ Z be the set of requests. We fix the position
of the base and place the origins / destinations of the requests on opposite
endpoints of a diameter of a circle with radius $ := ∆θrefuelv/2 (≈ 288 km)
around the base. This choice of $ implies that the refueling operation can be
carried out between those endpoints. For r ∈ R we let

θ(r) :=


θ0 + 1/2∆θrefuel if r ∈ X,
θ0 + (2 + 1/2)∆θrefuel if r ∈ Y, and
θ0 + (4 + 1/2)∆θrefuel if r ∈ Z

for some fixed θ0. Note that the radius permits the feeders to perform
the climb during the advance towards individual requests (since dclimb =
87.2 km < $). We now fix the transit arcs in order to force the feeders to serve
the requests without any flight arcs, yielding the refueling graph shown in
Figure 3.3.

We go on to give values for the requested fuel masses Mreq. To this
end, we note that for fixed values of ∆θ, as is the case in our construction,
the initial fuel function µ is affine in the final fuel mass Mfinal during the
flight, advance, refueling, and descent phase. Furthermore, µ is also an
affine function with respect to the requested fuel mass Mreq in the case of
the refueling phases (this is easily obtained from the formal definitions in
Appendix B.1). Since the final fuel mass of one flight phase is equal to the
initial fuel mass of the succeeding phase, the total amount of required fuel
in order to serve requests x ∈ X, y ∈ Y, and z ∈ Z is of the form

αx Mreq(x) + αy Mreq(y) + αz Mreq(z) + β

for positive constants αx, αy, αz, and β. In particular, the value of β corre-
sponds to the burned fuel mass for a series of empty requests. From the
parameters in Table 3.1, it is easily calculated that β ≈ 873 kg < Mmax. Note
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that while these constants may no be expressible as rational numbers, for
considerations of complexity we can round them to rational numbers of
sufficient precision.

Observe that it is possible to scale the N3DM instance (i. e., both B and
s) by a positive factor to obtain an equivalent decision problem. Hence, we
scale the instance such that B = Mmax − β and define the requested fuel
mass for r ∈ R as

Mreq(r) :=


1/αx · s(x) if r ∈ X,
1/αy · s(y) if r ∈ Y, and
1/αz · s(z) if r ∈ Z.

(3.4)

It is easy to see that there is a one-to-one correspondence between feasible
solutions of the matching instance and solutions of the air-to-air refueling
instance consisting of exactly q feeders: On the one hand, given a partition
of X ∪Y ∪ Z into sets, each consisting of x, y, and z from the respective sets,
we assign the three requests to a feeder. By the choice of Mreq, the tour must
be feasible.

On the other hand, consider a feasible solution of the air-to-air refueling
problem with at most q feeders. Since the requests in X (as well as in Y and
Z) are parallel in time, no feeder can serve more than three requests. Since
there are 3q requests, every feeder must serve exactly one request from each
X, Y, and Z. The fact that the tours of the feeders are feasible and the choice
of Mreq ensure that the solution corresponds to a feasible N3DM solution.

Lastly, recall that N3DM is NP-hard in the strong sense, i. e., the size of
the numbers s(·) is bounded by a polynomial in the input length of the given
instance. The values Mreq(·) are obtained from s and B via an initial scaling
with a factor of (Mmax − β)/B, followed by an application of (3.4). Since
the respective factors are constant, the sizes of Mreq(·) remain polynomially
bounded.

Corollary 3.3.2. Minimizing a function c : P → R≥0 over an air-to-air refueling
instance is NP-hard in the strong sense even if all transit arcs are fixed.

3.3.2 A set-covering formulation

We formulate the air-to-air refueling problem as a covering of request arcs
with feasible paths, leading to the following formulation:

min
x,y ∑

P∈P
cPxP

s. t. ∑
P∈P :a∈P

xP ≥ 1 ∀ a ∈ Areq

∑
P∈P :a∈P

xP = ya ∀ a ∈ Atransit

ya ∈ {0, 1} ∀ a ∈ Atransit

xP ∈ {0, 1} ∀ P ∈ P .

(3.5)

Note that this formulation covers the set of request arcs rather than to
partition them. Relaxing a partitioning problem to a set covering problem
is generally preferable, if possible. This is due to the fact that set covering
problems are better understood from a theoretical point of view as well as
more tractable in practice (see [37] for an in-depth explanation). However, we
need to ensure that the covering formulation yields correct solutions for the
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Figure 3.4: The dashed arc is a shortcut in a sequence of refueling arcs.

air-to-air refueling problem. To this end, we show that a request arc never
needs to be in more than one path. We use the notion of shortcut paths (see
Figure 3.4):

Definition 3.3.3. Let P be a path serving a request r ∈ R and let a, a(r) =
(rtail, rhead), a′ be the sequence of arcs surrounding the request r, where
a = (u, rtail) and a′ = (rhead, v). The shortcut path P′ with respect to the
request r is constructed as follows:

– If both u and w are base vertices, say bθ and bθ′ with θ < θ′, then there
must be a subpath of waiting arcs connecting bθ and bθ′ . The sequence
a, a(r), a′ in P is replaced by that subpath.

– If either u or w are base vertices, P′ is constructed by delaying the
takeoff or advancing the landing and inserting some waiting arcs at
appropriate positions.

– If both u and w are request vertices, the sequence a, a(r), a′ is replaced
by the arc (u, w), which is guaranteed to exist since w is reachable
from u.

Lemma 3.3.4. Let P be a path, P′ its shortcut along the sequence a, a(r), a′ for
r ∈ R. Then P′ is feasible as well. The cost of P′ with respect to ∆µ does not
increase.

Proof. If the sequence a, a(r), a′ is replaced by a single flight arc, feasibility
follows from the fact that the distance function d is metric, and that the initial
fuel function µ is non-increasing in the flight duration (see Remark 3.2.1).

Regarding the objective function, we observe the following: The mono-
tonicity of ∆µ in the flight duration ensures that the cost of the flight arc
is no more than that of the sequence a, a(r), a′. The monotonicity in the
final fuel mass ensures that the costs of the arcs in P′ preceeding a does not
increase.

Similar arguments can be made in case of delayed takeoffs / advanced
landings, and of course in the case where a takeoff / refueling / landing
sequence is replaced by a sequence of waiting arcs.

Since the number of paths does not increase when we replace P by P′, we
can also use shortcuts when minimizing the number of feeders. In any case,
we can solve the covering formulation (3.5) and shortcut paths during a post
processing phase if the optimal solution covers any request arc more than
once.

Remark 3.3.5 (Relationship to vehicle routing problems). We begin by point-
ing out that the contraction of the request arcs and all waiting / base refueling
arcs leads to a graph with one depot (the contraction of the base arcs) and
|R| many customers, yielding a graph akin to that of a VRP. The times θ(r)



66 the air-to-air refueling problem

at which the requests must be served are trivial time-windows, suggesting
that the air-to-air refueling problem can be solved using VRP formulations
such as the commonly used arc-based two- or three-index formulations (see
[140, 58]).

Unfortunately, this approach is not easily applicable to the air-to-air
refueling problem owing to the nature of the fuel consumption. Specifically,
while the nonlinearity of the function µ is hidden from the combinatorial
model, the dependency of µ on the final fuel mass needs to be handled
correctly, preventing us from simply reusing a VRP formulation. In order to
obtain a purely arc-based formulation we would have to expand the graph
based on fuel levels.

We opt against this approach due to the vast increase in problem size:
The refueling graphs for the given instances (see Sect. 3.4.1) are already very
dense, consisting of up to about one million arcs. The different fuel levels
range from 0 to Mmax ≈ 40 000 kg. Even considering a moderate resolution
of steps of 100 kg, this would add 400 layers of copies of the refueling graph,
significantly slowing down any column generation approach. Conversely,
feasible path variables nicely capture the physical properties of the given
model, while keeping the average number of columns per LP reasonably
small (usually below 10 000).

On the other hand, the fact that the time windows for the refueling
requests consist of single points in time facilitates the solution based on a
time-expansion: Since there is no ambiguity with respect to the point in time
at which a request has to be served, the time expansion of the corresponding
vertices is trivial as well, leaving the base vertex as the only vertex which is
copied during the time-expansion, significantly reducing the overhead of the
time-expansion.

While using a time-expansion can be applied to arbitrary vehicle routing
or dial-a-ride problems, we do not believe that this approach would yield
any benefits compared to state-of-the-art formulations, since the approach
specifically relies on the fact that request vertices do not need to be time-
expanded.

3.3.3 Branch-and-Price

A problem in solving formulation (3.5) is the (potentially exponential) num-
ber of paths in P . To overcome this, we employ a column generation
technique (for a summary on the approach, see [118]) to generate new path
variables as needed. We will give details on the pricing problem below.

Incorporating a column generation approach into a Branch-and-Bound
scheme is a nontrivial matter. This is due to the fact that the branching
decisions made throughout the traversal of the Branch-and-Bound affects the
pricing problems to be solved at individual nodes: Whenever a path variable
xP is branched to zero or one, the corresponding additional inequality (xP ≥ 1
or xP ≤ 0) has to be taken into account during the pricing step, which is
highly nontrivial. Additionally, the two branches are unbalanced, since
branching a path P to one forces all paths P′ sharing a transit arc with P
to zero, whereas branching a path P to zero has little effect on the overall
problem.

compound flows To alleviate this problem, we include binary compound
flow variables ya for every a ∈ Atransit together with linking constraints into
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formulation (3.5). We then instruct the IP solver to primarily branch on
compound flow variables by assigning appropriate branching priorities.

Unfortunately, the size of the refueling graphs in terms of transit arcs
significantly slows down the solution process. We therefore opt to generate
compound flow variables during a second column generation step. The
entire pricing procedure is laid out in Algorithm 3, details regarding the
pricing of paths are discussed in the next paragraph.

Algorithm 3: Pricing loop, executed for every Branch-and-Bound
node

loop
(x∗, y∗, λ∗, δ∗)← Solve node LP
Popt ← Compute feasible path minimizing c . Using Algorithm 4
if c(Popt) < 0 then

Add Popt to node LP and continue

foreach r ∈ R, a(r) := (u, w) do
Afract ← {a ∈ δ−(u) | y∗a /∈ {0, 1}}
Acomp ← {a ∈ δ−(u) |
node LP contains compound variable ya}

if ∃ a ∈ Afract and Acomp ∩ Afract = ∅ then
Add variable ya, linking constraint to node LP and

continue
break

This approach works quite well in practice and seems to provide the un-
derlying IP solver with a sufficiently large number of substantially different
branching candidates while keeping the total problem size in check.

Ultimately however, owing to the hardness of the air-to-air refueling
problem with fixed arcs (Theorem 3.3.1), branching on path variables may
still be necessary, as we cannot expect to obtain 0/1 solutions even after
branching out all compound flow variables. We therefore have to take
forbidden and required paths into account in the pricing problem.

the pricing problem The pricing problem consists of finding a new
column to be added to the relaxation of a given Branch-and-Bound node. In
our case we have to find a new feasible path P ∈ P with negative reduced
costs while respecting previous branching decisions leading up to the current
node in the Branch-and-Bound tree.

First, consider the situation at the root node: Given an optimum solution
of the LP-relaxation of (3.5) for some subset P̃ ⊆ P of the paths, find a path
P with negative reduced costs or decide that no such path exists.

Both the covering constraints and the linking constraints have dual vari-
ables (λa)a∈Areq and (δa)a∈Atransit yielding the reduced costs of P via

cP := cP − ∑
a∈P∩Areq

λa − ∑
a∈P∩Atransit

δa (3.6)

Since both of our objective functions can be expressed as fuel-dependent,
arc-based functions, the same holds for the reduced costs. However, the
definition of the feasible path set P includes an upper bound on the fuel
consumption, turning the pricing problem into a Constrained Shortest Path
Problem (CSP).

Despite the fact that the CSP is NP-hard in general (see [89]), there are a
number of algorithms, both IP-based and combinatorial, which solve many
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real-world problems to optimality within reasonable time (see [25] for a
summary on the subject). We implement a variant of the labeling scheme
introduced in [10]; see Algorithm 4. For each vertex v ∈ V, the algorithm
maintains a set of labels Lv, where each label ` ∈ Lv is a tuple ` = (M, c) of
a fuel mass M and a cost value c. To keep the number of labels as small as
possible, we only keep non-dominated labels in each Lv, where ` = (M, c) is
defined to dominate `′ = (M′, c′) iff ` 6= `′, M ≤ M′, and c ≤ c′.

For the most part, our adaptations are due to the nature of the refueling
problem: Our problem is complicated by the fact that the cost / resource
functions depend on the final fuel mass. On the other hand, the monotonicity
of µ and ∆µ as well as the fact that D is acyclic work to our advantage. We
employ the following changes:

– We use the fact that the refueling graph D is acyclic: It is sufficient to
expand labels according to a topological ordering of V to ensure that
all non-dominated paths are found.

– Due to the monotonicity of both considered objective functions, we
utilize c defined as c(·, 0) as a fuel-independent lower bound of the
true cost function c in order to discard suboptimal labels.

– Similarly, we use µ, obtained from µ(·, 0), as a lower bound to identify
labels which are not contained in any feasible (s, t)-path.

– We utilize heuristically found paths to update an upper bound on the
cost of the optimal path.

We go on to study the impact of branching decisions on the pricing problem.
Firstly, consider the subproblem where some compound flow variable xa
has been fixed. If xa has been fixed to one, the pricing problem does not
change at all: While the fixing affects the LP-solution, the only dependency
between paths and compound flow variables is due to the linking constraints,
which we already take into account. If on the other hand xa is fixed to zero,
we simply exclude the corresponding arc from consideration during the
execution of Algorithm 4, since no path containing a must be added to the
current subproblem.

Still, according to Theorem 3.3.1, the problem of optimizing the number
of feeders remainsNP-hard even when all transit arcs are fixed to 0/1 values.
Thus, we cannot expect to obtain an integral solution to the corresponding
relaxation. This means that, at some point, we may have to branch on path
variables and modify the pricing problem accordingly.

If a variable xP is fixed to one, we know that the arcs in P∩ (Atransit∪Areq)
can be excluded, since they are exclusively used by P in the subproblem.
The problematic case occurs when a set P0 ⊆ P of paths is fixed to zero,
in which case we have to find a path minimizing (3.6) not contained in P0,
corresponding to a routing problem with forbidden paths. The problem of
routing with forbidden paths has been examined previously [137], leading to
a dynamic programming algorithm, which solves the shortest path problem
with forbidden paths (SPPFP) in polynomial time [148].

In the more general case of a CSP with forbidden paths, we cannot
hope for a polynomial algorithm. However, we can adapt the dynamic
programming algorithm to our use case. Specifically, we detach the forbidden
path problem from the CSP by means of a preprocessing step, generating
label sets Lv corresponding to the paths in P \ P0 for each vertex v ∈ V.
We then adapt Algorithm 4 to accept the sets Lv as initial labels during its
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Algorithm 4: A labeling scheme used to find constrained shortest
paths

Input : Directed acyclic graph D = (V, A),
Topological ordering s = u1, . . . , un = t of D
Costs c : A×R≥0 → R≥0, Cost bounds c : V ×V → R≥0,
Initial fuel function µ : A×R≥0 → R≥0,
Initial fuel bound µ : V ×V → R≥0

Output : Feasible (s, t)-path Popt with minimum cost with respect to c
Lu ← ∅ for all u ∈ V \ {t}, Lt ← {(0, 0)}
(copt, Popt)← (∞, ∅)
for j← n downto 1 do

foreach label `j ← (Mj, cj) ∈ Luj do . Mj, cj: fuel, cost of label `j
Pj ← the (uj, t)-path corresponding to `j

foreach a← (ui, uj) ∈ δ−(uj) do
Mi ← µ(a, Mj)

ci ← cj + c(a, Mj)

if ci + c(s, ui) ≥ copt then continue
if Mi + µ(s, ui) > Mmax then continue
else

P← composition of the path achieving c(s, ui), arc a,
and Pj

if P is feasible and c(P) < copt then
(copt, Popt)← (c(P), P)

if (Mi, ci) is not dominated in Lui then
Insert (Mi, ci) into Lui , remove newly dominated labels
from Lui

foreach label `s ← (M, c) ∈ Ls do
P← (s, t)-path corresponding to `s
if c(P) < copt then (copt, Popt)← (c(P), P)

return Popt
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otherwise unmodified execution. In the case where P0 is empty, we simply
generate a single label for vertex t instead, skipping the preprocessing step.

For the preprocessing step, consider first the case of a single forbidden
path P0 and a feasible path P (i. e., a path not equal to P0). If we follow P
from t to s, we see a (possibly empty) sequence of arcs shared by P and P0

up to some vertex v 6= s where the paths split. More formally, there must
be some arc a = (u, v) in δ−(v) in P \ P0 such that P and P0 have the same
(v, t)-subpath. Therefore, it is sufficient to create labels for every such vertex
u, where costs and initial fuel values correspond to the composition of the
(v, t)-subpath of P0 and the arc a. If P0 consists of a set of internally disjoint
subpaths, the situation is quite similar, we simply add labels for each of the
paths one after another.

Lastly, consider the general case of several paths in P0 not being internally
disjoint. In this case, a vertex v in V \ {s, t}may be contained in a set Pv ⊆ P0

of multiple forbidden paths. Before creating a label based on an incoming
arc a = (u, v) for a path P ∈ Pv, we have to ensure two things. Firstly, a
must not be in P. Secondly, there must not be a path P′ ∈ Pv containing a
and sharing its (v, t)-subpath with P. Thus, we order the paths in Pv into
buckets according to their (v, t)-subpaths and create labels for each bucket
and each arc in δ−(v) not contained in any of the paths of the current bucket.
The unique (v, t)-subpath corresponding to the bucket is used to assign a
cost / initial fuel value to the newly created labels.

Remark 3.3.6 (Pricing performance). We found that despite of the complexity
of the pricing problem, the labeling scheme introduced to solve the CSP is
working efficiently in practice. Even for larger instances (see Section 3.4), less
than 20 % of the computation time is spent on pricing variables.

One might ask whether a heuristic pricing approach could decrease the
time spent to generate new variables. Specifically, it is sufficient to find
suboptimal paths, as long as their reduced costs are negative. Algorithm 4

lends itself quite well as a heuristic: If we simply return the first path with
negative reduced costs, we can improve the performance of the individual
iterations of the pricing procedure.

However, using Algorithm 4 heuristically increases the total computation
time significantly. Apparently, the decrease in computation time of the
pricing procedure is nullified by the worse quality of the computed paths.
Besides, during the majority of pricing iterations, especially when they occur
at nodes lower in the Branch-and-Bound tree, no paths are found. Instead,
the optimality of the given LP solution is proven, meaning that heuristic
paths simply do not exist.

a simple primal heuristic Consider the problem of minimizing the
number of feeders required to serve all cruisers (i. e., cP ≡ 1). In this case, we
can utilize the well-known greedy heuristic for the set covering problem [104]
in order to obtain an initial feasible integer solution. Specifically, we perform
the following steps:

1. Let k← 1, A′ ← ∅.

2. Let Pk be the feasible path in (V, A \ A′) containing the maximum
number of refueling arcs.

3. Set A′ ← A′ ∪ A(Pk), k← k + 1.

4. If there remain uncovered refueling arcs, go to 1.
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We find the paths Pk by using a slight adaptation of Algorithm 4: Firstly, we
use a cost function c which is −1 on Areq and 0 otherwise. Secondly, we
restrict the search to refueling arcs not yet covered by the paths P1, . . . , Pk−1,
simply by ignoring all arcs in A′ during the search. Note that the path
computations become increasingly easier as more refueling arcs are covered.

3.3.4 Fundamental Path Graph Formulation

In the following, we discuss some of the drawbacks of the previously defined
formulation (3.5), and derive an improved formulation. The main shortcom-
ing of (3.5) is rooted in the fact that the formulation does not include any
information about whether or not different paths can be combined to be
served by a single feeder. Specifically, consider the case of minimizing the
number of feeders serving two requests r and r′ that can be served by a
single feeder. If the column generation has already generated a path serving
only r and a path serving only r′, the combined single path must still be
generated in a subsequent pricing step. The entire problem therefore largely
depends on the column generation to exhaustively explore the set P . This
dependency becomes more pronounced if paths consist of a large number of
subpaths.

To make the notion of compatibility between different paths more formal,
consider a feeder traversing the graph D along a (nontrivial) path P ∈ P :
After an initial waiting and refueling step, the feeder takes off to serve
requests (following a subpath of arcs in Atransit ∪ Areq). It then returns to
the base for an intermediate waiting / refueling period, serves some more
request, and so on. An intermediate period corresponds to a sequence of
base vertices bθ , . . . , bθ′ , where ∆θ := θ′ − θ > 0. If ∆θ < ∆θbase,refuel, then
the feeder is simply waiting at the base before advancing towards another
request. Otherwise, we can assume w.l.o.g. that the feeder is refueling right
before taking off at θ′ and waiting during [θ, θ′ − ∆θbase,refuel). Formally, we
use the following definition:

Definition 3.3.7 (Fundamental Path). A path P is called fundamental iff it has
the following properties:

– P begins with a base refueling arc and ends with a descent arc.

– All other arcs of P are in Atransit ∪ Areq ∪ Await.

– For all a ∈ (P ∩ Await) it holds that ∆θ(a) < ∆θbase,refuel.

Remark 3.3.8. A subject related to fundamental paths is the concept of partial
paths (see [131, 126]), in which a vehicle routing problem is decomposed into
paths with restricted length in terms of the number of their arcs. Variables
are introduced for these partial paths, usually combined with a column
generation approach, and the composition of partial paths into proper paths
is included in the model. This approach has the upside of working with any
type of vehicle routing problem, whereas the concept of fundamental paths
is specific to time-dependent VRPs. Fundamental paths on the other hand
make it possible to handle the composition of fundamental paths into tours
in a largely implicit fashion while requiring only a few additional constraints.

We can decompose any arbitrary path P into subpaths at vertices which
are sources of base refueling arcs. We then remove trailing waiting arcs from
the subpaths and denote the resulting subpaths by P1, . . . , Pk. It is easy to see
that the paths Pi, i = 1, . . . , k, are fundamental paths.



72 the air-to-air refueling problem

Each fundamental path Pi with source vertex si and target vertex ti has
an associated time window [θ(si), θ(ti)). The time window of a path P is
then given as the union of the time windows of its fundamental paths.

Definition 3.3.9 (Conflicting Paths). Two paths P and Q are conflicting iff
their time windows intersect. If P and Q are not conflicting, then the two
paths are compatible and can be served by a single feeder.

After having formally defined the concept of conflicting paths, we see that
so far we have not handled conflicts and compatibilities in a very sensible
way. In fact, formulation (3.5) simply overestimates the time windows of the
paths to be equal to the time horizon of the entire instance. On the upside,
this makes the formulation a lot simpler. However, if we take better care of
the combinations of different paths, we can separate the problem of finding
paths through the refueling graph from the problem of assigning sets of
conflict-free paths to individual feeders.

Remark 3.3.10. Decompositions have always played a crucial role in order to
solve vehicle routing and dial-a-ride problems. As an example, the authors
of [58] use a cluster first – route second approach to facilitate the solution of
large-scale dial-a-ride problems. Additionally, the authors divide the time
horizon of the problem into different time slices to obtain smaller and easier
subproblems.

While we follow a similar approach here, we would like to point out
that the decomposition into fundamental paths is exact (as will be shown in
Theorem 3.3.12). Furthermore, the decomposition is carried out in an implicit
fashion, requiring only a modified pricing procedure and some additional
inequalities added to the master problem.

We go on to modify the refueling graph D in order to obtain a Fundamental
Path Graph Dfund = (Vfund, Afund) based on the following rules:

– We add (base) refueling, climb, descent, and flight arcs in the same
way as in the refueling graph. We denote the corresponding arc sets by
Abase,refuel

fund , Arefuel
fund and so on.

– We connect each landing vertex bθ with each takeoff vertex bθ′ if 0 ≤
θ′ − θ < ∆θbase,refuel, using a waiting arc. We define Await

fund to be the set
of waiting arcs.

– We add an origin s, a destination t, and auxiliary arcs connecting s to
all takeoff vertices, and t to all landing vertices. We let Aaux

fund be the
corresponding set of arcs.

Note that while the refueling graph and the fundamental path graph are
related, there is a number of subtle differences (see Figures 3.2 and 3.5 for
examples of the respective graphs). The key difference lies in the way the
waiting periods between requests are represented: In the case of a refueling
graph, the waiting periods are modeled using a series of waiting arcs. In
contrast to this, the fundamental path graph allows any path to finish directly
after any landing vertex by skipping to t. Symmetrically, by skipping from s
to any takeoff vertex, a path can be confined to a later time period. While the
fundamental path graph contains waiting arcs as well, these arcs are short
with respect to ∆θ and we can expect a smaller number of them for most
instances.

We let Pfund be the set of (s, t)-paths in Dfund, where we understand
that the removal of the auxiliary arcs from some path in Pfund yields a
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a(r1)
a(r2)∈ Aflight

∈ Aclimb
∈ Adescent

s t

Figure 3.5: A fundamental path graph Dfund. Refueling arcs are drawn thick, base
waiting arcs dashed, base refueling arcs dotted, and transit / auxiliary arcs solid.

fundamental path as defined above and extend the definition of µ and ∆µ
to the auxiliary arcs of Dfund (where no fuel is consumed), enabling us to
compute the fuel consumption and fuel burn of paths in Pfund.

We reformulate (3.5) in terms of fundamental path variables, including
compound variables and linking constraints as introduced above. We first
consider the minimization of the fuel consumption ∆µ and later turn towards
the minimization of the number of feeders. The key difference between the
objectives lies in the fact that the fuel consumption is additive with respect
to the decomposition into fundamental paths, i. e., the fuel consumption of
a path is equal to the sum of the fuel consumption along its fundamental
subpaths. The reformulation in terms of fundamental paths is therefore
simply given by

min
x,y ∑

P∈P
cPxP

s. t. ∑
P∈Pfund :a∈P

xP = 1 ∀ a ∈ Areq
fund

∑
P∈Pfund :a∈P

xP = ya ∀ a ∈ Atransit
fund

xP ∈ {0, 1} ∀ P ∈ Pfund

ya ∈ {0, 1} ∀ a ∈ Atransit
fund .

(3.7)

We use Algorithm 4 to find fundamental paths with negative reduced costs
in Dfund (which is also acyclic), and generate branching variables using
Algorithm 3.

Note that the restrictions regarding the waiting time between requests
make it impossible to formulate (3.7) as a set covering problem. Specifically,
we can no longer shortcut request arcs by delaying takeoffs or advancing
landings, since shortcutting paths may increase base waiting times beyond
∆θbase,refuel, essentially splitting one fundamental path into two. On the other
hand, we can expect solutions of (3.7) to consist of many relatively short
paths, which can be freely recombined.

clique inequalities We now turn towards the objective of minimizing
the number of feeders required to serve all requests. We cannot simply
minimize cP ≡ 1, since compatible fundamental paths can be assigned to the
same feeder. To make this assignment problem more formal we introduce the
fundamental path conflict graph Ifund. The graph contains the paths in Pfund
as vertices, where P, Q ∈ Pfund are connected by an edge iff the paths are
conflicting. Finding an assignment of a set of fundamental paths in Pfund to
a fixed number of feeders is equivalent to solving a graph coloring problem
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in the conflict graph Ifund. Fortunately, the structure of the conflict graph
I enables us to solve the assignment problem in an implicit fashion, which
adds little overhead to the formulation:

Lemma 3.3.11. The conflict graph Ifund of fundamental paths is an interval graph.
Every clique in Ifund intersects in θ(u) for some u ∈ V.

Proof. We already established that the time windows of fundamental paths
are intervals. Since edges in Ifund correspond to intersecting intervals, the
first part follows.

For the second part, consider a collection P1, . . . , Pk of fundamental paths
forming a clique in I and note that every pair of paths intersect. Helly’s
Theorem (see, e.g., [59]) now implies that all time windows intersect in a
single interval I := [θmin, θmax). Furthermore, the point θmin is given as the
left endpoint of the time window of some Pi, i = 1, . . . , k, which in turn
corresponds to a vertex u ∈ V.

In order to make the most of Lemma 3.3.11, we define for each u ∈ V the
set Aθ(u) as the set of non-auxiliary arcs whose time-windows contain θ(u),
i. e.,

Aθ(u) := {a ∈ Afund \ Aaux
fund | θ(u) ∈ ∆θ(a)}, (3.8)

and use these arc sets in order to define clique inequalities of the form

∑
a∈Aθ(u)

ya ≤ β. (3.9)

In order to restrict the number of required feeders to some value β while
satisfying all requests, we add the clique inequalities to (3.5). Minimizing the
number of feeders corresponds to minimizing the value of β. The following
Theorem establishes the equivalence between the formulations:

Theorem 3.3.12. The formulations (3.5) and (3.7) are equivalent in the following
sense: Any optimal solution (x̃, ỹ) of (3.5) consisting of at most k paths can be
transformed into a solution (x∗, y∗, β∗ = k) of (3.7) satisfying all clique inequalities
and vice versa.

Proof. Let (x̃, ỹ) be an optimal solution of (3.5). We assume w.l.o.g. that x̃ is
supported by exactly k paths P1, . . . , Pk. We decompose all Pj, j ∈ [k], into

fundamental paths Qj
i , i ∈ [k j] for some k j, as described above. We add

auxiliary arcs (from s and to t) to each Qj
i to turn it into an (s, t)-path in

Dfund and let Q be the resulting set of fundamental paths. We set x∗Q := 1
for each path Q ∈ Q and x∗P := 0 for each path P ∈ Pfund \ Q. It is easy to
see that the paths in x∗ serve all requests, and that we can set y∗ := ỹ in
order to satisfy the linking constraints of (3.7). We note that setting β∗ := k
satisfies all clique inequalities (3.9): For each vertex u ∈ V, the arcs in Aθ(u)
are present in D, being a subset of a directed (s, t)-cut. Since D is acyclic, the
cut can intersect with at most k of the arcs in P1, . . . , Pk. The same must hold
true with respect to Dfund and Q.

Conversely, consider an optimal solution (x∗, y∗) of (3.7) and let Q :=
{Q1, . . . , Q`} be the fundamental paths comprising the solution x∗. If ` ≤ β∗,
i. e., if the solution consists of at most β∗ paths, then we can set x̃(Qj) = 1
for j = 1, . . . , ` to obtain a solution of (3.5) with an objective value of `. Since
(x∗, β∗) is optimal, it must hold that ` = k.

If on the other hand ` > k, then we have to combine the fundamental
paths into β∗ := k many paths in D. Recall that the conflict graph Ifund



3.4 computational experiments 75

is an interval graph and therefore a perfect graph. The same holds for
the subgraph of Ifund induced by the paths in Q. The clique inequalities
ensure that there is no clique of size larger than β∗ in this subgraph. We can
therefore find a coloring of the paths in Q consisting of at most β∗ colors.
Each color i = 1, . . . , β∗ corresponds to a set of pairwise compatible paths,
which can be combined into a single path Pi. The paths Pi form a solution x̃
of (3.5) with an objective value of β∗ as required.

Remark 3.3.13. The conflict graph Ifund is chordal. Therefore, a coloring of
Ifund (and any induced subgraph) can be easily obtained by ordering the
intervals according to their endpoints and coloring them greedily.

In addition, the transformation laid out in Theorem 3.3.12 preserves the
cost of paths with respect to the fuel burn ∆µ, enabling us to minimize the
total fuel consumption while restricting the number of feeders.

3.4 computational experiments

All experiments were conducted using an implementation in the C++ pro-
gramming language (available at https://github.com/chrhansk/refueling)
compiled using the GNU C++ compiler with full optimization. We used ver-
sion 6.0.0 of the SCIP [3] optimization suite and version 8.1 of Gurobi [86] as
underlying LP solver. All measurements were taken on an Intel Core i7-965

processor clocked at 3.2 GHz. We set a time limit of 3 600 s.

3.4.1 Instances

In the following, we will briefly discuss the instances used for the computa-
tional experiments (see Table 3.2 for the complete list). The instances fall into
two scenarios, namely the Asia and the Transatlantic Scenario, corresponding
to the respective regions of the world.

For each scenario, a number of eight tanker bases was chosen, subjecting
to the constraint that the bases should be located at an existing airport with
a runway of a length sufficient for the feeder aircrafts.

In the Transatlantic Scenario, likely refueling positions for most flights are
located over the northern Atlantic, south of Greenland. Thus, with Gander
International Airport, CFB Goose Bay, Kangerlussuaq Airport, Reykjavík
Airport and Shannon Airport, five of the eight feeder bases were chosen
located in this region. To serve the southern traffic between South America,
the Caribbean and south Europe, Lajes Field on the Azores was used as a
further feeder base. Churchill Airport was selected to serve flights to the
West Coast from central Europe and Chisinau International Airport to serve
flights going to the Middle East.

The feeder base selection in the Asia Scenario proved more difficult, since
the refueling positions for the flights in the scenario cover a wide area over
west and middle Asia, with some flights having refueling positions even in
the eastern parts. To serve a wide variety of flights, the eight bases have
been divided into two groups. The first one, consisting of Heydar Aliyev
International Airport (Baku), Saransk Airport, and Simferopol International
Airport is dedicated to flights between Europe, the Middle East, and India.
The airports Dushanbe International Airport, Balkhash Airport, Nizhnevar-
tovsk Airport, Tolmachevo Airport, and Alykel Airport form a line from the
north to the south in central Asia in order to cover the wide arc of flights
connecting to east and southeast Asia.

https://github.com/chrhansk/refueling
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Table 3.2: Instances considered during the computation

Code Name # Requests

Asia

UBBB Heydar Aliyev International Airport 312
UTDD Dushanbe International Airport 78
UAAH Balkhash Airport 112
USNN Nizhnevartovsk Airport 84
UNNT Tolmachevo Airport 300
UWPS Saransk Airport 304
UKFF Simferopol International Airport 540
UOOO Alykel Airport 136

Atlantic

EINN Shannon Airport 300
BIRK Reykjavík Airport 120
BGSF Kangerlussuaq Airport 196
CYQX Gander International Airport 1 428
LPLA Lajes Field 158
CYYR CFB Goose Bay 580
CYYQ Churchill Airport 46
LUKK Chisinau International Airport 82

The workload of the feeder bases varies in both scenarios. In the Asia
Scenario, the number of requests per base ranges from 78 at Dushanbe
International Airport (Instance 1) to 540 at Simferopol International Airport.
In the Transatlantic Scenario the difference between the requests at the
different bases is even higher, ranging from 46 request at Churchill Airport
to 1 428 request at Gander International Airport. Furthermore, the requests
are not equally distributed over the whole day. Most feeder bases have peak
traffic times and times with small or no workload at all. Thus, each instance
poses different challenges for the optimization.

Regarding the cruiser positions, the origins / destinations were chosen
such that the base is (approximately) at the center of the circle defined by
the origin / destination of the individual requests. Based on the refueling
time ∆θrefuel and the speed v of the feeder, this fixes the requests at distances
of about 144 km from the base. Additionally, the cruisers follow their flight
corridors, resulting in angles around the base being distributed around those
corresponding to an overall flight path.

The differences in the number of requests and their distribution also
affect the sizes of the refueling graphs used during computations, ranging
from just 230 vertices and 1 300 arcs for the base at Churchill Airport to
7 138 vertices and 994 247 arcs at Gander International Airport. It is worth
noting that the graphs are rather dense, which is due to the fact that, in
theory, feeders can spend hours of time in holding patterns while waiting
for cruisers to arrive.

artificial instances In addition to the 14 instances from Table 3.2,
we generate several artificial instances to study both the computational per-
formance of our formulations and the effect of instance sizes and properties.
We chose sizes (in terms of |R|) of 100, 200, 500, and 1 000. The instances are
based on requests of around 10 000 kg each during a 48 hour time window.
The flight corridors are either narrow or wide, the flight paths either unidirec-
tional or bidirectional. For each variant, we use ten different random seeds,
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Table 3.3: Performance of the set covering formulation (3.5) and the fundamental
path formulation (3.7) (for the minimization of the number of feeders).

Instance
Set covering Fundamental path

Running time (s) Gap Running time (s) Gap

Asia

UBBB 3 600 0.33 2.89 0
UTDD 3 600 0.11 0.06 0
UAAH 3 600 0.11 0.11 0
USNN 3 600 0.2 0.23 0
UNNT 3 600 0.08 1.70 0
UWPS 3 600 0.06 1.00 0
UKFF 3 600 0.2 25.87 0
UOOO 0.34 0 0.18 0

Atlantic

EINN 2.34 0 1.53 0
BIRK 3 600 0.12 0.08 0
BGSF 3 600 0.35 1.08 0
CYQX 3 600 – 2 882.28 0
LPLA 0.22 0 0.15 0
CYYR 3 600 12 24.08 0
CYYQ 0.18 0 0.08 0
LUKK 0.08 0 0.11 0

yielding a total of 160 instances. More details are given in Appendix B.2. The
set of instances (both original and artificial) may be accessed based on the
DOI 10.6084/m9.figshare.8305988.v1.

3.4.2 Computational results

We are able to find at least some solution for all instances with respect to both
objective functions within the prescribed time limit of one hour. The resulting
costs, as well as a comparison with the state-of-the-art solution [124], are
depicted in Table 3.5. A comparison of the computation times between the
set covering formulation (3.5) and the fundamental path formulation (3.7)
is shown in Table 3.3. In case an instance was not solved to optimality, the
table shows the remaining gap, defined as (p− d)/d, where p is the objective
function value of the best known feasible solution and d is the best known
lower bound.

running times In terms of running times (see Table 3.3), the size of the
instance plays a significant role. Indeed, the most challenging instance is
also the largest: Gander International Airport (CYQX). Instances with fewer
than 100 requests are solved rather quickly. The relationship between size
and computation time is more clearly visible for the fundamental path
formulation, while there are some outliers with respect to the set covering
formulation. Specifically, the instance at Shannon Airport (EINN) is solved
remarkably quickly given its size.

Regarding the different formulations, the fundamental path formulation
is clearly superior to the set covering formulation: The latter fails to solve the
larger instances within the time limit, and, in case of the feeder base at CYQX,
even fails to solve the root LP in order to obtain a nontrivial lower bound. In

http://dx.doi.org/10.6084/m9.figshare.8305988.v1
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Table 3.4: Performance of the set covering formulation (3.5) and the fundamental
path formulation (3.7) over the artificial instances. Running times are averaged
arithmetically, including unsolved instances (counting with the time limit of 3 600 s).
An instance is defined by its size, whether it is uni- (U) or bidirectional (B), and
whether its flight corridor is narrow (N) or wide (W).

Instance Set covering Fundamental path

# Solved Running time (s) Running time (s)

100

U
N 10 0.13 0.04
W 10 0.15 0.04

B
N 10 0.19 0.06
W 9 360.15 0.06

200

U
N 9 720.73 0.27
W 7 1 080.49 0.31

B
N 5 1 800.61 0.41
W 4 2 160.48 0.49

500

U
N 2 2 882.08 5.77
W 2 2 882.66 6.89

B
N 2 2 881.55 7.16
W 2 2 882.82 6.33

1000

U
N 0 3 600 98.88
W 0 3 600 193.19

B
N 0 3 600 223.23
W 0 3 600 271.27

contrast, the fundamental path formulation solves all instances to optimality
in under 50 min.

Regarding the artificial data, the results are even more pronounced (see
Table 3.4 for a summary): While for the fundamental path formulation,
even the largest instances can be solved in under 5 min, the set covering
formulation performs increasingly poorly as the instance size increases, and
none of the largest instances can be solved within the prescribed time limit.

solution quality As mentioned before, we are interested in minimizing
the feeder fleet size as well as the combined fuel consumption. We collect
the values of both objectives for both the exact solution and the original
distribution system across the different scenarios in Table 3.5. Firstly, it is
worth noting that, while the number of feeders does not vary too much
between the exact and the state of the art solution, the fuel consumption of
the feeder fleet is drastically reduced in the exact solution across all instances.

Specifically, the feeder fuel burn could be reduced by 55 % in the Asia
Scenario and 58 % in the Transatlantic Scenario. When considering the two
scenarios as a whole, we should of course take the cruisers’ fuel consumption
into account as well. In the Asia Scenario, the cruisers burn 50 543 902 kg of
fuel, whereas in the Transatlantic Scenario that value is 56 655 982 kg. The
improvement in feeder fuel consumption translates into combined savings of
2.12 % and 3.23 % of the total fuel consumption for the respective scnearios.

The state-of-the-art heuristic assigned feeders in an online fashion while
favoring the assignment of airborne feeders over the feeders located at the
feeder base. The exact solutions for the fleet size were able to save one or two
feeders at smaller feeder bases, but due to the relatively simple scenarios the



3.5 conclusion and future work 79

Table 3.5: Exact vs. state-of-the-art heuristic solution values with respect to both
objectives across all instances. State-of-the-art solutions are due to [124, Fig. 11, “sim
Feeder”].

Instance
Exact solution State-of-the-art

# Feeders Fuel (kg) # Feeders Fuel (kg)

Asia

UBBB 18 149 878 20 314 696
UTDD 9 47 190 11 92 276
UAAH 9 60 343 9 122 061
USNN 5 38 352 6 85 155
UNNT 12 164 496 15 353 037
UWPS 17 132 237 18 314 244
UKFF 20 248 145 22 583 643
UOOO 11 87 915 11 180 365

Atlantic

EINN 18 156 632 18 364 027
BIRK 8 64 466 9 144 334
BGSF 10 113 210 11 222 811
CYQX 49 636 261 59 1 537 251
LPLA 9 78 202 9 173 388
CYYR 22 272 846 27 643 749
CYYQ 5 39 164 6 160 562
LUKK 7 36 900 9 90 335

original distribution worked quite well. Conversely, larger instances could
profit from the new solutions: The number of necessary feeders at CYQX can
be reduced from 59 to 49 and the numbers at CYYR can be reduced from 27
to 22. Apparently the simple distribution mechanic is unable to scale up to
more complex scenarios.

Regarding fuel consumption, we see several reasons for the larger im-
provements: Due to the fact that the original distribution mechanic assigned
feeders using an online approach, the feeders were scheduled to take off with
full tanks and return to the base once unable to satisfy further demands. In
contrast, planning entire tours ahead of time makes it possible to determine
the amount of fuel required in order to satisfy all requests exactly. Specifi-
cally, during low traffic feeders only need an amount of fuel sufficient for the
refueling of one or two cruisers, resulting in lower fuel consumption of the
feeder itself. During high traffic times, the feeders take off with almost full
tanks, reducing the benefits of planning entire tours ahead of time. However,
the original heuristic restricted feeders to three consecutive refueling maneu-
vers before returning back to the base. Conversely, the exact solutions do not
depict this behavior of the feeders. The removal of this restriction both saves
fuel and reduces the number of feeders in the high traffic instances.

Of course, apart from these shortcomings of the simple distribution
mechanic, it is (unsurprisingly) the case that the mechanic, as a heuris-
tic algorithm, fails to deliver exact solutions to the underlying NP-hard
problem.

3.5 conclusion and future work

In this paper, we introduced the air-to-air refueling problem as a variant of a
vehicle routing problem. We established a simplified, sufficiently accurate
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physical model of the fuel consumption during refueling operations, which
we then used to derive a Branch-and-Price framework incorporating an
adapted labeling algorithm to solve the pricing subproblem. We used the
concept of fundamental path and conflict intervals in order to derive a
different formulation.

We compared both formulations with respect to their running times across
several instances and found that the reformulation performs significantly
better than the original one, bringing the computation time down to less
than half an hour even for the largest instances.

From the airtraffic perspective, the exact solutions more than halved the
fuel consumption of the feeders across the different instances, resulting in
significant savings in terms of operating costs. Similarly, we were able to
obtain solutions with a significantly reduced number of feeders.

The practical tractability of the air-to-air refueling problem suggests that it
is possible to incorporate the refueling problem into the scheduling of routes
for the cruisers along the different bases. Furthermore, it may be worth
investigating how the solutions can be made robust against uncertainties
regarding the refueling times and locations. Finally, any improvement of
the design of both the cruiser and the feeder aircrafts with respect to fuel
consumption may yield additional benefits to the overall operating costs.
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4T H E T I M E - D E P E N D E N T T S P

contents of this chapter

In this chapter we examine the time-dependent traveling salesman problem
(TDTSP), a generalization of the TSP to the case of time-dependent cost
functions. It is base on the publication

Christoph Hansknecht, Imke Joormann, and Sebastian Stiller. “Dy-
namic Shortest Paths Methods for the Time-Dependent TSP”. in:
Algorithms 14.1 (2021). issn: 1999-4893. doi: 10.3390/a14010021.

We begin by examining the complexity of the TDTSP in Section 4.2, estab-
lishing that the problem is hard to approximate even if an instance satisfies
both the FIFO property and the time-dependent triangle inequality. On the
other hand we establish that an ATSP approximation algorithm can be used
to approximate the TDTSP under some more restrictive circumstances.

We proceed in Section 4.3 by introducing several formulations for the
TDTSP which do not need any specific structure of the underlying travel
time functions. The formulation is based on a time expansion of the original
graph, resulting in a potentially large number of variables and constraints, ne-
cessitating some form of column generation. We describe the specific pricing
problem, which corresponds to computing shortest time-dependent paths,
i. e., shortest paths in a time-expanded network. We augment the approach
by computing time-dependent k-cycle-free paths, using a dual stabilization
technique in order to decrease the number of required pricing iterations. We
add several valid inequalities, a propagation method, a custom branching
rule, and primal heuristics in order to improve the solution process.

We demonstrate the effectiveness of our approach in Section 4.4 based on
a computational experiment on several instances of differing sizes, providing
a conclusion in Section 4.5.

4.1 introduction

The traveling salesman problem (TSP) is among the best studied combinato-
rial optimization problems (see [12, 87] for summaries), which is in part due
to a wide area of applications in logistics, manufacturing, telecommunica-
tions, and more. Considerable effort has been put into theoretical analysis
of the problem, and implementations of Branch-and-Bound based codes
capable of computing optimal tours for instances consisting of several thou-
sand nodes. Many heuristic solution techniques have been proposed as well,
notably the Lin-Kernighan heuristic and its adaptations by Helsgaun [97],
and numerous approaches based on genetic algorithms (see [122] for a com-
parative study). A prominent generalization of the TSP is the asymmetric
traveling salesman problem (ATSP), which allows for different costs for the
two directions in which a connection may be traversed.

There is however a drawback when it comes to real-world traffic problems,
namely the fact that the TSP assumes that the cost required for utilizing
an arc in the tour is constant, independent of the time at which the arc is
traversed. This assumption does not generally hold in urban areas, where
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congestion, and, as a result, travel times fluctuate considerably. The problem
of computing shortest paths in the presence of time-dependent travel times
has been studied before, leading to significant algorithmic advances [24]
rivaling those made for the shortest path problem itself.

As for the planning of time-dependent tours, several extensions of the
ATSP have been examined in the literature (see below). The resulting formu-
lations are however generally focused on the structure of the time-dependent
cost functions rather than that of the underlying network itself. Conversely,
we study the time-dependent TSP (TDTSP for short) focusing on paths
through the network, leading to different Branch-Cut-and-Price formulations
with time-dependent shortest path problems being solved during the column
generation.

The TSP is very versatile in applications. For solving TSP, specialized IP
methods have proven particularly fruitful. The importance of time-dependent
cost functions is obvious at least for logistic applications. Thus, development
of specialized IP methods for the TDTSP in full generality, with fully general
time dependence of the arc lengths, is of fundamental importance. To this
end we develop both arc- and path-based formulations for the TDTSP. Both
formulations naturally lead to a high number of variables, naturally lending
themselves to be solved by a column generation approach. It turns out
that a pivotal step in this approach is the pricing problem, which yields a
time-dependent shortest path problem of independent interest. This problem
is to find and price paths in the time expansion of a graph G, which are
acyclic when projected in the underlying graph G.

preliminaries The TDTSP is a generalization of the ATSP to the case of
time-dependent cost functions. Specifically, we let D = (V, A) be a directed
graph with n := |V| ≥ 3 vertices, and θmax ∈ N a fixed time horizon for
Θ := {0, . . . , θmax}. The travel time for an arc a ∈ A is given by a function
ca : Θ → N. For each sequence of arcs (a1, . . . , ak) with ak = (uk, vk) and
vk = uk+1 we can recursively define an arrival time

θarr(a1, . . . , ak) :=


cu1,v1(0) if k = 1, and

θarr(a1, . . . , ak−1) + cuk ,vk (θ
arr(a1, . . . , ak−1))

otherwise.

A feasible solution of the TDTSP is a tour beginning at a source vertex s ∈ V,
visiting every other vertex exactly once, then returns to s. The TDTSP asks for
a feasible solution T = (a1, . . . , an) minimizing the arrival time θarr(a1, . . . , an)
back at s, which we will also denote by c(T). The specification of a source
vertex is necessary for the TDTSP, as opposed to the ATSP, due to the time-
dependency of the travel times c. Several special properties of travel time
functions play an important role in time-dependent versions of combinatorial
problems: The first-in-first out (FIFO) property stipulates that the traveler
who first enters an arc is also the first to leave it again. Formally, it must
hold for each a ∈ A that

θ + ca(θ) ≤ θ′ + ca(θ
′) ∀ θ, θ′ ∈ Θ, θ ≤ θ′. (FIFO)

Shortest paths with respect to time-dependent costs can be computed effi-
ciently using a variant of Dijkstra’s algorithm if the cost functions satisfy the
FIFO property [107, 52].

Secondly, several well-known results (e.g., [141, 42]) state that the symmet-
ric version of the TSP can be approximated in case of metric cost coefficients,
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i.e., cost coefficients satisfying the triangle inequality. The definition of the
triangle inequality can be easily generalized to the time-dependent case: A
set of travel time functions satisfies the time-dependent triangle inequality if it
holds for each u, v, w ∈ V with θ, θ + cuv(θ) ∈ Θ that

θ + cuw(θ) ≤ θ + cuv(θ) + cvw(θ + cuv(θ)). (4.1)

related work Several generalizations of the ATSP have been considered
in the literature, such as the TSP with time windows [14, 15], or the class
of vehicle routing problems (VRPs) [150]. An interesting novel approach
to the TSP and its variant is related to path-based formulations: The flow
conservation constraints of the TSP ensure that every solution corresponds to
a set of cycles in the underlying graph, making it possible to reformulate the
problem in terms of path variables and solving it using a Branch-Cut-and-
Price framework [68]. The same holds for the VRP [69] and other TSP-related
problems [1]. By itself, this reformulation is not stronger than the original
formulation due to Dantzig et. al [48]. It is however possible to restrict
the set of path variables in order to exclude paths which are not tours. Of
course, any such modification alters the pricing problem, generally having an
adverse effect to its computational tractability, requiring a balance between
the quality of the relaxation and the computational effort required to solve
the pricing problem. Promising approaches include the generation of k-cycle-
free [103] as well as so-called ng-paths [139], which exclude cycles containing
the intersection of selected neighborhoods of vertices.

An early extension of the TSP to incorporate time-dependency, due to
Picard and Queyranne [132], generalizes the travel time of an arc (i, j) ∈ A to
be sequence-dependent, i. e., a function cij(k) (k = 1, . . . , n). This sequence-
dependent variant of the TSP, which we refer to as the SDTSP, has since
been studied both theoretically [1] and experimentally [32, 132]. Notably,
there is a correspondence between this sequence-dependent generalization
of the TSP and the Minimum Latency Problem (MLP), which asks for a tour
minimizing the sum of waiting times of customers. The correspondence has
inspired some mixed-integer programming (MIP) formulations [11] for the
MLP. The SDTSP is also closely related to identical machine scheduling, in
particular P||∑ wjTj (see [130]).

Some attempts have been made [46, 13] to solve the TDTSP itself using
Branch-and-Cut algorithms, with the focus of exploiting a special structure
of the time-dependent cost functions. Specifically, the travel-time model
introduced in [102] assumes that travel times are determined by a piecewise
constant travel speed function, leading to a three-index formulation where
the total number of variables depends on the complexity of the travel speed
functions in terms of the number of their break points. While the approach
seems successful for highly structured travel speed functions, the compu-
tational tractability apparently degrades for more irregular instances (see
for instance the computational results in [46]). Another approach, going by
the name of Dynamic Discretization Discovery has been proposed [153, 34]
specifically for the TDTSP with time windows, which relies on iteratively
refining a discretization of the time horizon according to optimal solutions
of coarser discretizations determined during previous stages. The approach
essentially substitutes one large integer program with several well-chosen
smaller ones, exploiting the combination of time-dependent travel times and
time windows. Conversely, we pursuit an approach that does not rely on
any special condition for the travel times.
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A preliminary version of this paper [90] explored the (ultimately unsuc-
cessful) usage of machine-learning techniques in order to solve the TDTSP.

4.2 complexity

As a generalization of the TSP, the TDTSP is NP-hard itself. Recall that
while there exists no α-approximation for any α > 1 for the general TSP, the
metric TSP can be approximated [112, pp. 557]. This does not hold for the
metric TDTSP:

Theorem 4.2.1. The TDTSP is inapproximable even if the FIFO property and the
time-dependent triangle inequality are satisfied.

Proof. Suppose there exists an α-approximation algorithm Alg for some
α ≥ 1. We show that algorithm Alg could be used to solve the Hamiltonian

Cycle problem on an undirected graph G = (V, E). To this end, let D =
(V, A) be the bidirected complete graph with costs

duv :=

{
1 if {u, v} ∈ E, and
2 otherwise.

Note that G is Hamiltonian if and only if D contains a tour with costs of
exactly n with respect to the cost function d. Let M := dαne+ 1, s ∈ V an
arbitrary source vertex, and θmax := n ·M be a time horizon. For θ ∈ Θ and
a ∈ A, let

cuv(θ) :=

{
M if (v, θ, duv) = (s, n− 1, 2) or θ > n, and
duv otherwise

(4.2)

be a set of time-dependent cost functions. These cost functions satisfy both
the FIFO property and the time-dependent triangle inequality (4.1). We
distinguish two cases with respect to the TDTSP instance (D, c, s, θmax):

– G has a Hamilton cycle, and therefore a tour T = (a1, . . . , an) with costs
of n exists in D: In this case the values d(ai) for i = 1, . . . , n are all
equal to one, implying that the optimal solution to the TDTSP instance
has an arrival time of n. Alg yields a tour Tapx with an arrival time of
at most αn < M. Consequently, the first case of (4.2) is never attained,
implying that each arc has a travel time of one, and Alg correctly
identifies a Hamiltonian cycle in G.

– G does not possess a Hamiltonian cycle, and every tour T = (a1, . . . ,
an = (u, s)) has a cost of at least n + 1 with respect to d: As a result,
there must be one arc ak ∈ T having a travel time of at least two. If
k < n, then T arrives at u at time θ ≥ n, and the travel time of an, and
consequently the arrival time of T is at least M. If on the other hand
k = n, then T arrives at u at time n− 1 and arc an has a travel time of
more than one, which is only possible if duv = 2, yielding a travel time
of M for an. In any case, the arrival time of T is at least M > αn.

Based on this distinction, G has a Hamilton cycle if and only if Alg produces
a tour with an arrival time of n.

Remark 4.2.2 (Dynamic Programming). It is well-known [95] that the (asym-
metric) TSP can be solved by using a dynamic programming approach. Let
C(S, v) be the smallest cost of an (s, v)-path consisting of the vertices S ⊆ V
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with s, v ∈ S and s 6= v. Then C(S, v) satisfies the following recursive
relationship:

C({s, v}, v) = csv ∀ v ∈ V, v 6= s

C(S, v) = min
u∈S

u 6=s,v

C(S \ {v}, u) + cuv ∀ S ⊆ V, |S| ≥ 3, v ∈ S.

The cost of an optimal tour is then given by minv 6=s C(V, v) + c(v, s), and can
be determined by computing the values C(S, v) in increasing order of |S|,
yielding an O(2n · n2) algorithm for the ATSP.

In order to adapt the approach to the TDTSP, we can define C(S, v) as the
minimum arrival time of any (s, v)-path departing from s at θ = 0, consisting
of the vertices S ⊆ V with s, v ∈ S and s 6= v. If the TDTSP instance in
question satisfies the FIFO property, C(S, v) satisfies a similar relationship:

C({s, v}, v) = csv(θ = 0) ∀ v ∈ V, v 6= s

C(S, v) = min
u∈S

u 6=s,v

C(S \ {v}, u) + cuv (θ = C(S \ {v}, u))

∀ S ⊆ V, |S| ≥ 3, v ∈ S.

These relations yield an algorithm for the TDTSP with the same running time
as its counterpart for the ATSP. Note that the FIFO property is key here, since
it ensures that only the shortest path for fixed (S, v) needs to be considered
for subsequent computations.

4.2.1 Approximation for Special Cases

Let č : A→N be the static underestimator of the time-dependent cost function
c, defined as

ča := min
θ∈Θ

ca(θ) ∀ a ∈ A.

If the time-dependent cost functions are of low variance, the underestimator
yields TDTSP-approximations based on an underlying ATSP:

Theorem 4.2.3. Let λ ≥ 1 such that it holds for all a ∈ A, θ ∈ {0, . . . , T} that

ca(θ) ≤ λ · ča

Then, any α-approximation of the ATSP yields an (αλ)-approximation of the TDTSP.

Proof. Let Topt, Tapx be the optimal and α-approximate tour with respect to
the costs č and TTopt be the optimal TDTSP tour. We have that

c(Tapx) ≤ λ · č(Tapx) ≤ (αλ) · č(Topt) ≤ (αλ) · č(TTopt) = (αλ) · c(TTopt).

Since the ATSP is inapproximable in general, further assumptions, such
as a metric lower bound čuv, are necessary to obtain any approximation
results.

4.3 a branch-and-price algorithm

Our aim in the next section is to provide a state-of-the-art mixed integer
programming (MIP)-based algorithm to solve the TDTSP in full generality.
We begin by formally defining time-expanded graphs and establishing both
an arc-based and a path-based formulation, since it is not immediately clear
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Figure 4.1: A directed graph D and its time-expansion DT .

which approach will work better. Both formulations consist of large numbers
of variables, necessitating column generation approaches. Since feasible
tours correspond to acyclic paths through the time-expanded graph, the key
to solving the TDTSP efficiently is: How can we find a shortest path through the
time-expanded graph which is acyclic on the original graph?

Optimizing over the set of acyclic paths, which we denote by P∗, cor-
responds to solving the TDTSP itself. The set P of all paths through the
time-expanded graph is much easier to handle, leading to a very fast pricing
algorithm at the cost of a substantially weaker relaxation. To balance the
computational effort of the pricing step and the strength of the relaxation,
we generate k-cycle free paths, i. e., paths containing no cycles of size ≤ k,
where larger values of k increase the computational effort while improving
the relaxation.

After discussing the subject of column generation we strengthen both for-
mulations based on valid inequalities. To this end we review several classes
of valid inequalities for the SDTSP and other related problems, adapting the
class and their respective separation algorithms to the TDTSP. Lastly, we
make several improvements relating to well-known MIP techniques such as
adding a branching rule and several primal heuristics.

Definition 4.3.1. The set of reachable points in time, T : V → 2Θ is defined as

T (v) := {θ ∈ Θ | ∃(a1, . . . , ak), a1 = (s, v1), ak = (uk, v),

θarr(a1, . . . , ak) = θ}.

The time-expanded graph DT = (VT , AT ) has vertices VT := {vθ | v ∈ V, θ ∈
T (v)} and arcs

AT := {(uθ , vθ′) | uθ , vθ′ ∈ VT , θ′ = θ + cuv(θ)}.

We denote an arc (uθ , vθ′) by (u, v, θ) and assume from now on that
cuv(θ) > 0 for all (u, v) ∈ A, θ ∈ T (v). It follows that DT is acyclic.

Example 4.3.2. Figure 4.1 shows a directed graph with travel times for each
arc and its time expansion. Any tour on D can be embedded into DT as an
(s0, sθ)-path.
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4.3.1 An Arc-based formulation

We formulate the TDTSP based on binary variables for each arc of DT

similar to the SDTSP formulation in [132]. The formulation has two kinds
of constraints: A number of covering constraints ensures that each vertex in
V has exactly one outgoing arc in DT , while flow conservation constraints
guarantee that any feasible solution consists of a single (s0, sθ)-path:

min
x ∑

(u,v,θ)∈AT
cuv(θ) · xuv,θ

s. t. ∑
θ∈T (v)

x(δ+(vθ)) = 1 ∀ v ∈ V

x(δ+(vθ))− x(δ−(vθ)) = 0 ∀ v 6= s, θ ∈ T (v)
xa ∈ {0, 1} ∀ a ∈ AT .

(TDTSP-A)

Remark 4.3.3. By virtue of the flow conservation constraints in (TDTSP-A),
any solution of the program or its LP-relaxation can be decomposed into a
set of paths leading from vertex s0 to vertices sθ for some values θ ⊆ T (s).
As a result, there exist several equivalent linear objectives, for example the
arrival time objective, given by

∑
θ∈T (s)

∑
(v,s,θ′)∈δ−(sθ)

θ · xvs,θ .

relation to the static atsp There is a strong relationship between
the TDTSP and the ATSP. Let y : A→ R≥0 be the compound flow traversing
an arc (u, v) ∈ A with respect to a feasible solution (xa)a∈AT of (TDTSP-A),
given as

yuv := ∑
(u,v,θ)∈AT

xuv,θ . (4.3)

The covering constraints and the flow conservation yield the well-known
2-matching equations

y(δ+(v)) = y(δ−(v)) = 1 ∀ v ∈ V.

The covering constraints and the integrality of the variables x imply that
the values y are binary for any feasible solution x. However, a correct static
ATSP formulation still requires subtour elimination constraints (SECs) of the
form

y(δ+(S)) ≥ 1 ∀ S ⊂ V, S 6= ∅, V.

Since DT is acyclic, any solution of (TDTSP-A) is guaranteed to satisfy
the additional SECs. Equivalently, flow augmentation techniques [82] for
strengthening ATSP formulations are redundant for (TDTSP-A). Conversely,
SECs are not necessarily satisfied by fractional solutions. Thus, (TDTSP-A)
can be strengthened by separating SECs with respect to the underlying static
ATSP (see Subsection 4.3.4).

Valid inequalities for the ATSP can be included into the TDTSP by first
computing the compound flow y∗ of a solution x∗ of the LP-relaxation of
(TDTSP-A), executing some separation algorithm yielding a valid inequality
in the compound variables y, and finally expressing this inequality in terms
of the original problem variables x.

Any feasible TDTSP solution is feasible for the underlying ATSP, generic
ATSP solutions do not necessarily produce feasible solutions of the TDTSP.
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Specifically, no tour T = (a1, . . . , an) with θarr(T) > θmax can be embedded
into DT . The complete description of the TDTSP in terms of compound
variables y can be obtained by adding forbidden path constraints of the form

∑
a∈P

ya ≤ k− 1 ∀ P = (a1, . . . , ak) : θarr(P) > θmax.

As a result, facet-defining ATSP inequalities, while valid, are not necessarily
facet-defining for the TDTSP.

4.3.2 A path-based formulation

Any feasible solution of the TDTSP problem (TDTSP-A) can be decomposed
into (s0, sθ)-paths for some values θ ⊆ T (s). These paths correspond to
cycles containing vertex s in D. We denote by P the set of all (s0, sθ)-paths
not containing any vertex sθ′ with θ 6= θ′. For each path P ∈ P and each
vertex v ∈ V, we let χv,P be the set of vertices in VT that have an outgoing
arc contained in P, and αv,P its cardinality, i. e.,

χv,P := {vθ ∈ VT | (v, w, θ) ∈ P}, and αv,P := |χv,P| .

The problem can be reformulated in terms of path variables:

min
x ∑

P∈P
cP · xP

s. t. ∑
P∈P

αv,P · xP = 1 ∀ v ∈ V

xP ∈ {0, 1} ∀ P ∈ P

(TDTSP-P)

Any solution of this formulation consists of a single variable xP set to 1 and all
others set to 0, in which case P must be contained in P∗, i. e., corresponding
to a tour. The LP-relaxation of (TDTSP-P) is essentially given by the lower
bounds on the variables x and the n covering constraints. Therefore, basic
solutions of the relaxation consist of at most n different paths in P , which
need not be tours in D. The resulting system is small in terms of the number
of constraints at the expense of the number of variables, suggesting a column
generation [119] approach.

4.3.3 Column generation

Let (λv)v∈V be the dual variables corresponding to the covering constraints
in (TDTSP-P). The reduced cost of a variable xP in the corresponding
LP-relaxation is given as

cP := cP − ∑
v∈V

αv,P · λv,

which can be rewritten as a function AT → R via

cuv,θ := cuv(θ)− λu.

The pricing problem therefore corresponds to a shortest path problem in DT ,
which can be solved in linear time since DT is acyclic.

lagrangean pricing & dual stabilization It is fairly straightfor-
ward to derive a Lagrangean relaxation of the LP-relaxation of (TDTSP-P),
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which is solved during the pricing problem. The constraint ∑P∈P αs,P · xP = 1
is equivalent to

∑
P∈P

xP = 1,

since every path in P leaves s0 exactly once. By penalizing all covering
constraints in the objective and removing all but this constraint we obtain
the Lagrangean relaxation

LP (λ) :=

(
∑

v∈V
λv

)
+


min

x ∑
P∈P

cP · xP

s. t. ∑
P∈P

xP ≤ 1

xP ≥ 0 ∀ P ∈ P .

If there exists a path with negative reduced costs with respect to λ, an
optimal solution of LP (λ) is obtained by setting x∗P = 1, where P ∈ P has
the minimum reduced cost. If there is no such path, we set x∗ ≡ 0. In any
case, we obtain a lower bound on the LP-relaxation of (TDTSP-P) during the
pricing. It is easy to adapt this approach to (TDTSP-A), enabling us to use
path-based pricing in this case as well.

We use the Lagrangean relaxation in order to perform a dual stabilization
based on the weighted Dantzig-Wolfe decomposition (see Section 1.4.4). The
weighted Dantzig-Wolfe decomposition method judges the quality of dual
values according to the value of their Lagrangean relaxation. By maintaining
a center of stability and only tentatively moving the center towards the current
dual values, the technique can significantly decrease the time required to
solve the LP-relaxations of the TDTSP formulations.

pricing acyclic paths Many paths which are generated in the pricing
do not share much resemblance with tours in the underlying graph D: On the
one hand certain paths only contain few vertices and lead almost immediately
back to sθ . We will address this problem later using the propagation of lower
bounds. On the other hand, paths frequently contain cycles with respect to
D, i. e., they contain two different copies vθ , vθ′ of the same vertex v 6= s with
different values θ 6= θ′. Specifically, a path

P = (a1 = (u1, v1, θ1), . . . , ak = (uk, vk, θk))

in DT forms a k-cycle if u1 = vk. A path of at least k arcs contains a k-cycle
if any of its subpaths is a k-cycle. A path not containing a j-cycle for j ≤ k
is called k-cycle-free. Naturally, a k-cycle-free path is also j-cycle-free for all
j < k, and it is a tour if and only if it is (n− 1)-cycle-free.

In order to strengthen the formulations, we restrict the set of variables in
the path-based formulation (TDTSP-P) to the subset Pk ⊆ P of k-cycle-free
paths, noting that

P =: P1 ⊆ P2 . . . ⊆ Pn−1 = P∗.

Similarly, the sets Pk yield increasingly tighter Lagrangean relaxations, i. e.,
satisfying

LP (λ) ≤ LP2(λ) ≤ . . . ≤ LPn−1(λ).

The restriction to the set Pk requires us to adapt the pricing procedure to
k-cycle-free paths. A naive dynamic programming approach to compute
k-cycle-free shortest path would involve the maintenance of a set of (n

k) labels
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for each vertex, requiring a running time ofO(nk) for fixed k. Fortunately, the
problem has previously been examined [103], yielding to several algorithmic
improvements. Firstly, 2-cycle free shortest paths can be computed in linear
time with a very low overhead compared to their ordinary counterpart.
Secondly, the number of labels per vertex can be substantially reduced
by encoding the forbidden extensions of given paths in so-called hole sets,
yielding a labeling scheme maintaining a reduced number of at most (k− 1)!
labels per vertex. Consequently, the time required to solve the k-cycle free
shortest path is at most O((k!)2) in the parameter k and polynomial in the
encoding length of the underlying graph.

Despite these results, the pricing problem with k-cycle free paths is still
hard to solve in practice. Consequently, we use the weighted Dantzig-Wolfe
decomposition described above (using the values LPk (λ)) to accelerate the
overall performance of the column generation.

Adapting the original formulation (TDTSP-A) is not as straightforward,
since we have no control regarding the path decomposition producing the
values xuv,θ . As a compromise, we propose to generate new columns ac-
cording to the arcs of k-cycle-free paths. Since we cannot guarantee that
the resulting flow can be decomposed into k-cycle-free paths, we cannot
ensure that LPk (λ) ≤ LP((TDTSP-A)). Nonetheless, it still holds that
LPk (λ) ≤ (TDTSP-A), which is sufficient to ensure that, if no more k-cycle-
free paths can be found, the restricted LP is a relaxation of (TDTSP-A). We
are however unable to apply the weighted Dantzig-Wolfe decomposition to
the arc-based formulation.

4.3.4 Valid inequalities

We consider several classes of valid inequalities, some of which are well-
known ATSP inequalities, whereas others are either adaptations of SDTSP
inequalities or newly derived ones. We express the inequalities in terms of
the arc variables x from (TDTSP-A), understanding that converting them to
(TDTSP-P) is straightforward. The separation is performed according to a
fractional solution x∗ with compound values y∗ given by

y∗uv = ∑
(u,v,θ)∈AT

x∗uv,θ ∀ (u, v) ∈ A.

atsp inequalities Apart from the subtour elimination constraints, the
probably best-known family of facet-defining inequalities for the ATSP goes
by the name of D+

k -inequalities [83, 87]. These inequalities are derived based
on the compound variables y on a complete directed graph D = (V, A). To
simplify notation, for sets S, T ⊆ V we let

δ(S, T) := {(u, v) ∈ A | u ∈ S, v ∈ T}.

The D+
k -inequality for a sequence (v1, . . . , vk) of 2 ≤ k < n distinct vertices

is given by

k−1

∑
j=1

yvj ,vj+1 + yvk ,v1 + 2y(δ({v2, . . . , vk}, v1))

+
k

∑
j=3

y(δ(vj, {v2, . . . , vj−1})) ≤ k− 1.

For an example of D+
k -inequalities, consider Figure 4.2: In the case of k = 3,

at most 2 of the three arcs in the cycle C := (v1, v2, v3) may be chosen as
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v1

v2

v3

(a) k = 3

v1 v2

v3v4

(b) k = 4

Figure 4.2: Examples of D+
k inequalities (as shown in [83]) for different values of k,

where arcs carrying a coefficient of 2 are drawn double.

long as the arc (v2, v1) is not part of the tour. The inclusion of (v2, v1) into
the tour in turn prevents the use of any arc in C. The situation is similar for
k = 4, where at most 3 of the arcs in C := (v1, v2, v3, v4) may be selected. The
inclusion of an arc leading into v1 from v2 (or v3) precludes the uses of the
two arcs in C incident to v2 (or v3). Lastly, if (v3, v2) is used at all, the only
other arcs that may be included are either (v2, v1) or (v4, v1).

The separation of D+
k -inequalities involves the enumeration of possible

sequences in a Branch-and-Bound-like fashion. Nonetheless, the separation
works well in practice, since many of the possible sequences can be pruned.

incompatibilites Incompatibilites between binary variables, collected
in the so-called incompatibility graph, have proven to be highly useful in
order to generate strong inequalities for mixed-integer programs in general
(see [16]). For the ATSP, two arcs (u, v) 6= (u′, v′) are incompatible if they
share one or both of their endpoints, i. e.,

u = u′ or v = v′ or
(
u = v′ and u′ = v

)
.

The two common classes of inequalities derived from incompatibility graphs
are clique and odd-cycle inequalities. Cliques in the incompatibility graph of
the ATSP correspond to the sets δ+(v) and δ−(v). For the (TDTSP-A), clique
inequalities are already implied by the constraints.

Odd-cycle inequalities for the ATSP are known as odd closed alternating
trail inequalities [20], odd CATS for short. An odd CAT corresponds to a
sequence a1, . . . , a2k+1 of distinct arcs in A such that arcs ai and ai+1 share
either head or tail. The odd CAT inequality corresponding to these arcs is
given by

k

∑
i=1

yai ≤ k.

Odd CAT inequalities for the ATSP can be separated heuristically by com-
puting shortest paths in an auxiliary bipartite graph. For the TDTSP, these
cuts correspond to odd cycles of cliques rather than odd cycles of simple
incompatibilities.

odd path-free inequalities Let S ⊆ V \ {s} be a set of vertices of the
underlying graph, VT (S) := {uθ ∈ VT | u ∈ S} the corresponding vertices
in VT , and AT (S) the arcs of the subgraph of DT induced by VT (S). The
SEC corresponding to S implies that the set AT (S) can contain at most |S| − 1
arcs.
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θ

a b c
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3
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6

Figure 4.3: A path-free set of arcs on three vertices

We obtain another class of inequalities by restricting ourselves to subsets
with odd cardinality, i. e., |S| = 2k + 1. A subset A′ ⊆ AT is path-free
with respect to S if it contains no nontrivial paths in DT , a nontrivial path
consisting of more than one arc. If a set is path-free, than any arc in the
intersection of A′ with a tour through DT connects two distinct vertices. As
a result, the intersection can contain at most k arcs, yielding the following
odd path-free inequality (see Figure 4.3):

∑
(u,v,θ)∈A′

xuv,θ ≤ k.

We separate these inequalities heuristically by first determining promising
subsets S and then computing the optimal set A′ for each promising subset S.
In order to determine a promising subset S, we note that the odd path-free
inequality is strongest for small values of k. We therefore restrict ourselves to
the case of k = 1, determining several promising sets based on the amount of
induced flow y∗(S). To avoid very similar inequalities, we only consider the
best promising 3-set containing each vertex v ∈ D \ {s}. For each candidate
set S, we compute an optimal set A′ using an integer program.

lifted subtour elimination inequalities Subtour elimination
constraints can be used to strengthen formulation (TDTSP-A). They can
be separated in polynomial time by solving a series of flow problems on
the underlying graph D. To further strengthen SECs for the SDTSP, it was
observed in [1] that any tour has to leave S sufficiently early in order to be
able to reach the vertices in V \ S and return to s within the time horizon.
We proceed to adapt the approach to the TDTSP. Let θ̂ be such that

θ̂ ≥ max{θ | there exists a tour T leaving S for the first time at θ}.

Then, the following lifted subtour elimination constraint (LSEC) is valid for
(TDTSP-A):

∑
(u,v,θ)∈δ+(AT (S))

θ≤θ̂

xuv,θ ≥ 1.

The value of θ̂ is maximized for a tour which first serves S, then V \ S and
returns to s immediately afterwards. Computing the optimum value of θ̂
is intractable in practice, as it would involve the solution of a TDTSP on S
itself.

Instead of maximizing the time spent in S, we therefore minimize the time
spent in V \ S. Since we do not know the optimum value of θ̂, we do not know
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the values of the cost function c. Hence, we relax the problem by replacing
the time-dependent cost functions cuv(θ) by its static underestimator čuv.
Minimizing the length of a static tour leaving s, traversing V \ S, and finally
returning to s is easily formulated as an ATSP, yielding an optimal value of
θ̌. The latest departure time θ̂ can then be determined as θmax − θ̌.

This estimation of the optimal θ̂ can be rather rough if the cost functions
c differ significantly from their underestimators č. As a result, the computa-
tional effort required to solve the ATSP does not seem merited. We choose to
instead bound the static tour cost from below by computing an arborescence
of minimum weight.

cycle inequalities While it is possible to generate variables for the
(TDTSP-A) according to k-cycle-free paths, solutions of the LP-relaxation
generally do not posses a k-cycle-free path decomposition. We adapt the
cycle inequalities introduced in [1] for the SDTSP to the TDTSP, cutting off
solutions based on the elimination of k-cycles. Consider a path

P = (a = (u, u1, θ), a1 = (u1, v1, θ1), . . . , ak = (uk, vk, θk))

in DT satisfying the following properties:

1. The arcs a1, . . . , ak form a k-cycle C not containing s.

2. The arc a enters the cycle C, that is, u /∈ {u1, . . . , uk}.

Let T be a tour entering the cycle C via arc a. Since T is k-cycle-free, it
can contain at most j ≤ k− 1 of the arcs in C, leaving the cycle via an arc
(uj, w, θj) with w 6= uj+1. It also holds that w cannot coincide with u` for
` < j or u (otherwise T would contain a cycle of length ≤ j). Based on these
observations, the cycle inequality associated with P, defined as

xu1v1,θ1 ≤
k−1

∑
j=1

∑
(uj ,w,θj)∈AT

w/∈{u,u1,...,uj+1}

xujw,θj+1 ,

is valid for (TDTSP-A). We separate these inequalities using a simple heuris-
tic: Based on x∗ we compute a decomposition into paths P1, . . . , Pk ⊆ P .
For each path Pi, we determine whether it contains a k-cycle, adding the
corresponding inequality if necessary.

Note that cycle inequalities were reexamined in [123], leading to the
stronger class of Time-Dependent Cycle Inequalities (TDCIs) for the SDTSP.
The techniques required to derive these inequalities are however specific to
the SDTSP and do not generalize to the TDTSP.

unitary afcs Unitary AFCs (admissible flow constraints) were intro-
duced in [1] for the SDTSP. In terms of the TDTSP, they can be derived as
follows:

Summing up the flow conservation constraints of (TDTSP-A) over a set
S ⊆ VT not containing any vertices sθ yields the equation x(δ−(S)) =
x(δ+(S)). Based on an incoming arc (u, v, θ) ∈ δ−(S), it can be relaxed to
xuv,θ ≤ x(δ+(S)). This constraint by itself is obviously redundant. However,
any tour T that enters S via (u, v, θ) has to leave S using some arc (u′, v′, θ′) ∈
δ+(S) such that v′ 6= u, v, yielding the unitary AFC inequality

xuv,θ ≤ ∑
(u′ ,v′ ,θ′)∈δ+(S)

v′ 6=u,v

xu′v′ ,θ′ .
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To separate these inequalities, we first observe that stronger unitary AFC
inequalities correspond to smaller cuts, i. e., a set S′ with (u, v, θ) ∈ δ−(S′)
and δ+(S′) ⊆ δ+(S) produces a stronger inequality than S. As a result, any
vertex in S except for vθ+cuv(θ) can be removed, provided that it does not
contain any arc entering from another vertex in S. We can therefore assume
that S contains only vertices reachable from vθ+cuv(θ). Similarly, we can also
assume that S contains no copies of u and v, other than vθ+cuv(θ) itself. Hence,
the separation of unitary AFC inequalities can be conducted by solving a
min-cut problem for each arc (u, v, θ) with x∗uv,θ > 0, with capacities based
on the values of x∗.

4.3.5 Additional techniques

The addition of cutting planes already significantly strengthens the TDTSP
formulations. There are however several other techniques which can be used
to speed up the computation of the optimal tour in a Branch-and-Bound
framework:

propagation During the solution process, we have a dual bound θ based
on the value of the LP-relaxation of the current Branch-and-Bound node and
a primal bound θ based on the best known integral solution (we let θ := −∞
and θ := +∞ if the bounds are not available). The LP-relaxation frequently
contains (s0, sθ)-paths containing only a few arcs each, leading back to s at
θ < θ. Similarly, there are long paths which cannot be part of an optimal
solution. Formally, variable xvw,θ can be fixed to zero if

θ > θ or (θ + cvw(θ) < θ and w = s) .

We propagate any improvement in the bounds θ and θ by fixing the appro-
priate variables. We also include the propagation into the pricing problem.

compound branching Branching on variables xuv,θ likely yields a
highly unbalanced Branch-and-Bound tree, since fixing a variable xuv,θ to one
is a strong restriction, while fixing it to zero is a very weak one. We instead
add the binary compound flow variables y and coupling constraints (4.3)
to the formulations and assign branching priorities in order to force the
solver to branch on compound flow variables whenever possible, leading a
more balanced tree. Since any binary solution y∗ corresponds to a tour, it is
never necessary to branch on the variables x. Since the number of compound
variables is generally much lower than the number of arcs in AT , the addition
of the compound variables is unlikely to significantly affect computational
performance.

primal heuristics We use an incremental construction heuristic to
obtain a path P starting at s0. At each turn, we append an arc leading to
vertices whose counterparts in D are still unexplored by P, finishing when the
path forms a tour. The selection of the arcs is based on the current fractional
solution (x∗, y∗). Arcs that are fixed to zero are always disregarded. If there
are multiple possible arcs to be added, we score each arc (u, v, θ), and then
choose one with probability proportional to the score. We use three different
scoring functions:

– the inverse of the travel time cuv(θ) (breaking ties arbitrarily),

– the variable value of x∗uv,θ using travel times to break ties, or
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Figure 4.4: A sample plot of the travel time function for costs of 10, a time horizon of
θmax = 100 and M = 10 break points. The cost is constrained by a factor of λ = 3.

– the compound value y∗uv using the same tie-breaking rule.

Since this construction is computationally inexpensive, we can increase the
chance of finding an improved tour by using all scoring functions and
performing several iterations with different random seeds.

4.4 computational experiments

We proceed to report on the empirical findings on a set of artificially gen-
erated TDTSP instances. All experiments were carried out based on an
implementation1 in the C++ programming language compiled with full op-
timization. We used version 7.0.1 of the SCIP [3] optimization suite and
version 9.0.0 of Gurobi [86] as underlying LP solver. We ran the experiments
on an AMD Epyc 7742 processor clocked at up to 3.4 GHz and imposed a
time limit of 3 600 s for all computations. Each individual computation was
carried out by a single-threaded process.

4.4.1 Instances

We generate several problem instances, each given by a complete directed
graph and cost functions associated with its arcs. We embed the vertices
of the graph into {0, . . . , 100}2 and introduce (symmetric) costs ca using
rounded-down Euclidean distances between the points of the embedding.
Based on the costs ca, we generate a piecewise linear function fa(θ) : N→ Z

with M ∈ N breaking points θ1 < θ2 < . . . < θM within Θ:

1. We let fa(0) := 0 and fix the slope at zero to +1.

2. The slope alternates between +1 and −1 with break points at θi for
i = 1, . . . , M.

Based on fa, the time-dependent cost function ca : {0, . . . , θmax} → N is
given as

ca(θ) := ca + max(min( fa(θ), λ · ca), 0),

where the parameter λ > 1 controls which multiple of ca(θ)/ca can be
attained (see Figure 4.4 for an example). Throughout the experiments we set
λ := 3 and distribute M := 360 break point over a set of 3 600 points in time.

By construction, the function f satisfies the FIFO property independently of
the choice of the time steps θ. We then use (time-dependent) shortest-path

1 Implementation available at https://github.com/chrhansk/time-dependent-tsp

https://github.com/chrhansk/time-dependent-tsp
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distances with respect to c(·) instead of c directly, in order to ensure that the
(time-dependent) triangle inequality is satisfied as well.

We generate 50 small instances consisting of 20 vertices each as well as
20 large instances consisting of 40 vertices based on different random seeds.
For each instance, we compute an optimal tour T0 with respect to the time-
independent costs. The tour T0 serves both as an initial feasible solution
and as a means to determine a suitable time horizon θmax to construct a
time-expanded graph DT .

There is a significant increase in the number of arcs during the time-
expansion: While the original number of 20 vertices of the small instances
leads to 380 arcs in the underlying graph, the number of arcs in the time-
expanded graphs DT ranges from about 80 000 to over 130 000. For the large
instances, the number of arcs in DT lies between 800 000 and 1 000 000.

Remark 4.4.1. By means of the approximation result in Theorem 4.2.3, the
choice of objective enables us to compute a lower bound on the optimal
objective values of our TDTSP instances. These bounds are oftentimes better
than the objective values of the LP-relaxations of the root nodes. However,
in order to evaluate our formulations, we do not use them during our
computations.

4.4.2 Computational results

comparisons between formulations We begin by comparing the
performance of the different formulations, namely the arc-based formula-
tion (TDTSP-A), both with and without path-based pricing, and its path-
based counterpart (TDTSP-P). The increased size of the instances (see
above) has immediate consequences regarding the computational perfor-
mance (see Table 4.1 for the solution statistics for the large instances): For-
mulation (TDTSP-A) spends an average of about 13 min solving the root
relaxations of the problem instances. Enabling column generation decreases
this time to about 55 s, whereas the path-based formulation (TDTSP-P) av-
erages at 17 s. While the difference in running times is less pronounced for
the small instances, it is clear that column generation is necessary in order to
solve larger TDTSP instances.

Despite the fact that the path-based formulation solves the initial relax-
ation the fastest, it explores only 7 nodes on average during its execution,
compared to 29 nodes explored by the arc-based formulation. Consequently,
the average remaining gaps are 0.57 and 0.55 respectively. The gap here is
defined as (p− d)/d, with p being the objective function value of the best
known feasible solution and d the best known lower bound.

performance of different pricers We proceed to evaluate the
pricing methods introduced in Section 4.3.3. As a first step, we study the
difference between pricing individual arcs and entire paths with respect to
the arc-based formulation (TDTSP-A). While both approaches yield the same
gaps at the root node, path-based pricing is substantially faster than pricing
arcs while yielding relaxations with substantially fewer variables.

We then examine the effect of pricing k-cycle free paths, based on the
algorithms introduced in [103], the experimental results being depicted in
Table 4.2. Clearly, increasing the value of k increases the computational
effort. On the other hand, larger values of k yield tighter relaxations. To
obtain a realistic picture of the running times, we solve the LP-relaxation
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Table 4.2: Running time and relative gap for different pricers.

Running time [s] Relative gap

k small large small large

original 1.14 18.57 0.43 0.57

arc-based, k-cycle-free
2 1.28 23.39 0.32 0.45
3 69.44 1 960.60 0.28 0.40
4 1 706.55 – 0.26 –

path-based, k-cycle-free
2 7.38 38.19 0.31 0.43
3 1 203.36 – 0.26 –

path-based, stabilized,
k-cycle-free

2 4.22 54.44 0.31 0.43
3 585.13 – 0.26 –

of (TDTSP-A) and measured the required running time, thereby accounting
for deviations in the size of the programs arising from the use of different
pricing techniques. After solving the relaxations, we compute the relative
gaps between the different dual bounds and the primal bound obtained from
the original path-based pricing method, thereby ignoring any distortions due
to improved primal bounds.

We find that, independently of the formulation, pricing 2-cycle-free paths
incurs a negligible computational overhead of less than a minute while
closing almost 30 % of the relative gap. Increasing k beyond 2 immediately
increases the computational effort significantly, requiring almost 40 minutes
for large instances for the arc-based formulation. What is more, the effect of
pricing k-cycle-free paths on the relative gap becomes less pronounced for
larger values of k.

Regarding the formulations, the pricing procedure becomes significantly
more difficult for the path-based formulation (TDTSP-P). While the effect is
mitigated when we add dual stabilization, the difference remains significant.
A likely explanation is that, when solving the arc-based formulation, the LP
solver can compose the arcs of previously added paths in order to obtain
new paths, which may not have been explicitly added before. As a result,
the solver is quickly able to compute near optimal dual values, thereby
guiding the column generation. What is more, the difference between the
formulations with respect to the relative gaps is very slight and does not
merit the computational effort required.

Based on these observations we proposed to use the arc-based formulation
while pricing 2-cycle free paths in order to achieve a reasonable trade-off
between computational overhead and decrease in relative gap.

impact of valid inequalities We evaluate the separators introduced
in Section 4.3.4 using the same approach as above, comparing the running
times and relative gaps for all separators (see Table 4.3). In terms of the
relative gap, the subtour inequalities as well as their lifted counterparts (see
Subsection 4.3.4) perform best, closing about 25 % of the gap of the original
formulation. The computational overhead is relatively lower compared to
pricing 3- or 4-cycle-free paths. We evaluated miscellaneous combinations
of different separators, finding the combination of lifted subtour and D+

k
inequalities to be most efficient.
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Table 4.3: Running time and relative gap for different separators.

Running time [s] Relative gap

small large small large

original 1.14 18.57 0.43 0.57

Separator

Cycle 5.66 107.12 0.38 0.54
D+

k 6.19 286.34 0.33 0.45
LSEC 9.41 378.85 0.29 0.43
Odd CAT 4.05 152.71 0.39 0.52
Odd path-free 5.06 87.30 0.41 0.56
SEC 9.38 373.89 0.30 0.43
unitary AFC 23.43 263.34 0.38 0.55
LSEC and D+

k 10.16 484.12 0.29 0.42

Table 4.4: Running time and relative gap for different heuristics.

Running time [s] Relative gap

small large small large

original 1.14 18.57 0.43 0.57

Heuristic
Compound value 2.53 47.93 0.30 0.53
Inverted travel time 2.34 45.22 0.37 0.53
Variable value 1.99 46.38 0.37 0.50

performance of primal heuristics In order to judge the effective-
ness of the LP-based construction heuristics introduced in Subsection 4.3.5,
we solve the initial relaxations of instances, then apply the heuristics in order
to improve the primal bound. Once more we record both the execution
time and the gap relative to the original dual bound. The results, shown
in Table 4.4, demonstrate the effectiveness of these fairly simple heuristics:
While the computational effort is minor, with increases in running time well
below 10 s, up to 30 % of the gap is closed solely based on improved primal
bounds.

final algorithm Based on the previous experiments, we augment the
arc-based formulation (TDTSP-A) with 2-cycle-free path-based pricing, the
combination of lifted subtour and D+

k inequalities, and all of the primal
heuristics. In addition, we use the propagation method introduced in Sec-
tion 4.3.5 to fix binary variables whenever possible. Based on the combined
improvements, we are able to solve 46 of the 50 small instances to optimality.
The remaining gap of the 4 unsolved instances averages 4.5 %.

While we are unable to solve any of the large instances to optimality,
we reduce the original remaining gap from 55 % to 19 % (see Tables 4.1
and 4.5). In order to compare our algorithm with a state-of-the-art solver, we
used Gurobi as a black-box solver on the same instances. As a black-box
solver, Gurobi uses neither a column-generation approach nor the special-
ized heuristics and valid inequalities we introduced above, consequently
averaging at a significantly larger gap of 44 % on the large instances.
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Table 4.5: Running time and relative gap for the full formulation.

Instance
Full formulation Gurobi

p d g n troot p d g n

1 627 527.09 0.19 18 775.79 676 444 0.52 1
2 832 644.08 0.29 10 763.66 952 566 0.68 1
3 660 551.06 0.20 26 296.38 733 476 0.54 3
4 740 609.09 0.21 8 1 950.61 818 494 0.66 1
5 714 609.00 0.17 22 348.29 764 502 0.52 3
6 723 599.49 0.21 17 710.43 765 529 0.45 1
7 667 571.00 0.17 28 273.41 612 522 0.17 1
8 682 573.00 0.19 17 593.06 772 482 0.60 3
9 700 612.00 0.14 27 199.94 786 583 0.35 1
10 753 637.00 0.18 18 800.22 897 533 0.68 1
11 659 579.02 0.14 16 302.16 793 499 0.59 1
12 749 606.71 0.23 11 936.39 854 509 0.68 1
13 779 634.00 0.23 17 693.32 805 561 0.44 1
14 744 600.29 0.24 21 415.43 746 520 0.44 1
15 701 607.08 0.15 31 201.48 721 546 0.32 1
16 721 608.00 0.19 11 922.34 767 545 0.41 1
17 688 548.00 0.26 15 551.37 751 464 0.62 2
18 645 593.50 0.09 14 496.26 799 532 0.50 1
19 742 571.00 0.30 12 809.40 800 511 0.57 1
20 773 622.59 0.24 21 464.79 803 566 0.42 1

4.5 conclusion and future work

We have discussed several theoretical and empirical properties of the TDTSP.
Since the TDTSP is a generalization of the ATSP, many of the complexity-
specific theoretical results, such as NP-hardness and inapproximability,
carry over to the TDTSP.

Unfortunately, several positive results regarding the ATSP are not retained
in the TDTSP. Specifically, the TDTSP remains inapproximable even if a gen-
eralized triangle inequality is satisfied. Furthermore, even simple relaxations,
such as time-dependent trees, cannot be used to determine combinatorial
lower bounds on the TDTSP.

From a practitioner’s point of view, the increase in problem size poses
significant problems when trying to solve even moderate-sized instances of
the TDTSP. The authors of [1] conclude that there are challenging instance of
the SDTSP with less than one hundred vertices. While the results date back
some years, the increase in computational complexity is apparent even in the
case of the SDTSP.

To be able to tackle the TDTSP, a sophisticated pricing routine is necessary.
It is apparent that generating columns according to time-dependent paths is
superior to generating columns for individual arcs. More recent advances
regarding specialized shortest path variants facilitate the solution process by
achieving improved dual bounds. Further improvements in this area will
likely benefit the TDTSP as well.

The connection between TDTSP and ATSP yields a variety of feasible
classes of inequalities which help to significantly improve dual bounds. Un-
fortunately, the generalizations of SDTSP-type inequalities do not perform
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equally well in comparison. Objective value propagation and primal heuris-
tics decrease the gap even further. The primal heuristics profit from the
connection to the ATSP, significantly outperforming the heuristics built into
the solver itself.

We have focused on developing an algorithm capable of solving instances
with fairly arbitrary travel times. It may be worth investigating the perfor-
mance on instances with more regular travel time functions by conducting a
computational study. Similarly, the existing formulations can be extended to
incorporate time windows, suggesting further comparative experiments.
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5T H E A I R C R A F T L A N D I N G P R O B L E M

contents of this chapter

In this Chapter we develop algorithms in order to decide the feasibility of
the Aircraft Landing Problem (ALP). We begin with a survey on the existing
literature, beginning with the standard integer programming formulation.
We give an example demonstrating that the standard formulation yields
weak lower bounds and is not suitable to even determine the feasibility
of the ALP. We propose a set of necessary conditions for the feasibility of
an ALP instance and develop an algorithms to test for these conditions in
polynomial time. In order to embed the algorithm into a Branch-and-Bound
framework, we extend the conditions, and the algorithm, in order to account
for existing ordering decision corresponding to the subproblems at the nodes
of a Branch-and-Bound tree (see Section 1.3.1), playing a role similar to that
of a propagation method. Finally, we relax the feasibility conditions in order
to obtain additional valid inequalities (see Section 1.3.4) strengthening the
standard IP formulation of the ALP.

5.1 introduction

The amount of air traffic measured in terms of the total passenger-kilometers
performed (RPKs) has been on an upward trend throughout the 2010s with
a consistent annual increase of more than 5 % according to the International
Civil Aviation Organization (ICAO), see [101] for details. Despite the current
downturn due to the COVID-19 epidemic, a recovery to pre-pandemic levels
is expected within at most 2.5 years according to [85]. Assuming such a swift
recovery, previous predictions regarding further significant growth, such as
have been made by the Federal Aviation Administration (FAA) (see [5]) may
very well come to pass. The FAA forecast indeed predicts a doubling of air
traffic passengers within the next 20 years to a total of close to 500 million.

Such a significant increase in air traffic will likely have far-reaching
consequences. In particular, air traffic (AT) flow planning and control systems
have already reached a degree of utilization that is close to the limit of
capacity, potentially leading to an increase of airborne and ground delays.
Naturally, aircraft must keep sufficiently large distances in order to avoid the
potential for collisions, thereby restricting throughput. What is more, the
airspace above most large countries is separated into flight sectors with a
limited capacity in terms of the total number of aircraft permitted at every
point in time.

Another significant operational bottleneck are airports themselves. The
air space surrounding airports is called the the terminal manoeuvring area
(TMA) where control is handed off to the airports own local air traffic control
(ATC). While there are several bottlenecks restricting the capacity within the
TMA in theory, such as the availability of gates and taxiing space, the most
significant obstacle in practice is the accessibility of runways for take-off and
landing. Since the expansion of airports may be difficult, costly, and in many
cases impossible. The planning of runway operations is therefore crucial in
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order to reduce congestion and ensure continuing operations during peak
traffic situations.

It is worth noting that one focus of aviation-related research is the re-
duction of the carbon footprint and increase of sustainability of air traffic.
To achieve these goals, research projects such as the SE2A cluster [147] in-
vestigate the use of alternative fuel sources such as hydrogen as well as the
feasibility of electric aircraft operations. While the reduction of the environ-
mental impact of air traffic is a noble goal, the introduction of aircraft with
limited fuel reserves may increase the complexity of air traffic flow man-
agement even more challenging, since holding such aircraft before landing
may become more difficult, leading to smaller margins for errors during
operations.

5.2 the aircraft landing problem

The airport landing problem (ALP) has been extensively studied in recent years,
leading to a variety of solution approaches, both exact methods, such as
Branch-and-Bound, Branch-and-Cut, and Dynamic Programming algorithms,
and heuristics, based on relaxations and suitable reformulations. Several
variants of the problem have been introduced, including stochastic and
queuing models and robustifications of the original problem.

In its most general form, the ALP is given by a set R of runways of a
single airport. A set F of approaching aircraft must be directed to land on
individual runways in sequence. For notational convenience, we let n := |F |
and r := |R| and identify the set F with [n]. Naturally, an airport has a
limited capacity in terms of the number of aircraft which can land within
a specific time horizon since landing aircraft must be sufficiently separated
during the approach and landing phase. While aircraft require some time
to clear the landing runway, the key reason for separation requirements is
the effect of wake vortices generated by aircraft as a consequence of their lift.
Wake vortices are turbulences in the atmosphere forming behind aircraft
owing to their lift. Since these turbulences are hazardous to other aircraft,
the separation is necessary in order to allow for the turbulences to dissipate.
Most commonly, regulations require a minimum spatial separation between
landing aircraft. This spatial separation corresponds to a temporal separation,
assuming fixed approach velocities.

The separation requirement can therefore be put in the form of a separation
function sep : F × F → R≥0. A solution of the problem is given by a map
τ : F → R≥0 and an assignment rw : F → R of aircraft to runways. A
solution is feasible, if the separation requirements are met. Specifically, for
each pair i, j ∈ F such that rw(i) = rw(j) it has to hold that

τ(i) + sep(i, j) ≤ τ(j) if τ(i) ≤ τ(j), and

τ(j) + sep(j, i) ≤ τ(i) otherwise.
(5.1)

Note that any solution τ yields a landing sequence, i. e., a permutation π ∈ Sn
(assuming ties are broken consistently). There are also operational constraints
with respect to the acceptable landing times which must be strictly enforced.
On the one hand, limited fuel reserves prevent aircraft from staying airborne
indefinitely. Therefore, each aircraft i ∈ F has a latest-possible landing time
τmax(i). On the other hand, the achievable flight velocity limits the arrival
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time of aircraft i from below by an earliest landing time τmin(i). Consequently,
we amend the notion of feasibility to include the requirement that

τ(i) ∈ [τmin(i), τmax(i)] ∀ i ∈ F . (5.2)

An important aspect of the ALP is the choice of the separation function.
Based on regulations put forth by the FAA and the ICAO, separation require-
ments are determined based on aircraft classes: Smaller aircraft are most
severely affected by wake vortices of preceding planes, whereas large aircraft
cause the most amount of turbulence in their wake. Consequently, aircraft
are generally split into four types or categories, namely Light, Medium, Heavy,
and Super, formally given as C := {L, M, H, S}. The type of each aircraft
i ∈ F , which we denote as type(i), then determines the separation function.
As a result, the separation function only attains at most |C × C| many dif-
ferent values and can also be expressed as a function from C × C to R≥0.
To highlight this fact, we say that the separation function corresponds to
a separation matrix in RC×C≥0 . Furthermore, we let T := |C|. A separation
function satisfies the triangle inequality if it holds that

sep(i, j) + sep(j, k) ≤ sep(i, k) ∀ i, j, k ∈ F . (5.3)

A separation function satisfying the triangle inequality simplifies the problem,
since it is sufficient to ensure separation between succeeding aircraft in order
to ensure that the separation requirements (5.1) are met. The ALP consists of
several interdependent problems, namely finding the assignment of aircraft
to runways, the sequencing of the aircraft landing on a fixed runway, and the
determination of suitable landing times. The ALP restricted to one runway
has also been introduced as the Aircraft Sequencing Problem (ASP). Note
that it is by no means necessary for all aircraft to be landing (rather than
taking off) from the different runways of an airport. On the other hand, the
take-off of aircraft can be canceled, which is not generally possible for the
landing off aircraft.

objectives Apart from obtaining a feasible solution, different objectives
have been proposed in the literature:

– The makespan of a solution, given as C(τ) := maxi∈F τ(i)

– A (weighted) sum of completion times, i. e., ∑i∈F wiτ(i), where w :
F → R≥0

– A sum of piecewise linear penalties for deviations from desired landing
times τdes : F → R≥0, for instance, given by parameters α, β ∈ R≥0 as

∑
i∈F

{
α · (τdes(i)− τ(i)) if τ(i) ≤ τdes(i), and
β · (τ(i)− τdes(i)) otherwise.

(5.4)

The last objective is often chosen in practice, owing to the fact that delaying
an aircraft are generally more costly than advancing its landing time, largely
due to additional fuel burn.

take-offs and landing The ALP can easily be extended to the case
of a mix between incoming and outgoing air traffic. In principle, there is no
difference between take-offs and landings, though it is customary to assume
that take-offs can be arbitrarily delayed, whereas landings cannot.
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runway operations An import aspect with respect to the ALP is the
operation of the different runways R of the airport. In the simplest case,
the runways in R can be operated independently, effectively increasing the
capacity of the airport by a factor of r. Other approaches [26] include an
additional separation function sep′ : F ×F → R≥0, requiring that aircraft
i, j ∈ F landing on different runways must be separated according to sep′,
where sep′ ≤ sep.

Another modeling aspect revolves around runway configurations, em-
ployed in case of a mix between arriving and departing air traffic. A con-
figuration consists of subsets Rarr,Rdep of R, designated for arrivals and
departures, respectively. Each configuration corresponds to arrival and de-
parture capacities uarr, udep ∈N. The capacities for different configurations
can be represented using a runways configuration capacity envelope (RCCE).
The choice of an optimal set of configurations over a time horizon has been
studied in [29].

5.2.1 Complexity

It was pointed out in [26] that the ALP is NP-hard, owing to its relation
with certain scheduling problems. A special case arises if the assignment and
ordering is fixed. In this case we can assume that there is a single runway
and the landing times have to satisfy

τ(1) < τ(2) < . . . < τ(n). (5.5)

All that remains is to find landing times satisfying the separation con-
straints (5.1) while minimizing some of the objectives introduced above.
In this case, the ALP reduces to a linear program and can be solved in
polynomial time. In case of the weighted sum of completion times, the LP is
given as

min
τ,l,u

∑
i∈F

αiui + βili

s. t. τi + sep(i, i + 1) ≤ τi+1 ∀ i = 1, . . . , n− 1

τ(i) ∈ [τmin(i), τmax(i)] ∀ i ∈ F
− li ≤ τ(i)− τdes(i) ≤ ui ∀ i ∈ F
l, u ≥ 0.

(5.6)

What is more, the authors of [63] point out that optimal landing times with
respect to this particular objective can be computed in quadratic time using
a combinatorial algorithm. The authors use this observation to construct a
primal heuristic for the ALP based on a neighborhood search over certain
landing sequences.

5.2.2 Standard formulations

A formulation of the ALP as a mixed-integer program was given in [26]. It
is based on continuous variables τ(i) for the landing times of each aircraft
i ∈ F and binary variables xij for distinct aircraft i, j ∈ F in order to account
for the ordering of the aircraft. Specifically, xij takes a value of one iff i lands
before j and zero otherwise, thereby encoding the landing sequence. Given
this interpretation it must of course hold that xij + xji = 1. The landing times
are tied to the ordering variables based on additional constraints of the form

τ(i) + sep(i, j) ≤ τ(j) + Mji · xji, (5.7)
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where Mji := τmax(i)− τmin(j) + sep(i, j). It is easy to see that if xji is zero,
the inequality becomes τ(i) + sep(i, j) ≤ τ(j), ensuring that the separation
requirements (5.1) are satisfied under the assumption that aircraft i lands
before aircraft j. Conversely, if xji is one, the choice of Mji ensures that the
inequality is satisfied for all feasible choices of τ(i) and τ(j). As the name
suggests, the parameters Mji are the infamous so-called big-M parameters,
used to enable or disable parts of the constraints of a formulation based on
the values of binary variables.

The entire formulation in the case of the objective being the minimization
of the sum of completion times is given as

min
τ,z ∑

i∈F
τ(i)

s. t. τ(i) + sep(i, j) ≤ τ(j) + Mji · xji ∀ i, j ∈ F , i 6= j

τ(i) ∈ [τmin(i), τmax(i)] ∀ i ∈ F
xij + xji = 1 ∀ i, j ∈ F , i 6= j

xij ∈ {0, 1} ∀ i, j ∈ F , i 6= j.

(ALP-MIP)

Remark 5.2.1 (Connection to the Linear Ordering Problem). It is worth
pointing out that the standard formulation (ALP-MIP) of the ALP shared
some similarity with the Linear Ordering Problem (LOP). The LOP [121]
consists of determining an ordering, i. e., a permutation of [n] minimizing
a linear objective with terms depending on the order of each pair of values
i, j ∈ [n]. The ordering variables in (ALP-MIP) play the same role as the
variables constituting the standard formulation of the LOP.

The main difference between the problems lies in the continuous variables
of the ALP. These variables together with their respective bounds and the
coupling constraints (5.7) restrict the number of feasible permutations and
thereby the values of the binary variables x. As an example, the LOP
generally requires so-called dicycle constraints, given as

xij + xjk + xki ≤ 2 ∀ i, j, k ∈ [n] where i, j, k pairwise different (5.8)

in order to cut off solutions consisting of multiple cycles. In the context of the
air traffic scheduling problem however, dicycle inequalities are not strictly
necessary: If we consider a runway r ∈ R and trips i, j, k ∈ Fr such that
xr

ij = xr
jk = xr

ki = 1, then we see by adding up the corresponding coupling
constraints (5.7) that it must hold that

sep(i, j) + sep(j, k) + sep(k, i) ≤ 0, (5.9)

which violates our assumption of the function sep being strictly positive.
Therefore any feasible solution of (ALP-MIP) must satisfy all dicycle con-
straints.

multiple runways The authors of [26] extend their formulation to the
case of multiple runways. Specifically, the authors introduce both assignment
and conflict variables as part of the constraints

∑
r∈R

yir = 1 ∀ i ∈ F

xij ≥ yir + yjr − 1 ∀ i, j ∈ F , i 6= j, r ∈ R
(5.10)

Based on the conflict variables xij, the big-M constraints can be adapted to
ensure that the separation requirement is satisfied iff a conflict occurs. What
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is more, the authors assume that the runways inR are not in fact independent.
Rather, a separation requirement based on a different separation function
must be satisfied by all landing aircraft, even if they land at different runways.
Naturally, this second separation requirement is weaker than that imposed
for aircraft landing at the same runway. These additional requirements are
easily incorporated in this extended formulation. While these formulations
are correct in the sense that feasible solutions of the ALP correspond to
feasible solutions of (ALP-MIP), the big-M constraints often lead to poor
lower bounds and large Branch-and-Bound trees (see [35]).

preprocessing To facilitate the solution process, several preprocessing
techniques have been introduced (see [38] for a selection). Firstly, for a
sufficiently large time horizon, many of the variables xij can in fact be fixed.
Specifically, if it holds for i, j ∈ F that

τmin(i) + sep(i, j) > τmin(j), (5.11)

then i cannot possibly be scheduled to land before j and variables xij and xji
can be fixed to zero and one respectively. If it holds additionally that

τmax(j) + sep(j, i) ≤ τmin(i), (5.12)

then the coupling constraint

τ(j) + sep(j, i) ≤ τ(i) (5.13)

is redundant as well. If the objective is to minimize the makespan, then
additional bounds can be obtained based on upper bounds on the objective
(see [61, 72]).

An additional useful observation was made in [38] regarding the tie-
breaking of ordering decisions. The authors include the additional (mild)
assumption that for all aircraft i, j ∈ F with i 6= j and type(i) = type(j) it
holds that

τmin(i) < τmin(j) =⇒ τdes(i) ≤ τdes(j) and τmax(i) ≤ τmax(j),

τdes(i) < τdes(j) =⇒ τmin(i) ≤ τmin(j) and τmax(i) ≤ τmax(j), and

τmax(i) < τmax(j) =⇒ τmin(i) ≤ τmin(j) and τdes(i) ≤ τdes(j).
(5.14)

Informally, the assumption states that earliest, latest and desired landing
times are compatible for aircraft of the same types in the sense that they
produce equivalent sequences when being used to sort the landing aircraft.
In fact, under this additional assumption it can be assumed without loss of
generality that the aircraft of one type can be scheduled to land in lexico-
graphic order of (τmin(j), τdes(j), τmax(j)). This order was named the Earliest
Landing Window (ELW) rule. It can be used to fix a portion of the ordering
variables x.

5.2.3 Time-indexed formulations

As an alternative to formulation (ALP-MIP), a so-called time-indexed formu-
lation was proposed in [18] in case of a single runway. The authors study a
combination of both landing and take-off of aircraft, where the take-off of
aircraft can be canceled.

The formulation is solely based on binary variables xit, which are one
iff aircraft i ∈ F lands at time t ∈ T ⊆N. The time is therefore discretized
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to multiples of one second, which is certainly a valid assumption for any
real-word operational scenario. The resulting formulation consists of two
types of constraints: On the one hand every aircraft has to land, i. e.,

∑
t∈T

xit = 1 ∀ i ∈ F . (5.15)

On the other hand, the sequence must be conflict-free, which is modeled as

xit + xjt′ ≤ 1 ∀ conflicting i, j ∈ F , t, t′ ∈ T, (5.16)

where conflicting pairs of aircraft landing times are given according to
whether they satisfy the separation requirements (5.1). In order to decrease
the size of the formulation, the authors collect conflicts in a conflict graph
and express the original inequalities in terms of a clique cover of the conflict
graph. Since the original landing times in (ALP-MIP) can be expressed in
terms of the variables x via

τ(i) = ∑
t∈T

xit ∀ i ∈ F , (5.17)

the objectives can be rewritten in terms of the variables x as well.

5.2.4 Slot-based approaches

The authors of [64] build on the time discretization introduced previously.
They begin by considering a special case with respect to the separation
matrix, namely the case where the separation between two aircraft i and j
can be expressed as

sep(i, j) = a(type(i)) + b(type(j)), (5.18)

with a, b ∈ RC≥0. They reformulate the problem based on binary variables λirt,
which denote whether or not aircraft i occupies runway r during [t− bi, t+ ai].
As was the case before, the objectives can be expressed as a linear function
in the variables λ, the constraints are given as

∑
r∈R

∑
t∈T(i)

λirt = 1 ∀ i ∈ F , and

∑
i∈F

λirt ≤ 1 ∀ r ∈ R, t ∈ T.
(5.19)

In order to solve general problems, the authors introduce a linear program
computing vectors a and b for general separation matrices. Naturally, the
objective is to compute a and b such that the difference between sep(c, c′)
and a(c) + b(c′) is minimized for all c, c′ ∈ C. A key difference lies in the
choice of whether the separations should be over- or underestimated. In the
former case, the authors ensure that the constraints

sep(c, c′) ≤ a(c) + b(c′) (5.20)

are satisfied for all types. In terms of the constraints (5.19), such a choice of
the parameters a and b ensures that any feasible solution corresponds to a
feasible solution of the original formulation (ALP-MIP). The converse does
however not generally hold, which implies that the slot-based approaches
are unnecessarily tight and only provide heuristic solutions of the ALP.
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Alternatively, it is possible to underestimate the required separation by
requiring instead that

sep(c, c′) ≥ a(c) + b(c′). (5.21)

then the constraints (5.19) are a relaxation of the original separation con-
straints. In this case, the authors propose to separate the original separation
constraints based on the variables λ in order to obtain an exact formulation.

5.2.5 Branch-and-Price

An alternative to the standard formulation introduced in Section 5.2.2, it is
possible to decompose the ALP along the different runways, separating the
runway assignment from the ordering and scheduling parts of the problem.
The authors of [44] propose to introduce binary variables zS for each landing
sequence S. A landing sequence is given in terms of a vector as ∈ {0, 1}F ,
where as

i = 1 iff aircraft i appears in the sequence and zero otherwise. The
master problem becomes

min
z ∑

s∈S
cszs

s. t. ∑
s∈S

as
i zs = 1 ∀ i ∈ F

∑
s∈S

zs = r,

(5.22)

where S is the set of all landing sequences, and the cost cs of a sequence s ∈ S
is determined based on the optimal solutions of the ALP at a single runway.
It is clear based on the formulations that the runways must be independent
and interchangeable. Naturally, the size of the set S is exponential in the
parameter n, necessitating a pricing procedure in order to compute promising
sequences based on the dual values associated with the constraints of the
master problem. While the authors of [44] solve the pricing problem using
another mixed-integer program, the authors of [78] introduce a Dynamic
Programming approach instead.

5.2.6 Dynamic Programming

In addition to MIP-based formulations, several combinatorial algorithms
have been proposed. Recall from Subsection 5.2.1 that the ALP is NP-hard
in general. Therefore, these algorithms are either exponential in running
time, or deal with special cases of the ALP, based on additional constraints.
The algorithms are generally based on a dynamic programming recursion,
augmented by pruning strategies.

A variety of Dynamic Programming formulations was proposed in [38],
including several fixed-parameter tractable special cases:

– The authors give an algorithm in order to solve the ALP in O(K2 · n3)
for the case of T = r = 1, where K is a measure of the complexity of
the piecewise-linear function constituting the objective.

– The authors generalize the algorithm to the case of multiple types and
a single runway, yielding an

O(K2T5n2T2+2T) (5.23)

algorithm.
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– In case of a single type (|C| = 1), the authors introduce an algorithm
with running time

O(rKr+1nr+4). (5.24)

– In case of multiple independent runways and multiple types, the
authors show that the ALP can be solved in

O(rTr+1Kr+1n(r+1)+T2+T+r+1). (5.25)

5.2.7 Constrained Position Shifting

An interesting special case of the ALP arises when the planning phase of
airport operations is tactical rather than strategic. In the tactical planning
stage, we can make some estimations regarding the arrival times of the
aircraft in F . If the time horizon is sufficiently small, we may assume that
the set F is actually ordered according to predicted arrival times, which we
assume to correspond to the landing sequence (1, 2, . . . , n)

An easy heuristic to attempt to solve the ALP would be to choose the First-
Come-First-Served (FCFS) sequence, i. e., distribute the aircraft to runways
according to the order of arrival. One might indeed argue that this sequence
is fair towards the aircraft operators, arguing that an aircraft arriving very
late should not be permitted to overtake others. Of course, this order need
not be optimal, or indeed feasible. To compromise between optimality and
this notion of fairness, we may restrict sequences to those ones which do not
deviate too much from the FCFS sequence. Formally, for a value k ∈N, we
say that a landing sequence π ∈ Sn satisfies the Constrained Position Shifting
(CPS) property iff

|π(j)− j| ≤ k ∀ j ∈ [n]. (5.26)

From a combinatorial viewpoint, we can think of optimizing an objective
satisfying CPS as a neighborhood search around a given solution. The
concept of CPS was originally introduced in [50], but the authors of [19]
were first to notice that the optimization over the CPS-neighborhood can be
carried out efficiently based on a Dynamic Programming formulation. Their
proposed algorithm is based on the traversal a suitable defined CPS network,
which has a running time of O(n(2k + 1)(2k+2)), which is polynomial for
a fixed value of the parameter k. The CPS property can also be used to
derive a modified MIP-formulation consisting of binary variable denoting
the positions of the aircraft in a sequence π (see [70]).

5.2.8 Data-splitting approaches

A subclass of algorithms to solve the ALP is tailored around temporal
decompositions of ALP instances. For instances consisting of sufficiently
large time horizons, the scheduling of aircraft landing at near the beginning
of the horizon is almost independent of that of the aircraft arriving near the
end of the time horizon. If there are pauses during the time horizon, the
ALP instance can actually be split into independent parts.

The authors of [135, 136] propose to consider the split of an ALP instance
into two parts, consisting of the first m and the last n−m aircraft according
to the FCFS-order, resulting in a two smaller instances, which can be solved
sequentially using a black box MIP solver based on the standard formulation
introduced above.
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However, the split according to the FCFS-order may yield a suboptimal
solution even if both instances are solved to optimality. To obtain a globally
optimal solution, one would have to consider all splits of the original instance,
the number of such splits of course being exponential in n.

To circumvent this problem, the authors restrict themselves to instances
of the ALP obeying CPS constraints. Based on this restriction, the number of
possible scenarios shrinks to the order of (2k

k ), that is, the number of scenarios
is bounded by a value that only depends on the size of the CPS-neighborhood.
Another approach [71] is based on splitting an instance into multiple chunks,
which can be solved in sequence, yielding a heuristic for the ALP.

5.2.9 Stochastic approaches

By the nature of real-world air traffic operations, there is always some
uncertainty in the landing times of aircraft due to limits regarding the
precision of on-board equipment measuring speed and location as well as
weather effects such as head- or tailwind. The ALP has therefore been
studied from a stochastic standpoints as well as from a purely deterministic
view.

The authors of [41] consider a probability distribution for the actual
landing time based on a scheduled landing time and the wake category
of each aircraft. The reliability of an aircraft sequence is the probability
that all separation requirements are satisfied, based on the distributions of
actual landing times. The authors assume that for adjacent aircraft i, j, and
k the probability of j and k being sufficiently separated depends only on
the probability of i and j being sufficiently separated rather than on the
entire sequence preceding k. The authors introduce a Dynamic Programming
approach in order to determine a sequence in a CPS-neighborhood of the
FCFs-order minimizing the makespan while ensuring a prescribed reliability,
using the approach introduced in [19].

The Stochastic Aircraft Landing Problem (SALP) is introduced in [117] as a
two-stage stochastic program. In the first stage, a landing sequence must be
chosen for a set of aircraft landing on a single runway. The landing times are
however stochastic, where scenarios are realized after the first stage. Based
on a specific scenario, the second stage objective is to adjust the landing
times in order to ensure sufficient separation while minimizing the total delay.
The authors solve the problem using a Stochastic Averaging Approximation.
Similar techniques are employed in [108].

Another stochastic approach to the ALP relates to queuing models of
individual runways. Specifically, if the arrival times of approaching aircraft is
assumed to be distributed according to a Poisson process, and the distribution
of aircraft types according to some ‘type mix’ with fixed probabilities, a single
runway can be modeled as a stochastic queue (see [110]). Based on this model,
the system is in a given state at every time, where a state is determined by the
arrival times and types of the most recently landed aircraft at each runway,
as well as the type of a newly arriving aircraft. A strategy can be used to
determine the runway for the arriving aircraft based on the current state.
The resulting problem is to determine a strategy minimizing the expected
average waiting time.
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5.2.10 Robustifications

As an alternative to the stochastic approaches introduced above, several
robustifications of the ALP have been proposed in the literature. The authors
of [128] introduce a robust variant of the ALP on multiple runways based
on a set S of scenarios. In each scenario s ∈ S, the earliest arrival time of
each aircraft i ∈ F at each runway r ∈ R is fixed to a value τmin

s (i, r). The
scenario set S itself is composed of intervals [l(i, r), u(i, r)] for each aircraft
i ∈ F and each runway r ∈ R.

The objective for each scenario is the minimization of the makespan C
of the resulting schedule, corresponding to an original ALP problem on
multiple runways, leading to optimal solutions τ∗s for each scenario s. The
goal of the robust problem itself is to minimize the maximum regret over all
scenarios, i. e., to find a solution τ∗ such that the value of

max
s∈S

C(τ∗s )− C(τ∗). (5.27)

The authors argue that for each solution τ∗s , the worst case scenario is
composed of values τmin

s (i, r) coinciding with either of the bounds l(i, r) or
u(i, r) and propose a heuristic to compute heuristic solutions.

Another approach [41] studies the trade-off between makespan an relia-
bility for an airport consisting of a single runway. The authors note that the
actual landing time of an aircraft i ∈ F is not generally coinciding with its
scheduled landing time τ(i). Rather, it is given according to a probability
distribution depending on τ(i). Consequently, two aircraft i and j being
sufficiently separated becomes a stochastic event with a probability denoted
by Pr(τi ↔ τj) depending on the scheduled landing times.

The authors assume that, based on an order π ∈ Sn and a set of scheduled
landing times τ, the probability of πi and πi+1 being sufficiently separated
depends only on πi−1 and πi being sufficiently separated as well, rather
than on any other properties of the respective travel time distributions.
Consequently, the reliability of a schedule given in terms of π and τ, defined
as the probability that all aircraft are sufficiently separated, can be determined
as

R(τ) := ∑
i∈[n−2]

Pr(τi+2 ↔ τi+1|τi+1 ↔ τi). (5.28)

Based on this notion of stability, the authors consider the CPS neighborhood
of a given sequence and give a dynamic programming algorithm finding
a schedule with a maximal reliability. They proceed to study the effect
of increasing the reliability with respect to the objective of minimizing
the makespan by computing an approximate Pareto fronts based on their
algorithm.

5.2.11 Air-traffic management problems

The ALP is a problem arising in the broader context of air-traffic management
(ATM), which includes the governance of flight sectors as well as landing
and take-off operations. Rather than the ALP on its own, the management
of a larger airspace allows for a greater degree of freedom with respect
to remedying traffic congestion, such as flight level or route changes, or
ground-holding schemes. Naturally, ATM problems have been examined
extensively, see [7] for a survey.
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A notable example of a mixed-integer programming formulation of an
ATM problem was given in [30]: The authors consider the problem of routing
a set of aircraft between different airports along a path of flight sectors. Both
flight sectors and airports have fixed capacities which must never be exceeded.
In addition to rerouting aircraft, take-offs can be delayed in order to obey
these constraints. Based on a time-discretization, the authors formulate this
problem as a binary program with variables indicating whether an aircraft
arrives at a sector at a specific time.

The so-called Path & Cycle formulation [143, 120] can be employed in the
case where the routes are fixed but departures can be delayed. It is based on
an associated disjunctive graph, which accounts for the precedences between
aircraft. In order to achieve a consistent set of departure times, a subgraph
of the disjunctive graph is selected based on constraining a set of binary
decision variables modeling the presence of arcs. The required constraints
are generated during the execution of a Branch-and-Cut algorithm in order
to minimize the makespan of the resulting schedule. The approach was
shown to be superior to a big-M formulation.

5.3 backward-forced demand

In the following we will derive additional constraints strengthening formula-
tion (ALP-MIP). To this end we will consider the ALP as a single-machine
scheduling problem with sequence-dependent setup times. We consider in-
stances with single runways, where all aircraft in F must land, assuming that
F is non-empty. Throughout the remainder of this subsection, we will formal-
ize the notion of the demand placed on a runway by an aircraft. We will then
proceed to discuss the feasibility for fixed landing times in Subsection 5.3.1.
Naturally, if the landing times are fixed, the entire landing sequence is fixed
as well. Consequently, feasibility can be decided by examining all constraints
in (ALP-MIP). Nonetheless, the techniques developed for fixed landing times
provide a template which we generalize in Subsection 5.3.2 in order to give
sufficient conditions for the feasibility of the ALP itself and an algorithm
to check those conditions. We briefly discuss existing ordering decisions in
Subsection 5.3.3 before deriving a set of valid inequalities and a separation
method in Subsection 5.3.4. We begin with a motivating example:

Example 5.3.1. Consider the ALP on a single runway with a constant separa-
tion of s > 0 such that all aircraft must land within the same time window
τmin < 0 < τmax. The objective is for the aircraft to land at desired times
τdes = 0, where deviations are penalized according to (5.4) with parameters
α = β = 1.

In terms of the objective, it would be desirable to set τ ≡ 0, i. e., scheduling
all aircraft to land at their common desired landing times. This solution is
clearly infeasible for the original ALP, since these landing times do not satisfy
the separation constraints (5.1). Consequently, there are no binary variables
x such that τ and x satisfy the constraints (5.7) of Formulation (ALP-MIP).

We can however extend the solution τ ≡ 0 to a feasible, and indeed
optimal solution of the LP-relaxation of (ALP-MIP): To this end, we simply
set x ≡ 1

2 . It is easy to see that this solution satisfies constraints (5.7)
as long as the time windows are sufficiently large, i. e., if it holds that
sep ≤ τmax − τmin.

It follows that the LP-relaxation has an objective value of zero, whereas
the original problem must have a positive objective for an instance consisting
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of more than a single aircraft. Indeed, for a sufficiently large number of
landing aircraft, the problem becomes infeasible without this showing in its
LP-relaxation.

We see from this example that each aircraft places a demand on its landing
runway. In order to maintain feasibility, this demand must be spread out
over the time horizon so as not to overload the runway. Formally, for each
trip j ∈ F we let

bsepj := min
i∈F

sep(i, j) (5.29)

be the backward separation of j. Intuitively, when j arrives at or departs from
r at time τ, then no other trip i ∈ F can arrive at or depart from r within
(τ − bsepj, τ]. We can make use of this observation by adapting the notion
of the forward-forced demand introduced in [36]. Specifically, for an interval
∆ := [t, t] with t ≥ t we define the backward demand as

bd(∆, τ, j) := |∆ ∩ (τ − bsepj, τ]|. (5.30)

The value of bd(∆, τ, j) corresponds to the length of the subinterval of ∆
which is required to be unoccupied should trip j arrive or depart at τ. More
formally, the value of bd(∆ = [t, t], τ, j) for t ≥ t is given as

bd(∆, τ, j) :=

0 if τ < t,
τ − t if t ≤ τ < min(t, t + bsepj),

min(t− t, bsepj) if min(t, t + bsepj) ≤ τ < max(t, t + bsepj),

t + bsepj−τ if max(t, t + bsepj) ≤ τ < t + bsepj, and

0 if t + bsepj ≤ τ.

(5.31)

We assume that bsepj > 0 for all trips in F .
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Figure 5.1: The backward demand as a function of τ.

5.3.1 Feasibility for fixed landing times

Note that the value of the backward demand is non-convex in τ (see Fig-
ure 5.1) while being piecewise linear and continuous. Clearly, every feasible
solution given in terms of variables τj for j ∈ F must satisfy

∑
j∈F

bd(∆, τj, j) ≤ |∆| (5.32)
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for all intervals ∆ = [t, t]. We aim at finding a violated inequality of this type.
Note that by choosing ∆ = [τj − bsepj, τj] we obtain an interval ∆ such that
(5.32) is at least satisfied with equality, if not already violated. In other words,
the largest violation can be assumed to be at least zero. However, since there
is an infinite number of potentially violated intervals, it is nontrivial to decide
the feasibility of a given solution with respect to the family of constraints
given by (5.32). We begin with the following observations:

Lemma 5.3.2. The function bd(∆ = [t, t], τ, j) as a function of t ≥ t is given as

bd(∆ = [t, t], τ, j) =
0 if t < max(t, τ − bsepj),

t−max(t, τ − bsepj) if max(t, τ − bsepj) ≤ t < max(t, τ), and

max(t, τ)−max(t, τ − bsepj) if max(t, τ) ≤ t.
(5.33)

The function bd(∆ = [t, t], τ, j) as a function of t ≤ t is given as

bd(∆ = [t, t], τ, j) =
min(t, τ)−min(tτ − bsepj) if t < min(t, τ − bsepj),

min(t, τ)− t if min(t, τ − bsepj) ≤ t < min(t, τ), and

0 if min(t, τ) < t.
(5.34)

Proof. The function bd is piecewise linear and thus piecewise differentiable.
We compute the derivative with respect to t, distinguishing the following
cases:

1. If t < t + bsepj we have that

∂ bd(∆, τ, j)
∂t

=



0 if τ < t,
0 if t ≤ τ < t,
1 if t ≤ τ < t + bsepj,

1 if t + bsepj ≤ τ < t + bsepj, and

0 if t + bsepj ≤ τ.

(5.35)

2. If on the other hand t ≥ t + bsepj, then it holds that

∂ bd(∆, τ, j)
∂t

=



0 if τ < t,
0 if t ≤ τ < t + bsepj,

0 if t + bsepj ≤ τ < t,

1 if t ≤ τ < t + bsepj, and

0 if t + bsepj ≤ τ.

(5.36)

We note that the derivatives coincide for both cases and can be simplified:

∂ bd(∆, τ, j)
∂t

=


0 if τ < t,
1 if t ≤ τ < t + bsepj, and

0 if t + bsepj ≤ τ.

(5.37)
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We proceed to rewrite the case conditions in terms of t:

∂ bd(∆, τ, j)
∂t

=


0 if t < τ − bsepj,

1 if τ − bsepj ≤ t < τ, and

0 if τ ≤ t.

(5.38)

Observe that these cases do not yet take the relation between t and t into
account. Specifically, since t must be greater or equal to t, three cases arise:

1. If t ≤ τ− bsepj, then the function bd is zero for t ≤ t ≤ τ− bsepj, then
increases to bsepj for t = τ and stays constant from then on.

2. If τ − bsepj < t ≤ τ, then bd increases from t to τ to a value of
τ − t < bsepj.

3. Lastly, if τ ≤ t, then bd stays zero for any t ≥ t.

Based on these cases we see that bd has two break points with respect to
t, located at max(t, τ − bsepj) and max(t, τ), coinciding for τ ≤ t. We now
obtain (5.33) by integrating from t = t, at which bd is zero.

We proceed to show that it is sufficient to consider feasibility with respect
to critical intervals, defined as follows:

Definition 5.3.3. An interval ∆ is critical with respect to a vector τ of times
iff

1. The violation ∑j∈F bd(∆, τj, j)− |∆| is maximum among all intervals.

2. The length |∆| is maximum among all intervals achieving the maximum
violation.

It is clear that if there is an interval violating (5.32), then there must also
exist a critical interval violating (5.32). We can therefore restrict ourselves to
consider critical intervals. Fortunately, we can characterize critical intervals
quite easily:

Lemma 5.3.4. Let ∆ = [t, t] be critical with respect to some times τ. Then there are
trips i, j ∈ F such that t = τi − bsepi and t = τj.

Proof. We will rely on Lemma 5.3.2, in particular on the fact, that bd(∆ =
[t, t], τ, j) is piecewise linear with break points at max(t, τj − bsepj) and
max(t, τ). We show that t must coincide with τj for some j ∈ F , the case of t
follows symmetrically. We assume towards a contradiction that ∆ is critical
and t does not coincide with τi for any i ∈ F .

We begin by noting that any critical interval must satisfy t < t: If t and
t were equal, the violation of ∆ would be zero and we could swap ∆ for
[τj − bsepj, τj] to obtain a larger interval with a violation of at least zero.

Similarly, there must exist a j ∈ F such that ∆ intersects [τj − bsepj, τj] in
more than one single point for otherwise the violation would be negative. In
particular, t < τj must hold for some j ∈ F .

If t > τi for all i ∈ F , we could simply move t to maxi∈F τi ≥ τj ≥ t,
thereby reducing |∆|. Since the derivatives of the backward demand with
respect to t are zero for all trips, this would keep the total backward demand
constant, thereby increasing the total violation. This would be a contradiction
to the assumption of ∆ being critical.
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We can therefore conclude that there is at least one trip i such that t ≤ τi.
Equivalently, if we partition F into F = F≥t ∪̇ F<t, where

F<t := {i ∈ F | τi ≥ t}, and F<t := {i ∈ F | τi < t}, (5.39)

then the latter set F≥t is non-empty.
However, it remains the possibility that t < τi for all i ∈ F≥t. We

distinguish two cases with respect to F≥t in order to arrive at a contradiction:

1. If there exists a j ∈ F≥t such that t ≥ τj − bsepj, then bd(∆, τj, j) is
increasing when increasing t towards τj. We can therefore extend t
towards τj and compensate the increase in |∆| with the increase in
bd(·, τj, j). Of course, bd(·, τi, i) might increase along the way, resulting
in a strict increase of the violation towards τj. In any case, the violation
is non-decreasing while |∆| increases, contradicting the assumption
that ∆ is critical.

2. If on the other hand t < τj − bsepj holds for all trips in F≥t, then the
derivative of bd(∆, τj, j) is zero for all trips: The backward demand for
the trips in F<t is already maximum, whereas the backward demand
throughout F≥t is still zero. We can therefore decrease t, reducing
|∆| without decreasing the backward demand, again contradicting the
criticality of ∆.

Since we arrive at a contradiction in either case, there must exist a trip
j ∈ F≥t such that t = τj.

Note that the definition of criticality together with the condition from
Lemma 5.3.4 yields an algorithm with running time of O(n3) to decide the
existence of a critical interval violating (5.32) for given times τ. Specifically,
we can compute ∑j∈F bd(∆, τj, j) in linear time for each non-empty interval
∆ = [τi − bsepi, τj] defined in terms of a pair i, j of trips in F .

5.3.2 General feasibility

Unfortunately, the non-convexity of the backward demand prevents us from
including the inequalities of type (5.32) in order to strengthen formula-
tion (ALP-MIP). What is more, proving infeasibility only for a specific set of
times τ is inadequate in practice. Indeed, a fixed set of times also induces val-
ues for the ordering variables in (ALP-MIP), enabling us to decide feasibility
validating the coupling constraints (5.7) directly.

We therefore propose to bound the backward demand from below based
on the imposed restrictions regarding the times τ. The resulting backward-
forced demand is independent of τ, defined as:

bfd(∆, j) := min
τmin

j ≤τj≤τmax
j

bd(∆, τj, j). (5.40)

This lower bound yields another necessary feasibility condition independent
of the values of τ given by

∑
j∈F

bfd(∆, j) ≤ |∆|. (5.41)

Note that this inequality is satisfied iff (5.32) is satisfied for the values of τ
corresponding to the minimizers of (5.40). Secondly, the backward demand
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function bd does not have strict local minima in τ, i. e., there do not exist
τl

j ≤ τj ≤ τr
j such that

bd(∆, τj, j) < bd(∆, τl
j , j), and bd(∆, τj, j) < bd(∆, τr

j , j). (5.42)

For this reason, the value of τj achieving bfd(∆, j) is either τmin
j or τmax

j .
In order to separate inequalities of the form (5.41) efficiently, we again

have to determine whether there exists a violated interval ∆. To this end we
generalize the definition of criticality to the time-independent case:

Definition 5.3.5. An interval ∆ is critical iff

1. The violation ∑j∈F bfd(∆, j)− |∆| is maximum among all intervals.

2. The length |∆| is maximum among all intervals achieving the maximum
violation.

As was the case before, if there exists a violated interval, then a violated
critical interval must also exist. In order to give a characterization of criticality
similar to Lemma 5.3.4, we study the behavior of the backward-forced
demand for a fixed value of t as a function of t ≥ t (and vice versa):

Lemma 5.3.6. The function bfd(∆ = [t, t], τ, j) as a function of t ≥ t is given as

bfd(∆ = [t, t], j) =
0 if t < tmin(j, t),
t− tmin(j, t) if tmin(j, t) ≤ t < tmax(j, t), and
tmax(j, t)− tmin(j, t) if tmax(j, t) ≤ t.

(5.43)

where

tmin(j, t) := max(t, τmax
j − bsepj), and

tmax(j, t) := tmin(j, t) + max(t, τmin
j )−max(t, τmin

j − bsepj).
(5.44)

The function bfd(∆ = [t, t], τ, j) as a function of t ≤ t is given as

bfd(∆ = [t, t], j) =
tmax(j, t)− tmin(j, t) if t ≤ tmin(j, t),
tmax(j, t)− t if tmin(j, t) < t ≤ tmax(j, t), and
0 if tmax(j, t) < t.

(5.45)

where

tmax(j, t) := min(t, τmin
j ), and

tmin(j, t) := tmax(j, t) + min(t, τmax
j − bsepj)−min(t, τmax

j ).
(5.46)

Proof. The value of bfd(∆ = [t, t], j) as a function of t is the pointwise
minimum of the functions (5.33) for τ ∈ {τmin

j , τmax
j }. Both functions stay

zero until t reaches their first break points, given as max(t, τmin
j − bsepj) and

max(t, τmax
j − bsepj) respectively. Thus, the pointwise minimum is zero until

the maximum of both breakpoints, coinciding with max(t, τmax
j − bsepj) =

tmin(j, t), at which the bfd with respect to τmax
j begins to increase. Since both

functions increase to their maximum values max(t, τmin
j ) −max(t, τmin

j −
bsepj) and max(t, τmax

j ) −max(t, τmax
j − bsepj) with a slope of one, the
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pointwise minimum increases to the minimum of these values and then stays
flat. To finish the proof, we only need to show that

max(t, τmin
j )−max(t, τmin

j − bsepj)

≤max(t, τmax
j )−max(t, τmax

j − bsepj).
(5.47)

We distinguish three cases:

1. If t ≥ τmax
j − bsepj, then it holds that

max(t, τmin
j )−max(t, τmin

j − bsepj)

= max(t, τmin
j )− t

≤ max(t, τmax
j )− t

= max(t, τmax
j )−max(t, τmax

j − bsepj).

(5.48)

2. If τmin
j − bsepj ≤ t < τmax

j − bsepj we have

max(t, τmin
j )−max(t, τmin

j − bsepj)

= max(t, τmin
j )− t

= max(0, τmin
j − t)

≤ bsepj

= max(t, τmax
j )−max(t, τmax

j − bsepj).

(5.49)

3. If t < τmin
j − bsepj, it follows that

max(t, τmin
j )−max(t, τmin

j − bsepj)

= bsepj

= max(t, τmax
j )−max(t, τmax

j − bsepj).

(5.50)

Based on this fact, the maximal value of bfd is max(t, τmin
j )−max(t, τmin

j −
bsepj) = tmax(j, t)− tmin(j, t). Based on a slope of one, this point is reached
precisely at tmax(j, t). The case of t is symmetric.

We are now ready to characterize criticality of intervals in the general
case. We begin by stating the conditions in a similar fashion as we did in
Lemma 5.3.4. Curiously, the endpoints of critical intervals in the forced-
demand case become interdependent.

Lemma 5.3.7. Let ∆ = [t, t] be critical. Then there are trips i, j ∈ F such that

t = tmin(i, t), tmin(i, t) < tmax(i, t), and

t = tmax(j, t), tmin(i, t) < tmax(i, t).
(5.51)

Proof. The proof is analogous to the proof of Lemma 5.3.4. Note that we
can assume that tmin(i, t) < tmax(i, t), since otherwise the backward-forced
demand caused by i would be ≡ 0. The same must hold with respect to tmin
and tmax.

The interdependence seen in (5.51) makes it difficult to identify a candi-
date set of possible endpoints sufficient to find all critical intervals. Fortu-
nately, such a candidate set exists and may be found by distinguishing cases
with respect to the values of t and t:
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Lemma 5.3.8. Let ∆ = [t, t] be critical. Then there are trips i, j ∈ F such that

1. t ∈ {τmax
i − bsepi, τmin

i − bsepi}, and

2. t ∈ {τmax
j , τmin

j }

Proof. We begin by pointing out that the condition tmin(i, t) < tmax(i, t)
implies that min(t, τmax

i ) > min(t, τmax
i − bsepi), which is only possible if

t > τmax
i − bsepi. Symmetrically, it must hold that t < τmin

j . We can therefore
slightly simplify the expressions for t and t:

t = tmin(i, t)

= min(t, τmin
i ) + τmax

i − bsepi −min(t, τmax
i ), and

t = tmax(j, t)

= max(t, τmax
j − bsepj) + τmin

j −max(t, τmin
j − bsepj).

(5.52)

We distinguish several cases:

1. t < τmin
i ≤ τmax

i : In this case we have that

t = t + τmax
i − bsepi −t = τmax

i − bsepi, (5.53)

i. e., the first case of the Lemma occurs.

2. τmin
i ≤ τmax

i < t : Here we see that

t = τmin
i + τmax

i − bsepi −τmax
i = τmin

i − bsepi, (5.54)

which again leads to the first case.

3. τmin
i ≤ t ≤ τmax

i and t < τmin
j − bsepj ≤ τmax

j − bsepj: Base on the
value of t we see that

t = τmax
j − bsepj +τmin

j − (τmin
j − bsepj) = τmax

j , (5.55)

implying that the second case of the Lemma arises.

4. τmin
i ≤ t ≤ τmax

i and τmin
j − bsepj ≤ τmax

j − bsepj < t: We can deduce
from the value of t that

t = t + τmin
j − t = τmin

j , (5.56)

leading to case 2 of the Lemma once more.

5. τmin
i ≤ t ≤ τmax

i and τmin
j − bsepj ≤ t ≤ τmax

j − bsepj: With (5.52), we
see that

t = τmin
i + τmax

i − bsepi −t, and

t = τmax
j − bsepj +τmin

j − t,
(5.57)

which implies that t + t = τmin
i + τmax

i − bsepi = τmin
j + τmax

j − bsepj.
Since t = tmin(i, t) it follows from the form of the bfd function that

bfd(∆, i)
(5.45)
= tmax(i, t)− tmin(i, t)

(5.46)
= min(t, τmin

i )− tmin(i, t)
(5.52)
= min(t, τmin

i )−(
min(t, τmin

i ) + τmax
i − bsepi −min(t, τmax

i )
)

= − τmax
i + bsepi +t,

(5.58)



122 the aircraft landing problem

where the last equality holds due to the current case in our distinction.
Symmetrically, we can use the fact that t = tmax(j, t) yielding that

bfd(∆, j)
(5.43)
= tmax(j, t)− tmin(j, t)

(5.44)
= tmax(j, t)−max(t, τmax

j − bsepj)

(5.52)
= max(t, τmax

j − bsepj) + τmin
j

−max(t, τmin
j − bsepj)

−max(t, τmax
j − bsepj)

= τmin
j − t

(5.59)

As a result, the violation bfd(∆, j) + bfd(∆, i)− |∆| caused by trips i
and j attains the value τmin

j − τmax
i + bsepi independently of the values

of t and t. In order to obtain a critical interval ∆ we therefore have to
maximize |∆| = |t− t|, corresponding to the problem

max
t,t

|∆| = t− t

s. t. t + t = τmin
i + τmax

i − bsepi

τmin
i ≤ t ≤ τmax

i

τmin
j − bsepj ≤ t ≤ τmax

j − bsepj .

(5.60)

We can use the equation relating t and t in order to eliminate t, turning
the problem into

min
t

t

s. t. τmin
i ≤ τmin

i + τmax
i − bsepi −t ≤ τmax

i

τmin
j − bsepj ≤ t ≤ τmax

j − bsepj .

(5.61)

The two lower bounds on t can be combined into one constraint of the
form

max(τmin
i − bsepi, τmin

j − bsepj) ≤ t. (5.62)

Thus, the value of t yielding a critical interval ∆ coincides with either
of these values, yielding the first case of the Lemma.

Corollary 5.3.9. Feasibility with respect to the constraints (5.41) can be decided in
O(n3).

Proof. To decide feasibility, we can simply enumerate all critical intervals, of
which there are O(n2). The evaluation of (5.41) for a fixed interval ∆ takes
another O(n).

a practical algorithm While deciding feasibility with respect to the
constraints (5.40) in polynomial time is sufficient in theory, we can easily
improve the running time in practice. Specifically, we want to evaluate
∑j∈F bfd(∆, j) for a fixed value of t (coinciding with tmin(i, t) for some i ∈ F )
for all relevant values of t.

We note that ∑j∈F bfd(∆, j) is piecewise linear with break points at
tmin(j, t) and tmax(j, t) for all j ∈ F . At these break point, the slope changes
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by ±1 respectively. We can order these breakpoints and update the function
value at each of these points. The updates and evaluations are O(1) opera-
tions, enabling us to evaluate ∑j∈F bfd(∆ = [t, t], j) for all relevant values of
t in linear time (see Algorithm 5 for details).

Algorithm 5: FastFFD
Input : A runway r ∈ R, a set Fr of trips,

and a set (bsepj)j∈Fr of durations
Output : An interval ∆ such that (5.41) is violated for ∆,

if such an interval exists, and ∅ otherwise
T ← {max(t, τmax

j − bsepj) | j ∈ Fr}
foreach t ∈ T do

θ− ← t, f ← 0, s← 0
T ′ ← {(j, t′min(j, t)) | j ∈ Fr} ∪ {(j, t′max(j, t)) | j ∈ Fr}
Sort T ′ ascendingly by time . O(nr · log(nr))
foreach (j, θ) ∈ T ′ do

f ← f + (θ − θ−) · s
if θ = t′min(j, t) then

s← s + 1
else . θ = t′max(j, t)

∆← [t, θ]
if f > |∆| then return ∆
s← s− 1

θ− ← θ

return ∅

Lemma 5.3.10. Algorithm 5 decides feasibility with respect to the constraints (5.41)
in O(n2 · log(n)) time.

5.3.3 Incorporation of ordering decisions

In order to accelerate the solution process for instances which are feasi-
ble with respect to (5.41), we continue to extend the concept of backward-
forced demands to subproblems appearing throughout a Branch-and-Bound
method. A subproblem in this context is defined to consist of the original
problem ALP-MIP together with a subset of ordering variables x fixed to
zero or one.

Let us consider a pair i, j ∈ F , and let us assume that r = s(i) = s(j) (the
other cases are analogous). Clearly, if xi,j is fixed to one for a pair i, j ∈ F ,
then xj,i must be fixed to zero. The coupling constraint (5.7) including the
latter variable is reduced to

τi + sep(i, j) ≤ τj, (5.63)

reducing the domains of τj and τj by requiring

τj ≥ max(τmin
j , τmin

i + sep(i, j)), and

τi ≤ min(τmax
i , τmax

j − sep(i, j)).
(5.64)

It is straightforward to incorporate these reduced domains into Algorithm 5.
We will assume from now on that the values τmin

i , τmax
i are adjusted for all

i ∈ F in such a way that all inequalities (5.64) are satisfied.
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We can however improve the combined value of bfd(∆, i) + bfd(∆, j) even
further. To this end, we note that the values τi and τj achieving bfd(∆, i) and
bfd(∆, j) respectively can be inconsistent in the sense that

τi + sep(i, j) � τj. (5.65)

We must therefore include the ordering constraint into the problem of mini-
mizing the combined backward-forced demand:

cbfd(∆, i, j) :=



min
τi ,τj

bd(∆, τi, i) + bd(∆, τj, j)

s. t. τi + sep(i, j) ≤ τj

τmin
i ≤ τi ≤ min(τmax

i , τmax
j − sep(i, j))

max(τmin
j , τmin

i + sep(i, j)) ≤ τj ≤ τmax
j

(5.66)

To determine an optimal solution (τ∗i , τ∗j ) of this problem, we distinguish
three cases regarding the positions of t, t, and the domains of the variables
τi and τj:

1. If τmin
i < t, then it follows that bd(∆, τi, i) is zero at τmin

i . If we
substitute τ∗i = τmin

i into (5.66), we obtain

min
τj

bd(∆, τj, j)

s. t. max(τmin
j , τmin

i + sep(i, j)) ≤ τj ≤ τmax
j ,

(5.67)

corresponding to bfd(∆, j).

2. If on the other hand τmax
j > t + bsepj, then bd(∆, τj, i) is zero at τmax

j .
Symmetrically to the previous case, the solution of (5.66) is bfd(∆, i).

3. If neither of the previous cases applies, we have to take the behavior of
the two functions into account. We note that τmin

i ≥ t implies that

τj ≥ τi + sep(i, j)

≥ τmin
i + sep(i, j)

≥ t + bsepj

≥ t + min(t, t + bsepj).

(5.68)

It follows that the function bd(∆, τj, j) is non-increasing over the re-
stricted domain of i (see Figure (5.1)), which in turn implies that
bfd(∆, j) is attained at τmax

j . Symmetrically, τi ≤ max(t, t + bsepj) and

bfd(∆, i) is achieved at τmin
i . The solution of (5.66) is therefore

cbfd(∆, i, j) = bd(∆, τmin
i , i) + bd(∆, τmax

j , j). (5.69)

Simply put, in this particular case we can assume for the purpose of
calculating forced demands, that i lands at τmin

i and j at τmax
j . As a

result, we can improve the lower bound by

bd(∆, τmin
i , i) + bd(∆, τmax

j , j)

− (bfd(∆, i) + bfd(∆, j)) .
(5.70)
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In a more general setting, we can consider a larger set of fixed variables
given in terms of a relation

Rx := {(i, j) ∈ F ×F | i 6= j, xi,j = 1} ∪ {(i, i) | i ∈ F}. (5.71)

We can assume that this relation defines a (strict) partial order �x on F , since
transitivity is (implicitly) enforced (see Remark 5.2.1). The set of aircraft
F together with the relation Rx form a directed graph Dx := (F ,Rx),
consisting of directed edges according to the values of x as well as self-loops
for each vertex. Furthermore, we let Gx be undirected graph underlying
Dx. In order to improve the lower bound, we are free to select any subset
M ⊆ Rx as long the undirected edges underlying M form a matching in Gx.
For such a feasible set of arcs we obtain the valid inequality

∑
(i,i)∈M

bfd(∆, i) + ∑
(i,j)∈M:i 6=j

cbfd(∆, i, j) ≤ |∆|. (5.72)

Naturally, in order to make this inequality as strong as possible, we want to
choose the feasible arc set M maximizing the left-hand side of the inequality,
leading to a maximum weighted matching problem on Gx for each interval
∆ with weights c : Ex → R≥0 given by

c({i, j}) :=

{
bfd(∆, i) if i = j, and
cbfd(∆, i, j) if i 6= j and (i, j) ∈ Dx

(5.73)

for each {i, j} ∈ Ex. In order to separate the inequalities (5.72), it is possible
to follow a similar approach to those discussed previously: Since the cbfd
function is defined in terms of either the bfd or the bd function, the critical
intervals with respect to (5.72) are a subset of the union of the critical intervals
with respect to the former functions. The separation can therefore again be
carried out by enumerating all of these intervals. However, the computational
costs for solving the corresponding matching problems increases the overall
computational effort significantly.

5.3.4 Separation of convex underestimators

Recall from above the fact that the backward demand function bd is non-
convex in the variable τ. So far we have circumvented this problem by using
the backward-forced demand, i. e., a constant underestimator of the backward
demand. We can improve on this approach by allowing for piecewise-
linear underestimators, taking into account the fact that τ is constrained
to the interval [τmin

j , τmax
j ]. In order to obtain a convex underestimator, we

distinguish several cases:

1. If τmin
j ≤ t and τmax

j ≥ t+ bsepj, then bd(∆, τmin
j , j) = bd(∆, τmax

j , j) =
0. Any convex underestimator must be pointwise less than or equal to
the line segment connecting these two points. Thus, the only convex
underestimator in this case is zero.

2. If τmin
j > t and τmax

j < t + bsepj, then the backward demand function

is concave within [τmin
j , τmax

j ]. A suitable underestimator in terms of

τ is therefore given by the line segment connecting τmin
j and τmax

j ,
corresponding to the inequality

bd(∆, τmin
j , j) + (τ − τmin

j ) ·
bd(∆, τmax

j , j)− bd(∆, τmin
j , j)

τmax
j − τmin

j

≤ bd(∆, τ, j).

(5.74)
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An example of the underestimator in this case is shown in Figure 5.2.

3. If τmin
j > t and τmax ≥ t + bsepj, then the function bd is zero within

(t + bsepj, τmax] and non-zero and concave within [τmin, t + bsepj]. An
underestimator for the latter case is again a line segment, in this case
given by

bd(∆, τmin
j , j) ·

(
1−

τ − τmin
j

t + bsepj−τmin
j

)
≤ bd(∆, τ, j). (5.75)

Note that this function is defined on the whole interval [τmin
j , τmax

j ],
attaining non-positive values within (t + bsepj, τmax]. Since it holds
that 0 ≤ bd(∆, τmin

j , j), inequality (5.75) must be satisfied throughout

[τmin
j , τmax

j ].

4. If τmin
j ≤ t and τmax < t + bsepj, then a case symmetric to the previous

one occurs.

We can combine these cases into one by introducing parameters τ j :=
max(τmin

j , t), τ j := min(τmax
j , t + bsepj), and extending the line segment

between τ j and τ j to [τmin
j , τmax

j ]. We restrict ourselves to the case where

τmin
j < τmax

j , obtaining the following linear underestimator:

lbd(∆, τ, j) := bd(∆, τ j, j) + (τ − τ j) ·
bd(∆, τ j, j)− bd(∆, τ j, j)

τ j − τ j
. (5.76)

Since lbd(∆, τ, j) ≤ bd(∆, τ, j) for all τ ∈ [τmin
j , τmax

j ], the inequality

∑
j∈F

lbd(∆, τj, j) ≤ |∆| (5.77)

is valid for formulation (ALP-MIP) for all intervals ∆ = [t, t].
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Figure 5.2: The backward demand together with its convex underestimator.

Lemma 5.3.11. Let ∆ = [t, t] be an interval, τ a vector of times such that τj ∈
[τmin

j , τmax
j ] for all trips j ∈ F . Then it holds that

∑
j∈F

bfd(∆, j) ≤ ∑
j∈F

lbd(∆, τj, j) ≤ ∑
j∈F

bd(∆, τj, j). (5.78)

The first inequality becomes tight if the values of τj achieve the backward-forced
demand according to (5.40) for all trips j ∈ F .
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The separation problem with respect to the inequalities (5.77), is however
more complicated than those discussed previously. Specifically, the function
lbd(∆, τ, j) for ∆ = [t, t] is no longer piecewise linear in t or t. Therefore,
the notion of criticality cannot be easily carried over to this new class of
inequalities. A straightforward heuristic would be to determine the critical
intervals with respect to the function bd(∆, τj, j) with values of τ given by a
fractional solution.

5.4 conclusion and future work

Throughout this work we examined the ALP as an important planning
problem in the context of air traffic flow management. We gave an extensive
literature review, beginning with the well-known standard formulation,
covering its improvements as well as extensions.

We proceeded to defined the concept of forced demand, borrowed from
the area of scheduling problems, yielding both a feasibility test for the ALP
and a source of additional valid inequalities based on convex underestimators
of the forced demand function. We proved that both the feasibility test and
the separation algorithm can be carried out in polynomial time based on the
notion of the criticality of intervals. Furthermore, the notion of feasibility can
be strengthened by incorporating ordering decisions, thereby generalizing
the feasibility test to be applicable at every node of a Branch-and-Bound tree.

The fact that these algorithms exist and are practical to execute suggests as
a further course of action to evaluate the effectiveness of the approach based
on real-world instances. Naturally, conducting a computational study must
comprise a comparison of formulations, including the both the time-indexed
and slot-based formulation introduced in Section 5.2.
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6C O N C L U S I O N

In this work we have concerned ourselves with four dynamic flow problems,
successfully applying specifically tailored integer programming techniques
which substantially improved their practical tractability.

We have begun by examining the robust shortest path problem. While
this problem can be solved in polynomial time, existing algorithms based on
linear programming have so far been exhibiting impractically large running
times. Fortunately, the subject of ordinary shortest path problems have
been extensively studied. We have generalized a substantial number of the
obtained results to the robust extension. We have also introduced lower
bounds based on the structure of the robust cost function and applied these
in a Divide and Conquer algorithm that can detect and skip unnecessary
path computations. Furthermore, we have adapted the well-known notion
of goal-direction to the robust shortest path problem. To this end, we have
used the structure of the robust cost functions in order to use information
from previous shortest path computations to derive highly useful potential
functions. Moreover, we have derived a lower bound base on the objec-
tive function based on a relaxation of a modified version of the Knapsack

problem. The relaxation is computable in polynomial time while still being
strong enough to yield substantial lower bounds. In order to demonstrate
the effectiveness of our approach on real-world data, we have constructed a
network consisting of more than 200 000 arcs from OpenStreetMap data. The
combination of these methods has yielded an improvement in running time
by a factor of up to 45without any preprocessing. Since much of the research
relating to algorithmic development in the realm of combinatorial optimiza-
tion centers around improving the tractability of NP-hard problems, we
have found it satisfying to see that even polynomial algorithms can also be
substantially improved based on a thorough mathematical problem analysis.

Subsequently, we have studied the air-to-air refueling problem. It is worth
pointing out that this problem significantly depends on the underlying phys-
ical system. In particular, the fuel consumption of the feeder aircraft is given
in terms of an ODE producing solutions which are nonlinear in the flight
duration. We have overcome this problem by formulating a master IP with a
column generation based on feasible flight paths. We have encapsulated the
nonlinearity into the shortest path problem in order to makes flight paths ac-
cessible to the master problem without exposing the nonlinearity of the ODE
solutions and augmented the column generation into a Branch-and-Price
algorithm. Based on a cursory computational experiment, we have found that
the algorithm, while being correct, failed to solve the larger instance available
to us in an efficient fashion, leading us to reexamine the problem with a
focus on the structure of the shortest path problem comprising the column
generation step. We have been able to derive an alternative formulation of
the master problem, emphasizing the structure of the underlying paths. This
novel formulation has turned out to be significantly more efficient, thereby
enabling us to solve all real-world instances to optimality well within our
set time limit. We have been able to significantly outperform the state-of-the-
art heuristic that had been used so far to solve the problem, reducing the

129
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combined fuel consumption by more than half, or, alternatively significantly
reducing the number of required feeders.

The TDTSP is generalizes the famous TSP problem to incorporate time-
dependent cost functions, turning the static problem into a dynamic one. We
have naturally begun by examining the complexity of the TDTSP and have
found it to be NP-hard even under very restrictive circumstances. We have
also introduced several Branch-and-Price algorithms. The key difference
between these algorithms lies in the column generation methods. While the
pricing of individual arc variables is fairly straightforward, the pricing of
entire paths leads to a variety of interrelated problems: In its simplest form,
the pricing consists of a shortest path problem on a directed acyclic graph,
which can be solved in linear time. We augmented our column generation
algorithm to incorporate a Lagrangian relaxation, which has enabled us to
use the straightforward to implement, yet highly effective method of dual
stabilization, the Weighted Dantzig-Wolfe decomposition. What is more, we
have employed different pricing algorithms, allowing us to balance their
running times with the quality of the resulting relaxation values. We have
augmented our algorithmic framework to a Branch-Cut-and-Price algorithm
by adapting valid inequalities from related problems, such as the ATSP and
the sequence-dependent TSP. We have further developed a primal heuristic
to decrease the primal-dual gap and a propagator in order to fix variables
during the Branch-and-Bound procedure, thereby touching on many integer
programming-related topics at once. We have conducted experiments on
synthetic data and found that the TDTSP is significantly harder to solve than
its static counterpart. Static instances of moderate size, which an off-the-shelf
IP solver completes in a manner of seconds, remain largely unsolved within
the set time limit in the time-dependent case. In this light, we have made
substantial improvements having managed to solve more than 90 % of the
smaller instances of our test problem set and more than halved the remaining
primal-dual gap with respect to the larger ones.

The fourth problem class we have examined is the Airport Landing
Problem. This problem is less famous but of great practical importance
owing to its application in increasingly congested airspaces. As a result, a
large amount of related literature exists with contributions from different
fields. As a result, we have given an extensive review of the existing literature
and the relevant context. The ALP is in essence a sequence-dependent
scheduling problem. In order to improve existing ALP formulations, we have
therefore borrowed from the related literature the concept of forced demand.
The concept of forced demand has been used to provide a criterion for the
feasibility of certain scheduling problems. We have adapted the concept in
order to determine necessary conditions for the feasibility of ALP problems.
The resulting algorithm is polynomial, and has low running times in practice.
It has the capability of identifying an interval ∆ in which the corresponding
runway is overloaded, allowing for adjustments in a tactical planning stage.
We have extended the algorithm to incorporate existing ordering decisions in
order to test the feasibility of nodes of a Branch-and-Bound tree. Furthermore,
we have relaxed the feasibility constraints to become linear, which strengthens
the relaxations of existing ALP formulations.
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[60] Sevgi Erdoğan and Elise Miller-Hooks. “A green vehicle routing
problem”. In: Transportation Research Part E: Logistics and Transportation
Review 48.1 (2012), pp. 100–114. doi: 10.1137/1.9781611973594.fm.

[61] Andreas T Ernst, Mohan Krishnamoorthy, and Robert H Storer.
“Heuristic and exact algorithms for scheduling aircraft landings”.
In: Networks: An International Journal 34.3 (1999), pp. 229–241. doi:
10.1002/(SICI)1097-0037(199910)34:3<229::AID-NET8>3.0.CO;2-

W.

[62] European Comission. Flightpath 2050. Europe’s Vision for Aviation. Ac-
cessed April 16, 2019. 2011. url: https://ec.europa.eu/transport/
sites/transport/files/modes/air/doc/flightpath2050.pdf.

[63] Alain Faye. “A quadratic time algorithm for computing the optimal
landing times of a fixed sequence of planes”. In: European Journal of
Operational Research 270.3 (2018), pp. 1148–1157. doi: 10.1016/j.ejor.
2018.04.021.

[64] Alain Faye. “Solving the aircraft landing problem with time discretiza-
tion approach”. In: European Journal of Operational Research 242.3 (2015),
pp. 1028–1038. doi: 10.1016/j.ejor.2014.10.064.

[65] Farzaneh Ferdowsi, Hamid Reza Maleki, and Sanaz Rivaz. “Air re-
fueling tanker allocation based on a multi-objective zero-one integer
programming model”. In: Operational Research (2018). doi: 10.1007/
s12351-018-0402-5.

[66] Matteo Fischetti, Fred Glover, and Andrea Lodi. “The feasibility
pump”. In: Mathematical Programming 104.1 (2005), pp. 91–104.

[67] Matteo Fischetti and Andrea Lodi. “Heuristics in mixed integer pro-
gramming”. In: Wiley Encyclopedia of Operations Research and Manage-
ment Science (2010).

[68] Ricardo Fukasawa, Allan Sapucaia Barboza, and Alejandro Toriello.
“On the strength of approximate linear programming relaxations for
the traveling salesman problem”. www2.isye.gatech.edu/~atoriell
o3/bcpalp.pdf. 2016.

[69] Ricardo Fukasawa et al. “Robust Branch-and-Cut-and-Price for the
Capacitated Vehicle Routing Problem”. In: Mathematical programming
106.3 (2006), pp. 491–511. doi: 10.1007/s10107-005-0644-x.

[70] Fabio Furini, Carlo Alfredo Persiani, and Paolo Toth. “Aircraft se-
quencing problems via a rolling horizon algorithm”. In: International
Symposium on Combinatorial Optimization. Springer. 2012, pp. 273–284.
doi: 10.1007/978-3-642-32147-4_25.

[71] Fabio Furini et al. “Improved rolling horizon approaches to the aircraft
sequencing problem”. In: Journal of Scheduling 18.5 (2015), pp. 435–447.
doi: 10.1007/s10951-014-0415-8.

[72] Fabio Furini et al. “State space reduced dynamic programming for the
aircraft sequencing problem with constrained position shifting”. In:
International Symposium on Combinatorial Optimization. Springer. 2014,
pp. 267–279. doi: 10.1007/978-3-319-09174-7_23.

https://doi.org/10.1137/1.9781611973594.fm
https://doi.org/10.1002/(SICI)1097-0037(199910)34:3<229::AID-NET8>3.0.CO;2-W
https://doi.org/10.1002/(SICI)1097-0037(199910)34:3<229::AID-NET8>3.0.CO;2-W
https://ec.europa.eu/transport/sites/transport/files/modes/air/doc/flightpath2050.pdf
https://ec.europa.eu/transport/sites/transport/files/modes/air/doc/flightpath2050.pdf
https://doi.org/10.1016/j.ejor.2018.04.021
https://doi.org/10.1016/j.ejor.2018.04.021
https://doi.org/10.1016/j.ejor.2014.10.064
https://doi.org/10.1007/s12351-018-0402-5
https://doi.org/10.1007/s12351-018-0402-5
www2.isye.gatech.edu/~atoriello3/bcpalp.pdf
www2.isye.gatech.edu/~atoriello3/bcpalp.pdf
https://doi.org/10.1007/s10107-005-0644-x
https://doi.org/10.1007/978-3-642-32147-4_25
https://doi.org/10.1007/s10951-014-0415-8
https://doi.org/10.1007/978-3-319-09174-7_23


138 bibliography

[73] P.P.M van der Linden G. La Rocca M. Li and R.J.M. Elmendorp. “Con-
ceptual design of a passenger aircraft for aerial refueling operations”.
In: 29th Congress of the International Council of the Aeronautical Sciences
(ICAS 2014). International Council of Aeronautical Sciences - ICAS.
2014, pp. 162–172. isbn: 978-1-63439-411-6.

[74] Virginie Gabrel, Cécile Murat, and Aurélie Thiele. “Recent advances in
robust optimization: An overview”. In: European Journal of Operational
Research 235.3 (2014), pp. 471–483. issn: 0377-2217. doi: 10.1016/j.
ejor.2013.09.036.

[75] Gerald Gamrath and Marco Lübbecke. “Experiments with a generic
Dantzig-Wolfe decomposition for integer programs”. In: International
Symposium on Experimental Algorithms. Springer. 2010, pp. 239–252.
doi: 10.1007/978-3-642-13193-6_21.

[76] Michael R Garey and David S Johnson. Computers and Intractability.
W.H. Freeman and Company, San Francisco, 1979.

[77] Robert Geisberger et al. “Contraction Hierarchies: Faster and Simpler
Hierarchical Routing in Road Networks”. In: Experimental Algorithms:
7th International Workshop, WEA 2008 Provincetown, MA, USA, May
30-June 1, 2008 Proceedings. Ed. by Catherine C. McGeoch. Berlin,
Heidelberg: Springer Berlin Heidelberg, 2008, pp. 319–333. isbn: 978-
3-540-68552-4. doi: 10.1007/978-3-540-68552-4_24.

[78] Ahmed Ghoniem, Farbod Farhadi, and Mohammad Reihaneh. “An
accelerated branch-and-price algorithm for multiple-runway aircraft
sequencing problems”. In: European Journal of Operational Research
246.1 (2015), pp. 34–43. doi: 10.1016/j.ejor.2015.04.019.

[79] Andrew V. Goldberg and Chris Harrelson. “Computing the Short-
est Path: A Search Meets Graph Theory”. In: Proceedings of the Six-
teenth Annual ACM-SIAM Symposium on Discrete Algorithms. SODA
’05. Vancouver, British Columbia: Society for Industrial and Applied
Mathematics, 2005, pp. 156–165. isbn: 0-89871-585-7.

[80] Bruce L Golden, Subramanian Raghavan, and Edward A Wasil. The ve-
hicle routing problem: latest advances and new challenges. Vol. 43. Springer
Science & Business Media, 2008. doi: 10.1007/978-0-387-77778-8.

[81] Ralph E Gomory et al. “Outline of an algorithm for integer solutions
to linear programs”. In: Bulletin of the American Mathematical society
64.5 (1958), pp. 275–278.

[82] Luis Gouveia and Stefan Voß. “A classification of formulations for the
(time-dependent) traveling salesman problem”. In: European Journal
of Operational Research 83.1 (1995), pp. 69–82. doi: 10.1016/0377-
2217(93)E0238-S.

[83] Martin Grötschel and Manfred W Padberg. “Lineare Charakterisierun-
gen von Travelling Salesman Problemen”. In: Mathematical Methods of
Operations Research 21.1 (1977), pp. 33–64.

[84] Andrey Gubichev et al. “Fast and Accurate Estimation of Short-
est Paths in Large Graphs”. In: Proceedings of the 19th ACM Inter-
national Conference on Information and Knowledge Management. CIKM
’10. Toronto, ON, Canada: ACM, 2010, pp. 499–508. isbn: 978-1-4503-
0099-5. doi: 10.1145/1871437.1871503.

https://doi.org/10.1016/j.ejor.2013.09.036
https://doi.org/10.1016/j.ejor.2013.09.036
https://doi.org/10.1007/978-3-642-13193-6_21
https://doi.org/10.1007/978-3-540-68552-4_24
https://doi.org/10.1016/j.ejor.2015.04.019
https://doi.org/10.1007/978-0-387-77778-8
https://doi.org/10.1016/0377-2217(93)E0238-S
https://doi.org/10.1016/0377-2217(93)E0238-S
https://doi.org/10.1145/1871437.1871503


bibliography 139

[85] SV Gudmundsson, M Cattaneo, and R Redondi. “Forecasting tempo-
ral world recovery in air transport markets in the presence of large
economic shocks: The case of COVID-19”. In: Journal of Air Transport
Management 91 (2021), p. 102007. doi: 10.1016/j.jairtraman.2020.
102007.

[86] Gurobi Optimization, LLC. Gurobi Optimizer Reference Manual. 2020.
url: http://www.gurobi.com.

[87] Gregory Gutin and Abraham P Punnen. The Traveling Salesman Problem
and Its Variations. Vol. 12. Springer Science & Business Media, 2006.
isbn: 978-0-387-44459-8.

[88] Ernst Hairer, Syvert Nørsett, and Gerhard Wanner. Solving Ordinary
Differential Equations I: Nonstiff Problems. Springer-Verlag Berlin Hei-
delberg, 1993. doi: 10.1007/978-3-540-78862-1.

[89] Gabriel Y Handler and Israel Zang. “A dual algorithm for the con-
strained shortest path problem”. In: Networks 10.4 (1980), pp. 293–309.
doi: 10.1002/net.3230100403.

[90] Christoph Hansknecht, Imke Joormann, and Sebastian Stiller. “Cuts,
Primal Heuristics, and Learning to Branch for the Time-Dependent
Traveling Salesman Problem”. In: arXiv e-prints (2018). arXiv: 1805.
01415 [math.OC].

[91] Christoph Hansknecht, Imke Joormann, and Sebastian Stiller. “Dy-
namic Shortest Paths Methods for the Time-Dependent TSP”. In:
Algorithms 14.1 (2021). issn: 1999-4893. doi: 10.3390/a14010021.

[92] Christoph Hansknecht, Alexander Richter, and Sebastian Stiller. “Fast
robust shortest path computations”. In: 18th Workshop on Algorithmic
Approaches for Transportation Modelling, Optimization, and Systems (AT-
MOS 2018). Schloss Dagstuhl-Leibniz-Zentrum fuer Informatik. 2018.
doi: 10.4230/OASIcs.ATMOS.2018.5.

[93] Christoph Hansknecht et al. “Feeder Routing for Air-to-Air Refueling
Operations”. In: Optimization Online (2019).

[94] Peter E. Hart, Nils J. Nilsson, and Bertram Raphael. “A formal basis
for the heuristic determination of minimum cost paths”. In: IEEE
Transactions on Systems Science and Cybernetics SSC-4(2) (1968), pp. 100–
107. doi: 10.1109/tssc.1968.300136.

[95] Michael Held and Richard M Karp. “A Dynamic Programming Ap-
proach to Sequencing Problems”. In: Journal of the Society for Indus-
trial and Applied mathematics 10.1 (1962), pp. 196–210. doi: 10.1137/
0110015.

[96] Michael Held and Richard M Karp. “The traveling-salesman problem
and minimum spanning trees”. In: Operations Research 18.6 (1970),
pp. 1138–1162. doi: 10.1287/opre.18.6.1138.

[97] Keld Helsgaun. “An effective implementation of the Lin–Kernighan
traveling salesman heuristic”. In: European Journal of Operational Re-
search 126.1 (2000), pp. 106–130. doi: 10.1016/S0377-2217(99)00284-
2.

[98] Gerhard Hiermann et al. “The Electric Fleet Size and Mix Vehicle
Routing Problem with Time Windows and Recharging Stations”. In:
European Journal of Operational Research 252.3 (2016), pp. 995–1018. doi:
10.1016/j.ejor.2016.01.038.

https://doi.org/10.1016/j.jairtraman.2020.102007
https://doi.org/10.1016/j.jairtraman.2020.102007
http://www.gurobi.com
https://doi.org/10.1007/978-3-540-78862-1
https://doi.org/10.1002/net.3230100403
https://arxiv.org/abs/1805.01415
https://arxiv.org/abs/1805.01415
https://doi.org/10.3390/a14010021
https://doi.org/10.4230/OASIcs.ATMOS.2018.5
https://doi.org/10.1109/tssc.1968.300136
https://doi.org/10.1137/0110015
https://doi.org/10.1137/0110015
https://doi.org/10.1287/opre.18.6.1138
https://doi.org/10.1016/S0377-2217(99)00284-2
https://doi.org/10.1016/S0377-2217(99)00284-2
https://doi.org/10.1016/j.ejor.2016.01.038


140 bibliography

[99] Moritz Hilger et al. “Fast Point-to-Point Shortest Path Computations
with Arc-Flags”. In: The Shortest Path Problem, Proceedings of a DIMACS
Workshop, Piscataway, New Jersey, USA, November 13-14, 2006. 2006,
pp. 41–72. doi: 10.1090/dimacs/074/03.

[100] ICAO. Long-Term Traffic Forecasts. Passenger and Cargo. Accessed April
16, 2019. Apr. 2018. url: https://www.icao.int/sustainability/
Pages/eap-fp-forecast-scheduled-passenger-traffic.aspx.

[101] ICAO. The World of Air Transport in 2019. Accessed April 2, 2021.
2019. url: https://www.icao.int/annual-report-2019/Pages/the-
world-of-air-transport-in-2019.aspx.

[102] Soumia Ichoua, Michel Gendreau, and Jean-Yves Potvin. “Vehicle
dispatching with time-dependent travel times”. In: European journal
of operational research 144.2 (2003), pp. 379–396. doi: 10.1016/S0377-
2217(02)00147-9.

[103] Stefan Irnich and Daniel Villeneuve. “The Shortest-Path Problem
with Resource Constraints and k-Cycle Elimination for k ≥ 3”. In:
INFORMS Journal on Computing 18.3 (2006), pp. 391–406. doi: 10.
1287/ijoc.1040.0117.

[104] David S. Johnson. “Approximation algorithms for combinatorial prob-
lems”. In: Journal of Computer and System Sciences 9.3 (1974), pp. 256–
278. issn: 0022-0000. doi: https://doi.org/10.1016/S0022-0000(74)
80044-9. url: http://www.sciencedirect.com/science/article/
pii/S0022000074800449.

[105] Michael Jünger et al. 50 Years of integer programming 1958-2008: From
the early years to the state-of-the-art. Springer Science & Business Media,
2009. isbn: 978-3-540-68274-5. doi: 10.1007/978-3-540-68279-0.

[106] Sezgin Kaplan and Ghaith Rabadi. “Exact and heuristic algorithms
for the aerial refueling parallel machine scheduling problem with due
date-to-deadline window and ready times”. In: Computers & Industrial
Engineering 62.1 (2012), pp. 276–285. doi: 10.1016/j.cie.2011.09.
015.

[107] David E Kaufman and Robert L Smith. “Fastest paths in time-
dependent networks for intelligent vehicle-highway systems appli-
cations”. In: Journal of Intelligent Transportation Systems 1.1 (1993),
pp. 1–11. doi: 10.1080/10248079308903779.

[108] Ahmed Khassiba et al. “Extended Aircraft Arrival Management under
Uncertainty: A Computational Study”. In: Journal of Air Transportation
27.3 (2019), pp. 131–143.

[109] Niklas Kohl et al. “2-path cuts for the vehicle routing problem with
time windows”. In: Transportation Science 33.1 (1999), pp. 101–116. doi:
10.1287/trsc.33.1.101.

[110] Michael Kolonko. Reducing Delays by Optimized Runway Assignment.

[111] Granino Arthur Korn and Theresa M Korn. Mathematical handbook for
scientists and engineers: definitions, theorems, and formulas for reference
and review. Courier Corporation, 2013. isbn: 978-0-48641-147-7.

[112] Bernhard Korte and Jens Vygen. Combinatorial optimization – Theory
and Algorithms. Springer, 2011. isbn: 978-3642-24487-2.

https://doi.org/10.1090/dimacs/074/03
https://www.icao.int/sustainability/Pages/eap-fp-forecast-scheduled-passenger-traffic.aspx
https://www.icao.int/sustainability/Pages/eap-fp-forecast-scheduled-passenger-traffic.aspx
https://www.icao.int/annual-report-2019/Pages/the-world-of-air-transport-in-2019.aspx
https://www.icao.int/annual-report-2019/Pages/the-world-of-air-transport-in-2019.aspx
https://doi.org/10.1016/S0377-2217(02)00147-9
https://doi.org/10.1016/S0377-2217(02)00147-9
https://doi.org/10.1287/ijoc.1040.0117
https://doi.org/10.1287/ijoc.1040.0117
https://doi.org/https://doi.org/10.1016/S0022-0000(74)80044-9
https://doi.org/https://doi.org/10.1016/S0022-0000(74)80044-9
http://www.sciencedirect.com/science/article/pii/S0022000074800449
http://www.sciencedirect.com/science/article/pii/S0022000074800449
https://doi.org/10.1007/978-3-540-68279-0
https://doi.org/10.1016/j.cie.2011.09.015
https://doi.org/10.1016/j.cie.2011.09.015
https://doi.org/10.1080/10248079308903779
https://doi.org/10.1287/trsc.33.1.101


bibliography 141

[113] Changhyun Kwon, Taehan Lee, and Paul Berglund. “Robust shortest
path problems with two uncertain multiplicative cost coefficients”. In:
Naval Research Logistics (NRL) 60.5 (2013), pp. 375–394. issn: 1520-6750.
doi: 10.1002/nav.21540.

[114] Gilbert Laporte. “The vehicle routing problem: An overview of exact
and approximate algorithms”. In: European journal of operational re-
search 59.3 (1992), pp. 345–358. doi: 10.1016/0377-2217(92)90192-C.

[115] Gilbert Laporte et al. “Classical and modern heuristics for the vehicle
routing problem”. In: International Transactions in Operational Research
7.4–5 (2000), pp. 285–300. doi: 10.1111/j.1475-3995.2000.tb00200.
x.

[116] Mo Li and G La Rocca. “Conceptual design of joint-wing tanker for
civil operations”. In: RAeS Applied Aerodynamics Conference, Bristol, UK.
2014, pp. 22–24.

[117] Ming Liu et al. “A two-stage stochastic programming approach for
aircraft landing problem”. In: 2018 15th International Conference on
Service Systems and Service Management (ICSSSM). IEEE. 2018, pp. 1–6.

[118] Marco Lübbecke and Jacques Desrosiers. “Selected topics in column
generation”. In: Operations research 53.6 (2005), pp. 1007–1023. doi:
10.1287/opre.1050.0234.

[119] Marco E Lübbecke and Jacques Desrosiers. “Selected Topics in Col-
umn Generation”. In: Operations Research 53.6 (2005), pp. 1007–1023.
doi: 10.1287/opre.1050.0234.

[120] Carlo Mannino et al. “Hotspot resolution with sliding window capac-
ity constraints using the Path&Cycle algorithm”. In: SESAR Innovation
Days (2018).

[121] Rafael Mart and Gerhard Reinelt. The Linear Ordering Problem: Exact
and Heuristic Methods in Combinatorial Optimization. 1st. Springer Pub-
lishing Company, Incorporated, 2011. isbn: 978-3-64216-728-7. doi:
10.1007/978-3-642-16729-4.

[122] Paul McMenemy et al. “Rigorous Performance Analysis of State-of-
the-Art TSP Heuristic Solvers”. In: European Conference on Evolutionary
Computation in Combinatorial Optimization (Part of EvoStar). Springer.
2019, pp. 99–114. doi: 10.1007/978-3-030-16711-0_7.

[123] Juan José Miranda-Bront, Isabel Méndez-Díaz, and Paula Zabala.
“Facets and valid inequalities for the time-dependent travelling sales-
man problem”. In: European Journal of Operational Research 236.3 (2014),
pp. 891–902. doi: 10.1016/j.ejor.2013.05.022.

[124] Fabian Morscheck and Mo Li. “Benefits and challenges of a civil air
to air refuelling network analysed in a traffic simulation”. In: Digital
Avionics Systems Conference (DASC), 2015 IEEE/AIAA 34th. IEEE. 2015,
1B5–1. doi: 10.1109/DASC.2015.7311337.

[125] Supakom Mudchanatongsuk, Fernando Ordóñez, and Jie Liu. “Robust
solutions for network design under transportation cost and demand
uncertainty”. In: Journal of the Operational Research Society 59.5 (2008),
pp. 652–662. doi: 10.1057/palgrave.jors.2602362.

[126] Pedro Munari, Twan Dollevoet, and Remy Spliet. “A generalized for-
mulation for vehicle routing problems”. In: math.OC abs/1606.01935

(2016).

https://doi.org/10.1002/nav.21540
https://doi.org/10.1016/0377-2217(92)90192-C
https://doi.org/10.1111/j.1475-3995.2000.tb00200.x
https://doi.org/10.1111/j.1475-3995.2000.tb00200.x
https://doi.org/10.1287/opre.1050.0234
https://doi.org/10.1287/opre.1050.0234
https://doi.org/10.1007/978-3-642-16729-4
https://doi.org/10.1007/978-3-030-16711-0_7
https://doi.org/10.1016/j.ejor.2013.05.022
https://doi.org/10.1109/DASC.2015.7311337
https://doi.org/10.1057/palgrave.jors.2602362


142 bibliography

[127] Rajendar Nangia. “Efficiency parameters for modern commercial
aircraft”. In: The Aeronautical Journal 110.1110 (2006), pp. 495–510. doi:
10.1017/S0001924000001391.

[128] KKH Ng et al. “Robust aircraft sequencing and scheduling problem
with arrival/departure delay using the min-max regret approach”. In:
Transportation Research Part E: Logistics and Transportation Review 106

(2017), pp. 115–136. doi: 10.1016/j.tre.2017.08.006.

[129] Jorge Nocedal and Stephen Wright. Numerical Optimization. Springer
Science & Business Media, 2006. isbn: 978-0387-30303-1.

[130] Artur Pessoa et al. “Exact algorithm over an arc-time-indexed formu-
lation for parallel machine scheduling problems”. In: Mathematical Pro-
gramming Computation 2.3 (2010), pp. 259–290. doi: 10.1007/s12532-
010-0019-z.

[131] Bjørn Petersen and Mads Kehlet Jepsen. “Partial path column genera-
tion for the vehicle routing problem with time windows”. In: Proceed-
ings of the 4th International Network Optimization Conference (INOC 2009)
(2009).

[132] Jean-Claude Picard and Maurice Queyranne. “The Time-Dependent
Traveling Salesman Problem and its Application to the Tardiness
Problem in One-Machine Scheduling”. In: Operations research 26.1
(1978), pp. 86–110. doi: 10.1287/opre.26.1.86.

[133] David Pisinger and Paolo Toth. “Knapsack problems”. In: Handbook
of combinatorial optimization. Springer, 1998, pp. 299–428. isbn: 978-1-
4613-7987-4.

[134] Michael Poss. “Robust combinatorial optimization with variable cost
uncertainty”. In: European Journal of Operational Research 237 (2014),
pp. 836–845. doi: 10.1016/j.ejor.2014.02.060.

[135] Rakesh Prakash and Jitamitra Desai. “A data-splitting algorithm for
flight sequencing and scheduling on two runways”. In: IIE Annual
Conference. Proceedings. Institute of Industrial and Systems Engineers
(IISE). 2017, pp. 764–769.

[136] Rakesh Prakash, Rajesh Piplani, and Jitamitra Desai. “An optimal
data-splitting algorithm for aircraft scheduling on a single runway to
maximize throughput”. In: Transportation Research Part C: Emerging
Technologies 95 (2018), pp. 570–581. doi: 10.1016/j.trc.2018.07.031.

[137] Luigi Di Puglia Pugliese and Francesca Guerriero. “Dynamic program-
ming approaches to solve the shortest path problem with forbidden
paths”. In: Optimization Methods and Software 28.2 (2013), pp. 221–255.
doi: 10.1080/10556788.2011.630077.

[138] RECREATE. REsearch on a CRuiser Enabled Air Transport Environment.
Accessed January 18, 2021. 2015. url: https://trimis.ec.europa.
eu/project/research-cruiser-enabled-air-transport-environm

ent.

[139] Roberto Roberti and Aristide Mingozzi. “Dynamic ng-Path Relaxation
for the Delivery Man Problem”. In: Transportation Science 48.3 (2014),
pp. 413–424. doi: 10.1287/trsc.2013.0474.

[140] Stefan Ropke, Jean-François Cordeau, and Gilbert Laporte. “Models
and branch-and-cut algorithms for pickup and delivery problems
with time windows”. In: Networks: An International Journal 49.4 (2007),
pp. 258–272. doi: 10.1002/net.20177.

https://doi.org/10.1017/S0001924000001391
https://doi.org/10.1016/j.tre.2017.08.006
https://doi.org/10.1007/s12532-010-0019-z
https://doi.org/10.1007/s12532-010-0019-z
https://doi.org/10.1287/opre.26.1.86
https://doi.org/10.1016/j.ejor.2014.02.060
https://doi.org/10.1016/j.trc.2018.07.031
https://doi.org/10.1080/10556788.2011.630077
https://trimis.ec.europa.eu/project/research-cruiser-enabled-air-transport-environment
https://trimis.ec.europa.eu/project/research-cruiser-enabled-air-transport-environment
https://trimis.ec.europa.eu/project/research-cruiser-enabled-air-transport-environment
https://doi.org/10.1287/trsc.2013.0474
https://doi.org/10.1002/net.20177


bibliography 143

[141] Daniel J. Rosenkrantz, Richard E. Stearns, and II Philip M. Lewis. “An
Analysis of Several Heuristics for the Traveling Salesman Problem”.
In: SIAM Journal on Computing 6.3 (1977), pp. 563–581. doi: 10.1137/
0206041.

[142] Francesca Rossi, Peter Van Beek, and Toby Walsh. Handbook of Con-
straint Programming. Elsevier, 2006. isbn: 978-0444-52726-4.

[143] Giorgio Sartor and Carlo Mannino. “The Path&Cycle formulation for
the Hotspot Problem in Air Traffic Management”. In: 18th Workshop
on Algorithmic Approaches for Transportation Modelling, Optimization,
and Systems (ATMOS 2018), August 23–24, 2018, Helsinki, Finland. 2018.
doi: 10.4230/OASIcs.ATMOS.2018.14.

[144] Martin WP Savelsbergh. “Preprocessing and probing techniques for
mixed integer programming problems”. In: ORSA Journal on Comput-
ing 6.4 (1994), pp. 445–454. doi: 10.1287/ijoc.6.4.445.

[145] Martin Schmied et al. “Postfossile Energieversorgungsoptionen für
einen treibhausgasneutralen Verkehr im Jahr 2050: eine verkehrsträ-
gerübergreifende Bewertung”. In: UMWELTBUNDESAMT. TEXTE 30

(2015).

[146] Michael Schneider, Andreas Stenger, and Dominik Goeke. “The elec-
tric vehicle-routing problem with time windows and recharging sta-
tions”. In: Transportation Science 48.4 (2014), pp. 500–520. doi: 10.1287/
trsc.2013.0490.

[147] SE2A - Sustainable and Energy-Efficient Aviation. Accessed April 2, 2021.
url: https://www.tu-braunschweig.de/en/se2a.

[148] Olivia Smith and Martin Savelsbergh. “A note on shortest path prob-
lems with forbidden paths”. In: Networks 63.3 (2014), pp. 239–242. doi:
10.1002/net.21541.

[149] Peter R. Thomas et al. “Advances in air to air refuelling”. In: Progress
in Aerospace Sciences 71 (2014), pp. 14–35. doi: 10.1016/j.paerosci.
2014.07.001.

[150] Paolo Toth and Daniele Vigo. The Vehicle Routing Problem. SIAM, 2002.
isbn: 978-0-898-71498-2.

[151] Alexander Tsukerman et al. “Optimal Rendezvous Guidance Laws
with Application to Civil Autonomous Aerial Refueling”. In: Journal
of Guidance, Control, and Dynamics 41.5 (2018), pp. 1167–1174. doi:
10.2514/1.G003154.

[152] Daniel Villeneuve and Guy Desaulniers. “The shortest path problem
with forbidden paths”. In: European Journal of Operational Research
165.1 (2005), pp. 97–107.

[153] Duc Minh Vu et al. “Dynamic Discretization Discovery for Solving the
Time-Dependent Traveling Salesman Problem with Time Windows”.
In: Transportation Science 54.3 (2020), pp. 703–720. doi: 10.1287/trsc.
2019.0911.

[154] David P Williamson and David B Shmoys. The design of approximation
algorithms. Cambridge university press, 2011.

[155] David P Williamson and David B Shmoys. The design of approximation
algorithms. Cambridge university press, 2011. isbn: 978-0521-19527-0.

[156] Laurence Wolsey. Integer programming. Wiley, 1998. isbn: 978-0-471-
28366-9.

https://doi.org/10.1137/0206041
https://doi.org/10.1137/0206041
https://doi.org/10.4230/OASIcs.ATMOS.2018.14
https://doi.org/10.1287/ijoc.6.4.445
https://doi.org/10.1287/trsc.2013.0490
https://doi.org/10.1287/trsc.2013.0490
https://www.tu-braunschweig.de/en/se2a
https://doi.org/10.1002/net.21541
https://doi.org/10.1016/j.paerosci.2014.07.001
https://doi.org/10.1016/j.paerosci.2014.07.001
https://doi.org/10.2514/1.G003154
https://doi.org/10.1287/trsc.2019.0911
https://doi.org/10.1287/trsc.2019.0911


144 bibliography

[157] S. Zajac and A. Fokkerweg. “Overview of the Research on a Cruiser
Enabled Air Transport Environment (RECREATE) project”. In: 2014.

[158] Muhong Zhang. “Two-stage minimax regret robust uncapacitated
lot-sizing problems with demand uncertainty”. In: Operations Research
Letters 39.5 (2011), pp. 342–345. doi: 10.1016/j.orl.2011.06.013.

[159] Günter M Ziegler. Lectures on polytopes. Vol. 152. Springer Science &
Business Media, 2012. isbn: 978-0387-94329-9.

https://doi.org/10.1016/j.orl.2011.06.013


AT H E R O B U S T S H O RT E S T PAT H P R O B L E M

a.1 proofs

We begin by giving the proof of Theorem 2.4.1, which was stated as follows:

Theorem 2.4.1. Let v be a vertex and θ < θ′ where θ, θ′ ∈ Θ. Let Pθ , Pθ′ be
(s, v)-paths that are optimal with respect to cθ and cθ′ respectively. Let

Γθ + cθ(Pθ) > Γθ′ + cθ′(Pθ′). (2.11)

Then a robust shortest (s, t)-path is either attained for a value 6= θ or it does not
contain v.

Proof. Assume for a contradiction a shortest robust (s, t)-path P is attained
for θ and P contains v. P consists of two subpaths, i.e. Pθ and a path Pv
leading from v to t. We let P′ be the (s, t)-path which consists of Pθ′ and Pv.
We have:

CΓ(θ) = Γθ + cθ(Pθ) + cθ(Pv)

> Γθ′ + cθ′(Pθ′) + cθ(Pv)

≥ Γθ′ + cθ′(Pθ′) + cθ′(Pv)

≥ Γθ′ + cθ′(P′)

(A.1)

We have used here that cθ ≥ cθ′ which follows from θ < θ′. This inequality
implies that P′ is a robust (s, t)-path which is shorter than P which is clearly
a contradiction.

We go on to present a more general variant of Theorem 2.6.1: We assume
that we used a version of Dijkstra’s algorithm with respect to reduced
costs cπ

θmin
obtained from a potential π computed while conducting a search

for copt(θmin). During the execution of the search we settled vertices and
obtained information regarding the shortest paths for the part of the graph
we have explored: In a most general situation, this information is accessible
via a fixed arc set M ⊆ A and various subsets B ⊆ M together with bounds
λ(B) fulfilling

λ(B) ≤ cπ
θmin

(P ∩M) ∀ P ∈ P(s, t) with B ⊆ P. (A.2)

We give some examples for this abstract setting, but first observe that M
should contain the arc set corresponding to some s− t cut to yield a bound
λ(∅) > 0. Otherwise the right hand side of the inequality (A.2) is equal
to 0 for some path P with P ∩M = ∅. In case that a shortest path search
completes, it determines copt

π (t) as the length of a shortest (s, t)-path for cπ
θmin

,

which leads to copt(θmin) = copt
π (t) + π(s) − π(t). This allows us to infer

λ(∅) = copt(θmin)− π(s) + π(t) for the set M containing all scanned arcs.
As before we let Mθmin ⊆ M be the restriction to arcs a with d(a) > θmin.

Example A.1.1. If we stop unidirectional search prematurely we can use for
M the set of arcs, that have a head with settled label and λ(∅) can be chosen
as the last settled distance label from the search. This situation applies to
Theorem 2.6.1. Additionally, for some arc a = (u, v) ∈ Mθmin we can infer
λ({a}) as the label that v received from u via a because it is a lower bound
on cπ

θmin
(P ∩M) for any (s, t)-path P that contains a.
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Example A.1.2. If some bidirectional Dijkstra search has been stopped pre-
maturely, then let Ms be the set of arcs that have their head settled by the
search from s, and let Mt contain the arcs with their tail settled by the search
from t. We can use M = Ms ∪Mt and for λ(∅) the sum of both lastly settled
distance labels in the searches from s and t. For some B = {es, et} es ∈ Ms,
et ∈ Mt, es 6= et we get for λ(B) the sum of the head label from es, the
tail label from et, and both arc costs cπ

θmin
(es) + cπ

θmin
(et). Similar bounds for

singleton B can be derived as well.

The idea of Theorem A.1.3 is to compute a bound for copt(θ0) using the
abstract bound information. In a suitable program we optimize over the arcs
in Mθmin that an imaginary path P could contain to minimize cθ0(P). The pro-
gram also makes use of values copt(θ′) known from previous computations
if θ′ > θ.

Theorem A.1.3. Given a potential π, an arc set M, and a collection B ⊂ 2Mθmin ,
such that bounds λ(B) fulfilling (A.2) can be obtained for each B in B, then for each
θ0 > θmin, such that π is also feasible for cθ0 , we obtain a bound Oθ0 ≤ copt(θ0)
where Oθ0 is an optimum of

min y−∑
a∈Mθmin

xa · (min(d(a), θ0)− θmin) (A.3a)

s. t. (λ(B) + π(s)− π(t)) ·∏
b∈B

xb ≤ y ∀B ∈ B (A.3b)

y−∑
a∈Mθmin

xa · (min(d(a), θ′)− θmin) ≥ copt(θ′)

∀ θ′ : θ0 < θ′ with copt(θ′) known (A.3c)

y ≥ 0, x ∈ {0, 1}Mθmin (A.3d)

Proof. Let P be any (s, t)-path. We show that cθ0(P) ≥ Oθ0 holds: Let us
consider the arc sets P′, P̄ ⊆ P given by P′ := P ∩M and P̄ := P \ P′.

We claim that setting xa := 1 if and only if a ∈ P′ ∩Mθmin together with
y := cθmin(P′) + cθ0(P̄) constitutes a feasible solution to (A.3) and the cost of
this solution is then a lower bound on cθ0(P). To get the lower bound we can
first write cθ0(P′) in terms of cθmin(P′):

cθ0(P′) = c(P′) + ∑
a∈P′ :d(a)>θmin

max{d(a)− θ0, 0}+ cθmin(P′)− cθmin(P′)

= c(P′) + ∑
a∈P′ :d(a)>θmin

max{d(a)− θ0, 0}+ cθmin(P′)

−

c(P′) + ∑
a∈P′ :d(a)>θmin

max{d(a)− θmin, 0}


= cθmin(P′) + ∑

a∈P′ :d(a)>θmin

(max{d(a)− θ0, 0} −max{d(a)− θmin, 0})

= cθmin(P′)−∑
a∈P′ :d(a)>θmin

(min(d(a), θ0)− θmin)

= cθmin(P′)−∑
a∈Mθmin

xa · (min(d(a), θ0)− θmin)

(A.4)
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Here, the last equality holds, because by its definition P′ is fully contained
in M and all of its arcs with d(a) > θmin are contained in Mθmin . With this
expression we obtain

cθ0(P) = cθ0(P̄) + cθ0(P′)

= cθ0(P̄) + cθmin(P′)−∑
a∈Mθmin

xa · (min(d(a), θ0)− θmin)

= y−∑
a∈Mθmin

xa · (min(d(a), θ0)− θmin)

≥ Oθ0

(A.5)

where the last inequality only holds if x, y is a feasible solution of (A.3). To
prove this feasibility, we first consider (A.3b) and let B ∈ B. If B * P ∩Mθmin
then the corresponding Inequality (A.3b) has its left hand side equal to zero
by the definition of x and is feasible. So let B ⊆ P ∩ Mθmin which means
that ∏b∈B xb = 1. Feasibility of (A.3b) in this case then follows from the
feasibility of π for cθ0 , we first have:

y = cθmin(P′) + cθ0(P̄)

= ∑
a=(u,v)∈P′

(cπ
θmin

(a) + π(u)− π(v)) + ∑
a=(u,v)∈P̄

(cπ
θ0
(a) + π(u)− π(v))

≥∑
a=(u,v)∈P′

(cπ
θmin

(a) + π(u)− π(v)) + ∑
a=(u,v)∈P̄

(π(u)− π(v))

= cπ
θmin

(P′) + π(s)− π(t)

(A.6)

Here the last equality follows from resolving the telescope sum for the
(s, t)-path P = P′ ∪ P̄. Since B ⊆ P ∩M we can use the bound cπ

θmin
(P′) =

cπ
θmin

(P ∩M) ≥ λ(B) which now implies (A.3b).
To show that Inequalities (A.3c) are satisfied, let θ′ ≥ θ0 and copt(θ′) be

known. We know that copt(θ′) ≤ cθ′(P) because P is an (s, t)-path. So we are
interested in bounding cθ′(P) = cθ′(P̄) + cθ′(P′) against the left hand side
of (A.3c). Because θ′ > θmin holds, we can do a similar calculation as before
to express cθ′(P′) in terms of cθmin(P′):

cθ′(P′) = cθmin(P′)−∑
a∈Mθmin

xa · (min(d(a), θ′)− θmin)

This implies

copt(θ′) ≤ cθ′(P)

= cθ′(P̄) + cθ′(P′)

= cθ′(P̄) + cθmin(P′)−∑
a∈Mθmin

xa · (min(d(a), θ′)− θmin)

≤ cθ0(P̄) + cθmin(P′)−∑
a∈Mθmin

xa · (min(d(a), θ′)− θmin)

= y−∑
a∈Mθmin

xa · (min(d(a), θ′)− θmin)

(A.7)

where the last inequality holds because θ′ > θ0 implies cθ′(P̄) ≤ cθ0(P̄).

Theorem A.1.4. For each θmin < θ0 < θ1 such that π is also feasible for cθ0 and
cθ1 we have copt(θmin) ≥ Oθ0 ≥ Oθ1 ≥ copt(θ′) for all θ′ that were considered in
(A.3c) for both Oθ0 and Oθ1 .
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Proof. We consider the definitions of (A.3) for θ0 and θ1 respectively. Observe
that the sets Mθmin , the bounds λ(B) as well as constraints (A.3b) and (A.3c)
are independent of θ0 and thus both programs for Oθ0 and Oθ1 optimize
over the same set of feasible solutions. The only difference is the objective
function, where for some a ∈ Mθmin its coefficient for θ1 is less or equal than
its coefficient for θ0. This implies Oθ0 ≥ Oθ1 but also copt(θmin) ≥ Oθ0 : Note
that Oθmin is well-defined and contains only variable y because Mθmin = ∅.
An optimum is given by y = copt(θmin) and thus copt(θmin) ≥ Oθmin ≥ Oθ0
because θ0 > θmin. Finally, it holds for some θ′ which was considered in
(A.3b), that

Oθ1 = y−∑
a∈Mθmin

xa · (min(d(a), θ1)− θmin)

≥ y−∑
a∈Mθmin

xa · (min(d(a), θ′)− θmin)

≥ copt(θ′).

a.2 a counter-example to a claim regarding robust combina-
torial optimization

We consider a claim made in [134] regarding a type of combinatorial opti-
mization problems solvable by a dynamic programming (DP) algorithm. A
combinatorial optimization problem is solvable by a DP algorithm if it can be
expressed using a set of functional equations. More specifically, it is assumed
that there is a set of states denoted by S with a subset O of initial states and
a final state N. The optimal cost of state s ∈ S is given by F(s), the set of
variables set to 1 in state s is denoted by q(s). The state p(s, i) ∈ S is set to
be the previous state of s where s is obtained from p(s, i) by fixing variable
i ∈ q(s) to 1. The relationship between the states is assumed to be governed
by the following set of functional equations:{

F(s) = mini∈q(s){F(p(s, i)) + ci}, s ∈ S \ O
F(s) = 0, s ∈ O

(A.8)

In order to solve this problem the functional equation is applied to determine
the optimal cost of new states until the optimal cost of the final state is
determined. The question is whether the robust counterpart of such a
problem can be solved in a similar manner using functional equations.

Theorem A.2.1 (Theorem 6 in the original article). Consider an instance of a
combinatorial optimization problem which can be solved in O(τ) for some τ : N→
N by using the functional equations (A.8). Then, its robust version can be solved in
O(Γτ) using the following functional equations:

F(s, α) = mini∈q(s){max(F(p(s, i), α) + ci, F(p(s, i), α− 1) + ci + di)},
s ∈ S \ O, 1 ≤ α ≤ Γ

F(s, 0) = mini∈q(s){F(p(s, i), 0) + ci}, s ∈ S \ O
F(s, α) = 0, 0 ≤ α ≤ Γ, s ∈ O

(A.9)

As an example of such a problem the authors consider the shortest path
in a directed graph with conservative arc costs. It is well known that in this
case the Bellman-Ford algorithm finds a shortest path by solving a dynamic
program. As a counter-example to the claim stated above, we consider
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the graph in Figure A.1 together with a parameter of Γ = 1. It should be
apparent, that the robust shortest path in this case is the lower path with a
total cost of 4.5. In order to compute the shortest path we start evaluating the

s t

(1, 3)

(1.5, 1)

(1, 2)

Figure A.1: A counter-example to a claim regarding robust combinatorial optimiza-
tion. Numbers on arcs represent costs and deviations.

functional equations for α = 0. In this the coefficients coincide with those of
the original problem. The graph corresponding to these functional equations
is shown in Figure A.2. Unfortunately, the path resulting from applying the
functional equations is the upper path which has total costs of 5. The failure
is due to the fact that the equations do not take into account that the first arc
on the upper path has a high value of d.

O O

α = 0 α = 1

1

1 2

2.5

2.5 4

Figure A.2: A depiction of the functional equations applied to the robust shortest
path problem in Figure A.1.

a.3 figures and tables

The following table contains the average query time plotted in Figures 2.3a
and 2.3b. Regarding the distribution of the values: As is usually the case
when it comes to the evaluation of running times, there is a certain variance
in the recorded data. Figure A.3 shows the distribution of running times for
vertices with large Dijkstra ranks. Note that while the minimum / maximum
query times are spread far apart, many of the individual values fall into much
smaller intervals around the average. This behavior is consistent throughout
the data and justifies the comparison based on the average query time.
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10 20 30 40 50 60 70 80

Goal-directed, RKB

Bidirectional, RKB

Dijkstra’s algorithm, RKB

Goal-directed, interval

Dijkstra’s algorithm, interval

Goal-directed, pruning

Bidirectional, goal-directed

Goal-directed

Bidirectional, pruning

Simple pruning

Dijkstra’s algorithm

Query time (s)

Figure A.3: Distribution of the recorded running times. The boxes show minimum,
first quartile, average, third quartile, and maximum for a rank of 0.9 · n
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b.1 formal definitions

Definition of the Initial Fuel Functions

In the following, we give the formal definitions of the function µ : R≥0 ×
R≥0 → R≥0 describing the initial fuel mass, depending on the final fuel
mass Mfinal and the duration ∆θ of the corresponding phase.

free flight During the free flight phase the fuel mass is according to
(3.2). Thus, the initial fuel is given by

µflight(Mfinal, ∆θ) :=
(

Mfinal + Mac
)
· exp

(
v · ∆θ

X

)
−Mac.

advance The advance phase requires an initial climb with a duration of
∆θclimb, which is conducted with a reduced efficiency Xclimb. The initial fuel
during the climb is obtained according to (3.2), yielding

µclimb(Mfinal) :=
(

Mfinal + Mac
)
· exp

(
v · ∆θclimb

Xclimb

)
−Mac.

The entire advance with a duration of ∆θ ≥ ∆θclimb begins with the initial
climb. If the initial request is at a distance of more than dclimb from the base,
it continues with a free flight phase with a duration of ∆θ − ∆θclimb. The
initial fuel of the advance is therefore given as

µadvance(Mfinal, ∆θ) := µflight(µclimb(Mfinal), ∆θ − ∆θclimb)

descent The final part of the descent is conducted while gliding, in which
case fuel is consumed at a fixed rate of ρgliding. The gliding distance dgliding

determines the maximum gliding duration ∆θgliding := dgliding/v, and the
corresponding fuel consumption is given by

µdescent(Mfinal, ∆θ) :=


µflight(Mfinal + ρgliding · ∆θgliding, ∆θ − ∆θgliding)

if ∆θ > ∆θgliding, and

Mfinal + ρgliding · ∆θ otherwise.

refueling During contact, the fuel mass is given by (3.3). Therefore, the
initial fuel is equal to

µcontact(Mfinal) :=
(

Mfinal + Mequiv(r)
)
· exp

(
v · ∆θcontact

X

)
−Mequiv(r).

Since the approach / retreat is conducted in free flight, the initial fuel of a
refueling operation is easily calculated as

µrefuel(Mfinal) := µflight(µcontact(µflight(Mfinal, ∆θretreat)), ∆θapproach).
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base waiting / refueling If a feeder is waiting at the base, then there
is no change in fuel, i. e.,

µwait(Mfinal, ∆θ) := Mfinal.

If a feeder is being refueled at the base, we assume w.l.o.g. that it must have
arrived without any fuel to spare:

µbase,refuel(Mfinal, ∆θ) := 0.

Definition of the Fuel Burn Functions

As mentioned above, the fuel burn function ∆µ : R≥0 × R≥0 → R≥0 is
defined in a fashion similar to the initial fuel function µ. Specifically, we
have that

∆µflight(Mfinal, ∆θ) := µflight(Mfinal, ∆θ)−Mfinal,

∆µclimb(Mfinal, ∆θ) := µclimb(Mfinal, ∆θ)−Mfinal,

∆µadvance(Mfinal, ∆θ) := µadvance(Mfinal, ∆θ)−Mfinal, and

∆µdescent(Mfinal, ∆θ) := µdescent(Mfinal, ∆θ)−Mfinal.

Furthermore, during base refueling / waiting, no fuel is burned, i. e.,

∆µwait ≡ ∆µbase,refuel ≡ 0.

Finally, when the feeder refuels a cruiser (serving a request r ∈ R), we have

∆µrefuel(Mfinal) := µrefuel(Mfinal)−Mreq(r)−Mfinal.

b.2 artificial instances

To obtain instances similar to the given 14, we generated the request set
around some origin according to the following rules:

– The requested fuel masses were sampled according to the (normal)
distribution

N (10 000 kg, 3 000 kg).

– Regarding the time θ of the requests, we used a time horizon of 48 h
peaking every 12 h, i. e., given by the following distribution:

1
5

5

∑
i=0
N (12i h, 3 h).

– We distributed the origins of the requests around the base using a
radius chosen according to the distribution

N (∆θrefuelv/2, ∆θrefuelv/20).

For some angle α ∈ [0, 2π) and a given distance d, we chose the
endpoints to be at the opposite ends of the circle defined by d, the
origin being at an angle of α.

– Regarding the choice of α, we sampled angles according to a narrow
distribution N (0, π/8) and a wide distribution of N (0, π/4) in the
unidirectional case. In the bidirectional case, we used the distributions
1/2 (N (0, π/8) +N (π, π/8)) and 1/2 (N (0, π/4) +N (π, π/4)), re-
spectively.
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c.1 time-dependent spanning trees

Relaxations play an important role in integer programming in general and
the TSP in particular. They provide lower bounds which can be used to
obtain quality guarantees for solutions. The prevalent relaxation of combina-
torial problems formulated as integer programs is given by their fractional
relaxations. In several cases however, it is possible to derive purely combi-
natorial relaxations. In case of the symmetric traveling salesman problem, a
popular combinatorial relaxation is given by one-trees [96]. A one-tree with
respect to a graph G = (V, E) with V = {1, . . . , n} consists of a spanning
tree together with an additional edge joining vertex s := 1 to another vertex
v ∈ V. Since every tour is a one-tree, the one-tree of minimum cost provides
a lower bound on the cost of a tour. The computation of such a one-tree in
the static case involves the computation of a minimum spanning tree (MST),
which can be carried out efficiently. The approach generalizes to the ATSP, in
which case the one-tree corresponds to an arborescence with root s together
with a single arc entering s from another vertex v.

An important question to ask is whether these approaches carry over to
the time-dependent case. We begin by generalizing the definition of spanning
trees to the time-dependent case. To this end, we assume throughout this
subsection that D is bidirected, corresponding to an undirected graph GD,
and that the time-dependent cost function c is symmetric, i. e., cuv(θ) = cvu(θ)
holds for all (u, v) ∈ A, θ ∈ Θ, making the cost function c correspond to the
undirected edges of GD. We consider a spanning tree T = (V, F) of GD. For
each vertex v ∈ V, there exists a unique (s, v)-path Pv in T, enabling us to
define an arrival time θarr

T (u) induced by T via Pu for each u ∈ V. Based on
these arrival times we define the following:

Definition C.1.1. A time-dependent minimum spanning tree (TDMST) is a
spanning tree T of GD minimizing c(T), which is defined as

c(T) := ∑
{u,v}∈F

cuv(θ
arr
T (u)).

The corresponding optimization problem asks for the value of a TDMST
for an instance (GD, c, s). As was the case before, any tour becomes a
spanning tree once we remove its last arc, the arrival time of the resulting
path at its target coinciding with the cost of the tree. Consequently, the
optimal value of the corresponding TDTSP instance is bounded from below
by the cost of any minimum spanning tree. Unfortunately, approximating
the TDMST is an NP-hard problem itself:

Theorem C.1.2. There is no α-approximation algorithm for any α > 1 for the
TDMST problem unless P = NP .

Proof. Consider an instance of the 3Sat problem, given in terms of a set
X := {x1, . . . , xn} of Boolean variables and a set Z := {Z1, . . . , Zm} of
clauses, each clause consisting of exactly three literals in X ∪̇X. We construct
a suitable instance of the TDMST problem using a number of components.
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Aj

sj

tj

s

xj

0

2

0

1

(a) A component which queries
whether a variable is set

Bi

xi1 xi2 xi3

vi1 vi2 vi3

wi1 wi2 wi3

(b) A component which determines
whether a clause is satisfied

Figure C.1: Gadgets used in the proof of Theorem C.1.2

s

A1 A2 An−1 An· · ·

B1 · · · Bm

Figure C.2: The TDMST construction used to prove Theorem C.1.2

First we define a component Ai for each variable xi ∈ X. The component is
shown in Figure C.1a, the edges being annotated with their (constant) travel
times. We define a component Bi for each clause Zi ∈ Z . To this end, let xi1,
xi2, xi3 denote the variables whose literals appear in Zi and M ≥ 2n+ 6m+ 1.
The edges in the component have the following travel times:

1. The edges {wi1, wi2} and {wi2, wi3} have a constant travel time of 1.

2. The edge {vi1, wi1} has a travel time of

cvi1wi1(θ) :=

{
1 if θ ≤ 2, and
M otherwise.

The same holds true for the edges {vi2, wi2} and {vi3, wi3}.

3. The travel time of the edge connecting xik and vik depends on whether
xk or xk appears in the clause Zj. In the former case the travel time is
constantly 1, whereas in the latter it is given by

cxikvik (θ) :=

{
0 if θ ≥ 2, and
2 otherwise.

The instance including the components, depicted in Figure C.2, has a TDMST
of cost less than M if and only if the 3Sat instance is satisfiable: Consider a
satisfying truth assignment of the 3Sat instance. For each variable xj set to
true we choose the path (s, sj, xj, tj) in component Aj. If the variable is set
to false we choose the path (s, sj, tj, xj) to be part of the spanning tree. Thus,
the arrival time of the tree at xj is 1 if xj is set to true and 2 otherwise. For
each clause Zi we add the edges between the vertices corresponding to its
variables and their respective vi counterparts. Since the clause is satisfied,
the arrival time at one of vi1, vi2, or vi3 is at most 2, enabling us to add the
edges {vik, wik}, {wi1, wi2}, and {wi2, wi3} at a cost of 1 each. The total cost
of the resulting tree is at most 2n + 6m < M.
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Conversely, consider a tree T with costs less than M. We first consider the
(s, sj)-paths in T for all j = 1, . . . , n. If this path does not contain {s, sj} itself,
then it must start by t traversing a variable gadget Aj′ for j′ 6= j continued by
a clause gadget Bi, entering via vik and leaving via vil . As was established
above, the earliest arrival time at vik is 2, implying that the time of arrival
at wil is at least 4, resulting in a travel time of at least M for the traversal of
edge {wil , vil}, thereby contradicting the assumption of c(T) < M. For the
same reason, T must contain either the path (s, sj, xj) or (s, sj, tj, xj). Based
on the optimality of T, the tree must contain (s, sj, xj, tj) in the former case.
We can therefore identify the choice of paths with a variable assignment as
we did above.

To see that the assignment is feasible, we note that for each clause Zi
one of the edges {vik, wik}, say {vi1, wi1}, is in T and directed away from vi1.
Since c(T) < M, the travel time of this edge must be less than M, implying
that the arrival time of T at vi1 is at most 2. If xi1 appears in Zj, then the
arrival time at xi1 is 1, and the variable is set to true satisfying Zi. If xi1
appears in Zj, then it follows that the arrival time at xi1 is 2, the variable is
set to false and clause Zi is satisfied as well.

Now assume the existence of an α-approximation for the TDMST problem.
We construct the instance introduced above for M := dα · (2n + 6m)e and
apply the approximation. If the resulting tree has costs less than M, the
3Sat instance is satisfiable. Otherwise, the optimal TDMST has costs at least
M/α ≥ 2n + 6m, and the instance is not satisfiable.
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