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Kurzfassung

In dieser Arbeit widme ich mich der automatisierten Integration kritischer
eingebetteter Systeme, die Echtzeitanfordernungen sowie Anforderungen zur
Betriebs- und Datensicherheit unterworfen sind. Zwar statten komponenten-
basierte Betriebssysteme und serviceorientierte Architekturen die Softwaresys-
teme bereits mit Flexibilität und Anpassungsfähigkeit aus, jedoch muss dabei
die Einhaltung kritischer Anforderungen sichergestellt werden. Nachträgliche
Änderungen erfordern deshalb eine erneute Verifizierung. Abhilfe kann hierbei
die Automatisierung eines wesentlichen Teils des Integrations- und Absiche-
rungsprozesses schaffen, sodass dieser in das System selbst verlagert werden
kann. Eine besondere Herausforderung stellt dabei der aktuelle Trend zu dyna-
mischeren und leistungsfähigeren eingebetteten Verarbeitungsplattformen dar,
welcher die Plattformkomplexität erhöht.

Diese Arbeit enthält mehrere wissenschaftliche Beiträge zu diesen Heraus-
forderungen: Sie stellt ein modellbasiertes Integrationsframework für kom-
ponentenbasierte Systeme vor, das die Komposition und Verifikation auto-
matisiert und von einer Backtracking-Suche zur Konfliktlösung unterstützt
wird. Mikrokernel-orientierte, komponentenbasierte Betriebssysteme bieten
eine starke räumliche Isolation, die für Daten- und Betriebssicherheit sowie
Modularität erforderlich ist. Des Weiteren konzentriere ich mich auf die Verifi-
kation von Latenzanforderungen während einer automatisierten Integration.
Da bestehende Antwortzeitanalysen die Natur der expliziten Kommunikation,
deren Scheduling-Effekte und gemeinsam genutzte Dienste in komponenten-
basierten Betriebssystemen nicht angemessen widerspiegeln, entwickle ich
ein neuartiges Task-Modell und eine begleitende formale Antwortzeitanaly-
se. Um die Lücke zwischen Modell(-annahmen) und Implementierung zu
schließen, stelle ich außerdem drei Laufzeitüberwachungsmechanismen vor:
ein neuartiges, leichtgewichtiges, budgetbasiertes Scheduling-Verfahren zur
Durchsetzung von Modellannahmen über Ausführungszeiten, eine asynchrone
Überwachung von Budgetkurven, um Modellabweichungen zu identifizieren
und langfristige Anpassungen bzw. eine erneute Verifizierung auszulösen, so-
wie ein Latenzüberwachungsschema über mehrere Komponenten, das reaktive
Gegenmaßnahmen ermöglicht, um Verstöße gegen kritische Latenzanforde-
rungen in Echtzeit zu behandeln.





Abstract

In this thesis, I take up the idea of in-field integration for critical embedded sys-
tems that are subject to real-time, safety and security constraints. Component-
based operating systems and service-oriented architectures already equip soft-
ware systems with flexibility and adaptivity. However, in critical application do-
mains, assurance must be provided for critical requirements, which complicates
making changes after the initial deployment as these require re-verification.
Automating a significant part of the integration process so that it can be moved
into the system itself could enable self-controlled updates and adaptations.
Yet, the current trend towards more dynamic high-performance embedded
processing platforms further increases platform complexity. The growing com-
plexity further challenges the integration and assurance process as well as the
faithfulness of model-based methods used for formal verification.

This thesis hosts several scientific contributions to these challenges: It presents
a model-based integration framework for component-based systems that au-
tomates composition and verification supported by a backtracking search for
conflict resolution. Microkernel-oriented component-based operating systems
provide strong spatial isolation which is required for security and safety as
well as modularity. I further concentrate on the verification of latency require-
ments during an automated in-field integration. Since existing response-time
analyses do not appropriately reflect the nature of explicit communication, its
scheduling effects and shared services in component-based operating systems,
I develop a novel task model and an accompanying formal response-time anal-
ysis. In order to close the model/implementation gap, I further present three
runtime monitoring mechanisms: a novel lightweight budget-based scheduling
technique to enforce model assumptions on execution times, an asynchronous
supervision of budget curves to identify model deviations and trigger long-term
adaptations and re-verification, and a latency monitoring scheme across multi-
ple components that enables reactive countermeasures to immediately handle
violations of critical latency requirements.
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Chapter 1

Introduction

Embedded systems in critical application domains, such as automotive, avion-
ics and medicine, become increasingly adaptive as there is a growing desire
for regular updates and customisations. Traditionally, these systems are rather
static in their functionality and configuration not only as a consequence of
their restricted resources but also as they undergo rigorous development pro-
cesses, thorough testing, and often formal verification to assure their correct
functioning. Correctness in this context not only involves functional but also
non-functional concerns such as real-time, safety, reliability, availability and
security. The criticality results from the fact that any violation of their functional
or non-functional requirements might have serious consequences. Hence, high
development efforts are invested in the assurance of critical embedded systems.

For instance, in the automotive domain, the Original Equipment Manufacturer
(OEM) is responsible for the safety of the deployed cars, which limits the extent
of allowed modifications after the car has left the factory. A car is already a
highly complex system with many Electronic Control Units (ECUs) and commu-
nication buses/networks. Moreover, a single model comes with a large number
of potential variants that differ in the type and number of sensors, actuators and
functions. As the OEM is obliged with the safety assurance of the entire system,
any maintenance or functional update must undergo the assurance process
for all variants. That means, the OEM conducts all the necessary integration
testing again and provides the update as a new (static) boot image. In practice,
this process therefore imposes a limitation on the number of variants that can
be managed and maintained.
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CHAPTER 1. INTRODUCTION

This is in large contrast to general purpose computing systems, which dynami-
cally change their configuration at runtime based on user input. Technological
progress gradually increases processing power and memory such that tradition-
ally very restricted – and therefore functionally static – devices (such as mobile
phones) developed towards dynamic processing platforms (smartphones). De-
spite the increasing amount of processing resources, this flexibility cannot be
easily adopted in critical application domains. This is a consequence of the fact
that the manufacturer of an embedded device needs to provide assurance for
its correctness as mentioned above.

Nevertheless, with increasing processing power, new opportunities arise in tra-
ditionally very resource-limited domains: In the automotive domain, modern
high-performance platforms enable data-intensive Advanced Driver-Assistance
Systems (ADAS) that need significantly more processing resources than classic
control systems. Moreover, it allows the reuse of existing software libraries
from general purpose computing such that efforts for reimplementing similar
functionality for resource-constrained devices can be spared. Furthermore,
abstractions and modularity concepts can be applied that help with managing
the increasing software complexity and with establishing a parallelisation in the
development process. Service-orientation and component-based approaches
are prominent examples of this modularisation that also come with runtime
adaptivity. Run-Time Environments (RTEs) supporting these concepts inher-
ently allow changes to the software system at runtime instead of booting into
a static configuration. Examples are the AUTOSAR Adaptive Platform1 and
Autoware.Auto2, which bases on the Robot Operating System (ROS) 23.

However, a dynamic RTE does not necessarily provide guarantees for non-
functional requirements as are required for assurance. On the contrary, we
are facing an increased platform complexity as a consequence of a growing
software stack and more heterogeneous processing systems. As an example,
this can be observed in the automotive domain by the trend of consolidation
of multiple ECUs into a single high-performance computing platform. These
platforms not only come with powerful CPUs but are also equipped with a
variety of peripherals and accelerators increasing complexity and heterogeneity.
The consolidation also shifts the focus of the integration task from a network-
centric integration towards an integration that must also account for side-
effects between independent functions running on the same processing system.
All these aspects tend to introduce hardly predictable dynamic behaviour and
thereby complicate the required assurance of critical systems.

1https://www.autosar.org/standards/adaptive-platform/
2https://www.autoware.auto/
3https://index.ros.org/doc/ros2/
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1.1. DESIGN AND INTEGRATION OF CRITICAL EMBEDDED SYSTEMS

As detailed in the next section, the assurance of non-functional requirements is
typically addressed in the design & integration process. By automating parts of
this process, runtime changes could therefore be enabled in critical embedded
systems. This was the central research question of the DFG research unit
Controlling Concurrent Change (CCC) that provides the context of this thesis.
In Section 1.2, I briefly introduce the CCC project before I state the contributions
of this thesis in Section 1.3. In general terms, I will show that establishing a
platform self-management using model-based methods is essential for meeting
our assurance expectations of critical and increasingly dynamic embedded
systems.

1.1 Design and integration of critical embedded
systems

In this section, I briefly summarise the important terms and challenges w.r.t.
the development of critical embedded systems.

We distinguish between a design phase, an integration phase and an opera-
tion phase. During design, the system is decomposed into design artefacts
such as subsystems, modules, and/or components, with the corresponding
interfaces. Decomposition can be vertical (e.g. layered or hierarchical architec-
tures) and horizontal (same architectural level). The design phase includes the
implementation of the design artefacts. The integration can thus be perceived
as a composition activity that combines design artefacts into an operable sys-
tem to tailor the intended functionality to a particular platform. Integration
may involve synthesis (e.g. code generation) and parametrisation of design
artefacts. In this phase, it is validated whether the integrated system satisfies
the given requirements. This can be achieved by testing or formal analyses,
both providing a certain level of assurance, depending on their quality. The
integration phase will produce a deployable system configuration for the target
platform. The deployment typically decouples the design and integration –
which occur on the manufacturer side – from the operation phase as the system
is put into the field (e.g. handed over to the user/customer).

There are multiple objectives during the design and integration phases: First,
they shall help manage the complexity, e.g. by applying techniques such as par-
titioning, layering and hierarchy, or service orientation. A parallel development
and implementation of subsystems/modules/components is also important
for reducing the time to market. Reusability is another concern that is often ad-
dressed in order to reduce development costs over a long term. When it comes
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CHAPTER 1. INTRODUCTION

to critical application domains, assurance is an essential part during integra-
tion that can be provided by correct-by-construction approaches, model-based
analyses or thorough testing. Occasionally, optimisation (e.g. for performance,
power consumption) is another aspect in these phases.

Before summarising the challenges w.r.t. design and integration of critical
embedded systems, let us first take a closer look at how the non-functional
properties real-time, safety and security are currently addressed.

Real-time requirements are essential for time-sensitive applications that need
to interact with their environment in a timely manner. Typical examples are con-
trol applications in Cyber-Pysical Systems (CPSs) as, e.g., found in Unmanned
Aerial Vehicles (UAVs) or the aforementioned ADAS. In these applications, the
processing must not only be correct but also finish within a certain deadline.
Often, an end-to-end processing latency from sensing to actuation must be
guaranteed. We generally distinguish between hard, firm and soft real-time.
This classification defines the strictness of the latency guarantees. In hard
real-time systems, a failure to fulfil a latency requirement may have potentially
catastrophic consequences. These are often found in safety- and mission-
critical domains. For firm real-time, processing results are only useful if they
are provided in time but a sporadic deadline miss may be accepted in extreme
circumstances. A typical example of firm real-time is live-streaming where a
video frame that is not received and decoded in time cannot be shown on the
screen and must be dropped (i.e. it becomes useless). A subclass of this are
weakly-hard real-time systems which specify the tolerable number of deadline
misses in a certain time window [BBL01]. Soft real-time systems benefit from
completing in time while deadline misses degrade their quality of service. In
contrast to firm real-time, late results are still useful. Soft real-time require-
ments are typically found in user-interactive applications such as infotainment
or computer games.

Predictability is a prerequisite for achieving real-time guarantees as a pre-
dictable system (including software and hardware) delivers a high confidence
that, once analysed and validated w.r.t. its requirements, it will show the same
(temporal) behaviour in the future. Real-time verification is a model-based
discipline, where formal methods are applied to provide upper bounds on
the processing latencies. A simple real-time system is modelled by tasks that
are activated periodically or sporadically and which may communicate at the
start and end of their execution. Real-Time Operating Systems (RTOSs) pro-
vide implementations to predictably schedule and execute multiple tasks on
predictable microarchitectures.

10



1.1. DESIGN AND INTEGRATION OF CRITICAL EMBEDDED SYSTEMS

Safety is a major concern in transportation, that is, in automotive and avion-
ics, where the correct functioning must be assured to prevent catastrophic
(life-threatening) events. There is a number of standards that address the func-
tional safety in different application areas: IEC 61508 [IEC10] (“Functional
Safety of Electrical/Electronic/Programmable Electronic Safety-related Sys-
tems”) describes the overarching principles and techniques, whereas ISO 26262
[ISO18] (“Road vehicles - Functional safety”) provides interpretations for the
automotive domain, IEC 62279 [IEC15] for railway systems, IEC 61513 [IEC11]
for nuclear plants, IEC 61511 [IEC16] for industrial manufacturing, and IEC
62061 for machinery. These standards describe various design methods and
processes that address safety concerns. For instance, a hazard and risk analysis
identifies hazardous events, their likelihood and their potential consequences.
The acceptable risk for particular functionalities can be probabilistically ex-
pressed and Safety Integrity Levels (SILs) are determined. In principle, a SIL can
be seen as a safety goal that defines the measures that need to be taken into ac-
count for assurance. Furthermore, unacceptable failures must be detected and
handled predictably via fail-safe or fail-operational mechanisms. Later in the
design process, inductive Failure Mode and Effects Analysis (FMEA) [IEC06b]
or deductive Fault Tree Analysis (FTA) [IEC06a] reasoning can be applied to
provide evidence that a particular design fulfils a defined safety goal. Major
goals are to argue for the containment of cascading failures and the absence of
a single point of failure. As this reasoning requires assumptions about potential
side effects, it puts additional requirements on the implementation and inte-
gration of a design. Most notably are the terms, freedom from interference and
sufficient independence that both describe independence properties between
design parts (e.g. subsystems). Partitioning techniques as, e.g., described in
ARINC 653 [ARI19] (“Avionics Application Standard Software Interface”) can be
applied to achieve a strong isolation between subsystems on the same process-
ing platform. These techniques simplify the argumentation that the integrated
system holds up to the independence assumptions. Safety and real-time both
benefit from predictability as it simplifies the analytic activities during design
and integration. Often, safety-critical applications are also time-sensitive so
that temporal isolation is required to achieve sufficient independence.

Security is traditionally a key aspect in general purpose computing but is be-
coming increasingly relevant with software-dominated embedded systems that
are attached to open networks (e.g. Internet of Things (IoT) devices, connected
cars). In addition to its correct functioning, a secure system must be protected
from unintended use. Analogously to safety, security can therefore be perceived
as a “freedom from vulnerability”. For this purpose, a system must be protected
from wilful attacks. In contrast to safety considerations that employ probabilis-
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CHAPTER 1. INTRODUCTION

tic error models, we are facing an opportunistic adversary when it comes to
security. The conservative assumption is that any existing vulnerability is going
to be exploited by a potential attacker and therefore makes the system inse-
cure. The main properties that we are concerned with in software systems are
integrity and confidentiality. Integrity describes the absence of unauthorised
data modifications, whereas confidentiality denotes the impossibility that data
can be read by an unauthorised party. During design, threat modelling can be
applied to systematically identify possible attack vectors and employ appropri-
ate mitigation techniques. Popular techniques are tamper-proof access control
mechanisms that prevent unprivileged memory accesses and approaches that
reduce the Trusted Computing Base (TCB), i.e. the amount of program code
that must be flawless. In case high confidentiality is required, side channels are
taken into account that could enable an attacker to indirectly extract sensitive
information (e.g. a cryptographic key) by observing the timing of certain events
or variations in the power consumption. Establishing a secure computing
environment is a key (research) objective of many Operating Systems (OSs)
that focus on providing tamper-proof isolation mechanisms such as virtualisa-
tion. Runtime techniques may additionally be used for intrusion detection or
prevention.

Both, safety and security employ isolation mechanisms. Security has stronger
requirements on spatial isolation (memory) as safety considerations rarely as-
sume an attacker will mess with the data but rather focus on accidental data
modifications. Safety, on the other hand, usually puts stronger assumptions
on temporal isolation as security mainly focuses on memory accesses. A coun-
terexample is when timing side channels are considered in the threat model.

In summary, assurance for real-time, safety and security requirements is pro-
vided from a system-level view, i.e. not by looking at a single application in
isolation. This renders the integration process particularly challenging. Model-
based analyses can be applied during integration to provide assurance for
the requirements formulated in the design phase. However, modelling often
requires expertise and care especially when different viewpoints need to be
involved. Iterations, which become necessary when requirements cannot be
guaranteed, may further complicate the integration as countermeasures must
be taken and reflected in the models to redo the analyses. A further challenge
with model-based analytical approaches is the faithfulness of the models (i.e.
whether they describe the reality correctly). In general, models are an abstrac-
tion from reality and thereby incorrect or inaccurate in some aspects, which
leads to a model/implementation gap. Therefore, testing is typically used to
validate the implementation. All these aspects complicate performing signif-
icant changes to critical embedded systems after their initial deployment. A

12



1.2. RESEARCH UNIT “CONTROLLING CONCURRENT CHANGE”

novel approach addressing these challenges has been investigated by the DFG
research unit CCC, which I introduce in the following section.

1.2 Research Unit “Controlling Concurrent Change”

The research unit CCC was funded by DFG from 2013 to 2019 and involved
eight faculties from TU Braunschweig. I was involved in the subproject “Archi-
tecture and Mechanisms of the Multi-Change Control Layer”, which dealt with
establishing a common middleware (including OS, RTE and a Multi-Change
Controller (MCC)) for the CCC project. The overall goals of CCC was to en-
able in-field changes in critical embedded systems by automating parts of the
integration process. It addressed two particular applications from different
domains: space robots [DAF+19] and automated driving [MNSE19]. In both
applications, environment perception must be implemented to enable auto-
mated/autonomous locomotion of the systems. This is typically realised by
using camera-based vision systems or LiDAR sensors. The differences between
these applications lie in the non-functional requirements and the change sce-
narios. While automated driving is primarily a safety-critical application, space
robots are rather considered mission-critical, i.e. availability and reliability are
the important factors. Hence, different change scenarios have been examined
in these applications. For automated driving, the main challenge lies within
functional changes (e.g. feature updates) that can potentially influence the sys-
tem’s safety. On the other hand, with its focus on availability and reliability, the
space-robot application is more concerned with platform changes on account
of ageing, degradation and power restrictions.

CCC applies the principle of admission control to only allow changes that do
not impede the critical requirements. By employing model-based methods and
analyses, admission testing is automated and assurance can be provided. The
fact that model assumptions might not hold in reality is addressed by runtime
monitoring, which is able to close the model/implementation gap. Parts of the
integration process are automated and executed on the platform itself in order
to move integration into the field. When it comes to automated integration, the
idea of CCC goes beyond a parametrisation of predetermined models. More
precisely, integration also involves the composition of design artefacts into
a platform-specific system configuration. As this composition shall address
all relevant non-functional concerns, different viewpoints need to be derived,
combined and analysed at integration time. Instead of constructing a holistic
model that involves all relevant viewpoints, CCC aims for compositional ap-
proaches which can combine existing models and do not need to address all
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CHAPTER 1. INTRODUCTION

aspects at the same time. On the one hand, this simplifies the strategies that
need to be developed to make automated decisions at integration time. On the
other hand, it raises the issue that a decision that focuses, e.g., on real-time
aspects may conflict with security concerns. Negotiation methods are therefore
required to find system configurations that sufficiently satisfy all requirements.
Furthermore, traceability becomes relevant for enabling incremental changes
by identifying what influence a certain model modification will have on other
viewpoints, e.g. what admission tests must be re-run.

Run-Time Environment
(including OS)

Platform Monitors

Hardware
Component

Hardware
Component

. . .

Network

Application Monitors

Software
Component

Software
Component

. . .

Multi-Change
Controller
(MCC)

evolving contract

configuration

metrics

model domain execution domain
at down time at run time

Figure 1.1: Architectural approach in CCC. Red: model domain. Green: exe-
cution domain. Gray: changing hardware/software components. [SNM+17]

The architectural approach, which has been investigated in the scope of CCC,
is depicted in Figure 1.1. It comprises two segregated domains. The execution
domain consists of the RTE (including the OS) which executes on several (net-
worked) hardware components and hosts multiple software components. It is
further augmented by application monitors and platform monitors, which may
observe and enforce certain model properties at runtime and which provide
feedback to the model domain in form of metrics. Although runtime moni-
toring is not a new concept for individual aspects, it is extended in CCC to a
system-level scope by aiming at a more extensive supervision of platform and
applications. Furthermore, as monitoring often involves runtime overhead and
automated generation of monitors at integration time is envisioned.
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The model domain is built by the MCC, which takes full control over the system
configuration. It performs integration decisions and admission tests according
to internal or external change requests in order to find appropriate system con-
figurations. Internal change requests are triggered by the feedback from the ex-
ecution domain, whereas external change requests come, e.g., from user input.
The MCC can operate as a background process on the same processing platform
as the execution domain. New configurations are deployed at down time of the
execution domain (i.e. when the system is in a safe state). As the hardware and
software components may change their properties intentionally or uninten-
tionally over time, the MCC evolves their contracts (modelled assumptions and
guarantees) over a long-term in order to reduce the model/implementation
gap.

The vision of CCC is to shift from statically deployed single-tenant systems
to an in-field deployment of updates (or changes in general) for multi-tenant
systems. A multi-tenant system hosts functionalities from different parties who
are in charge of their own subsystem. This, however, circumvents the assurance
of system-level requirements that must be given in critical application domains.
Thus, a new degree of platform autonomy as provided by the proposed ap-
proach is needed to perform the necessary integration steps automatically. The
challenges lie in the model-based automation of the integration procedure and
the runtime supervision of model assumptions. As illustrated in Figure 1.2,
such a platform autonomy would replace the design, integration and operation
phase with a design for integration, a self-integration, and a monitored operation
phase.

Design & Implementation Integration & Testing Operation

lab-based, multiple parties post-deployment

Current

lab-based, single party

Design for Integration Self-Integration Monitored OperationFuture

Figure 1.2: Current and envisioned development process

1.3 Thesis outline and contributions

In the previous sections, I have motivated and introduced the research objective
of the CCC project. In summary, the key question is how to make updates
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on software-intensive embedded systems with safety, security and real-time
requirements by establishing in-field integration.

A prerequisite for this is an OS that can host software-intensive cyber-physical
applications and that already addresses the most important non-functional con-
cerns. For real-time readiness, we need predictability (bounded latencies) and
appropriate scheduling policies. Safety-critical applications are enabled by pro-
viding spatial and temporal isolation as this helps to argue about independence.
Security is enhanced by spatial isolation, tamper-proof access control and a
small TCB. The OS shall further allow modular application architectures, be
reconfigurable at runtime, and suitable for heterogeneous platforms commonly
used for complex CPSs (e.g. automotive systems). It must also be possible to
fully delegate configuration privileges to the MCC. In Chapter 2, I will motivate
how these requirements lead to component-based OSs that build the founda-
tion for this thesis. As all applications rely on the OS and its correct operation, a
solid foundation is essential for building critical embedded systems.

The first contribution addresses the automation of the model-based integra-
tion process performed by the MCC. It requires an automated composition of
software components from a platform-independent specification of intended
functionality. Integration decisions must be automatically conducted to de-
rive a platform-specific system configuration and admission tests must be
performed to provide assurance for critical requirements. To be able to run
model-based analyses for this purpose, viewpoint-specific models must be
automatically generated during integration. Furthermore, in case an admis-
sion test fails, alternative solutions shall be iteratively explored. In Chapter 3,
I present a software framework which formalises and automates integration
decisions, model transformations and admission tests on a cross-layer model.

The second contribution serves as an example for model-based analyses that
enables admission testing w.r.t. worst-case latency requirements. It bases on
the observation that real-time research has a long history in classic control
systems where implicit communication between real-time tasks dominates.
Despite the fact that real-time research has already found its way into the Linux
kernel and many microkernels, it remains focused on local response times.
Especially for service-oriented architectures, however, applications become
communication-centric and make use of explicit communication mechanisms.
Relevant latency requirements are therefore reflected in task chains rather than
response-times of single tasks. The explicit communication together with these
chaining effects has not been covered to the necessary extent by the real-time
community before. In order to provide assurance of latency requirements
in component-based OSs, an appropriate model and analysis is required. In
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Chapter 4, I introduce a novel task model and the corresponding Response-
Time Analysis (RTA) that addresses the aforementioned concerns.

The third contribution aims at reducing the model/implementation gap. When
providing model-based assurance as done with the second contribution, a sig-
nificant uncertainty in the model parameters remains. An example for this
are Worst-Case Execution Times (WCETs) which are necessary input param-
eters to a (worst-case) RTA. WCET estimation, however, requires high efforts
if faithful upper bounds must be given. Especially when a microarchitecture
offers a limited predictability, this often leads to overly pessimistic bounds. The
efforts further increase for software-intensive applications. In order to deal with
this uncertainty of model parameters, we need to employ runtime monitoring
techniques that can reduce this uncertainty. More precisely, we can use mon-
itoring to enforce model parameters, detect model deviations, or protect the
applications from model violations. In Chapter 5, I present three monitoring-
based approaches for closing the model/implementation gap w.r.t. real-time
properties: a scheduling technique that enforces WCETs, execution-time moni-
toring that extracts WCETs to provide corrective feedback to the model domain,
and latency monitoring that enables a timely reaction to latency violations in
complex software systems.
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Chapter 2

Foundations of
component-based operating
systems

As pointed out in Section 1.3, we need a suitable OS for taking control over the
execution domain. In the following, I distinguish between the OS kernel and
the RTE, which runs outside the system’s kernel and builds the user space (also
known as userland). The RTE may consist of passive parts such as libraries and
active parts like system daemons or communication services. In particular, it
provides the Application Programming Interface (API) between the OS and the
applications. The kernel is the only part of an OS that runs in kernel/supervisor
mode and has thus access to privileged instructions.

As the OS provides the basis of the software system, it significantly impacts to
what extent real-time, security and safety requirements can be satisfied. The
aforementioned opportunistic adversary assumption renders it specifically
difficult to accept any security compromise in the (operating) system design.
Probably the most prominent security-focused approach in OS design are mi-
crokernels. In contrast to monolithic kernel design (e.g. Linux), in which most
OS features such as device drivers and file systems are implemented in the
kernel, a microkernel aims at minimality. Liedtke, whose work modernised
microkernels and initiated the family of L4 microkernels, wrote in [Lie95]: “a
concept is tolerated inside the µ-kernel only if moving it outside the kernel,
i.e. permitting competing implementations, would prevent the implementation
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of the system’s required functionality”. More specifically, microkernels follow
the separation of policy and mechanism by only providing the essential mech-
anisms (e.g. management of address spaces, Inter-Process Communication
(IPC)) and leaving most of the policy to the user space. A microkernel provides
a fine-grained spatial isolation as device drivers, managing services, etc. run in
their own protected address space in user space. Hence, a rogue device driver
cannot compromise the entire kernel and therefore effectively minimise the
TCB. Complete microkernels can be implemented in 9,000 lines of code [EH13],
[SK10]. For completeness, it should be mentioned that memory protection is
not sufficient for spatial isolation as the kernel needs to allocate and initialise
kernel objects on behalf of user-level processes. As this opens up denial-of-
service attacks, mitigation mechanisms must be put in place to attribute kernel
memory to the particular user-level processes [EH13].

The main drawback of the microkernel approach is that IPC across address
spaces can become a bottleneck. However, unlike early implementations, mod-
ern microkernels achieve fast (synchronous) IPC [Lie93], [EH13]. Another rev-
olution in microkernel design was the use of capability-based access control
which was first implemented in EROS [SSF99]. In contrast to access control lists,
which define for every object the access permissions of potential subjects, a ca-
pability can be seen as a key to a particular object that is handed to an arbitrary
subject. Capabilities enable tamper-proof delegation of access permissions be-
tween processes and simplify the separation of policy and mechanism. Recent
work has shown that the concept of capabilities can be extended to express
and delegate access to CPU time [GGB+17], [LMAH18]. This establishes a tem-
poral isolation scheme in microkernels that is more flexible than static time
partitioning.

Yet, a microkernel alone does not provide the policies, services and device
drivers to construct a complete OS. It must be augmented by an appropri-
ate RTE in order to host any applications. As mentioned in the introduction,
modularity is an important aspect for supporting changes in a software sys-
tem. Component-based design is a modular approach that separates concerns
and makes dependencies between components explicit. For example, let us
have a brief look at how component-based design is applied in terms of a
model-driven development process in the safety-critical and time-sensitive
automotive domain. The AUTOSAR Classic Platform standard follows the prin-
ciple of component-based design [aut20] as follows. A software component
is the basic building block for the design and implementation of applications.
Software components typically provide and/or require a set of typed interfaces.
Interfaces between software components are defined early in the development
process to enable a parallel implementation. Internally, a software component
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is further separated into runnable entities (short: runnables) which are the
schedulable parts of a software component. During integration, the software
components are first mapped to ECUs before their runnables are mapped to
OS tasks. OS tasks can be considered as containers in which their runnables are
sequentially executed. This process bases on code generation, i.e. glue code is
generated to integrate runnables into tasks and to establish communication be-
tween runnables of the same task, different tasks on the same ECU or different
tasks on different ECUs. The generated code is also called the AUTOSAR RTE,
whose composition is statically defined at integration time. Nevertheless, the
component-based development already decouples the applications from the
target platform.

Though component-based design is originally a vehicle of model-driven
development, there are also component-based approaches to OS construction
[GSB+99], [KLGH07], [SWP13]. These approaches apply and enforce the
component principle at runtime. In a Component-Based Operating System
(CBOS), a software component is synonymous with a binary/executable, which
resembles an atomic building block. Binaries provide or require IPC interfaces
by which they interact at runtime. Integration does not require code generation
but configuration of access privileges to establish the necessary connections
between the components. In a CBOS the functionality is therefore not defined
at compile time (via code generation) but can be changed at runtime.

CBOSs can be regarded as a continuation of the microkernel approach into
the user space as they separate concerns and foster isolation. In this context,
they are also termed multiserver systems. The characterising properties of
CBOSs are separation of concerns and the Principle Of Least Authority (POLA).
Separation of concerns summarises the aspect that components implement
a certain functionality which is provided via explicitly defined interfaces. As
components are isolated by default and merely interact via their interfaces,
functional side effects are eliminated. POLA means that components are only
granted the minimum access privileges and system resources. This requires a
fine-grained access control, e.g. via capabilities. It is contrasted by UNIX-like
systems where access is mainly controlled per user and group on a file level.
Moreover, a UNIX process may access powerful system calls such as fork()
that are usually not restricted by default. A malicious process can exploit these
privileges, e.g., to create fork bombs as a denial-of-service attack.

To sum up, CBOSs address security concerns and modularity. Once imple-
mented, components can be re-used as building blocks as their composition
defines the system functionality. To employ POLA, CBOSs provide fine-grained
configurability and controllability. On the downside, this can lead to a high con-
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figuration effort during integration. CBOSs may differ in the granularity of their
componentisation and the heterogeneity of their policies (e.g. interface types,
model of computation, resource allocation and delegation). Microkernels, with
their strong but flexible separation of user space processes, build the essential
foundation for developing trustworthy CBOSs.

Having described the principles of microkernels and CBOSs , I will now move
on to briefly review existing CBOSs w.r.t. which extent they address real-time,
safety and security concerns.

2.1 Review of component-based operating systems

There are many OSs that adhere to the aforementioned conception of CBOSs
even though they sometimes use slightly different terminology. I will limit the
scope of this review to microkernel-inspired open-source CBOSs that are ac-
tively maintained. As previously argued, microkernels build a strong foundation
when it comes to security concerns. Furthermore, commercial closed-source
products are unsuitable for research applications as they hinder inspection
and modification. On the other hand, there is an active open-source com-
munity addressing this topic with a yearly meeting at the “microkernels and
component-based operating systems” devroom at FOSDEM1 in Brussels.

First, let us have a look at CBOSs from the L4 microkernel family. These systems
commonly implement capability-based access control and synchronous IPC
with asynchronous notifications, and have a lean system-call interface. They
employ fixed-priority scheduling that is suitable for real-time applications.

seL42 is a very prominent microkernel from this family for which a component-
based design approach has been implemented with the Component Architec-
ture for microkernel-based Embedded Systems (CAmkES). The kernel origi-
nates from an academic background and was open-sourced in 2014. In 2020,
the seL4 foundation was created to coordinate the growing seL4 ecosystem sim-
ilar to foundations for other open-source projects such as Linux and RISC-V. It
distinguishes itself by its formal verification, i.e. it claims to be provably bug free
[KEH+09] and enforcing integrity [SWG+11]. Here, as seL4 uses dynamic access
control, integrity not only describes the property that data may not be modified
without authority but also that authority may not be propagated unintention-
ally to other subjects. Yet, it is worth mentioning that there is no absolute proof

1https://fosdem.org
2https://sel4.systems/
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of correctness as a formal model always bases on some assumptions about the
programming language, the compiler, and the CPU. The formal verification of
seL4 covers that the implementation (in C programming language) adheres to
the functional model of the kernel. Furthermore, there exists a high-assurance
WCET analysis of the kernel [SKH17]. This analysis is limited to dated ARM
processor cores (ARM11) as instruction-latency bounds are not available for
newer ARM architectures. Though this makes it interesting for real-time appli-
cations, it has not featured a priority-inheritance mechanism for synchronous
IPC. This has been recently addressed by the mixed-criticality variant [LMAH18]
that provides strong temporal isolation (between non-interacting components)
based on sporadic servers and thereby fixes the aforementioned limitations.
seL4 is similarly strong with the attribution of memory by separating even the
allocation of kernel objects, i.e. a component must provide sufficient memory
for the allocation of kernel objects. CAmkES [KLGH07] applies the principle of
component-based design to the OS development with seL4. Although CAmkES
can be used to create a CBOS, it focuses on static system compositions and
relies on glue code generation. Regarding multicore support, seL4 takes a
multikernel approach [BBD+09] instead of employing Symmetric Multiprocess-
ing (SMP) in order to reduce complexity. In the multikernel approach, every
core on a multicore processor runs its own independent copy of the kernel.
Hence, there is no shared data between processor cores (and therefore no cache
coherence required). The drawback is that inter-core communication and
thread-to-processor assignment is not transparently handled as in a SMP setup.

Another prominent L4-based OS is Fiasco.OC with its user space L4Re3. With
its focus on real-time applications, it introduced the concept of timeslice dona-
tion and helping [HH01], [SWH05] to address priority-inversion effects during
synchronous IPC. Limited temporal isolation is achieved by the assignment
of a time quantum which a process is allowed to execute when it is activated.
Fiasco.OC and L4Re particularly focus on incorporating a virtualised Linux into
a microkernel OS, including hardware-assisted virtualisation and paravirtuali-
sation. This also includes a mechanism to extract unmodified programs from a
virtualised Linux at runtime to schedule them with increased predictability on
the microkernel [LWH16]. Fiasco.OC and L4Re provide a high flexibility w.r.t.
the componentisation of the OS.

A similar L4-like OS is built by the NOVA OS Virtualization Architecture
(NOVA) kernel and its user space NOVA User-Level Environment (NUL)4. It
picks up the ideas and concepts from Fiasco.OC (e.g. timeslice donation

3http://os.inf.tu-dresden.de/fiasco/
4http://hypervisor.org
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[SBK10]) and reimplements these with a primary focus on hardware-assisted
virtualisation to achieve minimality [SK10]. This results in a hypervisor, coined
microvisor, with only 9,000 lines of code in comparison to over 30,000 lines of
code for Fiasco.OC (cf. [EH13]). NUL adds the essential device drivers, a virtual
machine monitor and a partition manager that are required to run virtual
machines. Both, Fiasco.OC and NOVA, employ SMP.

Leaving the L4 family, the Genode OS Framework5 promotes a fine-grained
modularity by creating a RTE that employs homogeneous policies w.r.t. compo-
nent interactions and delegation of resources and privileges. Genode builds an
abstraction layer between existing microkernels and software components, and
defines a limited number of component interfaces (protocols) in order to sim-
plify reusability and composability. It actively supports Fiasco.OC, NOVA, seL4,
Linux (for development and testing) as well as a custom kernel implementation.
Although not particularly focused on real-time applications, Genode’s custom
kernel implements multi-priority deferrable server scheduling to achieve tem-
poral isolation. Genode has been used as the basis for the RTE in CCC and is
therefore described in more detail in the next section.

HelenOS6 is a CBOS that has been designed from scratch and comes with its
own microkernel for SMP systems. It advocates a fine-grained componentisa-
tion and comes with its own device drivers and decomposed network stack to
reduce the amount of legacy wrappers and glue code. As it focuses on general
purpose desktop computing, it does not have a notion of scheduling priorities
and is not concerned about predictability. In contrast to L4-like systems, He-
lenOS implements asynchronous IPC. IPC connections between components
are protected by a capability system.

Composite7 is a research OS which is entirely dedicated to the component-
based OS design. It goes beyond typical microkernels by lifting all policies
(including scheduling [GGB+17]) to the user space while achieving predictabil-
ity, low latency and security. Composite uses thread-migration for IPC [Par10]
which is comparable to the aforementioned timeslice donation dominant in
the L4 family. Together with temporal capabilities [GGB+17], it achieves a strict
attribution of execution time. As in many microkernels, capability-based secu-
rity is applied. Scalability and predictability is achieved by removing locks from
the kernel and by avoiding cache coherency traffic in multi- and many-core
systems. As a research-focused OS, Composite’s code quality is considered
pre-alpha.

5https://genode.org
6http://www.helenos.org/
7https://composite.seas.gwu.edu/
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At last, there is a group of microkernel-based CBOSs that can be considered
UNIX-like as they target to replace existing monolithic UNIX kernels and re-use
existing application software. GNU Hurd8 is one of these projects. The Hurd
bases on the GNU Mach microkernel and is devoted to achieve compatibility
with existing GNU software packages. Mach uses message passing IPC which is
protected by a capability system. However, real-time aspects, temporal isolation
or predictability are not addressed. Although, GNU Mach supports SMP in
principle, SMP is considered untested in GNU Hurd.

MINIX 39 is another prominent POSIX-compliant CBOSs, which achieves com-
patibility with NetBSD software packages. It employs message passing IPC and
priority-driven scheduling similar to L4 microkernels. Temporal isolation is
accomplished via resource reservations [MFL+09]. MINIX 3 particularly focuses
on reliability, e.g. by addressing the reincarnation of device drivers [HBG+07].
MINIX-related research has also been conducted w.r.t. performing seamless
live updates of running processes [GKT13]. Its focus on NetBSD-compatibility,
however, results in a wide system call interface and heterogeneous compo-
nent interfaces that do not align well with component-based design principles.
MINIX 3 features experimental SMP support since version 3.2.0.

Table 2.1 provides a brief overview of the aforementioned CBOSs.

Table 2.1: Brief overview of the compared CBOSs.

Name Family Spatial
Isolation

Temporal
Isolation

Predictability

seL4 + CAmkES L4-like verified verified high

Fiasco.OC +
L4Re

L4-like good time quantum good

NOVA + NUL L4-like good time quantum good

Genode none good kernel
dependent

kernel
dependent

HelenOS none good no n/a

Composite none good temporal
capabilities

high

GNU Hurd UNIX-like good no n/a

8https://www.gnu.org/software/hurd/
9http://minix3.org/
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Name Family Spatial
Isolation

Temporal
Isolation

Predictability

MINIX 3 UNIX-like good resource
reservations

good

Although I have not taken closed-source CBOSs into account of this review, I
still want to mention two very prominent products in the matter of complete-
ness. Yet, the limited transparency of these products and lack of activity in the
academic community impede a more detailed review. The first one is PikeOS10

from SYSGO which particularly targets real-time, safety and security concerns.
It follows the principle of a separation kernel that employs spatial and temporal
partitioning and offers safety and security certification. The second system is
the QNX Neutrino RTOS11, which targets safety-critical and mission-critical
applications. It also follows the microkernel principle and offers safety certifica-
tion. QNX Neutrino is supported by an ecosystem to build complex applications
for the automotive domain.

2.2 Run-time environment and operating system
used in this thesis

As already mentioned, the Genode OS Framework was picked in CCC as a basis
for the execution domain. This decision was driven by the following aspects.
Genode provides a secure basis for a system that hosts different (independent)
applications. Instead of following a static layering concept, it applies a hierar-
chical structure. This structure simplifies delegation of resources and allows
a flexible partitioning into subsystems. The hierarchy further allows apply-
ing emulation and virtualisation for individual subsystems. This particular
structure enables minimising the TCB of each component. Genode establishes
homogeneous policies for the dynamic configuration and initialisation of com-
ponents as well as their communication. Inter-component communication
is performed via service interfaces that define a particular communication
protocol using Remote-Procedure Calls (RPCs) and signals. By limiting itself to
a few service interface types, it accomplishes a high modularity as components
can be easily reused and combined. Furthermore, as Genode components can

10https://www.sysgo.com/products/pikeos-hypervisor
11https://blackberry.qnx.com/en/software-solutions/embedded-software/industrial/qnx-

neutrino-rtos
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be executed on top of multiple microkernels, different levels of predictability
and isolation can be achieved.

The Genode OS Framework was first released in 200812. Since then, it formed a
distinctive programming style13. Although it originally bases on the L4 micro-
kernel idea where synchronous IPC was traditionally the only IPC mechanism
for the reason of its simplicity and performance, it gradually transitioned to-
wards asynchronous component interactions when notification mechanisms
became available in Fiasco.OC, seL4 and NOVA. The reason for this is that
synchronous IPC often forces a multi-threaded design of components with
all its synchronisation complexities [EH13]. Asynchronous interactions, on
the other hand, allow single-threaded, state-machine-like implementations of
software components. This resembles the actor programming model [HBS73]
for concurrent computation. In 2018, Genode began developing from a pure OS
framework towards a concrete OS called Sculpt OS. Sculpt OS bases on NOVA
and provides a user-interactive desktop environment for general-purpose com-
puting.

Following is a brief description of Genode’s architecture, a full documentation
can be found in [Fes20]. As already mentioned, Genode applies capability-
based security and follows a recursive system structure that creates nested
hierarchies, i.e. component trees initiated by an init component. For this pur-
pose, it defines a parent-child interface by which resources and privileges are
hierarchically delegated. It also establishes communication channels between
components. Component communication is abstracted by services that are
identified by their name, which corresponds to a certain session interface. A
service is provided by a server component and announced to its parent so
that client components can connect to the announced service (if granted by
the defined routing rules). The first user-level component is called core and
provides basic platform services such as access to boot modules (ROM), man-
agement of virtual address spaces (PD), allocation of processing time (CPU),
memory mapped I/O (IO_MEM) and IRQs (IRQ). The resulting architecture is
depicted in Figure 2.1. Genode provides multiple high-level mechanisms for
inter-component communication. It supports synchronous communication
via RPCs and asynchronous communication via signals. Shared memory is
abstracted by capability-protected Dataspaces that can be passed to other com-
ponents via RPC. On top of that, Genode defines schemes for synchronous
and asynchronous bulk transfer that combine shared memory with RPCs or
signalling to exchange large chunks of data.

12https://genode.org/documentation/release-notes/8.11
13https://genode.org/documentation/release-notes/16.05#The_great_API_renovation

27



CHAPTER 2. FOUNDATIONS OF COMPONENT-BASED OPERATING SYSTEMS
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Figure 2.1: Genode’s architecture bases on various microkernels, a core
component, and a component tree started by an init component.

There are a couple of common session interfaces which make use of these
schemes. The ROM session interface defines read-only memory access with
a single writer and multiple readers that are notified whenever the memory
content was modified by the writer. The Report interface applies synchronous
bulk transfer to allow a client to send data to a (single) server. The Terminal
session interface is inspired by character-oriented interfaces and provides bi-
directional communication using synchronous bulk transfer. Asynchronous
bulk transfer is applied by the Block session interface, which abstracts access
to block devices, and the NIC session, which is used for the packet-oriented
communication of network devices. A file-oriented abstraction is provided by
the File_system interface. A Timer session interface can be used for program-
ming timeouts. There are also interfaces for handling input devices, graphical
output and audio. Genode prefers the re-use of existing session interfaces over
the definition of new interfaces. This particularly fosters the idea of compo-
nents as composable building blocks. However, session interfaces only ensure
a syntactic compatibility and do not guarantee that a connection of two com-
ponents with the same interface is semantically useful. For instance, a ROM
session interface merely defines how the data is delivered but not what data is
provided.

Genode components are categorised into device drivers, resource multiplexers,
protocol stacks and applications. A device driver translates a (physical) device
interface that is made available via the core services into a Genode session
interface. It typically provides its service to a single client component to reduce
complexity. A resource multiplexer makes a single service (e.g. provided by a
device driver) available to multiple clients by applying appropriate multiplexing
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techniques. Protocol stacks act as wrappers that translate between different
session interfaces, e.g. they make files from a File_system session available
as a ROM session. Applications are components that do not provide any services
but only use services. They typically appear as leaf nodes in the component
tree.

Despite Genode’s networking support, it cannot be regarded as a distributed
RTE by default since its session interfaces solely base on processor-local IPC.
Nevertheless, distributed scenarios can be realised by a proxy concept in which
a server proxy component translates a provided session interface into a net-
work protocol and another client proxy component implements the reverse
translation (Figure 2.2). The benefit of this approach is that the overhead in
terms of performance and TCB is selectively added where network communi-
cation becomes necessary. In the scope of CCC, the proxy concept has been
implemented for the ROM session interface 14.

Genode system

network

ROM 
client

init

client
proxy

NIC 
driver

Hardware NIC

Genode system

NIC 
driver

init

server
proxy

ROM 
server

HardwareNIC

ROM Nic Nic ROM

Figure 2.2: Proxy components enable forwarding ROM sessions between
different Genode host systems to connect a ROM client with a ROM server.

The approaches taken by the Genode OS Framework are contrasted by strictly-
partitioned hypervisor architectures and middleware-centric architectures. Hy-
pervisor architectures that focus on strict partitioning (e.g. PikeOS) result in a
flat decomposition into subsystems with their own RTEs. This results in a rather
coarse-grained componentisation that is reasonable for partitioning, i.e. when
subsystems are considered independent and can thus be separated. As soon
as subsystems need to communicate and interact, the partitioning must be
bypassed and the coarse granularity merely adds overhead. In general, hypervi-
sors (and microkernels) such as NOVA or Fiasco.OC allow more fine-grained
partitioning and arbitrary hierarchies without enforcing a generalised policy for

14https://genode.org/documentation/release-notes/16.08
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resource delegation and routing. While this is beneficial in terms of generality,
establishing a common policy is desirable for achieving a better modularity
and exchangeability of components. In Genode, such an overarching policy is
established by the parent-child interface, which transparently takes care of del-
egation and routing. This simplifies the dynamic instantiation of components
and subsystems.

Middleware-centric architectures (e.g. ROS 2, AUTOSAR Adaptive Platform)
bring the main advantage that communication is transparently mediated irre-
spective of where the communicating components execute. More precisely, a
component does not need to know where its communication partner executes.
The provided communication primitives are mapped to standardised network
protocols (e.g. SOME/IP15, DDS/RTPS16) which implement dynamic service
discovery. By this approach, they achieve interoperability in distributed systems
at the cost of a more complex software stack (i.e. increased TCB).

15http://some-ip.com/
16https://www.dds-foundation.org/
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Chapter 3

Automating model-based
integration

Service-oriented architectures are a current trend in software-dominated
systems as a means to separate concerns, gain flexibility and simplify integra-
tion [FFKM10]. In particular, such architectures result in highly modularised
software systems that can dynamically change their topology at runtime.
Component-based OS, such as Genode, are examples for this as they enforce
a very strict software modularisation. In these systems, applications are
implemented by several (interacting) components. Yet, a single component
can also be part of multiple applications.

In this regard, deploying an application to a computation platform involves the
correct composition and configuration of software components, which hosts a
few challenges. First, in order to allow some flexibility for resolving conflicts
automatically, the composition should not be predetermined. On heteroge-
neous computation platforms, the composition may even be dependent on
the computation nodes on which the application executes. For instance, when
using a GPU or Field-Programmable Gate Array (FPGA) as a co-processor, the
added parallelism will naturally lead to a different modularisation. Second,
re-using software components between applications is essential for embedded
systems. This is not only limited to device drivers but also applies to compo-
nents that provide intermediate results for multiple processing chains. Third,
application-level and system-level aspects must be taken into account. De-
pending on the software composition and its distribution on the computation
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platform, a different quality of service (e.g. latency, throughput, reliability) can
be achieved. Furthermore, properties such as safety and security are sensitive
to the entire set of applications that is hosted on the computation platform.
The verification and assurance of application- and system-level requirements
is an essential integration activity of embedded systems.

In this chapter, I investigate how the integration of software components can
be automated in continuation of a model-based design that provides an accom-
panying model description for every implemented software component. I will
start with an illustrative use case in Section 3.1 to concretise the problem state-
ment. This use case serves for motivation and evaluation while the solution
presented in this section is a generalised framework. I summarise the related
work in Section 3.2 before I present the developed framework for automating
in-field integration as part of the Multi-Change Controller (MCC) in Controlling
Concurrent Change (CCC) in Section 3.3. The framework is evaluated on the
presented use case in Section 3.4 before I summarise this chapter in Section 3.5.

The following preliminary publications build the foundation of this chapter: In
[SME15], a SAT approach was applied for solving service dependencies between
software component holistically. [SNM+17] introduces integration decisions
and graph transformations to automatically compose a system from a library of
components.

3.1 Illustrative use case

camera 
control

stereo-
preprocess

point cloud
pose

estimation

camera 
control

mono-
preprocess

object 
detection

Figure 3.1: Function architecture of the object detection and pose estimation
application.

Let me first introduce an exemplary use case for illustrating the challenges
approached in this chapter. The use case is motivated by the space-robot
demonstrator from CCC [DAF+19]. The space robot is build for exploring
unknown environments in search for specific objects. It is equipped with a
stereo camera for environment perception and thus executes various image
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processing algorithms depending on the exploration phase. In this use case, the
robot can switch between two main applications: object detection for locating
and identifying objects, and pose estimation for picking up a particular object.
Both applications are separated into re-usable function modules as depicted
in Figure 3.1. The object detection application comprises a camera control
function, a mono-preprocessing function, and an object detection function.
Inter-module dependencies are depicted as arrows in the figure. The object
detection function depends on the preprocessing function, which requires raw
images from the camera. Similarly, the pose estimation application consists
of a camera control function, a stereo-preprocessing function, a function for
computing a point cloud, and a pose estimation function. Both applications are
subject to an end-to-end latency requirement for the processing chain that is
derived from the minimum frame rate. Object detection shall achieve 10 frames
per second (fps) to enable a certain speed of motion, whereas pose estimation
requires at least 5 fps. This translates to a latency of 100 ms for object detection
and 200 ms for pose estimation.

network

node 1

static

dynamic

node 2

static

dynamic

stereo 

camera

core 

1.1

core 

1.2

FPGA

core 

2.1

Figure 3.2: Processing platform of the robot use case.

The robot’s computation platform is depicted in Figure 3.2. It comprises two
computation nodes that are connected via an Ethernet network. Node 1 has
a dual-core CPU, an optional FPGA as a co-processor and is directly attached
to the stereo camera. Node 2 has only a single-core CPU. Both nodes host a
Genode-based OS with a static subsystem that runs the very essential software
components and a dynamic subsystem that is controlled by the MCC. The
computation platform imposes a set of (changing) constraints on the type and
number of applications it can host at the same time. For instance, the proces-
sor utilisation must not exceed a certain limit. The same holds for memory
(RAM) consumption. In addition, power production and consumption must
be balanced. There is also an optimal corridor for the operating temperature.
These constraints typically affect each other and change with the environment
conditions, e.g. to cope with a lower power production the processor clock rate
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might have to be reduced. For the purpose of abstraction, I will introduce a
simplified platform model that captures the essential information.

Definition 3.1.1: Platform model

The platform model is a bipartite graph Gp f = (U ,V ,E) with process-
ing nodes U , communication resources (e.g. networks, buses) V , and
edges E . Two processing nodes u1,u2 ∈U can communicate via v ∈V
if ∃{u1, v} ∈ E ∧∃{u2, v} ∈ E . Each processing node u ∈ U has a num-
ber of subsystems Su . A subsystem s ∈ Su is characterised by a tuple
(Fp ,PR AM ,Pcap ,c) in which Fp specifies the set of flags capturing the
microarchitectural properties, PR AM specifies the amount of provided
RAM, Pcap specifies the number of provided capabilities, and c specifies
the number of symmetrical processing cores.

In this notation, Node 1 consists of two subsystems, one for the SMP cores and
one for the FPGA. The SMP subsystem has flags that indicate the availability of
the cameras and the instruction set of the CPU, whereas the FPGA subsystem
has a flag indicating that it is a FPGA-type co-processor.

As mentioned above, there are often various implementation options for the
different function modules. When it comes to image processing, there is typi-
cally a trade-off between performance and accuracy. As an example, there are
numerous stereo-matching algorithms to choose from [HI16] for computing
disparity images. Depending on the implementation and decomposition, one
or several software components are required to implement a particular func-
tion module. Moreover, different implementations may even provide different
interfaces.

An exemplary composition of the pose estimation application and its distribu-
tion on the given computation platform is shown in Figure 3.3. The colours indi-
cate to which function from Figure 3.1 the components correspond. The pose es-
timation function was placed on node 2. It is implemented by a pose_estimation
component that requires a ROM service that delivers the point cloud and pro-
vides a ROM service that delivers trigger information for the camera. Both
services are proxied to node 1 over the network via the rom_proxy_server and
rom_proxy_client components. The nic_bridge acts as a resource-multiplexer
component to the nic_drv in the static subsystem. The trigger ROM is received
on node 1 by the cam_drv component, which provides the left and right camera
image to debay_left and debay_right. These components perform debayer-
ing and provide the results to the rect_left and rect_right components, which
perform rectification. The preprocessed images are used by the stereo_match
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Figure 3.3: Exemplary component composition for the pose estimation
application. Colours correspond to Figure 3.1.

component to calculate a disparity image. Finally, the disparity image and one
of the preprocessed images are used by the pointcloud component to calculate
the point cloud that is transmitted to node 2.

In the following section, I will describe how software components are specified
and stored in a component repository before I summarise what architectural
views can be formulated for this use case and describe what integration activi-
ties need to be performed in Section 3.1.2. Finally, a brief problem statement is
given in Section 3.1.3.

3.1.1 Component specification and component repository

We can assume that the integration process is preceded by a component-based
design process, hence a specification of components and their interfaces should
already be formally or informally available. In order to provide the integration
process with a model of the available components, a component repository
must be established that stores the specifications of the components and the
information about their correspondences in other architectural views. There
are two types of components: atomic components and composite components.
An atomic component corresponds to a single binary and specifies its required
interfaces (by means of required/provided services), hardware compatibility
(by means of flags) and resource consumption (RAM and capabilities). Fur-
thermore, the number of instantiations of a component might be restricted
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(e.g. for device drivers) and the internal behaviour needs to be specified to allow
response-time analyses for verification of real-time requirements.

Definition 3.1.2: Atomic component

An atomic component is specified by a tuple
(n,Sp ,Sr ,Fr ,RR AM ,Rcap ,T, AT ,DT ) with

• the maximum number n of instantiations per processing node,
• the provided services Sp (session interface and maximum number

of clients),
• the required services Sr (session interface),
• the required flags Fr ,
• the required amount of memory RR AM ,
• the required number of capabilities Rcap ,
• the set of tasks T describing the internal behaviour,
• the precedence relations AT between tasks,
• and the delegations DT between service interfaces Sr ∪Sp and

tasks T .

cam_drv

𝜏1

𝜏2

0..*

ROM

ROM

GPIO component

task

provided service

required service

delegation

Figure 3.4: Internal model of the atomic component cam_drv.

Let us illustrate Definition 3.1.2 on the cam_drv component. As this is a driver
component, only one instantiation is allowed per processing node (i.e. n = 1).
It provides a ROM service to an unlimited number of clients and requires a ROM
service as well as a GPIO service. The cam_drv further requires the camera flag
as it is only compatible with processing nodes that have this flag set. In general,
an atomic component is compatible with a processing node if Fr ⊆ F̂p where
F̂p =⋃

Fp denotes the aggregated flags of all subsystems of the processing node.
As illustrated in Figure 3.4, the internal behaviour is modelled by two tasks
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T = {τ1,τ2}, τ1 is activated by signals from the required ROM service and issues
a call to the GPIO service. The second task, τ2 is activated by the reply of the
GPIO service and emits a signal to the provided ROM service upon completion.
As there are no internal connections between tasks, AT remains empty.

CAMERA

ROM:CAMERA

ROM:TRIGGER

GPIO atomic component

composite component

provided service

required service

delegation

cam_drv

Figure 3.5: The composite component CAMERA specifies the ex-
pected/provided functions at the service interfaces.

Composite components address the fact that a particular function is often
implemented by the cooperation of multiple components. A composite com-
ponent can provide and require the same interfaces as an atomic component,
however, internally it consists of multiple inter-connected components. Con-
nections between the internal components are called assembly connections,
whereas connections between the composite’s services and the internal compo-
nents are called delegations. In order to prevent recursive dependencies in the
component repository, there is no nesting allowed, i.e. composite components
can only contain atomic components. Composite components are also used
to restrict service semantics for atomic components, as these only specify the
session interface (syntax) and not the required/provided function. For instance,
the required ROM service of cam_drv must connect to a TRIGGER function and
it provides the CAMERA function via its provided ROM service. The TRIGGER func-
tion is used to control and notify the cam_drv that it shall capture a new image
from both cameras and update the provided ROM service with the new data.
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Definition 3.1.3: Composite component

A composite component is defined by a tuple (t ,Sp ,Sr ,C , AC ,DC ) with

• the component type t (function, proxy, multiplexer, protocol
stack),

• the provided service Sp (session interface and provided function),
• the required service Sr (session interface and required function),
• the set of internal atomic components C ,
• the set of assembly connections AC between the interfaces of

internal components,
• and the set of delegations DC between the interfaces of internal

components and the composite’s provided/required services.

The required function for a required service is explicitly defined,
whereas the provided function of a provided service can be either de-
fined explicitly or inherited from a required service (for proxies, multi-
plexers and protocol stacks).

The composite component CAMERA which further specifies the cam_drv com-
ponent is illustrated in Figure 3.5.

3.1.2 Model layers / architectural views

During integration, several architectural views need to be determined and
evaluated. In this section, I will go through the views relevant to this use case
and emphasise the most important integration activities. Being aware of these
views and their subtle distinctions is an important prerequisite for applying the
framework presented in Section 3.3.

We start with the function architecture (cf. Figure 3.1), which serves as the input
to the integration process. It is a platform-independent and implementation-
independent decomposition of the application(s) to be integrated, i.e. it is
independent of the target computing platform.

Definition 3.1.4: Function architecture

The function architecture describes the functions and their dependen-
cies. A dependency between function A and B denotes that A depends
on B.
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Figure 3.6: Mapped function architecture of pose estimation.

In the function architecture, the distribution of functions on the target platform
is not specified. To acquire a platform-specific view, the functions need to
be mapped to the processing nodes. An examplary distribution of the pose
estimation application is depicted in Figure 3.6, which also shows the function
dependencies to the static subsystem represented by a base function on each
node.

Since Genode does not utilise a central communication middleware, communi-
cation proxies must be inserted to allow communication between functions on
different processing nodes. This is described in the communication architec-
ture.

Definition 3.1.5: Communication architecture

The communication architecture describes the functions and their
reachable dependencies. A reachable dependency between function A
and B denotes that A depends on B and that A can communicate with B
via RPC.

Figure 3.7 illustrates a communication architecture for our pose estimation
application based on the mapping from Figure 3.6. Here, proxies have been
inserted to enable communication between pose estimation and point cloud as
well as camera control and pose estimation. Note, that the proxies depend on
the NETWORK function of the static subsystem to access the Ethernet.
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Figure 3.7: Exemplary communication architecture of pose estimation.

The communication architecture is a platform-specific view as it fixes the dis-
tribution of functions and the use of communication proxies. However, it is
still implementation-independent as it does not provide details about how the
functions are implemented. To render this view implementation-specific, the
functions need to be replaced with components. As previously mentioned,
a function is implemented by atomic components or by composite compo-
nents. Hence, the number of atomic components used for every function varies
depending on the implementation.

Different implementations may require different flags (i.e. compatibility with
processing nodes) and may provide a different service quality (performance,
image resolution). In this use case, composite and atomic components in-
herit the mapping from their function to not overrule the mapping decision
made on the function architecture. Note, that the proxies are a special case as
their components inherit the mapping from the neighbouring functions. By
fixing the implementation, the composition can be reflected in the component
architecture, for which we distinguish three variants.

Definition 3.1.6: Component architecture 1

The component architecture 1 describes the (atomic) components and
their service dependencies. A service dependency between component
X and Y denotes that X requires a service provided by Y.

40



3.1. ILLUSTRATIVE USE CASE

node 1

static

dynamic

cam_drv

nic_drv gpio_drv

rom_proxy_client

debay_left debay_right

rect_left rect_right

stereo_matchpointcloud

rom_proxy_server

node 2

static

dynamic

nic_drv

rom_proxy_clientrom_proxy_server

pose_estimation

ROM (trigger)

ROM (pointcloud)

Nic Nic
Nic

Nic

ROM

CAM CAM

ROM ROM

ROMROM

ROM(trigger)

GPIO

ROM

Figure 3.8: Exemplary component architecture 1/2 of pose estimation.

Figure 3.8 depicts an exemplary component architecture resulting from Fig-
ure 3.7. The colours indicate from which function the components originate.
The component architecture 1 represents atomic components and their service
dependencies. It does, however, not guarantee service compatibility, i.e. the
providing component may have a different interface as expected by the re-
quiring component. By incorporating protocol stack components that act as
wrappers, compatibility between service interfaces can be achieved. In our pose
estimation example, service compatibility is already given without inserting
wrappers.

Definition 3.1.7: Component architecture 2

The component architecture 2 describes the components and their com-
patible service dependencies. A compatible service dependency be-
tween component X and Y denotes that X requires a service provided by
Y and that the required and provided service interfaces are compatible.

In Genode, there can also be cardinality restrictions, i.e. a providing component
may only allow a limited number of clients. In this case, resource multiplexers
need to be added such that cardinality restrictions are satisfied. The resulting
composition for our pose estimation example was already shown in Figure 3.3.

41



CHAPTER 3. AUTOMATING MODEL-BASED INTEGRATION

Definition 3.1.8: Component architecture 3

The component architecture 3 describes the components and their con-
current service dependencies. A concurrent service dependency be-
tween component X and Y denotes that X requires a service provided
by Y, that the required and provided service interfaces are compatible
and that Y can serve X (and all other clients) according to potential
cardinality restrictions.

The component architectures focus on service dependencies between com-
ponents and the corresponding restrictions. In addition to this, there are also
restrictions and possible optimisations when it comes to the instantiation of
components. Although many components can be instantiated multiple times,
it may still be beneficial to use the same instance in multiple contexts. For
instance, an image filter component that is used in the implementation of two
different functions could be shared to save processing time. On the other hand,
this comes with the compromise that it potentially introduces dependencies
between functions and thereby dissolves necessary separation which must be
taken into account in the instantiation. A special case are singleton compo-
nents, which must only be instantiated once on every computation node. The
component instantiation reflects the concrete instantiation of components and
the routing of their service dependencies. For our pose estimation example, it
looks alike the component architecture 3 as there are no duplicate components.

Definition 3.1.9: Component instantiation

The component instantiation describes the components and their ser-
vice connections. A service connection between component X and Y
denotes that the corresponding service request from X is routed to Y.

The component instantiation can serve as a basis for generating the configu-
ration of the dynamic subsystem(s). It is also the view on which scheduling
priorities and CPU core affinity is assigned. However, in order to do this properly
and to evaluate latency requirements, the internal behaviour of components,
their interaction and their execution times must be revealed. This is addressed
in the task graph.
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Definition 3.1.10: Task graph

The task graph describes the tasks and their precedence relations. A
precedence relation between task i and j denotes that task i activates
task j.

The task graph allows performing formal RTAs and derive end-to-end latency
bounds. At this point, the task graph shall only be introduced as a general
concept. More details about task graphs are provided in Chapter 4. For com-
pleteness, a possible task graph for our pose estimation example is pictured in
Appendix A.

To summarise this section, let me point out a few observations. The architec-
tural views are modelling particular aspects of the system and build the basis
for integration decisions and verification. Although the presented views build a
hierarchy (i.e. lower layers depend on decisions made on upper layers), there
is not necessarily a refinement relation in the sense that a lower model layer
contains the information of a higher layer. Furthermore, rather than trying to
establish a holistic model that contains every aspect and its side effects, we
accept that we only have incomplete knowledge of the outcome a decision has
on lower layers. Therefore, a search must be performed to explore the effects of
certain decisions on other architectural views. This search involves automating
parameter decisions (e.g. the mapping of functions to processing nodes) as
well as transformations between model layers. If it turns out that a particular
sequence of decisions does not lead to a feasible system configuration (e.g. ser-
vice incompatibility, latency requirement not met), decisions must be rolled
back and revised. This should be done systematically so that possible solutions
are not missed.

3.1.3 Problem statement

The use case presented in the previous section illustrates that different ar-
chitectural views must be considered during integration to infer a platform-
specific and implementation-specific system configuration from a platform-
independent and implementation-independent description of intended func-
tionality. These views not only depend on the applications to be executed
but also on the platform, its state and potentially the environment conditions.
Precomputing system configurations for every possible combination therefore
appears impractical. Instead, the goal is to automate the composition and dis-
tribution of software components such that (unexpected) parameter changes
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can be handled on demand by a MCC. As shown in Figure 3.9, the inputs are
the function architecture, the corresponding application- and system-level
requirements (e.g. end-to-end latency), the component repository, and the
platform model. The output shall be a system configuration that is deployable
to the target platform and which satisfies the given requirements. The MCC,
which can run as a background job on the target platform itself, is triggered
whenever any of the input changes. As illustrated in the previous section, it
requires certain integration decisions (e.g. implementation variant) as well
as transformations between several architectural views in order to compute
a valid component instantiation for a given function architecture. Moreover,
sanity checks and analyses need to be performed for admission testing that
provides assurance of the given requirements. If admission fails, decisions
need to be changed (iterated) to explore the solution space systematically. In
case there is no solution to the current inputs, the change must be rejected.
For a changed function architecture a rejection merely implies that the old
system configuration will be kept operational. If the platform model changed,
e.g. as a consequence of degradation, the function architecture might need to
be degraded as well to deal with the platform change. An automation of such
strategies, however, is not in the scope of this thesis.

MCC

integration 
decisions

admission 
tests

configuration
accept

reject

component 
repository

function architecture 
(incl. requirements)

platform model

Figure 3.9: The MCC iteratively performs integration decisions and ad-
missions tests whenever one of the inputs changed in order to find a new
configuration or reject the change.

3.2 Related work

In this section, I summarise the relevant related work w.r.t. in-field model-based
integration, which I split into three research areas: model-based design and
integration, design space exploration, and in-field approaches.
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3.2.1 Model-based design and integration

Modelling is a well-established technique when it comes to the design and
integration of complex (software) systems. According to Lee and Sirjani [LS18],
we can distinguish two types of modelling. On the one hand, there is scientific
modelling in which analytical models of existing systems are created. On the
other hand, there is engineering modelling in which executable models of a
to-be-built system are specified. Model-based design and integration predomi-
nantly follows the latter approach as it is often coupled with code generation
to ensure that the implemented and integrated system adheres to its model.
There is a large body of research when it comes to (domain-specific) description
languages and tool chains supporting this style of model-based design. With
regard to related work in this area, we will first have a look at language-based
approaches that address a component-based design and/or the time-sensitive
nature of embedded systems.

UML [uml17] is a modelling language used in software engineering with a fo-
cus on object-oriented programming. SysML [sys19] provides extensions to
UML to extend the modelling scope to systems engineering (involving hard-
ware, software, information, personnel and facilities). Real-time aspects can be
addressed with the MARTE extension [mar19] for UML.

EAST-ADL1 is an architecture description language for automotive vehicles.
Automotive systems are modelled on four levels: vehicle, analysis, design and
implementation. The design level expresses the allocation of software functions
to hardware nodes. The implementation level is aligned with the component
model of classic AUTOSAR and refines the software architecture such that it can
be used for code generation. Alternatively, the EAST-ADL implementation level
can be coupled with the Rubus Component Model [BCC+17]. Although similar
to AUTOSAR, the Rubus Component Model distinguishes between data and
control flow, which is important for timing analysis. TADL2 [tad12] augments
EAST-ADL with the specification of timing requirements and constraints on
different levels.

The SAE standardised AADL2 [aad17] is an approach similar to EAST-ADL with-
out a particular focus on automotive vehicles but safety-critical and mission-
critical domains in general. It describes software components, execution plat-
form components (e.g. processors, memory), and their bindings. Software
components can consist of processes, threads, thread groups, subprograms,
and data. Components can interact via ports, data access or subprogram calls.

1http://east-adl.info/
2http://aadl.info
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It also expresses timing properties and end-to-end flows across the modelled
system. AADL is accompanied by the OSATE3 modelling tool that implements
code generation and analysis capabilities. In OSATE, real-time scheduling
analysis and simulation is supported via Cheddar [SLNM04].

Both, AADL and EAST-ADL, tailor the design to a specific execution platform.
A platform-independent approach is taken by MechatronicUML4 [DPP+16],
which specifies a component-based design flow for mechatronic systems. In
particular, it models the component behaviour via timed state charts to en-
able model checking. Component interaction is abstracted by coordination
protocols to allow compositional model checking. The software architecture is
abstracted by vertical and horizontal compositions of components that interact
via messages and signals. MechatronicUML explicitly addresses self-adaptive
behaviour but intentionally abstracts from platform-specific aspects such as
execution times and scheduling. Nevertheless, maximum latencies (for execu-
tion and message transmission) are clearly stated as assumptions in the model
that must be verified during integration.

CAmkES [KLGH07] particularly engages in the composition of Component-
Based Operating Systems (CBOSs) by providing a description language for
modelling components, interfaces and their composition. It applies code gen-
eration to combine the provided component implementations into a bootable
system image for seL4.

Ptolemy II5 [Pto14] is a tool-based approach for the actor-oriented design of
CPSs. It particularly addresses the time-sensitive and concurrent nature of these
systems and supports different models of computation. One of which is the
Ptides [ZLL07] which follows a discrete event model and uses time stamping to
achieve deterministic computation in distributed CPSs. Using code generation,
a Ptides design can be deployed on PtidyOS [ZML12] that enforces the Ptides
semantics. Ptomlemy II and Ptides in combination are similar to Simulink6,
which is a discrete event simulator that is widely used for modelling and simu-
lating control systems. Simulink supports hybrid systems (i.e. the combination
of discrete and continuous sample times) and provides code generation. Its
focus on periodic events (sampling) suits the implementation of control algo-
rithms by means of periodic real-time tasks. However, implementation-specific
temporal effects, such as processing latencies, are typically neglected by the
Simulink approach [LSZH15]. In contrast, Ptides aims at preserving the event-

3http://osate.org
4http://www.mechatronicuml.org/
5https://ptolemy.berkeley.edu/
6https://mathworks.com/products/simulink.html
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driven execution at runtime and adds logical timestamps into the model of
computation. These timestamps are regarded as deadlines for the events and
can serve as input to a schedulability analysis using timed automata [Ste13]. By
this approach, Ptides specifies temporal behaviour up front (not as a result of
the mapping of functionality to platform) and targets distributed systems with
a global notion of time.

One major drawback of the aforementioned approaches is that they are tai-
lored to a particular set of architectural views, which complicates the intro-
duction of additional views. Ptolemy II supports aspect-orientation [ADEL16]
to annotate a design with arbitrary views, e.g. fault modelling, error handling,
execution timing or contracts. A survey and characterisation of multi-view
modelling approaches was given in [PTQ+13]. One of these approaches is
mega-modelling [HSG12], which formally defines relations between models
and languages. OpenMETA is a multi-view tool chain that addresses the het-
erogeneity of models and (rapidly) evolving design flows in CPSs [SBN+14]. It
supports the vertical and horizontal integration of different existing tools and
languages.

Applying existing languages and tools for model-based design and integration to
in-field integration, however, has a few shortcomings. First, the aforementioned
approaches target a mostly manual modelling workflow. This is reasonable
as design and integration are complex tasks for which no generic solutions
can be formulated. Yet, while the design task likely requires manual decisions,
integration might be suitable for automation when it comes to tailoring a design
to a specific execution platform. The existing approaches, however, often
incorporate platform-specific integration decisions before code generation is
performed to produce deployable artefacts.

3.2.2 Design-space exploration

As indicated previously, Design-Space Exploration (DSE) is another relevant
research area that addresses integration aspects. DSE is performed for ex-
ploring certain parameters of a design in order to optimise for performance,
energy, costs or other objectives. A prerequisite for applying DSE during inte-
gration is the abstraction of the solution space by a set of parameter variables
to be assigned. In order to handle a potentially large number of parameter
combinations, DSE focuses on automated search approaches such as Satis-
fiability Modulo Theories (SMT), Mixed Integer Linear Programming (MILP)
or genetic/evolutionary algorithms. Eder et al. [EZV+17] apply DSE to syn-
thesise platform-specific system models from platform-independent system
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models. In particular, they use a domain-specific language to formulate mem-
ory, safety, cost, energy and bandwidth constraints for the mapping of software
components to processing resources. They use an SMT solver to synthesis
and optimise these mappings. Terzimehic et al. [TVW18] propose SMT for
formulating constraints and objectives that are derived from hardware and
software annotations. ProMARTES [TAB+16] focuses on performance optimisa-
tion and combine profiling, analysis and simulation with a Genetic Algorithm
(GA). Peter and Givargis [PG15] presented a component-based description
language (CoDeL) and propose a corresponding SMT encoding to synthesise
system compositions. This synthesis involves the selection of components from
a component repository, the selection of bindings (i.e. connections between
components) from a set of possible bindings, and the definition of variable
properties of a component.

The main limitation of DSE when applied for the synthesis of integration pa-
rameters is that it requires a holistic description of the solution space. More
precisely, all variables and their constraints must be known in advance in order
to encode the problem within the corresponding formalism (e.g. SMT, GA).
As soon as the instantiation of components or threads becomes a part of the
integration task, the number of variables cannot be fixed in advance.

3.2.3 In-field approaches

The last category of related work considers in-field approaches, which include
model-based admission control techniques as well as self-configuration/self-
integration. Ulbrich et al. [UEH+10] presented a technique for extracting a
MARTE model from the source code of the implementation in order to identify
implementation changes and re-run the schedulability analysis if necessary.
Lotz et al. [LHL+16] showed how to combine performance modelling and anal-
yses with the model-based design in robotics. This particularly demonstrated
that the predicted performance is close to the achieved performance, which
justifies the application of model-based admission control when it comes to
performance requirements. Johnson et al. [JCK13] applied contract-based
reasoning for the incremental re-verification of probabilistic safety proper-
ties when incremental changes occur in a component-based system. Stein
[Ste12] applied a distributed performance analysis for implementing admission
control and enabling self-configuration of task-based real-time systems. Self-
integration is a concept that is mainly used in a systems-of-systems context
[Rus16], [BGLT19]. It addresses the integration of individual systems into a
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systems-of-systems environment to provide new capabilities or services rather
than the automation of the integration phase.

In summary, there is a large body of research w.r.t. component-based and
model-driven engineering that incorporates multiple views with vertical or hor-
izontal relations. However, existing approaches rarely address the automatic
composition of CBOSs. On the other hand, methodologies that perform DSE to
synthesise and parametrise system compositions, are restricted to single views
or employ significant abstractions. When it comes to providing assurance, ad-
mission control is the main technique to guarantee that changes to a system do
not introduce violations of critical requirements. Yet, existing approaches only
cover single aspects. Since many sub-problems have already been addressed
by related work, it appears reasonable to investigate how existing models and
methods can be combined to perform in-field model-based integration.

3.3 Multi-Change Controller Framework

Before proceeding with the description of the framework, it is important to
emphasise what challenges this framework addresses. One of the observations
illustrated by the use case in Section 3.1 was that the number of components
varies depending on the implementation and distribution of the given functions.
Hence, the set of parameters that must be decided during integration is not
fixed. Another observation is that integration constraints are often not known
in the beginning but rather become a result of complex analyses that evaluate
and predict emergent properties of the system (e.g. latencies). Hence, acquir-
ing a holistic knowledge of all variables and their constraints would require
simulating and analysing all possibilities in the first place. Emergent proper-
ties are a consequence of non-composability, i.e. properties that cannot be
determined from a component and its interfaces alone but that depend on the
composition. Although composability can be achieved for some properties (e.g.
[And16]), it often comes at the price of approximations (so that composability
can be assumed in the model) or additional development efforts (adapting the
implementation to support composability).

The framework presented in this section takes an approach that consists in an
incremental model synthesis by automating integration decisions and analyses.
This evades the need to formalise the solution space holistically and instead
allows combining existing methods to perform decisions and analyses, and
explore the solution space iteratively. The framework formalises and coordi-
nates the operations made on a central Cross-Layer Model (CLM) that stores
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the required architectural views. It also enables the traceability of parameter
decisions and their dependencies and therefore enables adaptivity in response
to model deviations detected by runtime monitoring.

function
layer

component
layer

task
layer

configuration

time

parameter decision transformation

check rollback

(failed)

(failed)

Figure 3.10: MCC algorithmic overview

Figure 3.10 depicts an overview on the algorithmic approach. The model layers
are incrementally refined using parameter decisions. At certain points, model
layers are derived from other layers using transformations. Checks are in place
to verify certain properties of the current model state and act as an intermediate
admission test. If a check fails, a rollback to a previous decision is triggered to
start an iterative exploration.

Figure 3.11 shows the framework’s structure. It comprises four basic parts which
are further detailed in the subsequent sections: The CLM stores graph-based
model layers, which represent the architectural views, and their relations to
other layers. Generalised operations modify the CLM to perform the decisions,
analyses and transformations. For this purpose, they call analysis engines
that encapsulate the particular methods which are applied (e.g. by using 3rd-
party tools). Analysis engines have read access to the CLM. These accesses are
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Figure 3.11: MCC framework overview

recorded to build a dependency graph between the operations. A search algo-
rithm executes the operations and can rollback the CLM to start an exploration.

3.3.1 Cross-layer model

As mentioned above, the CLM captures a predefined set of architectural views
and their relations. Architectural views are described by graph-based model
layers defined as follows.

Definition 3.3.1: Model Layer

A model layer is a directed multigraph Gk = (Vk , Ak , sk , tk ) that is defined
by a set of nodes Vk , a set of edges Ak , and functions:

• sk : Ak →Vk assigning each edge to its source node,
• tk : Ak →Vk assigning each edge to its target node.

Every node and edge can further be annotated with an arbitrary set
of named parameters P . A parameter pi ∈ P for an object o ∈ Vk ∪ Ak

is characterised by a set of candidates candi (o) and a selected value
vali (o) ∈ candi (o).

A parameter can, for instance, be used for determining the mapping of function
modules to processing nodes. In this case, the parameter candidates capture the
set of compatible nodes for a particular function. The value for this parameter
then indicates what processing node has been selected from these candidates.

In order to combine multiple model layers into a CLM, relations are captured
between pairs of model layers by associating nodes/edges of one layer with
nodes/edges of another layer.
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Definition 3.3.2: Inter-Layer Relation

The inter-layer relation between two model layers Gi and G j is defined
by a 3-tuple Ri , j = R j ,i = (Ui ,U j ,Ei , j ) with

• the set Ui =Vi ∪ Ai of nodes Vi and edges Ai from Gi ,
• the set U j =V j ∪ A j of nodes V j and edges A j from G j ,
• a relation Ei , j ⊆Ui ×U j .

The above definitions allow defining the CLM as follows.

Definition 3.3.3: Cross-Layer Model

A cross-layer model is a tuple (G,R) where G = (G1, . . . ,Gn) is a finite se-
quence of model layers according to Definition 3.3.1 and R = {Ri ,i+1|i ∈
N,1 ≤ i ≤ n −1} the set of pairwise inter-layer relations according to
Definition 3.3.2.

𝐺1

𝐺2

𝐺3

𝑅1,2

𝑅2,3

Figure 3.12: Example of a cross-layer model according to Definition 3.3.3.

Figure 3.12 depicts an exemplary CLM with three layers and the corresponding
inter-layer relations. Note, that a node/edge in one layer can relate to multiple
nodes/edges in another layer (R1,2) and vice versa (R2,3). Moreover, the direc-
tion of edges may be changed. Each layer reflects a certain architectural view
as illustrated in Section 3.1. That means, a lower model layer does not need
to include all information of the layers above but merely provides a different
view. The collection of all layers and inter-layer relations build the CLM, which
represents a more holistic view on the system. Nevertheless, there is a depen-
dency structure between model layers as certain parameter decisions must be
fixed before another layer can be populated. This is reflected by the hierarchy
(sequence) of model layers in the CLM.
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3.3.2 Operations

In order to formalise and enforce how the CLM can be modified, we define four
types of operations: restrict, assign, transform and check. When applying the
framework, operation templates need to be specified that indicate on what layer
the operation is performed, of what type the operation is, whether the operation
is performed on the nodes or the edges of the given layer, and what analysis
engine will be called for performing the operation. An operation template can
then automatically be applied by the framework in two modes depending on
which the analysis engine supports: In individual mode, the analysis engine
is called for each node/edge of the model layer separately. In batch mode, the
analysis engine is called a single time, i.e. for all nodes/edges of a model layer.

Restrict A restrict operation aggregates and constrains the candidates of a
particular parameter pi of layer Gk . It sets the candidate set for every node/edge
obj of layer Gk as follows. In batch mode, the same pre- and postconditions
apply. The restrict operation is represented by the following pseudo code7.

assert cand(k, i, obj) unset
cand(k, i, obj) = restrict(k, i, obj)
assert |cand(k, i, obj)| >= 0

Assign An assign operation selects a single value from the candidate set of
parameter pi of layer Gk as follows. If the candidate set is empty, the operation
is aborted, which triggers the search algorithm to rollback and revise the pre-
ceding decisions as explained in Section 3.3.4. In batch mode, the same pre-
and postconditions apply.

if |cand(k, i, obj)| == 0:
# abort: trigger rollback and search

else:
assert val(k, i, obj) unset
val(k, i, obj) = assign(k, i, obj)
assert val(k, i, obj) in cand(k, i, obj)

7The pseudo code shown in this chapter is inspired by the Python programming language.
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Transform A transform operations populates a layer Gl with nodes and edges
based on the nodes and edges in layer Gk and sets the inter-layer relations
accordingly. In individual mode, a node/edge of layer Gk is transformed into
nodes and edges in layer Gl following certain locality restrictions, which are nec-
essary to reduce dependencies and allow an efficient rollback (cf. Section 3.3.4).
Locality restrictions enforce that the transformation of an edge a in Gk must
not connect any nodes in Gl that resulted from a node in Gk other than s(a) and
t(a). In other words, an edge transformation depends on no other transform
operations than the transform operations of the connected nodes. On account
of these restrictions, all nodes of Gk must be transformed before any edge is
transformed.

Definition 3.3.4

A transform operation from a source layer Gk to target layer Gl is for-
mally defined as a function

transformk,l : Vk ∪ Ak →G

if x ∈Vk : x 7→ (V , A, s, t )

if x ∈ Ak : x 7→
{

(V ∪Vs ∪Vt , A∪ As ∪ At , s, t ) individual mode

(V , A, s, t ) batch mode

with:

• Vs = {v : ∃(s(x), v) ∈ Ek,l }
• Vt = {v : ∃(t (x), v) ∈ Ek,l }
• ∀a ∈ A : (s(a), t (a)) ∈V ×V
• ∀a ∈ As : (s(a), t (a)) ∈ (Vs ×V )∪ (V ×Vs )
• ∀a ∈ At : (s(a), t (a)) ∈ (Vt ×V )∪ (V ×Vt )

An example transformation of two nodes (A and B) and their connecting edge is
depicted in Figure 3.13. The transformation depends on a certain parameter for
which there are two candidates (X and Y). Depending on the parameter value,
node B is either transformed into X1, X2, X3 and two connecting edges or into
Y1, Y2 and a single edge. In both cases, node A is transformed into a single
node. The transformation of the edge between A and B follows the locality
restrictions as the resulting edges only connect the nodes that resulted from
the transformation of A and B.
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A B

X1

X2

X3

Y1 Y2

candidates: X, Y

selected: X

selected: Y

Figure 3.13: Depending on the parameter value, function B is transformed
into a subgraph of three or two components.

Check A check operation does not modify the CLM but performs sanity checks
or admission tests. It ensures that the search is not continued in the current
direction if a check is not passed. Check and assign operations are the only
means to trigger the search algorithm to rollback and revise the preceding
decisions.

if not check(k, obj):
# abort: trigger rollback and search

3.3.3 Analysis Engines

As already mentioned, analysis engines implement the interface required by
the specified operation templates. For instance, an analysis engine performing
the transformation in Figure 3.13, would need to implement a transformk,l (obj)
function (individual mode) or a transformk,l () function (batch mode) for the
particular layers Gk and Gl . This interfacing allows wrapping established meth-
ods or 3rd-party tools to address a certain sub-problem of the integration. In
particular, local optimisations and heuristic decision-making can be imple-
mented on a single architectural view without the need to combine multiple
methods to work consistently on a holistic view. An analysis engine may also
predict the impact of parameter decisions on lower layers by using its own
(abstract) models. This improves the overall search efficiency as it may prevent
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costly iterations. As an analysis engines has read access to the CLM all the avail-
able model information can be exploited for decision-making. By recording all
accesses to the CLM, dependencies between operations can be automatically
traced, which allows non-chronological backtracking and a partial rollback of
the CLM as explained in the following section.

3.3.4 Search Algorithm

The search algorithm takes care of applying the operation templates to the
CLM. Operations can be executed in a predefined order unless one of the check
or assign operations fails. As soon as this happens, an iterative exploration is
necessary to try different combinations of parameter values. For this purpose,
the search algorithm shall systematically iterate all combinations. It must also
ensure that the same combinations are not repeatedly iterated, otherwise it
may not terminate. Backtracking search algorithms [vB06] aim at systematically
iterating a solution space in depth-first order and allow pruning of detected
dead ends to increase efficiency over a brute-force approach. In particular,
we can distinguish chronological from non-chronological backtracking. In
chronological backtracking, variables are assigned in a fixed order. After setting
each variable, it is checked whether the current partial candidate can possibly
lead to a solution. If there are any conflicts already, the algorithm prunes the
subtree reachable from the partial candidate and revises the assignment of the
last assigned variable. Hence, variables will be revised in the order in which they
were initially assigned (i.e. chronological). In non-chronological backtracking,
this revision can follow different rules to circumvent revisions of variables that
do not affect the test result of the partial candidate.

As a consequence of their incremental nature, backtracking algorithms can
deal with an unknown number of variables and are therefore a good fit for this
framework. Non-chronological backtracking in particular can exploit the fact
that there is no total order between the operations. For instance, in Figure 3.13,
it is not defined whether A is transformed before B or vice versa. Instead, there
is only a partial order, which can be captured by recording the accesses to the
CLM and stored in a dependency graph as describes later in this section.

Listing 3.1 shows the overall algorithm to implement non-chronological back-
tracking in this framework. The list of operation templates is provided as input
and iterated from first to last by consuming them from the remaining stack
(line 4-5). If the template does not refer to a batch operation, the nodes or edges
of the associated layer are iterated (line 8). The operation is executed for every
node/edge only if no corresponding node already exists in the dependency
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graph (line 9). The read and write accesses to the CLM are tracked and used for
inserting a node into the dependency graph (line 10, 12 and 13). If the opera-
tion failed (line 15), a rollback is performed (line 16) by sorting the dependency
graph topologically (line 27) and identifying the operation that shall be revised
(line 28). Once this operation has been identified, the dependency graph is
used to iterate the operations that need to be undone in reverse order (line 32).
The modifications are rolled back in the CLM, the template is pushed to the
remaining stack, and the node is removed from the dependency graph (lines
33-36). If the template refer to a batch operation, the operation is only executed
once (on the entire layer) without iterating the nodes/edges of the layer (lines
17-23).

The dependency graph stores the applied operation templates and their de-
pendencies. An applied operation is defined by a pair (op,obj) where op is
the operation template and obj is the layer object to which the template was
applied. In case of batch operations, obj refers to the entire layer. Dependencies
are inferred from the read and write accesses to the CLM. An applied operation
y depends on another operation x if y reads a parameter that was written by x.

Definition 3.3.5: Dependency Graph

The dependency graph is a directed acyclic graph DG = (V , A) with

• a set of nodes V representing applied operations (template and
layer object),

• a set of directed edges A ⊆ V × V such that ∀(u, v) : @x :
(u, x), (x, v) ∈ A.

The edges reflect the transitive reduction of execution dependencies
between operations, i.e. an edge (u, v) denotes that v depends on u and
(potentially) all operations on which u depends.

An exemplary dependency graph for the transformation in Figure 3.13 is de-
picted in Figure 3.14 on the left side. The restrict operation to build the set of
parameter candidates has been applied to both nodes A and B independently.
The same holds for the assign operation. As each applied assign operation
reads the set of parameter candidates, it depends on the corresponding restrict
operation. Similarly, when applying the transform operation to the nodes A and
B, the selected parameter candidate is evaluated for the corresponding node. As
the edge transformation transformk,l (e) connects the objects that were inserted
by the node transformation of A and B, it depends on both. For illustration, we
assume there is also a check operation which accesses the nodes and edges
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1 # Input: list of operation_templates
2 dg = DependencyGraph()
3 cm = CrossLayerModel()
4 remaining = Stack(reversed(operation_templates))
5 while op = remaining.pop():
6 if not op.is_batch():
7 # iterate nodes or edges depending on op.objtype()
8 for obj in op.layer.graph_objects(op.objtype()):
9 if not dg.has_node(op, obj):

10 cm.start_tracking
11 okay = op.execute(obj)
12 read, written = cm.stop_tracking()
13 node = dg.insert_node(op, read, written, obj)
14

15 if not okay:
16 rollback(node)
17 else:
18 cm.start_tracking()
19 okay = op.execute():
20 read, written = cm.stop_tracking()
21 node = dg.insert_node(op, read, written, op.layer)
22 if not okay:
23 rollback(node)
24 return cm
25

26 rollback(node):
27 dg.topological_sort(node)
28 rn = dg.latest_revisable_node(node)
29 if not rn:
30 throw "Not Found"
31

32 for n in dg.reversed_subtree(rn, node):
33 cm.rollback(n)
34 if n.op not in remaining:
35 remaining.push(n.op)
36 dg.remove(n)

Listing 3.1: Search Algorithm
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written by all preceding transform operations. This is reflected by a single edge
between the transformk,l (e) and checkl (e) as this transitively includes the other
applied transform operations. The dependency graph enables a partial rollback
of the CLM and a partial re-execution of the operation templates. In other
words, if any of the applied operations needs to be modified, only its successors
in the dependency graph must be re-executed as well.

restrictk,i (A) restrictk,i (B)

assignk,i (A) assignk,i (B)

transformk,l (A) transformk,l (B)

transformk,l (e)

checkl (e)

. . . . . .

restrictk,i (A)

assignk,i (A)

transformk,l (A)

restrictk,i (B)

assignk,i (B)

transformk,l (B)

transformk,l (e)

checkl (e)

. . .

. . .

Figure 3.14: Left: Exemplary dependency graph for Figure 3.13. Revisable
operations are highlighted. Right: Topological sorting w.r.t. check opera-
tion.

When any of the assign or check operations fails, an iterative exploration is
started. For this, the preceding parameter assignments need to be revised
systematically. This is achieved by performing a topological sorting for the
nodes between the root of the dependency graph and the failed operation.
The sorting defines a unique path from the root to the failed operation and
thereby allows the hierarchical iteration of assign operations. The right side of
Figure 3.14 depicts such a topological sorting for the checkl (e) operation. Those
parts of the graph on which checkl (e) does not depend (indicated by “. . .”) do
not need to be sorted. In order to iterate the assign operations hierarchically, the
algorithm first rolls back all applied operations up to assignk,i (B) and revises
this assignment to iterate the remaining parameter candidates. This is achieved
by storing the selected candidate in a set of discarded candidates. When the
assign operation is executed, the discarded candidates are masked out from
the set of parameter candidates. If no candidate is left, the assignk,i (B) will fail
and the algorithm will roll back to assignk,i (A) and iterate its candidates. As
assignk,i (B) must be rolled back in this case, the set of discarded candidates

59



CHAPTER 3. AUTOMATING MODEL-BASED INTEGRATION

is also cleared and all its parameter candidates will be re-iterated once a new
value was selected by assignk,l (A).

As indicated in Listing 3.1, the rollback of the CLM works by iterating the de-
pendency graph nodes backwards, i.e. from the failed operation towards the
revised operation. The modifications of every applied operation are reversed in
the CLM and the corresponding node in dependency graph is removed. When
an operation template is re-executed, the framework can therefore identify
whether the registered analysis engine needs to be called for a particular object
or whether its result is still present.

Due to the fact that re-executed operations will add new nodes into the de-
pendency graph and that the inserted nodes may depend on already sorted
operations, sorting must be performed for every failed operation. Yet, topologi-
cal sorting becomes ambiguous if there is a node with multiple successors since
the graph alone does not define an order between the successors. It must there-
fore be ensured that the order between already sorted nodes is not changed.
Otherwise, the hierarchy between the assign operations will be modified, which
foils the systematic iteration. This is achieved by preferring the nodes from
earlier iterations whenever a node has multiple successors.

Note, that the benefit of dependency tracking may be undermined by opera-
tions that insert a bunch of dependencies. Batch operations in particular, insert
dependencies to all objects of a layer and thereby connect all existing branches
within the dependency graph. As a general rule of thumb, batch transform,
batch restrict and batch assign operations should only be used on the early
layers if possible as they will nullify the benefits of non-chronological back-
tracking if used late as a late integration step. This is illustrated by Figure 3.15,
which schematically shows how the structure of a dependency graph changes
during a search. The figure shows three iterations. In the first iteration, the
search fails at operation 10 and the CLM is rolled back to revise operation 8.
This sequentialises the subtree above operation 10. In the second iteration, the
search fails at operation 17 after a batch operation 14 (transform, restrict or
assign) was added. This causes a sequentialisation of all operations between the
batch operations 4 and 14, which discards a signifiant part of the dependency
information in the graph.

Batch check operations, on the other hand, are very common but not prob-
lematic. First, as they do not write any parameters, they can only be leaves in
the dependency graph. Second, a batch operation is allowed to pinpoint and
return the culprit(s) that caused the check to fail so that the topological sort
does not need to sequentialise the entire graph but only the sub-tree containing
the culprit(s). For instance, if it occurs during a late schedulability check that a
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Figure 3.15: In the presence of non-check batch operations, the dependency
graph is sequentialised by the backtracking algorithm.

particular CPU core is overloaded, the corresponding analysis engine can point
to all tasks that were assigned to this core. This will leave the assignment of the
other tasks unchanged.

3.4 Evaluation

The evaluation of the presented framework is based on the use case from
Section 3.1. I will show that the framework can be applied to automate the
(re)composition of software components under varying requirements and it
enables dealing with arbitrary changes of model parameters. The use case
holds multiple change scenarios: function changes, platform changes and
environment changes. The function architecture is changed when a different
application shall be activated on the robot. Platform changes may occur on
account of ageing or power restrictions. In this use case, platform changes
are represented by enabling/disabling the FPGA. As the robot moves itself in
a extraterrestrial environment, it is further exposed to radiation. Depending
on the current radiation level, the error rate of the computation platform may
change. In order to satisfy reliability requirements the robot may need adapt to
the changing radiation levels.
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In the following sections, I first summarise how the framework is applied to
the use case. Second, I show a few metrics and characteristics of the resulting
solution space for different settings. Third, I experimentally evaluate how the
framework performs for finding the initial solution for a given input. Last, I
evaluate an experiment that addresses how the framework deals with parameter
adaptations after an initial solution was found.

3.4.1 Implementing integration activities for the use case

Table 3.1 summarises the operations which are necessary to implement the
integration activities for the use case. One challenging integration activity is
the mapping of functions to the processing nodes of the target platform. This is
achieved by first performing a restrict operation that determines the compatible
processing nodes for every function (i.e. every node in the function architecture
layer). The compatible processing nodes are identified by first looking up the
composite components from the repository that provide the particular function
and by aggregating the set of required flags Fr of all contained atomic compo-
nents. As a simple mapping heuristic, a following batch assign operation will
choose a combination of mappings that minimises the dependencies between
functions of different processing nodes to reduce the need of proxies. Yet, there
are many further criteria that could be taken into account for the mapping
(e.g. load balancing, network bandwidth, prediction of compatibility issues).

Depending on the mapping, communication proxies must be inserted between
dependent but distributed functions. This is achieved by a restrict and an as-
sign operation of a proxy parameter for every edge in the function architecture
layer. As there is only a single communication network, there will only be one
candidate for this parameter. The transformation into the communication
architecture is conducted by first copying the nodes from the function archi-
tecture without modifications. The edges are transformed based on the proxy
parameter, i.e. if a proxy must be inserted for a particular dependency, the
edge will be replaced by two proxy nodes and their dependencies to device
drivers and to the originally connected functions (cf. Figure 2.2 and Figure 3.3).
The edge transformation must be performed as a batch operation because
additional edges need to be inserted to reflect the device driver dependencies,
which would violate the locality restrictions.

Next, an implementation is selected for every node in the communication archi-
tecture. This is achieved by performing a restrict and an assign operation of the
composite parameter in order to select a matching composite component from
the repository. The assign operation will select any of the found candidates. In
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order to populate the component architecture 1 based on the selected imple-
mentations, a node transformation is conducted to insert the component nodes
C and their assembly connections AC as defined by the composite specification.
In a second step, the inserted component nodes must be connected according
to the edges in the communication architecture and the specified delegations
DC . This is determined by a restrict and an assign operation on the edges which
identify what components (i.e. their service interfaces) need to be connected.
The edge transformation inserts the identified connections as edges into the
component architecture 1. Since the added proxy components have not been
mapped to a processing node yet, their mapping parameter is inherited from
the neighbouring nodes via a restrict and an assign operation.

Next, syntactic compatibility is achieved by inserting protocol stack compo-
nents wherever the connected components have differing interfaces. A restrict
and an assign operation take care of this and define the wrapper parameter for
every edge. The component architecture 2 is populated by copying the nodes
with a transform operation and a subsequent edge transformation that inserts
intermediate nodes if a protocol stack component was selected as a wrapper.
As above, the mapping parameter of the inserted nodes is inherited from the
neighbouring nodes. Another restrict/assign combination determines whether
and what multiplexer components need to be inserted in order to satisfy the
cardinality constraints of service implementations. The multiplexer compo-
nents are inserted into the component architecture 3 by a node transformation.
As the edges must be adapted as well, a separate restrict/assign is performed
on the edges to identify the component that provides the required service and
to transform the edges accordingly.

The next integration task is to decide on the instantiation of components. For
every non-singleton component on the same processing node, there is the
option to use a shared instance or a dedicated instance. A shared instance can
be used by multiple components if all components have the same outgoing
edges. These options are defined by a restrict operation on every node that
defines the candidates of the instance parameter accordingly. A subsequent
assign operation selects the shared instance as a preferred choice. The node
transformation inserts the selected instance into the component instantiation
layer. The framework detects if the same instance is inserted multiple times
and only inserts a single node into the graph. Edges are adapted by a further
restrict, assign and transform operation.

On the resulting component instantiation layer, two admission tests are imple-
mented by batch check operations. The check operations sum up the required
RAM and capabilities for the instances on every processing node to determine
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whether each processing node is able to satisfy the resource requirements. Since
the target platform comprises multi-core CPUs, the core affinity is decided by a
restrict and an assign operation that randomly assign a core to every node in
the component instantiation layer.

The transformation to the task graph is prepared by restrict/assign operations
that aggregate the resulting tasks for every component instance. The task graph
is populated with tasks by a transformation of the nodes, which also sets the
precedence relations between tasks from the same component instance as de-
fined by T and AT (cf. Definition 3.1.2). The edges between tasks from different
component instances are inserted by an edge transformation, which evaluates
DT . With the help of the task graph, scheduling priorities can be assigned
using batch operations to the component instances. For this evaluation, a
heuristic but deterministic assignment that takes the activation periods and the
precedence relations into account is sufficient. If available, an optimal priority
assignment technique [DCGBB16] can be used in practice. For the adaptation
experiment in Section 3.4.4, it is necessary to regard the WCETs of the tasks as
mutable and not as a fixed attribute of every task. This is achieved by adding a
restrict and an assign operation that introduces the wcet parameter to the task
graph nodes. In order to simulate an admission test for reliability constraints, a
batch check operation rejects component instantiations that use the FPGA in
high radiation environments. More advanced reliability calculations could be
performed based on the task graph [MDA+19]. The admission test for latency
constraints is realised as a batch check operation and uses pyCPA [DAE12] as
an external tool that implements Compositional Performance Analysis (CPA).
More details about the analysis of latency constraints in CPA are provided in
Chapter 4.

Table 3.1: Summary of operations

Layer Objects Parameter Operation(s) Method

Function
Architecture

nodes mapping restrict by compatibility

Function
Architecture

nodes mapping batch assign minimise
dependencies

between
processing nodes

Function
Architecture

edges proxy restrict/assign single option
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Layer Objects Parameter Operation(s) Method

Function
Architecture

nodes – transform copy

Function
Architecture

edges – batch
transform

replace with proxy
nodes and their
dependencies

Communication
Architecture

nodes composite restrict/assign select any

Communication
Architecture

nodes – transform insert atomic
components based

on composite

Communication
Architecture

edges connections restrict/assign find connections
between

components from
different functions

Communication
Architecture

edges – transform insert edges based
on connections

Component
Architecture 1

nodes mapping restrict/assign inherit mapping
from neighbouring

components

Component
Architecture 1

edges wrapper restrict/assign select any

Component
Architecture 1

nodes – transform copy

Component
Architecture 1

edges – transform split edges base on
wrapper

Component
Architecture 2

nodes mapping restrict/assign inherit mapping
from neighbouring

components

Component
Architecture 2

nodes muxer restrict/assign select any

Component
Architecture 2

nodes – transform insert components
based on muxer
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Layer Objects Parameter Operation(s) Method

Component
Architecture 2

edges muxer restrict/assign find providing
component

Component
Architecture 2

edges – transform insert edge based
on muxer

Component
Architecture 3

nodes instance restrict find instantiation
options

Component
Architecture 3

nodes instance assign prefer shared
instance

Component
Architecture 3

nodes – transform insert node base on
instance

Component
Architecture 3

edges instance restrict/assign find providing
instance

Component
Architecture 3

edges – transform insert edge based
on instance

Component
Instantiation

nodes caps batch check check capability
consumption

Component
Instantiation

nodes ram batch check check RAM
consumption

Component
Instantiation

nodes affinity restrict/assign assign CPU affinity
randomly

Component
Instantiation

nodes tasks restrict/assign aggregate tasks

Component
Instantiation

nodes – transform insert tasks based
on tasks

Component
Instantiation

edges – transform insert precedence
relations between

tasks from different
instances

Component
Instantiation

nodes priority batch re-
strict/assign

heuristic priority
assignment

Task Graph nodes wcet restrict/assign determine WCET
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Layer Objects Parameter Operation(s) Method

Component
Instantiation

nodes – batch check determine
reliability based on

task graph

Task Graph nodes – batch check compositional
performance

analysis

Note, that this use case shall demonstrate the general applicability of the pre-
sented framework by using simple local decision making in combination with
admission testing. It is expected that a relatively large number of iterations
may be required to find a feasible system configuration for a given input. In
practice, the number of iterations can be kept low by developing heuristics that
try to predict the effects of lower model layers. For instance, when mapping
function modules to processing nodes, the (range of) CPU loads that may result
from the mapping could be incorporated in the decision making as a neces-
sary condition for schedulability. This will prevent that an overloaded CPU
is detected only at the CPA check. In these early decisions it is important to
prefer decisions that are more likely to produce a feasible configuration. The
presented framework enables this by allowing arbitrary analyses engines that
may establish and maintain their own internal models to predict emergent
properties of lower layers.

3.4.2 Solution space

Before conducting the specific experiments, I first introduce a few variants
of the use case that will define different sets of inputs to the MCC. For both
function architectures, i.e. pose estimation (POSE) and object detection (OBJ),
there are three different settings resulting in six variants in total: OBJ I, OBJ II,
OBJ III, POSE I, POSE II and POSE III. In the first setting, the FPGA is disabled
in the platform model and only a low reliability is required. The second setting
also requires a low reliability but has the FPGA enabled. For the third setting,
the FPGA is also enabled but a high reliability is necessary. Note, that the high-
reliability requirement has the same effect as disabling the FPGA when it comes
to the set of possible configurations. Yet, while the first setting prohibits the use
of the FPGA from the beginning, the third setting excludes the use of the FPGA
after a reliability analysis that occurs late in the integration process.
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In order to characterise the six variants, I performed an exhaustive search of the
solution space with the MCC. The results are summarised in Table 3.2, which
shows the number of found solutions in the second column, and the minimum
and maximum number of variables per solution in the third column. A variable
is a parameter for which at least one candidate exists for a particular object. For
all variants, a variable was either a mapping parameter, a composite parameter,
or an affinity parameter. The fourth column is determined by multiplying
the number of candidates for every variable in a solution. This provides an
upper bound on the possible combinations that would need to be iterated if the
variables were independent. The last column shows the number of operations
that need to be performed if the solution would have been found in the first try
(i.e. no rollback occurred). As expected, the enabled FPGA in OBJ II and POSE
II adds new solutions and increases the possible combinations.

Table 3.2: Characterisation of the six use case variants.

Variant Solutions Variables Possible
Combinations

Required
Operations

OBJ I 9 6-8 64-256 881-973

OBJ II 13 4-8 32-512 881-973

OBJ III 9 6-8 128-512 881-973

POSE I 51 10-11 1024-2048 1097-1147

POSE II 62 7-12 128-4096 1070-1147

POSE III 51 11-12 2048-4096 1097-1147

Table 3.3 displays the number of iterations required to find all solutions and
how often a (partial) solution was rejected by the latency analysis, the reliability
analysis, or due to a missing protocol stack component. We can see that more
iterations are required for OBJ II-III and POSE II-III as a consequence of the
enabled FPGA. In case of OBJ III and POSE III the added solutions are, however,
rejected by reliability analysis. An interesting observation is that the number
of iterations is significantly lower than the possible combinations listed in
Table 3.2. This could be explained by batch check operations that return the
culprit(s) in order to cut off a part of the solution space. Yet, this was not
implemented by the batch check operations in this use case. It therefore shows
that the variables are not independent but rather emerge during the integration
process performed by the MCC.
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Table 3.3: Overview of necessary iterations and causes for rejection of (par-
tial) solutions.

Variant Iterations Failed Latency
Analysis

Failed Reliability
Analysis

Missing
Protocol Stack

OBJ I 46 31 0 6

OBJ II 52 31 0 8

OBJ III 52 31 4 8

POSE I 268 205 0 12

POSE II 288 210 0 16

POSE III 288 205 16 16

3.4.3 Experiment 1: Initial solution

In this section, I evaluate the MCC’s ability to find an initial solution for a given
input. For this purpose, the MCC was executed 1000 times for each of the use
case variants and recorded the number of iterations and the time required to
find a first valid solution. The experiment was conducted on a Intel Core i5-6200
CPU and repeated with chronological and non-chronological backtracking.

Figure 3.16 depicts the results for the OBJ variants as Tukey box plots. The first
observation is that the number of iterations varies, which is explained by the fact
that the mapping, composite and affinity parameters are assigned uniformly at
random. Interestingly, basically the same number of iterations is required for
OBJ I and OBJ II, irrespective of whether chronological or non-chronological
backtracking was used. This suggests that, in this variant, the chronological
order of operations already reflect the dependencies which would be exposed
by the dependency graph. Yet, non-chronological backtracking requires signifi-
cantly more time due to the additional maintenance of the dependency graph.
The dominant computational complexity in this regard is the computation or
maintenance of a transitive reduction. In the evaluated implementation, the
transitive reduction is computed on demand, i.e. whenever a topological sort
is performed. The complexity of transitive reduction has been shown to be
equal to boolean matrix multiplication [AGU72], which could be achieved in
O (n2.3729) [LG14]. The algorithm used in this evaluation has a complexity of
O (nm), where n is the number of nodes and m ≤ n2 the number of edges in the
dependency graph. Note, that maintaining a transitive reduction is similarly
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Figure 3.16: Required number of iterations and time to find an initial
solution for the OBJ variants.

complex as the insertion of a single edge takes O (nm) [LPvL87]. For the variant
OBJ III, the number of iterations is slightly reduced by non-chronological back-
tracking. This is explained by the following observation. Although the latency
analysis and the reliability analysis are both implemented as a batch operation,
they differ significantly in what part of the CLM they access and thus the num-
ber of dependencies that are tracked. While the latency analysis depends on the
entire task graph and therefore all affinity parameters, the reliability analysis
accesses the mapping and composite parameters. Since these parameters are
assigned earlier than the affinity, the chronological backtracking will first iterate
all affinity parameter candidates before proceeding with the parameters that
are actually relevant for the reliability analysis.

Figure 3.17 depicts the results of the POSE variants, which support the observa-
tions made for OBJ. In general, the POSE variants span a larger solution space
and therefore require more iterations. There is only a minor improvement w.r.t.
the number of iterations for POSE I and II. Yet, the number of iterations required
for POSE III is significantly decreased by non-chronological backtracking.

In conclusion, this experiment demonstrates that the presented non-
chronological backtracking approach is able to reduce the number of iterations
required to find a first feasible solution. On the downside, this increased the
runtime of the MCC in this use case where all analysis engines merely take
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Figure 3.17: Required number of iterations and time to find an initial
solution for the POSE variants.

a fraction of a second to perform their operations. As soon as the execution
of an analysis engine becomes more expensive (e.g. due to computational
complexity or the use of cloud services), it will be worth reducing the number
of iterations.

3.4.4 Experiment 2: Adaptivity

After having evaluated the MCC for finding an initial solution without a pre-
existing CLM of the system, I will now investigate how it can deal with incre-
mental adaptations. Adaptations can occur as a consequence of updates or
parameter changes. In both cases, the CLM is already existing and a solution
has been already deployed as a configuration of the managed system. Mon-
itoring infrastructure or external inputs may require to adapt certain model
parameters and re-validate the deployed configuration. The assumption is
that the dependency graph used for enabling non-chronological backtracking
will help identifying what parts of the CLM need to be invalidated if certain
parameters were changed and what operations need to be re-executed.

For the purpose of validating this assumption, I conducted the following experi-
ment. After determining the initial solution, a task is randomly picked from the
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task graph layer in the CLM and its WCET is increased by a certain percentage.
This invalidates the dependent operations and thereby causes the re-execution
of the latency analysis. If the analysis succeeds, the modified WCET is accepted
without any change in the configuration. If the analysis fails, an alternative
solution is searched by performing non-chronological backtracking. This is
repeated until the MCC is not able to find any solution for the WCET adaption.
The made adaptations are recorded in order to repeat the experiment with the
same adaptations 50 times and to compare how many iterations are needed by
an MCC that always starts a new search from an empty CLM for every single
adaptation.

Table 3.4 summarises how many successful adaptations could be made for
every variant and three different factors for the WCET adaptation. For instance,
an WCET adaptation of 10% means that the WCET of the selected task was
increased by 10%. Note, that for each variant and WCET factor a separate
sequence of adaptations was generated. The table states how many data points
are displayed in the following plots. As in the previous section, this experiment
was executed on an Intel Core i5-6200U CPU.

Table 3.4: Number of successful adaptions per variant and relative WCET
increase.

WCET
adapt.

OBJ I OBJ II OBJ III POSE I POSE II POSE III

10% 37 16 35 8 17 23

50% 21 23 16 10 8 17

100% 10 20 8 13 27 13

Figure 3.18 shows the results for the OBJ variants. Every box summarises the
number of iterations (resp. time) from 50 executions of the same sequence of
adaptations (searched incrementally or with a new search for every adaptation).
Hence, the number of data points used for each box is the number of adapta-
tions shown in Table 3.4 multiplied by 50. For OBJ I and OBJ III, the incremental
search requires significantly less iterations and time on average. This effect is
less significant for OBJ II. Furthermore, the maximum number of iterations is
smaller for the incremental search approach in all variants.

Figure 3.19 and Figure 3.20 show the results for the POSE variants. As for the
OBJ variants, the average and maximum number of iterations is reduced by the
incremental search for all POSE variants. A similar reduction of the average
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Figure 3.18: Required iterations and time to find a new solution in reaction
to the WCET adapations for the OBJ variants.
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Figure 3.19: Required iterations and time to find a new solution in reaction
to the WCET adaptations for the POSE variants.
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Figure 3.20: Close up view on Figure 3.19.

required time can also be observed for POSE I and POSE III, which is not that
significant for POSE II.

The evaluation demonstrates that, in the majority of cases, the MCC can deal
with WCET adaptations with little search efforts but may occasionally require
a more involved search that might not be feasible for in-field computation.
A possible approach to save processing resources could be to offload long-
running searches to a cloud service.

3.5 Summary

In this chapter, I have presented a framework which automates the composi-
tion of compiled software components in order to enable in-field integration
for CBOSs. The framework bases on a platform-independent specification
of intended functionality, which is incrementally refined to acquire a system
configuration that is tailored to the target platform. Modularity and extensibil-
ity is achieved by formalising model operations so that arbitrary integration
decisions and model-based admission tests can be implemented by specialised
analysis engines. Structural changes to the model are tracked and managed
by the framework to enable iterative exploration via backtracking. The evalu-
ation on a use case from CCC showed the applicability of the framework for
the model-based integration synthesising the initial CLM and for performing
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incremental adaptations of model parameters. Consequently, the presented ap-
proach enables in-field changes to critical embedded systems. In particular, it
does not only protect the system from harmful changes via model-based admis-
sion control but can also resolve conflicts by exploring alternative integration
options.

Model-based admission control can be applied to provide assurance for various
system-level or application-level requirements. In this chapter, I concentrated
on end-to-end latency requirements that are checked with a RTA that is further
detailed in the next chapter. Similar approaches can be taken to assure the
(sufficient) independence between different parts of the system, which is an
essential safety aspect. Corresponding analyses have already been presented
in [ME15] and [ME18]. In [MDA+19], it has further been shown how a model-
based reliability estimation can be applied to a CCC use case. Likewise, security
concerns could, e.g., be addressed by an information flow analysis to assure
confidentiality. The framework would also enable to incorporate newly discov-
ered vulnerabilities, which could, e.g., require to selectively apply sandboxing
techniques in order to pass the corresponding admission test.

The use case illustrated that (in)compatibility issues can be solved by an au-
tomated insertion (synthesis) of library components. It also showed that
the framework is able to deal with side effects that are often involved with
integration-time synthesis by formalising integration steps and their dependen-
cies. Nevertheless, it should be mentioned that a good decomposition during
the design phase could simplify the integration by reducing the number of
required model layers and model operations. In other words, the scalability
of model-based integration is increased by improving on the composability.
For instance, a middleware-centric architecture would likely reduce the side
effects that the mapping of functions to processing resources has on the system
composition as it solves the reachability issues and some compatibility issues at
runtime. However, this comes at the cost of an increase TCB for all applications.
The presented framework addresses the case that a perfect decomposition is
rarely achieved for heterogeneous embedded and distributed systems.
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Chapter 4

Integration under latency
constraints

In this chapter, latency requirements are added into the picture of model-
based integration. Latency requirements can result from minimum frame rates
(cf. Section 3.1) or maximum reaction times for instance. More generally, la-
tency denotes the time that a computing system needs for processing its input
data and results from the fact that there is no zero-time computation. The term
response time is commonly used for the time interval between the activation
and the completion of a processing job [LL73]. In contrast to the execution
time of the job, it includes interference from other processes that result from
the fact that the CPU is a shared resource. End-to-end latency, on the other
hand, typically refers to entire processing chains (e.g. from sensor to actuator)
that may even include communication between several processing units. Com-
munication may include networks or buses, explicit IPC, or shared memory
as it is common in automotive ECUs that implement control algorithms. In
the latter case, data is read, written and processed by time-triggered tasks with
different sampling periods. These tasks build so-called cause-effect chains
from sensors to actuators. The latency of such a chain is not only a result of the
tasks’ response times but also the sampling delays, i.e. the interval between the
point in time when a data variable was written by the writer task and the next
(time-triggered) activation of the reader task.

In the (hard) real-time domain, those requirements must be met at all times
and thus stimulate the quest of finding sound upper bounds on the worst-case
latency. These bounds are determined by analytical approaches that base on
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models of the workload (computational model) and the processing system
as well as conservative assumptions in order to safely bound the worst case
from above. Therefore, it is also an ongoing topic of interest in the real-time
research community to model more complex temporal behaviour, analyse
more sophisticated systems, and/or improve the tightness of the given bounds.
Note, that most commonly one does not care if the latency requirement is
overfulfilled, i.e.
a reaction cannot be too fast or further delayed if necessary.

Classic RTOSs are specifically tailored to fulfil the model of real-time tasks,
which are activated periodically or by communication events, and which have a
more or less sequential control flow and omit blocking OS interactions. Hence,
they rather adhere to the model of (periodic) real-time tasks that only com-
municate at the start and the end of their execution and thereby follow the
aforementioned engineering modelling approach. Modern OSs, on the other
hand, follow a notion of processes and threads which typically implement a
complex control flow, include concurrency, and interact with the kernel or
other threads at arbitrary points. Although the corresponding real-time theory
for modelling and analysis of thread-internal behaviour exists [BBM+12] and
real-time scheduling policies are available, e.g., in the Linux kernel, its practical
application is limited. This is a consequence of the fact that the thread-internal
behaviour is not enforced by the OS or the API. The rather lax programming
model further complicates the modelling of existing implementations that have
not been designed with real-time theory in mind. Moreover, as software archi-
tectures become more and more communication centric (e.g. service-oriented
architectures), end-to-end latencies are not found in the response time of a
single thread but result from the interaction of multiple threads. Component-
Based Operating Systems (CBOSs) such as Genode, which advocate a clean
programming model, appear more practical for software-intensive real-time
applications. By discouraging concurrency within components and by mak-
ing the inter-component interaction explicit, it becomes significantly easier to
extract faithful models from an existing implementation.

The contribution that I present in this chapter originates from the observation
that existing models and analyses from real-time systems research do not suffi-
ciently resemble CBOSs in which components deliberately interact with each
other. In these systems, inter-component communication results in specific
precedence and blocking effects that we capture by a task-chain model and
its RTA. The following preliminary publications build the foundation of this
chapter: In [SE16], we presented the RTA for sequential task chains with two
different precedence semantics as an extension to Compositional Performance
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Analysis (CPA) [HAE17]. In [SE17], we generalised the model and the analysis to
parallel task chains with inter-chain blocking and mixed precedence semantics.

Before moving on to the contribution, I will first describe the scheduling effects
that must be addressed in microkernel-based and component-based systems.
In Section 4.2, I will review the related work. Section 4.3 introduces the task-
chain model and the corresponding RTA. An evaluation of the RTA will be given
in Section 4.4 before I summarise this chapter in Section 4.5.

4.1 Communication and scheduling in microkernel-
based systems

In this section, I will briefly summarise the scheduling effects that shall be
addressed by the RTA. The first category of effects is a consequence of the
inter-component communication style. In contrast to traditional real-time
systems in which tasks communicate via shared variables or message queues,
we are also facing tightly-coupled interactions between components in the
sense that the components’ activities build strict sequential dependencies. In
this chapter, I will use the term transaction for the latter kind of interactions.

Publisher (P)Client (C)
Subscriber A (Sa)

Subscriber B (Sb)

Figure 4.1: Inter-component communication example. [SE17]

Let us have a look at an illustrative example with four components as depicted
by the diagram in Figure 4.1 that shows components and their interfaces using
ball-and-socket notation. Component P provides two distinct services (indi-
cated by the balls) and acts as a server for the client C and both subscriber
components Sa and Sb. Interaction between components is best illustrated
by sequence diagrams, which show the components’ threads, their activities
(vertical boxes) and their communication (arrows) in sequentialised form. An
exemplary sequence diagram for our example is shown in Figure 4.2. The client
C calls the publishing service of P, which stores the given data and notifies Sa
and Sb simultaneously. Sa and Sb are triggered by the notification and will call
P to query the current data.
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There are several observations to be made in this example: First, there are three
different types of arrows, which indicate different communication mechanisms.
The solid arrows reflect call-return communication as in a RPC in which a client
calls the server (triangular arrow tip) and waits for the server’s reply (open arrow
tip). In this example, this involves three activities (two at the client and one
at the server) which constitute a single transaction (indicated by the colours).
There cannot be any branches or forks within a transaction, but transactions
can be nested, e.g. component P might call another server. The dashed arrows
reflect fire-and-forget communication in which a thread sends out a notification
or a message to another thread (or multiple threads) but continues with its own
execution.

C P Sa Sb

C1

Cp

C2

Sa1

Sap

Sa2

C1’

Sb1

Sbp

Sb2

C1’

Cp’

C2’

report(data)

return notify

query()

return data

notify

query()

return data

report(data)

return

Figure 4.2: Sequence diagram for Figure 4.1

Furthermore, communication enforces a particular order between the activities
also known as precedence relations. For instance, within a single transaction,
activities have a fixed order without interleaving or self-preemption, i.e. the
transaction must be completed before it (or any other activity of the involved
components) can start again. Notifications, on the other hand, have a weaker
notion of precedence as they not only permit parallel branches but also allow
the notifying transaction to continue and start again before the notified trans-
action completed (cf. Figure 4.2). More formally, let me introduce the terms
strict precedence and weak precedence to distinguish this behaviour. For this
purpose, we first need a definition of traces.
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Definition 4.1.1: Traces

In general, a trace σ is a particular sequence of events that occured (can
occur) between any two points of a system’s lifetime. The event type(s)
considered in a trace further specify the type of a trace: An activation
trace contains the activation events of all tasks/threads. A termination
trace contains the termination events of all tasks/threads. A termination
trace can be regarded as an execution trace describing a sequence of
complete task/thread executions if the trace starts at a point in time
when no activation events are pending, i.e. at an idle state of the system.

Definition 4.1.2: Precedence

An activity a is a predecessor of b if, in every execution trace σ, the
number of executions of b (i.e. |σ(b)|) is bounded from above by the
executions of a as follows:

∀σ : |σ(b)| ≤ |σ(a)|

Definition 4.1.3: Strict Precedence

An activity a is a strict predecessor of b if Definition 4.1.2 holds and, in
every execution trace σ, the number of executions of b is bounded from
below by the executions of a as follows:

∀σ : |σ(a)|−1 ≤ |σ(b)|
This implies that a and b can only execute alternately.

Definition 4.1.4: Weak Precedence

An activity a is a weak predecessor of b if Definition 4.1.2 holds but a is
not a strict predecessor of b.

The second category of effects results from scheduling techniques that proved
practical and efficient in microkernels. The kernel schedules threads depending
on their state. The very basic states of a thread are ready and waiting. A ready
thread can be executed at any point in time that is determined by the scheduling
policy. During its execution it can emit signals to other threads for the sake
of communication (e.g. to perform RPC). If a waiting thread is awaiting this
signal, it will transition to the ready state, handle the signal, and – once finished
– let the kernel know that it awaits the next signal. In our example, the (single-
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threaded) component P is providing services to C, Sa and Sb and thus waiting
for the corresponding signals most of the time. However, if it is already servicing
a RPC from Sa, e.g., and Sb also initiates its RPC to P, P will first finish the call
from Sa before it starts with the call from Sb. In other words, the RPC from Sb is
blocked by the RPC from Sa.
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Figure 4.3: Comparison of priority inheritance/ceiling strategies for syn-
chronous client-server communication.

Both, the transactional semantics of RPCs and the potential sharing of servers
by multiple clients, can lead to priority-inversion effects. Let us assume, that we
want to employ priority-driven scheduling in our example. Ideally, the progress
of C and its transaction should not be impeded by any lower-priority thread.
However, if the server runs on a lower priority than C, medium priority threads
could interfere while the transaction sojourns in P. In order to prevent this,
the server could be assigned a fixed ceiling priority, i.e. the maximum priority
among all potential clients. A more flexible option is to execute the server on
the priority (or more abstract: the scheduling context [LWVH12]) of the current
client (donation) and thereby perform priority inheritance [SRL90]. However,
when considering the blocking effect from above, priority inversion can still
occur when a high-priority client is blocked by a low-priority client. Therefore,
the server should not only inherit the priority of the client for which it currently
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executes but also incorporate the priorities of all waiting clients (helping) to
employ a complete priority inheritance protocol. This concept is known in the
microkernel domain as donation and helping [HH01], [SWH05], [SBK10] or
thread migration [Par10] where it is also applied for other scheduling policies.
Most modern real-time oriented microkernels implement such a type of priority
inheritance across synchronous client-server communication (e.g. Fiasco.OC,
NOVA, QNX Neutrino, seL4 MCS). Nevertheless, (asynchronous) notifications
between threads also lead to precedence relations but typically do not come
with a priority-inheritance scheme.

For illustration, let us assume we have two clients that both perform a call to a
server A and a server B. Figure 4.3 depicts the resulting task chains and their
priorities (1 being the highest priority). The server activities are C12, C22, C14

and C24 whereas the remaining tasks relate to client activities. The activities
that belong to the same server are enclosed in orange-shaded boxes. In case
of a priority-donation scheme both chains execute on their own priority as
they donate their priority to the servers. Despite the visual separation, C12 and
C14 may need to wait for C22 or C24 respectively as these belong to the same
(non re-entrant) servers. Yet, as these activities execute on a lower priority
there is priority inversion. This is mitigated by adding the helping mechanism
that temporarily boosts the priorities of C22 and C24 in case a higher-priority
client wants to call the same server. Thus, donation and helping establishes
a complete priority-inheritance scheme. Alternatively, one can apply priority
ceiling by statically assigning each server the maximum priority among all
potential clients. Figure 4.3 illustrates that, in this case, the lower-priority chains
will use varying priorities. This may lead to more complex interference patterns
with other chains that run on priorities between the low client priority and the
high server priority. Without priority ceiling or priority inheritance, i.e. when
priorities are assigned to threads arbitrarily, the priority structure within the
chains can even get more complex and the absence of priority inversion is not
guaranteed as I will show later in the this chapter.

4.2 Related work

In this section, I review the related work w.r.t. two interrelated aspects: com-
putational models and (worst-case) response-time analyses for priority-based
scheduling. The simplest way of modelling a real-time system is by assuming in-
dependent periodic tasks in which tasks are periodically activated without any
interactions. Every Ti , a task τi is activated and releases a job with a Bounded
Execution Time (BET) Ci . The job will complete at the latest once the scheduler
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has executed it for Ci time. A real-time task also has a relative deadline Di ,
which specifies that every job must finish within Di after it has been released.
Deadlines can be constrained (Di < Ti ), implicit (Di = Ti ), or arbitrary. Jobs will
be scheduled according to a certain scheduling policy. Most common in real-
time systems are Earliest Deadline First (EDF), Static Priority Preemptive (SPP),
and Static Priority Non-Preemptive (SPNP). In fixed priority-based scheduling,
each task will be assigned a fixed/static priority πi . In SPNP, a higher-priority
tasks can never preempt the execution of a lower-priority task and must thus
wait for its completion. Many RTAs are based on the busy-window (or busy-
period) approach, which is common and intuitive for static-priority scheduling.
It was first applied to independent periodic tasks with implicit deadlines [JP86]
and later extended to arbitrary deadlines [Leh90] as well as SPNP scheduling
[DBBL07]. A task’s busy period denotes the longest time it may take to complete
a job (of the task under analysis) under worst-case interference from other
tasks. The worst-case is constructed by assuming all tasks are activated as early
as possible, which is known as critical instant scenario [LL73]. As the critical
instant restricts the analysis to worst-case assumptions of job arrivals, the busy-
window approach can be easily extended to periodic tasks with activation jitters
Ji and to sporadic tasks with minimum inter-arrival times Ti . More details on
the busy-window approach and its generalisations [SRIE08] will be given in
Section 4.3.2.

There is a large body of research when it comes to more complex computational
models and their corresponding RTAs. Here, I will distinguish three academic
developments. The first development focuses on improving the task-internal
modelling, for instance by modelling a task by a sequence of frames (multi-
frame model) to accommodate for varying execution needs of the task [MC97].
It was later generalized to the Generalized Multiframe (GMF) model [BCGM99],
[TMNLM10] that allows varying release distance between frames. More sophis-
ticated models describe a task as a graph of subtasks [SEGY11]. The subtasks
are activated according to the precedence relations expressed by the graph
and will be executed with the same priority. Such graph-based task models
for uniprocessor systems have been studied by [SY15]. A common model that
allows subtasks to execute on different processors is the sporadic Directed
Acyclic Graph (DAG) model [BBM+12], which allows a holistic analysis of ho-
mogeneous multiprocessor systems for SPP [FNNP16] and SPNP [CBNB18].
Although the sporadic DAG model is commonly applied as an abstraction
(e.g. in Linux), it does consider tasks as monolithic (parallel) implementations
with only internal precedence relations, hence it does not capture interactions
and precedence relations between tasks. The sporadic DAG model has been
further extended to cover conditional branches [Bar15].
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The second development focuses on expressing precedence relations between
tasks (with different priorities), e.g. due to signalling and communication,
by a task graph. The task graph can be sequential, tree-shaped [GGH00],
a DAG [HE05] or even cyclic [KHB16], [JPTY08]. We can differentiate three
methodologies for analysing such task graphs: offset-based, compositional and
precedence-oriented approaches. Offset-based analyses express correlations
between task activations by their activation offsets. Note, that although off-
sets can be used to describe task dependencies there is a slight difference to
precedence relations. While offsets express correlations between tasks activa-
tions, precedence expresses the correlation between completion and activation.
Nevertheless, offsets refine the critical instant scenario and thereby reduce the
pessimism of the analysis as task activations are not assumed independent.
Offset-based analyses have been first introduced by [Tin94] for uniprocessor
systems and later extended to dynamic offsets and multiprocessors [PGH98].
Further extensions focused on tree-shaped tasks [GGH00], [Red04], [HE05],
[HE06]. Compositional analyses are based on event-model abstractions that
model task dependencies as event streams that propagate through the (dis-
tributed) system. A task is thus considered as a separate component that is
activated by its input event model and that produces an output event model
by its own depending on the task’s completion. The task dependencies there-
fore define a weak precedence as in Definition 4.1.4. An event model captures
the worst-case and best-case event arrival by lower and upper bounds. Out-
put event models are calculated from the corresponding input event model
and the result of a task-level analysis (e.g. by adding jitter to the input event
model). As task analyses and output event models are mutually dependent,
a compositional analysis therefore consists in fixed-point iterations of task-
level analyses and event-model propagations until convergence is reached
[JPTY08], [SDI+08]. End-to-end latencies are calculated by summing up the
response times of all involved tasks or by applying more sophisticated ap-
proaches [SE09]. There are two main approaches that fall into this category:
CPA [HHJ+05],[HAE17] and Modular Performance Analysis (MPA) [WMT05].
CPA applies a generalised busy-period approach [Leh90] with event-model
propagation [SRIE08], whereas MPA makes use of Real-Time Calculus (RTC),
which bases on Network Calculus (NC) [LBT01]. Compositional approaches
have their strength in the analysis of distributed and heterogeneous systems
as a consequence of their event-model abstraction. Furthermore, state of the
art CPA and MPA support arbitrary activation patterns that are described by
distance functions (cf. Definition 4.3.7) or arrival curves (cf. Definition 4.3.8).
These curves allow a more exact description of non-periodic activation patterns
than a parametrised description by period and jitter or by minimum distance.
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Moreover, they enable modelling transient overload scenarios. On the other
hand, compositional analyses tend to be more pessimistic for chained tasks
as context information is lost by the abstraction or must be explicitly added
to the event models, e.g. by adding activation offsets to describe correlations
between event streams [HHJ+05], [RE10]. Precedence-oriented analyses ex-
plicitly consider task precedence relations in the RTA. The first work [HKL91]
(later generalised in [HKL94]) focused on periodic, sequential chains of tasks
with strict precedence and leverages the priority patterns within the chains
to improve interference assumptions between chains (i.e. task graph compo-
nents). Weak precedence relations have also been exploited in the scope of
offset-based analyses for sequential [PH99], tree-shaped [Red04] and cyclic
[KHB16] task graphs. Own preliminary work [SE16] extended the generalised
busy-period approach to sequential task chains thereby providing a RTA either
for asynchronous (purely weak precedence) or synchronous (purely strict prece-
dence) chains. This work was later generalised in [SE17] to allow tree-shaped
chains and mixed precedence relations within each chain. Table 4.1 provides
an overview of the mentioned related work w.r.t. the task graph structure and
precedence semantics (dependency model), the internal task model, the ac-
tivation model (arbitrary or parametrised, i.e. period/jitter/offset/minimum
distance) whether the model’s scope includes multiple processors (M), the
exploitation of precedence relations within or between tasks (P), as well as
whether interference between task-graph components is leveraged (I).

Table 4.1: Comparison of computation models and analysis properties used
by related and preliminary work.

Work Dependency
model

Internal
model

Act.
model

M P I

[JP86] independent BET param. no no n/a

[Leh90] independent BET param. no no n/a

[BCGM99],
[TMNLM10]

independent GMF arbitrary no no n/a

[SEGY11] independent digraph arbitrary no intra n/a

[BBM+12] independent DAG param. yes intra n/a

[FNNP16],
[BBW16]

independent DAG param. yes intra n/a

[Bar15] independent C-DAG param. yes intra n/a
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Work Dependency
model

Internal
model

Act.
model

M P I

[Tin94] sequential
(weak)

BET param. no no no

[PGH98] sequential
(weak)

BET param. yes no no

[PH99] sequential
(weak)

BET param. yes inter yes

[Red04] tree shaped
(weak)

BET param. yes inter yes

[GGH00],
[HE05],
[HE06]

tree shaped
(weak)

BET param. yes no no

[KHB16] cyclic (weak) BET param. yes inter no

[HHJ+05],
[WMT05],
[HAE17]

DAG (weak) BET arbitrary no no no

[HKL91],
[HKL94]

sequential
(strict)

BET param. no inter yes

[SE16] sequential
(weak or

strict)

BET arbitrary no inter yes

[SE17] tree shaped
(weak+strict)

BET arbitrary no inter yes

The third development is concerned with blocking from mutual-exclusively
accessed shared resources. The model assumptions are a) that shared resources
can be locked by multiple tasks using semaphores or spin locks, b) that locks
are released on task completion at the latest, and c) that locks are not nested.
Blocking with priority inheritance is well-understood since the 1990s [SRL90].
Its worst case can be estimated by adding a simple blocking term for the longest
critical section to the busy period [ABR+93]. For more complex scenarios and
protocols, analyses must cover interference from priority inversion [YWB15].
Computational complexity is further increased when nested locks are consid-
ered [WB14], [BBW16].
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4.3 Generalised response-time analysis for task
chains

In this section, I will develop an RTA for task chains that result from commu-
nicating threads as introduced in Section 4.1. The communication between
threads results in a chaining of thread activities (tasks) so that a single thread
is typically involved at different positions in a chain. This analysis particularly
addresses the differences between strict and weak precedence between tasks.
Moreover, it allows for varying priority patterns within the chains (i.e. not mono-
tonically increasing or decreasing). These priority patterns result from the fact
that priorities are assigned per thread. The tasks in a chain thus inherit the
thread priority. This leads to complex interference patterns between multiple
chains as each task can be preempted by different tasks of another chain and
vice versa.

For this analysis, I will first introduce a generalised Task-Chain Model (TCM)
that explicitly captures precedence semantics and scheduling mechanics
(i.e. donation, thread migration). In Section 4.3.2, a general RTA will be
developed for this model.

4.3.1 Task-chain model

The TCM not only captures the precedence between thread activities but shall
also provide answers to the following questions:

What is the scheduled entity? – As the OS does not schedule the modelled tasks
but the threads from which they originate, tasks must be associated with their
thread or, more generally, their scheduling context.

When can threads be re-entered? – A thread can only be entered at the points
where it waits for communication events because we can assume that the thread
control block stored in the kernel only holds a single program counter and a
single address space. In other words, a thread cannot preempt itself, hence its
tasks will block each other.

We therefore notice, that there is a duality of threads: A thread not only repre-
sents a scheduling context that is selected by the scheduler but also an execution
context that identifies the state with which a preempted thread is resumed. As
we have seen in Section 4.1, the scheduling context of a task can be different
from its execution context in case of donation and helping. Hence, both rela-
tions must be included in the model. The focus of the TCM is to capture only
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scheduling mechanisms without making assumptions about how scheduling
decisions are made (i.e. scheduling policy) and is defined as follows1.

Definition 4.3.1: Task-chain model

A task-chain model is a graph G = (Vt ,Ve ,Vs , At , Ae ,Es ) with

• three disjoint sets of vertices: set of tasks Vt , set of execution
contexts Ve and set of scheduling contexts Vs

• and three disjoint sets of arcs/edges: At , Ae , Es

that contains the following sub graphs:

1. The directed acyclic task graph Gt = (Vt , At ), which describes the
workload to be scheduled and its precedence relations.

2. The bipartite directed allocation graph Ge = (Vt ,Ve , Ae ), which
describes the allocation of execution contexts by tasks.

3. The bipartite mapping graph Gs = (Vt ,Vs ,Es ), which describes
the mapping of tasks to scheduling contexts.

Figure 4.4 depicts the TCM that results from the sequence diagram in Figure 4.2.
The tasks τ11, τ12, τ13 represent the transaction between C and P (green) while
τ21, τ22, τ23 and τ31, τ32, τ33 correspond to the transaction from Sa to P and
Sb to P respectively (orange and violet). Note, that the activities of P are repre-
sented by three different tasks: τ12, τ22 and τ32.

The task graph is a directed acyclic graph which describes the precedence
relations between tasks τi ∈ Vt . More precisely, At denotes the set of arcs
as ordered pairs (τi ,τ j ) ∈ At ⊂ Vt ×Vt such that a job of a task τ j is released
once a job of τi completed. As long as τi is the only task that activates τ j ,
Definition 4.1.2 holds between the tasks. In Figure 4.4, the strict and weak
precedence relations are indicated by solid and dashed arrows respectively.
The precedence semantics are implicitly specified by the allocation graph as
explained below. Based on the task graph, we can thus identify successors and
predecessors as follows2.

1cf. Definition 3.1 in [SE17]
2cf. Definition 3.2 in [SE17]
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Figure 4.4: Task-chain model of Figure 4.2. [SE17]

Definition 4.3.2: Successors and predecessors

The direct successors and predecessors of a task τi are defined by:

succ(τi ) = {τ j |∃(τi ,τ j ) ∈ At }

pred(τi ) = {τ j |∃(τ j ,τi ) ∈ At }

Furthermore, let succ∗(τi ) (or pred∗(τi )) denote the set of directly or
indirectly connected tasks τ j reachable from τi (or vice versa).

The allocation graph describes how tasks require exclusive access to a thread.
The set of arcs Ae connect tasks with execution contexts (or vice versa), i.e. Ae ⊆
Vt ×Ve ∪Ve ×Vt . An incoming arc (τi , v) ∈ Ae to an execution context denotes
that the execution context is allocated by the connected task and not released on
completion (e.g. between τ11 and C in Figure 4.4). An outgoing arc (v,τi ) ∈ Ae ,
on the other hand, indicates the release of the execution context after the task’s
execution finished (e.g. between τ12 and P).
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Definition 4.3.3: Use of execution contexts

For a job of τi to be started, every execution context v for which
∃{τi , v} ∈ Ee with Ee = {{τi , v}|(τi , v) ∈ Ae ∨ (v,τi ) ∈ Ae } must be exclu-
sively available. An execution context is available if it has already been
allocated by the task’s direct predecessor or if no other task is currently
using the execution context.

A valid allocation graph must adhere to two invariants: (1) A task allocating
an execution context must have exactly one direct successor that either also
allocates or releases the same execution context. (2) A task allocating an exe-
cution context must have a direct or indirect successor that releases the same
execution context.

Invariant (1) becomes most relevant when a task has multiple direct successors
as it is the case for τ12 in Figure 4.4. The task is allocating C and releasing P ,
thus the invariant only applies to C . As the allocation cannot be passed over
to multiple direct successors, only one of them (τ13) can (and must) allocate
or release C . While (1) ensures that the allocated execution context is passed
over to one direct successor, invariant (2) ensures that an allocated execution
context is released at some stage.

More formally, these conditions are described as follows:

∀τi ∈Vt , (τi , v) ∈ Ae : ∃=1τ j ∈ succ(τi ) : (τ j , v) ∈ Ae ∨ (v,τ j ) ∈ Ae

(4.1)

∀τi ∈Vt , (τi , v) ∈ Ae : ∃ τ j ∈ succ∗(τi ) : (v,τ j ) ∈ Ae

(4.2)

Based on the allocation graph, we can determine whether a precedence relation
is strict or weak3.

Lemma 4.3.4: Strict precedence

An arc (τi ,τ j ) ∈ At is classified as strict precedence according to Defini-
tion 4.1.3 iff τi and τ j use the same execution context, i.e.:

∃v ∈Ve : ∃(τi , v) ∈ Ae ∧ ∃{τ j , v} ∈ Ee

3cf. Definition 3.3. in [SE17]
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Proof 4.3.5:
Let us have a look at any point in time where a job of τi was just com-
pleted. By Definition 4.3.3, any future job of τi cannot be started before
v was released. Because v is not released on completion ((τi , v) ∈ Ae ),
it is released by a τk ∈ {τ j }∪ succ∗(τ j ). Hence, τi can only execute as
often as τk plus one, i.e. Definition 4.1.3 applies.

�

Definition 4.3.6

Let strsucc(τi )/strpred(τi ) denote the set of direct strict succes-
sors/predecessors of τi according to Lemma 4.3.4 with |strsucc(τi )| ≤
1 and |strpred(τi )| ≤ 1. Analogously to Definition 4.3.2, let
strpred∗(τi )/strsucc∗(τi ) further be the set of indirectly strictly con-
nected tasks (including directly connected tasks).

Note, that assuming there is at most one direct strict successor is reasonable
because strict precedence results from RPCs which can only be performed
sequentially. On the other hand, if the same RPC is performed by multiple
threads, there will be distinct tasks in the TCM for every call (cf. τ11, τ21 and τ31

in Figure 4.4).

In Figure 4.4, strict precedence exists between τ11, τ12 and τ13. Note, that τ12,
which represents a callee task in P, still allocates the execution context C and
additionally uses P which is, however, released upon the task’s completion. The
context C is eventually released after τ13. On the other hand, neither τ21 nor τ31

are strict successors as they do not use any already allocated execution context
from τ12 (emphasised by the dashed arrows).

The mapping graph describes the unique mapping of tasks to scheduling
contexts. We refer to the edges e ∈ Es as unordered pairs {τi , v} with τi ∈ Vt

and v ∈ Vs . As the mapping is unique there is only one edge for every task,
i.e. ∀τi ∈ Vt : ∃1{τi , v} ∈ Es . A task which is mapped to a different scheduling
context than its direct predecessor must typically wait for an invocation of the
scheduler and the decision to be scheduled. Figure 4.4 shows the TCM for a
donation scheme, which results in the callee tasks being mapped to the same
scheduling context as the caller.

In order to perform a RTA, the TCM is parametrised as follows: Every task τi

has a Best-Case Execution Time (BCET) C−
i and WCET C+

i . Furthermore, every
root task τr with pred(τr ) =; is associated with a pair of arrival curves η(∆t)
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(cf. Definition 4.3.8). The static scheduling priorities are provided by a function
π : Vs →N. Here, π(a) >π(b) means that a has a lower priority than b.

Before proceeding with the task-chain RTA in the next section, I want to add a
few comments to the model that I presented in this section. First, the model
explicitly describes the donation of scheduling contexts during RPC. However,
it does not address helping of waiting clients, which must be handled by the
analysis as it occurs as a race condition. Second, the TCM is similar to the
MAST model [GGPD01]. In MAST, operations correspond to tasks, scheduling
servers to scheduling contexts and shared resources to execution contexts. The
main difference is that operations always acquire a shared resource on start
and release it on completion, i.e. shared resources cannot be kept allocated
across scheduling server boundaries. This is in conflict with τ12 from Figure 4.4,
which keeps C allocated but activates τ31 and τ21 which are mapped to differ-
ent scheduling contexts. The MAST tool4 implements several analyses, most
importantly the offset-based analysis with precedence relations from [Red04]
as well as the analysis from [HKL94].

4.3.2 Task-chain analysis

In the following sections, I will develop a RTA for task chains applicable to the
previously introduced TCM. Based on the concepts of CPA as summarised in
Section 4.3.2.1, I will first introduce the task-chain busy period as a foundation
of the RTA that I present in Section 4.3.2.3 and Section 4.3.2.4.

4.3.2.1 Compositional Performance Analysis

CPA is a response-time analysis technique with a focus on distributed systems
in which tasks have precedence relations. It was first published in [HHJ+05]
and received various extensions over the years. A recent overview and summary
is provided in [HAE17]. The analysis bases on the level-i busy period for SPP
scheduling from [Leh90] and generalises this concept to achieve composition-
ality. The level-i busy period determines the time interval a processing resource
(CPU) is busy executing the jobs of the task(s) on priority i and higher. It starts
and ends with the resource being idle w.r.t. priority i , i.e. there are no pending
jobs with priority i or higher. The longest level-i busy period is constructed
by starting with a critical instant, which is the situation that creates the worst
interference and thus the longest busy period.

4https://mast.unican.es
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CPA uses event-model interfaces as an abstraction to deal with precedence
relations between tasks. An event model describes the worst-case and best-case
pattern of the activation (or termination) events of a task. The event model thus
serves as an upper and lower bound to any possible activation/termination
trace. In CPA, event models are defined by their minimum and maximum
distance functions5.

Definition 4.3.7: Minimum and maximum distance function

The minimum time distance δ−i and maximum time distance δ+i are
defined as functions δ−i ,δ+i :N0 →R+

0 that specify the minimum (resp.
maximum) time distance between any n consecutive activation events
of τi . For mathematical convenience, both functions are defined as
zero for n < 2.

CPA also makes use of event-arrival functions, which are pseudo inverse of the
distance functions6.

Definition 4.3.8: Maximum and minimum event-arrival functions

The maximum event-arrival η+i and minimum event-arrival η−i are de-
fined as functions η+i ,η−i : R+

0 → N0 that specify the maximum (resp.
minimum) number of activation events of τi in any half-open time
interval [t , t +∆t). The functions can be computed from the distance
functions of τi :

η+i (∆t ) = max
n≥1

{n|δ−i (n) <∆t }

η−i (∆t ) = min
n≥0

{n|δ+i (n +2) >∆t }

For notational convenience, I denote the pair of distance and event-arrival
function by δi and ηi respectively. I will further use δ̃i and η̃i to refer to the
event model for the termination events of τi .

CPA generalises the level-i busy period by introducing the multiple-activation
scheduling horizon and multiple-activation processing time7.

5cf. Definition 2 in [Die16]
6cf. Definitions 1&3 in [Die16]
7cf. Definitions 8-11 in [Die16]
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Definition 4.3.9: Multiple-activation scheduling horizon

The q-activation scheduling horizon Si (q) denotes the maximum length
∆t of any half-open interval from [t , t +∆t ) that starts with the arrival
of the first job of τi (of a sequence of q consecutive activations) and
ends at the (not included) point in time when a theoretical q + 1-st
activation of τi could be served for an infinitesimal amount of time
ε. The scheduling horizon only needs to be considered for q ≤ q+

i =
min{q ≥ 1|Si (q) < δ−i (q +1)}. In other words, the (q+

i +1)-st activation
is the first activation after q = 1 that arrives outside the scheduling
horizon of its predecessor.

Definition 4.3.10: Multiple-activation processing time

The q-activation processing time Bi (q) denotes the maximum length
∆t of any time interval that starts with the arrival of the first job of
τi and ends at the termination of the q-th job for any sequence of q
consecutive activations of τi with ∀q : Si (q −1) ≥ δ−i (q).

Note, that Bi (q) < Si (q) is implied by these definitions. Furthermore, q+
i defines

the stopping condition for the analysis as, by definition, it is the smallest value
which does not satisfy Si (q) ≥ δ−i (q +1). Hence, Bi (q+

i ) defines the level-i busy
period, which captures the Worst-Case Response Time (WCRT) behaviour of τi .
More precisely, as Bi (q ≤ q+

i ) defines the termination time of every individual
job, the WCRT is found among all q as follows8.

Definition 4.3.11: Worst-case response time

The worst-case response time R+
i of a task τi is found among its q-

activation processing times:

R+
i = max q ≤ q+

i (Bi (q)−δ−i (q))

The differentiation between processing time and scheduling horizon is required
to deal with deferred execution, which occurs in non-preemptive scheduling
for instance as depicted in Figure 4.5. In this case, the execution of a higher-
priority job of τh can be deferred by the q-th job of τi , i.e. they can only be
scheduled after the q-th job of τi terminated. In Figure 4.5, this occurs for
the second and fourth job of τh . A misconception is that, once the q-th job of

8cf. Lemma 3.2 in [Sch11]
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τi terminated, the busy period ends (as in Definition 4.3.10). However, if the
deferred job of τh may impact the q +1-st activation of τi , which is defined by
Si , the scope of its busy period (i.e. the scheduling horizon) must be extended
to include this case. Hence, in Figure 4.5, the busy period does not end with
Bi (1) because the second job of τi arrives within Si (1). Still, the multiple-
activation processing time is relevant for calculating the response time of τi

for which the multiple-activation scheduling horizon could be too pessimistic.
Such deference effects are easily neglected as happened for SPNP scheduling
[DBBL07] and self-suspending tasks [CNH+19].

τh

τi

CPU τh τi τh τh τi τh

Bi (1)

Si (1)

Bi (2)

Si (2)

Figure 4.5: Deferred execution of τh increases the scheduling horizon of τi .

SPP scheduling is a special case as deferred execution cannot occur. The busy
period of SPP is self-contained in the sense that all jobs of priority i or higher
that arrived during the busy period are also terminated by the end of the busy
period. In consequence, Si and Bi are identical in the case of SPP scheduling
and computed by Eq. 4.3 [HAE17] in which hp(i ) denotes the indices of the
tasks with higher (or equal) priority than τi .

Si (q) = Bi (q) = q ·C+
i +

∑
j∈hp(i )

C+
j ·η+j (Bi (q)) (4.3)

The last building block of CPA is its iterative analysis that deals with precedence
relations on a system-level scope as illustrated in Figure 4.6. In the beginning of
the analysis, only the event models of root tasks (i.e. tasks without predecessors)
are known. Event models of the remaining task are optimistically initialised
with the activation model of their predecessor. Based on this information,
the busy period is computed for every task in the system. From the results,
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termination event models are calculated and propagated to the successor tasks
to refine their activation event models and perform another iteration. The
analysis terminates if either convergence of event models (i.e. a global fixed
point) was reached or if non-schedulability was detected. A path analysis can
be attached for computing end-to-end latencies along a chain of tasks [SE09].

System Model Environment Model

Activation Event Models

Local
Resource Analysis

Event Model
Propagation

Termination Event Models

Convergence or
Non-Schedulability?

Path Analysis

No

Figure 4.6: The system-level analysis of CPA iteratively executes local busy-
period analyses and event-model propagations until convergence or non-
schedulability is reached.

Termination event models can be computed based on the multiple activation
processing time according to Theorem 1 and Theorem 3 in [SRIE08]:

δ̃−i (n) =max(0, min
k≤q+

i

{δ−i (n +k −1)−Bi (k)}+C−
i ) (4.4)

δ̃+i (n) = max
k≤q+

i

{δ+i (n −k +1)+Bi (k)}−C−
i (4.5)

In CPA, tasks can have multiple successors and/or predecessors. The first
case is called a fork and results in the termination event model propagated
to all successors. The latter case is called a join for which there exists two
common semantics: the AND-join that expresses synchronisation and the
OR-join that expresses aggregation. Joined-event models can be computed
by maximum/minimum and summation as shown in [Jer05]. Furthermore, in
[TSAE15], multiplexing and demultiplexing semantics have been explored in
the scope of CPA.

The drawback of the standard CPA approach is that event-model propagation
obfuscates correlations between tasks with precedence relations and may lead
to pessimistic results. This does not significantly affect highly-distributed sys-
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tems at which CPA was originally targeted. For instance, in classic automotive
systems a single processing resource (or ECU) is reasonably abstracted by a set
of independent tasks. Precedence relations thus only exist between tasks of
different processing resources in which case the event-model abstraction is a
reasonable approach to achieve compositionality. However, with a shift towards
modern architectures that host complex and layered/modularised application
software, precedence relations also occur between tasks of the same processing
resource. As I will show in Section 4.4, CPA becomes significantly pessimistic in
this case. A solution for this is presented in the following sections and bases on
the idea of performing the busy-period analysis on the level of task chains.

4.3.2.2 Task-chain Busy Period

The number of event-model propagations in CPA becomes a bottleneck in the
analysis of large task graphs as it a) potentially increases the number of analysis
iterations (to reach convergence) and b) applies pessimistic abstractions that
disregard precedence relations. The concept of a task-chain busy period hence
tries to omit event-model propagations between tasks where possible. Con-
sequently, event-model propagation should only be necessary between tasks
on different processing resources as depicted in Figure 4.7. More fine-grained
decompositions are also possible if the analysis puts further restrictions on task
chains (e.g. by not including forks or joins). In this section, I provide the nec-
essary definitions to adapt the concept of scheduling horizon and processing
time to entire task chains. First, we need a definition of task chains and for the
decomposition of a task graph into task chains.

Resource 1 Resource 2

τ11 τ12 τ13 τ21

τ22τ31τ32

δ1

δ̃3

δ̃1 = δ2

δ̃2 = δ3

task chains

Figure 4.7: A distributed processing chain is split into three task chains for
the analysis. Event model propagation is used between the task chains.
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Definition 4.3.12: Task chain

A task chain Ta within a model G is a set of tasks τi ∈ Vt that build a
sequence in Gt such that

∃1τs ∈Ta : pred(τs )∩Ta =;
∀τk ∈Ta \ {τs } : pred(τk )∩Ta 6= ;

The activation event model of Ta is denoted by δa .

Note, that Definition 4.3.12 allows task chains with a single task.

When a task chain Ta is activated (according to its δa), a job is released for
every τi ∈Ta according to the tasks’ precedence relations. The termination of
Ta is defined as the termination of the last task in the chain.

Definition 4.3.13: Task-chain decomposition

A task-chain decomposition T of a model G is a set of task chains such
that every task τi ∈Vt belongs to at least one taskchain, i.e.:⋃

Ta∈T
{τi |τi ∈Ta} =Vt

Having defined what a task chain is and how a task graph is decomposed to
allow a RTA on the level of task chains, we can now redefine the scheduling
horizon and multiple-event processing time. Differences in Definition 4.3.14 to
Definition 4.3.9 are underlined.

Definition 4.3.14: Task-chain scheduling horizon

The q-activation scheduling horizon Sc
a(q) of task chain Ta denotes the

maximum length ∆t of any half-open interval from [t , t +∆t ) that starts
with the arrival of the first jobs of Ta (of a sequence of q consecutive ac-
tivations) and ends at the (not included) point in time when every job of
a theoretical q+1-st activation of Ta could be served for an infinitesimal
amount of time ε. The scheduling horizon only needs to be considered
for q ≤ q+

a = min{q ≥ 1|Sc
a(q) < δ−a (q +1)}.

By definition, at the end of Sc
a(q), (at least) q jobs have been completed for every

τi ∈Ta . Differences in Definition 4.3.15 to Definition 4.3.10 are underlined.
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Definition 4.3.15: Task-chain processing time

The q-activation processing time B c
a(q) denotes the maximum length∆t

of any time interval that starts with the arrival of the first jobs of Ta and
ends at the termination of the q-th activation of Ta for any sequence of
q consecutive activations of Ta with ∀q : Sc

i (q −1) ≥ δ−a (q).

As a prerequisite to the following sections, we also need a definition of higher-
priority tasks w.r.t. a chain under analysis as well as a framework for the calcu-
lation of Sc

a and B c
a .

Definition 4.3.16: Higher-priority tasks

Let H i denote the set of higher or equal-priority tasks of τi . The higher
or equal-priority tasks of a task chain Ta is defined as:

H c
a = {τ j ∉Ta |∃τi ∈Ta : τ j ∈H i }

Conversely, the set of lower-priority tasks of Ta is denoted by L c
a =

{τ j ∉H c
a ∪Ta}.

This framework for calculating Sc
a and B c

a builds upon the observation that
different bounds for the number of executions are applicable depending on
whether a task is considered as self-interfering (τi ∈ Ta), as independent in-
terferer (τ j ∈ Ia), or a as deferred interferer (τk ∈ Da). In addition to the
η+j -functions that bound the number of activations within a certain time win-

dow, two additional bounds are introduced: functions ϑi :N→N and constants
nk ∈N.

Definition 4.3.17

The maximum number of executions of a τk ∈ Ta within the q-event
scheduling horizion Sc

a(q) or processing time B c
a(q) is bounded from

above by ϑS
i (q) or ϑB

i (q) respectively.

Definition 4.3.18

The maximum number of executions of a τi ∈ Da within the q-event
scheduling horizion Sc

a(q) or processing time B c
a(q) is bounded from

above by nS
k or nB

k respectively.
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Definition 4.3.19

Sc
a and B c

a are calculated by the following framework:

Sc
a(q) =

∑
τi∈Ta

C+
i ·ϑS

i (q)+
∑

τ j ∈Ia

C+
j ·η+j (Sc

a(q))+
∑

τk∈Da

C+
k ·nS

k

B c
a(q) =

∑
τi∈Ta

C+
i ·ϑB

i (q)+
∑

τ j ∈Ia

C+
j ·η+j (B c

a(q))+
∑

τk∈Da

C+
k ·nB

k

with Ia ∩Da =; and Ia ∪Da =H c
a .

In order to apply this framework, we thus need to classify the tasks into the
categories Ta , Ia and Da , and derive the corresponding bounds ϑi , η+j , and

nk . As a first approximation, both formulas can be simplified to resemble
Eq. 4.3 if we assume Da = ;, ϑB

i (q) = ϑS
i (q) = q for the last task in Ta and

ϑB
i (q) = ϑS

i (q) = η+a (Sc
a(q)) for the remaining tasks. In this case, however, all

interfering tasks would be considered as single-task “chains” and only Ta as an
actual chain with multiple tasks.

The following sections show how to exploit precedence relations to reduce the
bounds on the scheduling time and processing time by allowing Da 6= ; (and
provide nB

k and nS
k ) and by improving ϑS

i (q) and ϑB
i (q).

Section 4.3.2.3 focuses on independent task chains that either use strict or weak
precedence. Section 4.3.2.4 extends this to allow blocking between chains and
mixed precedence semantics.

4.3.2.3 Analysis of independent chains with uniform precedence relations

This section is largely based on own preliminary work [SE16] with additions
from [HQH+17] and [HKL91]. For the moment, let us assume Sc

a = B c
a (which

implies ϑS
i = ϑB

i = ϑi ), as this is always a safe (but potentially pessimistic)
assumption. I will later show that this is a reasonable assumption.

First, let us define the restrictions on the task-chain decomposition for this
section. In addition to Definition 4.3.13, the decomposition must satisfy the
following rules:

• Each chain must contain only strict or only weak precedence relations.
The set of strict-precedence chains is denoted Tstrict and the set of weak-
precedence chains is denoted Tweak with T = Tstrict ∪Tweak. Conse-
quently, Definition 4.1.3 or Definition 4.1.4 holds for the first and last task
of each chain.
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• There is no strict precedence relation between tasks of different chains.
• Only the first task of a chain may have multiple predecessors (i.e. Defini-

tion 4.1.2 holds for tasks within a chain).
• Only the last task of a chain may have multiple successors.
• Every task belongs to exactly one chain.
• No execution context must be used by tasks of different chains.

Note, if no such decomposition exists for a given G , the analysis presented in
this section cannot be applied. The last rule particularly excludes blocking
effects between tasks and allows us to leverage the following property.

Lemma 4.3.20

Any task τL with a lower priority than a task τH will never execute if
there is a pending job of τH . Furthermore, if τL is a direct or indirect
predecessor of τH , they also satisfy the definition of strict precedence
as in Definition 4.1.3.

Proof 4.3.21:
As we are considering SPP scheduling without blocking or self-
suspensions, τH will always be preferred over τL . More precisely, there
is no mechanism that can block or suspend the execution of τH and
thereby allow τL to execute before every pending job of τH terminated.
In case τL is a predecessor of τH in the sense of Definition 4.1.2, the
latter can execute at most as often as τL . As τL never executes if there is
a pending job of τH , the executions of both tasks will always alternate
and therefore satisfy our definition of strict precedence.

�

Next, let us have a look at the first term in Definition 4.3.19, which uses ϑi to
bound the self-interference of the task chain under analysis.

Definition 4.3.22

Let τL denote the last task with the lowest priority within Ta . Then, let
T head

a ⊂ Ta be the subset of tasks that are predecessors of τL and let
T tail

a =Ta \T head
a .
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Theorem 4.3.23

The self-interference of any Ta ∈T is bounded by:

ϑi (q) =
{

max(η+i (Sc
a(q)), q) ∀τi ∈T head

a

q ∀τi ∈T tail
a

Proof 4.3.24:
Let τe be the last task of Ta . Following Definition 4.1.2, τe executes
at most as often as its predecessor. The scheduling horizon will thus
end between the q-th and the (not including) q +1-st execution of τe ,
i.e. ϑe (q) = q and ϑi (q) ≥ q ∀τi ∈Ta : τi 6= τe . There can be additional
activations of the chain which are bounded by η+i (Sc

a(q)). For T tail
a ,

which contains τL and its successors, Lemma 4.3.20 holds so that the
q +1-st job of τL (and all τi ∈T tail

a ) will never execute before the q-th
job of τe terminated, hence ϑi (q) = q∀τi ∈T tail

a .
�

Theorem 4.3.25

The self-interference of any Ta ∈Tstrict is bounded by ϑi (q) = q ∀τi ∈
Ta .

Proof 4.3.26:
Let τs be the first task and τe the last task of Ta . We recapitulate that
Definition 4.1.3 holds between τs and τe . Thus, any trace with q −1
executions of τe can have at most q executions of τs . Hence, any q+1-st
job of the chain can only be served when τe finished its q-th execution.

�

As mentioned in the previous section, Ta is potentially interfered by all τi ∈H c
a

as it is assumed for the SPP analysis of CPA. However, due to the precedence
relations and varying priority structures within the chains, some interference
can be safely excluded. For this purpose, the interfering task chains can be de-
scribed as arbitrary sequences of higher and lower-priority segments [HKL91].
We denote these segments as H segments and L segments respectively. L seg-
ments can never be executed during the busy period as a consequence of the
SPP scheduling. Only chains with H segments need to be considered in the
busy period. If the chain has no L segment, all tasks stay in Ia , hence these
chains are not addressed in the following considerations. The remaining chains
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have at least one L segment. These chains Tb can have a single H segment
(T HL

b ⊂Tb) at the beginning of the chain, multiple H segments in the middle

(T LHL
b ⊂ P (Tb)9) and a single H segment at the end (T LH

b ⊂Tb).

First, Lemma 4.3.20 also applies to segments, which leads to Corollary 4.3.27
and Corollary 4.3.28.

Corollary 4.3.27

An L segment will never execute if there is any pending H segment.

Corollary 4.3.28

Two executions of an H segment with a preceding L segment are always
separated by the execution of this L segment.

With these, we can already bound the middle and tail segments.

Lemma 4.3.29

For every Tb 6=Ta , each middle segment in T LHL
b and the tail segment

T LH
b can at most execute once within the busy period of Ta .

Proof 4.3.30:
Without loss of generality, let x be any middle or tail segment. By
definition, x has a preceding L segment, which cannot execute within
the busy period. Consequently, x can only execute if it was ready at the
very start of the busy period. According to Corollary 4.3.28, there can
only be one pending execution of such an H segment at a time.

�

Consequently, every segment x ∈T D =⋃
Tb 6=Ta T LHL

b ∪{T LH
b } only needs to be

considered with ni ≤ 1 executions within the busy period of Ta . This implies
T D ⊆Da .

Lemma 4.3.31

Only one middle or tail segment of all Tb 6=Ta can execute within the
busy period of Ta

9P(X) denotes the power set of X.

104



4.3. GENERALISED RESPONSE-TIME ANALYSIS FOR TASK CHAINS

Proof 4.3.32:
The proof is by contradiction. Let there be two H segments with a
preceding L segment that execute within the busy period. By definition,
their preceding L segments must both have executed at any point in
time before the busy period. This contradicts Corollary 4.3.27.

�

Theorem 4.3.33

The interference from all middle and tail segments that belong to any
Tb 6=Ta is bounded by:

max
x∈T D

|x| with |x| =
∑
τi∈x

C+
i

Proof 4.3.34:
Follows from Lemma 4.3.29 and Lemma 4.3.31.

�

Let the segment for which the interference is maximised according to Theo-
rem 4.3.33 be denoted as the critical segment T crit = argmaxx∈T D |x|.

Corollary 4.3.35

The number of interfering jobs from tasks in T D is bounded as follows:

∀τi ∈T D : τi ∈Da and ni =
{

1 if τi ∈T crit

0 else

Next, let us consider the interference from head segments. Remember, that the
number of interfering jobs of every higher-priority task in Tb is bounded from
above by η+b . For all Tb ∈Tstrict with Tb 6=Ta , we can improve on this bound.

Theorem 4.3.36

Every head segment of Tb ∈Tstrict can execute at most once within the
busy period.
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Proof 4.3.37:
According to Definition 4.1.3, T HL

b may execute at most once more

than any of its strict successors. As T HL
b has a succeeding L segment,

which cannot execute during the busy period, the number of execu-
tions of T HL

b within the busy period is bounded by 1.
�

Corollary 4.3.38

The number of interfering jobs from tasks in T HL
b for Tb ∈ Tstrict is

bounded as follows:

∀Tb ∈Tstrict ,∀τi ∈T HL
b : τi ∈Da and ni = 1

With the above considerations, we can concretise the formula for the scheduling
horizon as follows.

Theorem 4.3.39

For independent task chains with uniform precedence relations, the
scheduling horizon is calculated by the following formula:

Sc
a(q) =

∑
τi∈Ta∩Tstrict

C+
i ·q

+
∑

τi∈T tail
a ∩Tweak

C+
i ·q

+
∑

τi∈T head
a ∩Tweak

C+
i ·max(η+i (Sc

a(q)), q)

+
∑

τ j ∈T H

C+
j ·η+j (Sc

a(q))

+
∑

τk∈T HL∩Tweak

C+
k ·η+k (Sc

a(q))

+
∑

τk∈T crit

C+
k

+
∑

τk∈T HL∩Tstrict

C+
k

Proof 4.3.40:
The first line follows from Theorem 4.3.25. The second and third line
follow from Theorem 4.3.23. The fourth and fifth line address the
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higher-priority chains and the head segments of weak-precedence
chains respectively. The sixth line follows from Corollary 4.3.35 and the
seventh line from Corollary 4.3.38.

�

As mentioned at the beginning of this section, I further want to show that
B c

a = Sc
a .

Theorem 4.3.41

There are no pending higher-priority jobs after the termination of the
q-th job of the last task τe in the chain under analysis Ta , hence B c

a = Sc
a .

Proof 4.3.42:
For τe to execute, there must be no pending higher-priority job. Any
higher-priority job that arrives during the execution of τe will preempt
the latter. Consequently, after the termination of the q-th job of τe a
q +1-st activation of Ta could be served for an infinitesimal amount of
time.

�

Note, that [HKL91] considers additional corner cases for strict-precedence
chains, e.g., that either a middle or a head segment of the same chain can
execute within the busy period. However, these considerations require an
additional candidate search to find the worst-case interference. As we regard
the analysis in this section merely as a prerequisite for more complex scenarios
addressed in the following section, I omit further refinements.

4.3.2.4 Analysis of chains with mixed precedence relations and blocking

There are two limiting factors that impede the application of the analysis from
Section 4.3.2.3 to more complex scenarios as shown in Figure 4.4. Most obvi-
ously, there are blocking effects between tasks that are part of different transac-
tions but that share the same execution context (τ12, τ22 and τ32 in Figure 4.4).
Moreover, even for scenarios without these blocking effects, the task graph
structure alone renders the analysis inefficient. The reason for this is that
a decomposition must be found that ensures uniform precedence relations
within each chain and thereby leads to rather short chains disregarding many
precedence relations. Ideally, we could decompose the example from Figure 4.4
into three chains of maximum length: [τ11,τ12,τ13], [τ11,τ12,τ31,τ32,τ33] and
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[τ11,τ12,τ21,τ22,τ23]. This requires considering mixed precedence relations,
forks and shared services that lead to blocking effects between chains. As
already mentioned, the blocking effects are different from conventional shared-
resource blocking as execution contexts are held across tasks and even schedul-
ing contexts. Many of the considerations in this section have already been
addressed by own preliminary work [SE17], which, however, took a computa-
tionally expensive analysis approach as I will show in Section 4.4.

We first need to relax the restrictions on the task-chain decomposition such
that, in addition to Definition 4.3.13, the decomposition must only satisfy the
following rules:

• There must not be any task with a strict predecessor that is not in the
same chain.

• Only the first task of a chain may have multiple predecessors (i.e. Defini-
tion 4.1.2 holds for tasks within a chain).

The first rule is not a practical restriction: As a task can only have a single
strict predecessor, a decomposition satisfying this rule can always be found
by extending the chain to include the strict predecessors. For the second rule,
on the other hand, the task graph might need to be split into several shorter
chains.

In contrast to Section 4.3.2.3, we therefore face a few differences in assumptions:

• Definition 4.1.3 or Definition 4.1.4 does not necessarily hold between the
first and the last task of a chain any more.

• Any task can have multiple successors, i.e. forks are allowed.
• Tasks can be in multiple chains (but every task has a single activation

event model).
• Tasks can block each other since they may share execution contexts.

Blocking is caused by the fact that, irrespective of their scheduling priorities,
started tasks may be required to terminate before other tasks can be started be-
cause they use the same execution context (cf. Definition 4.3.3). Two important
aspects must be kept in mind w.r.t. this kind of blocking. First, the allocation of
execution contexts can be nested, which may lead to indirect blocking. Indirect
blocking takes place if one of the tasks that block the chain under analysis is
subject to blocking via another execution context. I therefore introduce a recur-
sive definition of potential blockers. Note, that strict predecessors/successors
cannot block each other.
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Definition 4.3.43: Potential blockers

Let B(A,B) denote the set of tasks τ j ∉ A that can (directly or indirectly)
block any τi ∈ B on account of shared execution contexts:

B(A,B) = {τ j ∉ A|∃τi ∈ (B ∪B(A,B)) \C (τ j ) : Ve (τ j )∩Ve (τi ) 6= ;}

with C (τ j ) = {τ j } ∪ strpred∗(τ j ) ∪ strsucc∗(τ j ) and Ve (τk ) = {e ∈
Ve |{τk ,e} ∈ Ee }.

Every task that can potentially block the execution of any task within the busy
period can be conservatively considered as lower-priority blockers.

Corollary 4.3.44

The conservative set of lower-priority blockers Ba of Ta is computed
by Ba =B(H c

a ∪Ta ,H c
a ∪Ta)

The second aspect is the possibility of priority inversion, which occurs if a
blocker is preempted by tasks that have lower priorities than the chain under
analysis. As these effects can be mitigated by priority-inheritance schemes,
we will look at the priority-inversion case and the priority-inheritance case
separately.

Analysis under priority inversion In order to take additional interference on
account of priority inversion into account, we divide all tasks τ j ∉Ta into four
disjoint sets: H c

a , M c
a , L c

a and Ba .

Definition 4.3.45

Given H c
a and Ba as defined in Definition 4.3.16 and Corollary 4.3.44,

the set of medium-priority tasks M c
a that can execute in the busy win-

dow on account of priority inversion is given by:

M c
a = {τ j ∉Ta |∃τi ∈Ba : τ j ∈H i }

Furthermore, the set of lower-priority tasks L c
a contains all tasks that

are not in the previously mentioned sets, i.e. L c
a = {τ j ∉ H c

a ∪M c
a ∪

Ba ∪Ta}.

Effectively, Definition 4.3.45 lowers the priority level that must be considered
for the busy period of Ta . As in Section 4.3.2.3, L c

a contains only tasks that can
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never execute within the busy period as they run on a lower priority than any
other task. This allows us to formulate the counterpart to Lemma 4.3.20.

Lemma 4.3.46

Any task τL ∈ L c
a will never execute if there is a pending job of τH ∈

H c
a ∪M c

a ∪Ba ∪Ta . Furthermore, if τL is a direct or indirect prede-
cessor of τH , they also satisfy the definition of strict precedence as in
Definition 4.1.3.

Proof 4.3.47:
As τH can only be blocked, preempted or suspended by a task in
H c

a ∪M c
a ∪Ba ∪Ta , it will always be preferred over τL . In case τL

is a predecessor of τH in the sense of Definition 4.1.2, the latter can
execute at most as often as τL . As τL never executes if there is a pend-
ing job of τH , the executions of both tasks will always alternate and
therefore satisfy our definition of strict precedence.

�

Again, let us first have a look at the self-interference before analysing the inter-
ference between chains. As the chain may consist of multiple weak or strict-
precedence segments, Theorem 4.3.25 is only applicable if the chain ends with
a strict-precedence segment. Furthermore, the argumentation from Theo-
rem 4.3.23, does only hold if we can determine a task τL that divides the chain
into T head

a and T tail
a such that Definition 4.1.3 holds between τL and all other

tasks of T tail
a even if blocking effects are taken into consideration.

Lemma 4.3.48

Let τL denote the last task with the lowest priority within Ta , and let
T ∗

a = (succ∗(τL)\strsucc∗(τL))∩Ta denote the successors of τL that are
not strict successors. If further B(T ∗

a ,T ∗
a )∩ strpred∗(τL) =;, τL will

never execute if there is a pending job of any τi ∈ succ∗(τL)∩Ta .

Proof 4.3.49:
As a consequence of strict precedence, τL will never execute if there
is a pending τi ∈ strsucc∗(τL). Furthermore, according to the priority-
based scheduling, any τH ∈T ∗

a will always be preferred over τL unless
blocking effects require a deviation from this policy. More precisely,
the execution of a τH can be (directly or indirectly) blocked by any
τB ∈B(T ∗

a ,T ∗
a ). Only if the blocker τB is also a strict predecessor of
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τL , it may require the execution of τL to release the execution context
that is required by τH .

�

With Lemma 4.3.48, we can redefine T head
a and T tail

a (cf. Definition 4.3.22)
such that Theorem 4.3.23 becomes applicable.

Definition 4.3.50

If Ta ends with a strict-precedence segment and there is no τL before
the last strict-precedence segment for which Lemma 4.3.48 is applicable,
let T head

a = pred∗(τS )∩Ta where τS is the first task of the last strict-
precedence segment. If such a τL exists, let T head

a = pred∗(τL)∩Ta .
Otherwise, T head

a =Ta . As above, T tail
a =Ta \T head

a .

Theorem 4.3.51

Theorem 4.3.23 also holds if T head
a and T tail

a follow Definition 4.3.50
instead of Definition 4.3.22.

Proof 4.3.52:
Theorem 4.3.23 bases on Definition 4.1.2 (which always holds between
τi ∈ Ta) and Lemma 4.3.20, which implies that Definition 4.1.3 also
holds between a low priority task and a higher priority successor.
T tail

a 6= ; either starts with τS or τL . In case of τS , Definition 4.1.3
holds between the first and the last task of T tail

a by definition. In case
of τL , Lemma 4.3.20 is replaced by Lemma 4.3.48, which establishes
Definition 4.1.3 between τL and the last task of T tail

a while including
the blocking aspect.

�

Let us now consider the interference between Ta and other task chains. As
a consequence of Lemma 4.3.46, we can also apply a segmentation into L
segments that comprise τi ∈ L c

a and H segments that comprise τi ∈ H c
a ∪

M c
a ∪Ba . LetTstrict only contain the purely strict-precedence chains andTweak

all other chains, Corollary 4.3.27 to Theorem 4.3.39 also apply here. The only
remaining difference in the assumptions is that tasks can be in multiple chains
and thus in multiple segments. For instance, the same task τi can be in a T HL

as well as in T LH as long as τi does not have multiple predecessors. In this
case, τi can be greedily assigned to Da as it provides the better bound.
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Although it appears pessimistic to assume blockers τB ∈ Ba may always ex-
ecute in the busy period, an analysis to further bound the interference from
blockers can get arbitrarily complex. Figure 4.8 illustrates a couple of exam-
ples for blocking effects between task chains. It depicts nine priority levels
1-9 with 1 being the highest priority and three execution contexts e1, e2 and
e3. The arrows between the activities on the different priority levels denote
strict precedence relations. For the execution contexts, the priority of the first
activity that acquired the context is shown. e1 is shared between 2 and 5, e2

is shared between priorities 6, 7 and 8, and e3 is shared between 1 and 3. The
chain under analysis, Ta , executes on 1 and 2. First, Ta is blocked waiting
for e1 to be released from 5, which allocated e1 before the arrival of Ta . The
task chain experiences direct blocking from 5 and 6 as a strict successor of 5.
Furthermore, as 6 requires e2, which is blocked by 7, the latter indirectly blocks
Ta . Moreover, as 5, 6 and 7 execute on lower priorities than Ta , the arriving
activity on 4 will also be scheduled. In the second blocking phase, the activity
from Ta on priority 2 is blocked waiting for e3 to be released by 1. As a strict
successor of 1 executes on priority 8, the chain is also blocked by 8. During this
time, the arriving activity on priority 7 is also served. In summary, the figure
illustrates that every task that shares an execution context with any other task
in the busy period of Ta will potentially be scheduled under certain conditions.
Moreover, multiple jobs of these blocking tasks may even be served. Only the
task on priority 9, which has a lower priority than all the potential blockers, will
never execute in Ta ’s busy period.

Analysis under priority inheritance (with donation and helping) Priority in-
version can, e.g., be prevented by ensuring that the blocking task is executed
on at least the priority of the blocked task. For the following considerations,
let us assume a priority-inheritance scheme based on donation and helping,
i.e. strict successors inherit the priority of their predecessor (scheduling-context
donation) and tasks waiting for an execution context to become available will
immediately raise the priority of the blocking tasks (helping). I will therefore
use the term priority inheritance synonymously for donation and helping of
scheduling priorities10. Note, that donation is visible in the TCM in which
strictly preceding tasks will be mapped to the same scheduling context such
that H c

a will always contain the strict successors of higher-priority tasks as well.

Figure 4.9 shows the same activation sequence from above under a priority-
inheritance scheme, i.e. the blocking task will be scheduled on the priority of

10This chapter does not include any considerations of time slices, which are, however, also part of
the donation and helping scheme in Fiasco.OC for instance. Time slices become relevant if multiple
scheduling contexts are assigned to the same priority.
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Figure 4.8: Blocking examples under priority inversion during busy period
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the blocked task and, similarly, a strict successor will execute on the priority of
its predecessor. The donation becomes apparent in the figure as the activities
on priorities 3, 6 and 8 have been moved to the priorities of their respective
strict predecessors. Similarly, helping occurs for the activities on priorities
5 and 7. Normally, these execute on their respective priorities but as soon
as Ta is activated on priority 2 and requires e1, the priority of all direct and
indirect blockers is raised. Consequently, we observe that all activations on
lower priorities than Ta that arrive during its busy period will only be served
after the completion of Ta . In other words, M c

a =; and lower-priority blocking
can only occur once for every blocker.

In contrast to the priority-inversion case, τB ∈ Ba do not execute on a fixed
priority any more. Particularly, we cannot easily conclude that τB will always
have a lower or higher priority than any other task. Nevertheless, let us establish
a few general propositions for these tasks before bounding the self-interference
and inter-chain interference.

Lemma 4.3.53

No τB ∈Ba for which strpred∗(τB ) =; can start its execution within the
busy period of Ta , i.e. in order to be scheduled within the busy period
it must have started its execution before.

Proof 4.3.54:
The proof is by contradiction. Assume τB is scheduled within the busy
period and has not started its execution before. τB is either scheduled
on account of its own priority or helping. The former contradicts the
definition of Ba , i.e. τB ∉ Ta ∪H c

a . For helping to occur, τB must
have allocated an execution context that is required by any other task
required to be scheduled within the busy period. However, to allocate
this execution context in the first place, τB must be started on its own
priority, which does not occur within the busy period of Ta .

�

Theorem 4.3.55

Under priority inheritance, any task τB ∈Ba can at most execute once
within the busy period of Ta .
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Proof 4.3.56:
For τB with strpred∗(τB ) =;, this directly follows from Lemma 4.3.53.
During the busy period, the remaining τB with strpred∗(τB ) 6= ; can
only be scheduled on account of helping, which either occurs if itself or
one of its strict predecessors started before the busy period. Every τB

with strpred∗(τB ) 6= ; has a strict predecessor τP with strpred∗(τP ) =;.
τP ∉ Ta as this is forbidden by the task-chain decomposition. Fur-
thermore, τP ∉H c

a as τP would then be assigned to the higher-priority
scheduling context as a consequence of donation. Hence, τP ∈Ba∪L c

a
which implies that τP never starts its execution during the busy window
of Ta . Together with Definition 4.1.3, we can therefore infer that every
τB ∈Ba can at most execute once within the busy period of Ta .

�

Lemma 4.3.57

A task τB ∈Ba that has no strict predecessors will never start its execu-
tion if there is a pending job of any τH ∈ H c

a . Furthermore, if τB is a
direct or indirect predecessor of τH , they also satisfy the definition of
strict precedence as in Definition 4.1.3.

Proof 4.3.58:
The first part follows from Lemma 4.3.53. The second part is argued as
in Lemma 4.3.20.

�

Let us first consider the self-interference of Ta . As above, we want to split Ta

into T head
a and T tail

a such that Definition 4.1.3 holds between the first and the
last task of T tail

a .

Lemma 4.3.59

Let τL denote the last task with the lowest priority within Ta that has
no strict predecessor. τL will never execute if there is a pending job of
any τi ∈ succ∗(τL)∩Ta .

Proof 4.3.60:
Let us assume there are pending jobs of τi . τL will never start its
execution because all τi either have a higher priority or are a strict
successor of τL . Hence, there can only be a partial execution of τL

115



CHAPTER 4. INTEGRATION UNDER LATENCY CONSTRAINTS

which must have started its execution at a point in time when there
were no pending jobs of τi . In this case, however, τi are not activated
before the completion of τL , which is their predecessor.

�

On account of the scheduling-context donation scheme, strict-precedence
segments will execute on the same priority, hence a τL will always exist. With
Lemma 4.3.59, we can redefine T head

a and T tail
a such that Theorem 4.3.23

becomes applicable.

Definition 4.3.61

Let T head
a = pred∗(τL)∩Ta with τL defined according to Lemma 4.3.59.

As above, T tail
a =Ta \T head

a .

For inter-chain interference, we conservatively assume that every τB ∈ Ba

started its execution before the arrival of Ta . Recapitulate that our segmenta-
tion into H and L segments from Section 4.3.2.3 had the effect that the inter-
ference from middle and tail segments could be bounded by one execution.
According to Theorem 4.3.55 the same holds for τB . Hence, there is no benefit
in distinguishing τB from τH ∈H c

a if τB has a predecessor in L c
a . We thus split

the interfering chains Tb 6= Ta into H, L and B segments as follows. First, L
segments are determined by L c

a . Up to the first L segment in each chain, H and
B segments can occur arbitrarily depending on whether the tasks are in H c

a or
in Ba respectively. After the first L segment, H segments are determined by the
tasks in H c

a ∪Ba .

This segmentation leaves middle and tail segments that comprise only tasks in
H c

a ∪Ba . Consequently, Corollary 4.3.27 to Corollary 4.3.35 also hold, leaving
only a critical segment T crit ⊆ D as interference from the middle and tail
segments. The segments at the beginning of the chains can be an arbitrary
sequence of H and B. As a consequence of Theorem 4.3.55 and Lemma 4.3.57,
every B segment and its succeeding H segments can execute at most once. We
denote the first H segment as T HL,HB

b and the remaining tasks (before the first

L segment) as T BH
b .

With this, we can expand Definition 4.3.14. As above, let Tstrict only contain the
purely strict-precedence chains and Tweak all other chains.
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Corollary 4.3.62

Under priority inheritance, the scheduling horizon is calculated by the
following formula:

Sc
a(q) =

∑
τi∈T tail

a

C+
i ·q

+
∑

τi∈T head
a

C+
i ·max(η+i (Sc

a(q)), q)

+
∑

τ j ∈T H

C+
j ·η+j (Sc

a(q))

+
∑

τk∈T HL,HB∩Tweak

C+
k ·η+k (Sc

a(q))

+
∑

τk∈T HL,HB∩Tstrict

C+
k

+
∑

τk∈T crit

C+
k

+
∑

τk∈T BH

C+
k

In both cases, under priority inversion and priority inheritance, B c
a may be

shorter than Sc
a . The observation is that any interferer that requires an execution

context from the last (strict-precedence) segment of Ta will be delayed until Ta

completed its current activation. This can be used to reduce the interference
from tasks that are not already bounded by a single execution, i.e. T H

a and
T HL

a (for priority inversion) or T HL,HB
a (for priority inheritance). Let T last be

the last strict-precedence segment of Ta and let e last be the execution context
that is used by the entire segment. Furthermore, let T blocked

a denote all tasks in
T H

a ∪T HL
a (T H

a ∪T HL,HB
a ) that use e last or have a predecessor that uses e last .

The interference from τk ∈ T blocked
a in B c

a(q) is then bounded by η+k (B c
a(q)−∑

τi∈T last
a

C+
i ).

4.3.2.5 Extensions and Limitations

Extensions have been suggested by [HQH+17] who applied the task-chain anal-
ysis in typical worst-case analysis. Moreover, [GPQ+18] improved the original
analysis from [SE16] by formalizing the analysis from [HKL91] and extending
it to weak-precedence chains and arbitrary activation patterns. The authors
also evaluated the precision of the analysis by formulating lower bounds on
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the WCRT and comparing them to the upper bounds to show that the latter
are fairly tight. Yet, a small difference between the analysis of [HKL91] and
[GPQ+18] remains as the former calculates the completion time of chain seg-
ments individually, which allows it to further constrain the upper latency bound
of strict-precedence chains whose last segment has a higher priority than the
other chain segments. Furthermore, [GPQ+18] does not cover chains with
mixed precedence semantics, forks or blocking effects.

Although the analysis presented in the previous section does not explicitly
mention joins within task chains, it is also applicable to fork-join scenarios.
In these scenarios, a task chain may comprise one or multiple forks splitting
the chain into parallel paths that are synchronised at one or multiple AND-
joins. These joins can only have weak predecessors. We can accept task-chain
decompositions that contain joins as long as there are no feedback loops and
the first task of a chain is a common predecessor of all AND-joins in the chain
because the assumption that every task has a single input event model still
holds. Since an AND-join can only execute once all its predecessors completed,
a lower-priority predecessor in any of its incoming paths will still stall the
execution of the AND-join. Because of this, we can look at every path in a
task chain (with its own segmentation into H/L/B segments) independently
and greedily assign tasks to Da . Arbitrary TCMs according to Definition 4.3.1
(including OR-joins), however, require a decomposition that employs event-
model propagation as in conventional CPA (cf. [Jer05], [TSAE15]) at the joins.

Despite the similarity of terminology, the type of task chains considered in the
scope of this thesis do not cover time-triggered communication between tasks
(also known as cause-effect chains). The reader is referred to [SMT+18] for
a compositional approach to the computation of cause-effect chain latency
[BDM+17] which is orthogonal to the task-chain analysis.

4.4 Evaluation

The analysis presented in the previous section has been implemented as an
extension to pyCPA 11. In this section, I will evaluate the analysis and its imple-
mentation w.r.t. its accuracy and scalability.

11https://bitbucket.org/pycpa/
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4.4.1 Accuracy

Before evaluating the accuracy of the presented analysis, let me first summarise
the evaluation results of own preliminary and related work. In [SE16], the anal-
ysis for sequential weak/strict precedence chains was compared against CPA
and the offset-based analysis from [PH99] that is implemented in MAST. In this
comparison, [SE16] demonstrated a significant improvement on the provided
worst-case latency bounds. However, as mentioned before [HKL91]/[HKL94]
provides an accurate analysis tailored for sequential strict precedence chains
that improves over [SE16] for the case of periodic activation patterns. This
has been experimentally evaluated by [GPQ+18] which combined [SE16] and
[HKL91] in order to cover strict and weak precedence with arbitrary activation
patterns. Note, in order to develop the analysis for more complex TCMs, I
presented a refinement of [SE16] in Section 4.3.2.3 that bases on the ideas of
[HKL91]/[HKL94] for strict precedence chains.

Nevertheless, the focus of this work lies on the analysis of more complex TCMs
containing mixed precedence semantics and blocking effects. In this evaluation,
I will therefore use an extension of the motivational example and compare the
accuracy of the following analysis approaches, which can deal with this more
challenging scenario to some extent:

• standard CPA,
• the analysis from [SE17] (short: EMSOFT17),
• the analysis from Section 4.3.2.3 for independent chains with uniform

precedence relations (short: Uniform),
• and the analysis from Section 4.3.2.4 for dependent chains with mixed

precedence relations (short: Mixed).

Although these analyses possess different capabilities w.r.t. what TCMs they
support, they can be rendered comparable to some extent as explained below.

Table 4.2: Use case variants.

allocation/mapping arbitrary prioritites priority inheritance

without shared
execution contexts

usecase usecase_pip

with shared
execution contexts

usecase_block usecase_pip_block
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There are four variants of the use case as detailed in Table 4.2. All variants base
on the same task graph but differ in their allocation and mapping graphs. Since
CPA and Uniform are not aware of blocking on account of shared execution
contexts, we distinguish whether execution contexts can be shared between
different chains. Furthermore, as already mentioned, scheduling contexts
can be assigned to reflect a priority inheritance scheme (e.g. implemented by
donation and helping) or to reflect arbitrary priority assignments, which may
cause priority inversion.

usecase_block
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Figure 4.10: Task-chain model of usecase_block.

The task graph of this use case is an extension of Figure 4.4 with longer chains.
Figure 4.10 depicts the TCM for usecase_block. It comprises three task chains:
Chain 1 from τ11 to τ17, Chain 2 from τ11 to τ25, and Chain 3 from τ31 to τ39.
Chain 1 and Chain 2 are dependent chains (i.e. containing a fork) with mixed
precedence, whereas Chain 3 is only of weak precedence. Chain 2 features a
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nested call (τ21 calls τ22 which calls τ23). All three chains share the execution
context P. Every task has a WCET of 10 time units. τ11 and τ31 are periodically
activated with a period of 2000 and 1000 time units respectively. This adds up
to a utilisation of 15%. The low utilisation enables the analysis with standard
CPA as a high utilisation causes the standard CPA to add up pessimism dur-
ing event-model propagations so that it will not converge in reasonable time.
There are seven scheduling contexts with distinct priorities such that there are
5040 possible priority assignments. The non-blocking variant of usecase_block
is created by splitting the execution context P into three separate execution
contexts (one for each chain).

usecase_pip_block
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Figure 4.11: Task-chain model of usecase_pip_block.

Figure 4.11 shows the variant usecase_pip_block in which scheduling-context
donation is employed between caller and callee. In consequence, there are five
scheduling contexts and thus 120 possible priority assignments. As above, the
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non-blocking variant, i.e. usecase_pip, is constructed by splitting the execution
context P.

Table 4.3: Compatibility of analyses and use-case variants (+/o/- ⇒
fully/partially/not compatible)

Variant CPA EMSOFT17 Uniform Mixed

usecase o + o +

usecase_block - + - +

usecase_pip o + o +

usecase_pip_block - + - +

Table 4.3 summarises the compatibility of the aforementioned analyses with the
use-case variants. Mixed and EMSOFT17 are compatible with all variants. CPA
and Uniform are incompatible with the usecase_block and usecase_pip_block
as already mentioned. Furthermore, they are only partially compatible with the
remaining variants. The reasons for this are that, on the one hand, CPA has no
notion of strict precedence and will therefore produce pessimistic results. On
the other hand, Uniform does not allow forks or mixed precedence relations.
This can typically be solved by decomposing the task graph into independent
and uniform chains. Yet, in this particular case, the strict precedence relation
between τ12 and τ13 prohibits such a decomposition because it is neither al-
lowed to have strict precedence relations between tasks of different chains nor
to have multiple successors for tasks other than the last task of a chain. Nev-
ertheless, we can slightly modify the task graph by changing the predecessor
of τ21 to τ17. The Uniform analysis will thus analyse the chains from τ11 to τ17,
τ21 to τ25, and τ31 to τ39. This is a conservative approximation as long as we are
merely interested in the worst-case latency, because the output event model of
τ17 is worse than that of τ12.

For every priority assignment and variant, CPA delivers worse latency results
than any of the other analyses, whereas Mixed provides the best latency results.
In more detail, Figure 4.12 shows the relative latency improvement between
the different analyses for the three analysed chains of the variant usecase as a
categorical scatter plot. The x-axis shows the compared analyses. For every
analysis there are three strips showing the data points for each chain. Each data
point corresponds to a particular priority assignment and shows the relative
latency of the corresponding chain. A random jitter in the x-direction is used for
placing the data points to better separate single data points from clusters. The
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Figure 4.12: Results of usecase.

relative latency is computed by dividing the corresponding latency results of two
different analyses as indicated on the x-axis. The improvement by Mixed over
CPA is significant (between 0.08 and 0.35) for all chains. Interestingly, Uniform
already achieves comparably tight results for Chain 1 and Chain 3 where it
calculates the same latencies than Mixed in 3420 and 4032 cases respectively.
As expected, it is always pessimistic for Chain 2 because of the (conservatively)
modified model. EMSOFT17 delivers worse results than Uniform for Chain 1
and Chain 3, but achieves lower latencies for Chain 2. Still, the latency results
of EMSOFT17 remain higher than those of Mixed (2160 cases for Chain 2). The
main reason for this is that EMSOFT17 is not aware of critical segments and
thus effectively considers all H segments as deferred interferers. The same holds
for usecase_block, in which we can observe the same improvement between
Mixed and EMSOFT17.

Figure 4.13 shows the relative latency improvement for the variant usecase_pip.
Qualitatively, the results are similar to those of usecase with a single exception:
Uniform, Mixed and EMSOFT17 always calculate the same results for Chain
3. As a consequence of priority inheritance, the strict precedence segments of
Chain 1 and Chain 2 are executing on the same priority. Hence, when analysing
Chain 3, there is no segmentation of Chain 1 or Chain 2 so that these chains are
entirely considered as higher or lower priority tasks. For Chain 1 and Chain 2,
on the other hand, Mixed improves over EMSOFT17 in 50 and 60 assignments
respectively. Note, that there are 120 priority assignments in total.

When we compare the results of Mixed and EMSOFT17 on usecase_pip_block in
Figure 4.14, we observe that there are 96 assignments in which Mixed provides
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Figure 4.13: Results of usecase_pip.

better results for Chain 1, 72 assignments for Chain 2, and 48 assignments for
Chain 3. The additional improvement compared to usecase_pip is explained by
the fact that EMSOFT17 does not make any special considerations for τi ∈T BH .
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Figure 4.14: Results of usecase_pip_block.

4.4.2 Scalability

For the purpose of testing the scalability, I evaluate how the analyses deal with
differently complex scenarios. The complexity of the TCM can increase the
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analysis time and render the analysis results more pessimistic. If the busy
period is computed based on pessimistic assumptions, the fixed point iteration
might not converge and the analysed system is considered unschedulable.

For a systematic evaluation, I randomly generated a variety of TCMs with differ-
ent parameters. The parameters are the number of chains, the length of each
chain, the call depth (nesting), the branching factor, the sharing level and the
processor utilisation. The call depth refers to the nesting of client-server calls,
i.e. a value of 0 denotes there are no client-server transactions and thus only
weak precedence relations, whereas a value of 2 specifies that a called server
typically calls another server before returning to the callee. The branching
factor specifies the number of parallel paths that are created for a fork. For a
branching factor of 3, a fork that produces three different paths will be inserted
at a randomly selected position in a sequential chain. A branching factor of
1 results in sequential task chains. Note, that the number of chains refers to
the total number of distinct paths in the generated TCM, i.e. the number of
chains must be a multiple of the branching factor. The sharing level specifies
how many different chain segments can share the same execution context.

After determining the structure of a synthesised model, the activation patterns
and WCETs are determined as follows such that the target utilisation is achieved.
First, an activation period is randomly generated between 1000 and 10000 time
units for every root task and a relative jitter of 0.1 the period is set. Both values
are rounded to get a multiple of 10 time units. The WCETs are determined by
first splitting the utilisation equally between the independent trees in the task
graph to calculate the time quantum that is allowed for every activation of the
tree. Secondly, the time quantum is split equally among the tasks in the tree.
After setting the structure and utilisation, 10 different priority assignments are
randomly selected.

With this method, I synthesised four different sets of TCMs with 15120 instances
each. Two sets were synthesised for reflecting priority inheritance and the other
two sets for including priority-inversion effects. Every model was analysed with
CPA, Uniform, EMSOFT17 and Mixed. For CPA and Uniform, a relaxation was
performed by duplicating the shared execution contexts. Note, that this could
render their results optimistic as it ignores any blocking effects. As there are no
deadline constraints, the convergence of the analysis in limited time serves as a
schedulability criterion. The analysis was aborted and the system determined
unschedulable if a q > 50 was reached during computation of the scheduling
horizon. The analysis was also aborted after a time limit of 60s.

Figure 4.15 summarises the number of schedulable (SCHED), unschedulable
(UNSCHED) and timed out (TIMEOUT) models as determined by the different
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Figure 4.15: Summary of analysis results.

analyses. Clearly, CPA was only able to analyse a small fraction of the synthe-
sised models as most analyses reached the limit of q > 50 and others timed
out. This is an expected result as the event-model propagation in CPA quickly
renders the analysis of task chains pessimistic. EMSOFT17 could analyse a large
fraction of models but timed out for a significant number as a consequence
of its computational complexity. Uniform was able to successfully analyse a
few thousand more systems than EMSOFT17. Nevertheless, it is also prone to
adding up pessimism as it applies a more fine-grained task-chain composition
and needs to make use of event-model propagation. The largest fraction could
be analysed by Mixed, which only determined very few systems unschedulable.
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Figure 4.16: Comparison of analysis times.

Figure 4.16 shows a comparison of the analysis time as Tukey box plots in which
the boxes frame the values between the first and third quartile. Furthermore,
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the interquartile range (i.e. the width of the boxes) determines the whiskers:
The lower whisker is drawn at the lowest value that is within 1.5 times the
interquartile range from the first quartile. The upper whisker is drawn at the
highest value that is within 1.5 times the interquartile range from the third
quartile. All other data points are drawn as outliers. Both, CPA and EMSOFT17,
may take a significant amount of time to determine a system schedulable or un-
schedulable. Moreover, EMSOFT17 even shows a longer average analysis time
for unschedulable systems. Uniform is able to reduce the average analysis time
but still shows outliers with up to 60s. A remarkable result is that Mixed has not
only the lowest analysis time on average but never takes longer than a second,
which emphasises the effectiveness of eliminating event-model propagations.

Trying to identify how the analyses are affected by the different model parame-
ters, we now take a closer look at the results. Figure 4.17 shows the schedula-
bility results depending on the utilisation for different parameter values of the
model sets without priority inheritance. Schedulability refers to the fraction
of analysed systems that were determined schedulable. For the parameters
Length, Nesting and Sharing, every data point in the figure summarises 1440
analysed systems (i.e. 144 distinct graphs with 10 priority assignments each).
Note, that all parameter combinations occur in the data set except Number=2
and Branching=4, which are mutually exclusive since the number of chains
must be a multiple of the branching factor. Thus, for the parameters Number
and Branching, the data set is not equally split, i.e. for Number=2 and Branch-
ing=4 every data point corresponds to 1080 analyses systems. This leaves 1620
systems for each data point in the remaining graphs.

Looking at Figure 4.17, we can make a couple of observations. First, CPA is very
sensitive to increasing the utilisation so that the analysis becomes unable to
converge in most cases. As expected, the convergence of CPA is most affected
by the length of the chains as the event-model propagation causes pessimistic
approximations. Since CPA neglects shared execution contexts and does not
distinguish between weak and strict precedence, the Sharing and Nesting pa-
rameters have no effect. Moreover, the number of chains in the system does
not change the schedulability results of CPA, however, a small effect can be
observed for the branching factor. Although branching decreases the number
of total tasks in the system, it likely increases the number of tasks with a similar
activation period. In consequence, the propagated event models tend to be
more pessimistic in CPA.

Second, in most cases, EMSOFT17 is the second worst after CPA but tends to
have better schedulability than Uniform with increasing utilisation. In general,
it is negatively affected by an increasing number of chains, chain length and
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Figure 4.17: Detailed schedulability results for the data set without priority
inheritance.
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call depth, which is caused by the algorithmic complexity that is sensitive to
the number of tasks and strict precedence relations. For the same reason, a
positive effect is observed for a higher branching factor as this reduces the total
number of tasks in the system.

The results for Uniform draw a more interesting picture. With an increasing
number of chains, the schedulability decreases while longer chains improve the
schedulability. The latter is explained by the ability of the analysis to exclude in-
terfering chain segments as a consequence of varying priorities within the chain.
This is supported by the results for priority inheritance depicted in Figure 4.18,
for which varying priorities become rarer and therefore the schedulability is not
affected by the chain length as much. Since Uniform cannot deal with mixed
precedence relations it applies a task-chain decomposition that delivers chains
with either weak or strict precedence relations. Thus, event-model propagation
must be used between the chains. As a higher branching factor will cause more
fine-grained decompositions, it also decreases the schedulability. A similar
effect can be observed for the nesting parameter. For Nesting>0, the schedu-
lability decreases over Nesting=0 because strict precedence is be added to the
chains. The higher nesting parameter, however, the better the schedulability
because it enforces longer strict precedence segments. The sharing parameter
does not show any effects as sharing was eliminated to render the analysis
applicable.

As expected by looking at Figure 4.15, Mixed provides far better results than
the other analyses. More specifically, the schedulability is only affected for
utilizations beyond 95%. In contrast to the other analyses, it is not influenced by
the chain length. There is a small decrease in schedulability if shared execution
contexts come into play since this adds blocking effects. Branching, on the
other hand, has a positive effect which can be explained by the fact that it
allows the analysis to consider the tasks that are shared between chains only
as self-interference. The use of strict precedence improves the schedulability,
however, the difference between Nesting=1 and Nesting=2 does not appear to
be significant.

When priority inheritance is used, the results depicted in Figure 4.18 basically
show the same trends. In general, the overall schedulability improves for Mixed
but worsens for EMSOFT17 and Uniform. Most notably, the effect of shared
execution contexts for Mixed and EMSOFT17 is almost eliminated since it
mitigates priority inversion.
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Figure 4.18: Detailed schedulability results for the data set with priority
inheritance.
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4.5 Summary

Bounded end-to-end latency is a critical requirement in real-time systems.
Worst-case guarantees are typically provided by RTAs that base on a task-graph
model of the system. Yet, existing models and RTA have not taken the explicit
communication into account which is dominant in CBOSs. In this chapter, I
suggested a novel task model that addresses the scheduling effects in CBOSs.
This model introduces the notion of task chains that reflect the nature of interac-
tions between components (or threads). I extended the busy-period approach
for the RTA of single tasks to cover entire task chains and showed how the
concept of a task-chain busy period is integrated into the CPA framework. By
comparing against related and preliminary work in my evaluation, I showed
that this concept significantly improves the analysabilty. The reason for this is
that the analysis on a task-chain level can take interference effects into account
that would be pessimistically approximated by the classic CPA. As a conse-
quence of the precedence relations in task chains and the required event-model
propagations in classic CPA, the pessimism further builds-up so that it quickly
hinders the convergence in CPA. The task-chain analysis, however, reduces the
number of event-model propagations significantly and thus enables the RTA of
complex task graphs.

The presented RTA addresses the general case that task chains can comprise
mixed precedence relations, that weak precedence relations may exist between
chains, and that components can be involved as shared services in multiple
chains. It further eliminates most of the computational complexity of my own
preliminary work [SE17]. The most recent work on task-chain RTA [GPQ+18]
is merely an improvement in accuracy of [SE16] that cannot deal with the
aforementioned general case of task-chain models.

Following the concept of CPA, end-to-end latencies in distributed systems or
for time-triggered communication can still be computed with a subsequent
path analysis [SE09], [BDM+17] that bases on the RTA results.
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Chapter 5

Dealing with model
uncertainty and inaccuracy

Chapter 3 and Chapter 4 have presented methods that resort to an abstract
specification (i.e. a model) of the applications to be integrated and the target
platform. Model-based methods, however, come with the drawback of abstrac-
tion; they can only be as good as the model reflects reality (i.e. the implementa-
tion). In other words, as put by Box and Draper, “all models are wrong, but some
are useful” [BD87]. More precisely, we can distinguish model uncertainty and
model inaccuracy [MSE+18b]. Model uncertainty refers to the fact that some
properties of a model are ambiguous, whereas model inaccuracy originates
from insufficient approximations that incorrectly reflect reality. Both become
particularly problematic if a model-based method is intended to provide assur-
ance of critical requirements such as latency or safety requirements. In this case,
uncertainty and inaccuracy are major obstacles that impede the practicality of
model-based methods as they increase the model/implementation gap. Lee
and Sirjani [LS18] refer to model inaccuracy as faithfulness. A faithful model
is best achieved with an engineering modelling approach in which the model
represents the blueprint of a to-be-built system. Hence, the implementation
is adapted such that it adheres to the model. However, this approach is hardly
feasible when dealing with existing implementations (e.g. OSs). In this case, the
model must be adapted to get an accurate abstraction of the pre-existing system.
For instance, I have shown in Chapter 4 how the existing task-graph models
for real-time systems are modified to better reflect the scheduling effects in
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Component-Based Operating Systems (CBOSs). Nevertheless, inaccuracy and,
especially, uncertainty can often not be fully eliminated.

For instance, when it comes to real-time systems, there is the question who pro-
vides and even guarantees the tasks’ WCET. On the one hand, a measurement-
based estimation of WCETs is inexpensive but conceptually cannot provide hard
guarantees. On the other hand, analytical WCET estimation requires consid-
erable efforts and is an active research area [WEE+08], [KPWF19], [BCDM+20].
Unfortunately, WCET analysis comes with a significant amount of pessimism,
especially when applied to architectures with caches and speculative execu-
tion [WGR+09] or layered software architectures [BCMV19]. In both cases, the
WCETs remain imprecise and therefore add uncertainty to the model. Further-
more, there are implicit assumptions made by an RTA about the behaviour
of the scheduler implementation and incorporated overheads that are often
related to a particular branch or version of the OS kernel. In consequence, the
assumptions made by the RTA may need to be refined after a kernel update.

In this chapter, I investigate runtime monitoring mechanisms for closing the
model/implementation gap w.r.t. real-time properties. These mechanisms
acknowledge the existence of model uncertainty and inaccuracy such as uncer-
tain WCETs, unknown internal behaviour of software components, and volatile
scheduling assumptions. As the intentions of these mechanisms may vary, I
distinguish three categories: detective monitoring, reactive monitoring, and
preventive monitoring. Detective monitoring refers to runtime monitoring as
a detection mechanism only. It is mainly useful for diagnostics that are per-
formed as a background process and enables adaptations to reduce model
uncertainty over a long term. Reactive monitoring is achieved when runtime
monitoring is able to trigger reactive countermeasures within a certain time
after a model violation. It implicitly adapts the model by incorporating the
possibility of model violations. When runtime monitoring is able to prevent
model violations in the first place by enforcing model parameters, we achieve
preventive monitoring. It thereby adapts the implementation to fulfil the model.

In Section 5.2, I present a new budget-based scheduling technique for enforcing
the execution needs of processes and thereby guarantee bounded intereference
between processes. This technique is a lightweight alternative to sporadic-
server scheduling and bases on the idea of event-based replenishment instead
of time-based replenishment. Section 5.3 establishes a monitoring mechanism
for estimating scheduling overheads and extracting execution-time models of
processes at runtime. This extraction not only acts as a substitute for WCET
analysis but can also provide corrective feedback for the Multi-Change Con-
troller (MCC). Both, Section 5.2 and Section 5.3, are largely based on a prelim-
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inary publication [SME19]. In Section 5.4, these mechanisms are augmented
by the concept of temporal exceptions which are immediately triggered in re-
action to latency violations of processing chains. This concept acts as a safety
mechanism as it ensures that latency violations never remain undetected but
are handled in real time.

5.1 Related Work

Runtime monitoring is a wide field and is applied in many application domains
where the particular goals and properties may differ significantly. Here, I will
narrow the scope towards runtime monitoring techniques that perform on-
line supervision of model parameters and performance metrics in contrast
to an offline evaluation of recorded traces. Online monitoring can be further
categorised into inline monitoring and asynchronous monitoring. Inline mon-
itoring always involves instrumentation of the monitored entity and allows a
synchronous evaluation, whereas asynchronous monitoring moves the evalua-
tion to a separate process.

Runtime monitoring (also known as runtime verification) is a long known
(formal) concept for providing assurance in critical domains [CJD91], [JRR94],
[LBAK+98]. For instance, Pike et al. [PWNG13] presented the Copilot language
and compiler for generating monitors in distributed real-time systems. The
generated monitors periodically sample state variables to circumvent changing
the real-time behaviour of the monitored system. The Modelling and Check-
ing (MaC) framework [KVBA+99], [KKL+19] has been developed for the asyn-
chronous monitoring of events expressed by temporal logics. It achieves detec-
tive monitoring to enable predictions and adaptations.

When it comes to the enforcement of real-time properties, i.e. preventive mon-
itoring, Neukirchner et al. have applied inline monitoring for activation pat-
terns of real-time tasks [NMA+12] and workload arrival functions [NAME13].
Ahluwalia et al. [AKPM05] presented an inline approach for monitoring mes-
sage latencies in a component-based real-time system.

To some extent, certain scheduling policies can be considered as preventive
monitoring techniques. For instance, server-based scheduling techniques
[SSL89], [SLS95] employ accounting of consumed execution budgets in order
to adapt and enforce the time that a process is allowed to execute within a given
time interval. When a process requests more processing time than granted by
the server, temporal exceptions can be raised and handled on the application
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level [LMAH18]. The Constant Bandwidth Server (CBS) [AB98] is a similar
technique for EDF scheduled systems.

Many OS kernels already provide functionality for extracting trace data and
performance metrics. Although these are mainly applied for offline monitoring,
they can also be leveraged for asynchronous online monitoring. The QNX Sys-
tem Analysis Toolkit1 allows tracing of kernel calls, scheduling actions, interrupt
handling and process state changes. García-Gordillo et al. [GVS19] have instru-
mented RTEMS2 to extract execution times, response times and inter-arrival
times. For Linux, the Linux Trace Toolkit: next generation (LTTng)3 allows the
instrumentation and aggregation of kernel-level and user-level events [DD08].
Girbal et al. [GLRS18] have instrumented time-critical applications in PikeOS
in order to log timestamps to shared memory in order to extract task response
times. Low-overhead timestamps can be achieved by using performance coun-
ters of the CPU, which typically provide a cycle counter via a special register.

5.2 Enforcement of execution-time curves

As already mentioned, a process that overruns its assumed WCET can have
critical effects on the system’s real-time properties. As it may lead to more
interference on other processes than assumed during RTA, the determined
latency bounds become void. An established mitigation technique of such
overruns is server-based scheduling. A server defines an execution budget B
and a period TR by which a subset of tasks is scheduled. It thereby establishes
a shaping mechanism that allows considering sporadic tasks as periodic. The
simplest server is a periodic server (or polling server), which polls the pending
jobs every TR time units and executes them for at most B time units. In other
words, a job scheduled by a periodic server can be delayed by TR −ε time units
if it becomes ready ε time units after the server polled for pending jobs.

There are two distinguishable aspects of server-based scheduling: On the one
hand, it establishes temporal isolation as it enforces an upper bound on the
interference that a (set of) process(es) can induce on other processes of the
system. On the other hand, it defines a minimum amount of service that a
process is guaranteed to receive. The periodic server clearly has its drawback
regarding the guaranteed service as it depends on the tasks’ activation pattern.

1http://www.qnx.com/developers/docs/7.0.0/index.html#com.qnx.doc.sat/topic/about.html
2https://www.rtems.org
3https://lttng.org/

136



5.2. ENFORCEMENT OF EXECUTION-TIME CURVES

Another concept is the deferrable server [SLS95], which is more flexible in
respect to when the jobs are scheduled. It is implemented by consumption
and replenishment rules for the execution budget. The execution budget of a
deferrable server is replenished every TR , i.e. the servers budget is reset to B . If
a job is executed, it consumes the servers budget. A job can only be scheduled
if its server has any execution budget left. While improving on the guaranteed
service over the periodic server, the deferrable has a significant drawback on
the maximum interference. The reason for this is that a deferrable server may
execute for 2B time units if the entire consumption happens at the end of a
replenishment period TR (just before replenishment) and is continued after
replenishment.

Sporadic-server scheduling [SSL89] has become popular as it straightens out
the drawbacks of periodic and deferrable servers. In contrast to the deferrable
server, a sporadic server does not replenish the entire budget every TR but
replenishes every consumed fraction of execution budget after TR time units.
The result is that a sporadic server can cause at most B time units of interference
within any time window of TR . Furthermore, a process scheduled under a
sporadic server receives B time units of execution budget in total within any
time window of TR . This renders sporadic server scheduling a perfect match to
real-time theory in which the execution need of a process within an arbitrary
time interval is commonly modelled by a Workload Arrival Function (WAF)
[WMT05], [NAME13]. To render server-based scheduling work conserving, it is
often combined with background scheduling that kicks in if none of the ready
jobs has any remaining budget.

Despite its ideal properties in theory, sporadic-server scheduling is very chal-
lenging to put into practice as several implementation defects show [SBWH10],
[FBC10], [SBW11]. One of the substantial implementation challenges is the
potential replenishment fragmentation. Fragmentation occurs if a process
exhibits a bursty behaviour that causes a high number of short consumptions
within a time period shorter than TR . Since the consumptions determine the
points in time when the replenishment must occur, the replenishment will
be fragmented. In practice, however, every replenishment causes a particular
overhead. If the fragmentation cannot be bounded, the total replenishment
overhead is unbounded as well. Current implementations therefore limit the
number of replenishments within TR [SBW11], [LMAH18], which, however,
entails adaptations of the original theory.

In this section, I investigate an alternative replenishment concept that avoids
replenishment fragmentation. It is based on the observation that the processing
need of a process can not only be modelled in the time domain (by WAFs) but
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also in the event domain [WMT05], [QHE12]. This enables replacing the time-
based replenishment with an event-based replenishment.

5.2.1 Scheduling concept

The term execution time model has been coined by [QHE12] and refers to a
function that describes the best-case/worst-case cumulative execution time of
consecutive jobs of a particular task. A similar function for the worst case, the
upper workload curve, has also been described by [WMT05].

Definition 5.2.1: Execution time model

An execution time model of a task τi consists of two functions
(ET −

i ,ET +
i ) such that ∀n ∈ N+ : ET −

i (n) (resp. ET +
i ) is the best-case

(resp. worst-case) cumulative execution time of n consecutive jobs.
[QHE12]

An execution time model thus extends the BET model that reduce the execution
need of a task to a single value for the BCET and the WCET. For instance, the
WCET of τi is found at ET +

i (1), whereas the execution time of two consecutive
jobs of τi are bounded by ET +

i (2) ≤ ET +
i (1)+ET +

i (1). In general, ET +(n) is sub-
additive, i.e. ET +(a +b) ≤ ET +(a)+ET +(b), which allows limiting the length
of the curve to an arbitrary L after which it becomes repetitive4. As stated in
[WMT05], a WAF can be calculated from ET +(n) if the upper event arrival curve
η+(∆t ) is known.

Definition 5.2.2: Workload arrival function

A workload arrival function αi (∆t ) is an upper bound on the execution
time requested by τi during any time interval ∆t and can be calculated
by αi (∆t ) = ET +

i (η+i (∆t )).

Figure 5.1 shows an exemplary ET +(n) of length L = 4. Any corresponding WAF
α(∆t) will have the same steps whose positions on the x-axis are determined
by η+(∆t). The WAF is also sub-additive, hence the execution budget that a
sporadic server with period TR needs to fulfil the execution need of τi is given
by α(TR ). The dashed line shows the resulting WAF from a sporadic server with
TR = 150 and B = 50.

4cf. Definition 3.6 in [Neu14]
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Figure 5.1: Relation between of ET +(n), η+(∆t ) and α(∆t ).

A sporadic server is able to enforce WAFs that can be parametrised by a single
step length and step height. It thereby establishes temporal isolation. However,
we can argue that it is sufficient to enforce ET +

i (n) alone. The rationale for this
is that, for periodic tasks, η+i (∆t ) is already in control of the OS which handles
the corresponding timers. Sporadic events such as interrupts, on the other
hand, should be controlled (shaped) by other means than scheduling alone
as a high interrupt load could still cause significant interference via kernel
preemptions.

Figure 5.2 illustrates the time-based replenishment of a sporadic server with
TR = 150 in comparison to the event-based replenishment based on the ET +(n)
from Figure 5.1. The budget B of the sporadic server is determined by α(TR =
150) = 50. The first job executes 20 time units and consumes the corresponding
budget. At time 100, the second job arrives and executes for another 30 time
units. Replenishment always occurs TR time unit after each consumption, i.e. at
time 150, 250 and 360. In contrast, when using ET +(n) for replenishment, the
budget is initialised with ET +(1) = 30. For every new job, the admissible budget
is calculated from the history of consumptions. More precisely, the admissible
budget cannot be greater than ET (1) but also not greater than ET (2)− c(1)
where c(1) provides the amount of budget consumed by the last job before
the current job. By this logic, all points in the ET +(n) are checked against the
history of the L latest consumptions according to Eq. 5.1. For a more detailed
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Figure 5.2: Budget consumption and replenishment example for a sporadic
server with TR = 150 and the ET +(n) curve from Figure 5.1.

account of why a trace of length L is sufficient, please refer to Theorem 3.3 in
[Neu14].

B = min
1≤n<L

{
ET +(n +1)−

∑
1≤i≤n

c(i )

}
(5.1)

The replenishment points are implicitly constrained by η+(∆t ) and its pseudo-
inverse δ−(n). Consequently, the ET +(n)-scheduled tasks may never incur
more interference on other tasks in the system than specified by the WAF α(∆t ).
In contrast, sporadic-server scheduling only uses α(TR ) and may therefore
grant more execution time than originally modelled by the WAF.

The drawback of event-based replenishment is that it is not as robust if tasks
operate out of their specification. The reason for this is that a job that exhausts
all its budget needs to wait for the next job or for background scheduling. This
is illustrated in Figure 5.3: The sporadic server will re-schedule a job with a
high budget demand once a replenishment took place (after TR at the latest).
With event-based replenishment, the replenishment only happens when a
new job for the scheduling context arrives. Hence, the jobs that overrun the
budget can only be given service guarantees if there exists a lower bound on the
inter-arrival time between activations of the corresponding scheduling context.
However, this only concerns sporadic workload, whose activation patterns
must be shaped in this approach anyway so that the shaping mechanism could
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generate a replenishment event after a given timeout. On the other hand,
the figure also shows that the number of replenishments increases with every
preemption or suspension in case of sporadic-server scheduling.

𝑇𝑅

0 100 210

B=50

0

ET(1)=
30

0

sp
o

ra
d

ic
-s

er
ve

r 
sc

h
ed

u
lin

g
ET

(n
) 

sc
h

ed
u

lin
g

Figure 5.3: Jobs that need more than the remaining budget can only termi-
nate when a new job arrives (or if background scheduling becomes active).

5.2.2 Deployment and configuration concept

In this section, I will sketch how time-critical workload can be deployed on
a system that implements the presented scheduling technique. As already
mentioned, there are two major goals for this: First, the processes must be
guaranteed a certain amount of service such that they can function correctly.
Second, the interference that a process can cause on other processes must be
bounded.

During deployment, a ET +
i (n) must be passed to the kernel as a scheduling pa-

rameter for every thread. Unfortunately, this curve cannot be exactly enforced
by an implementation as there are always overheads when it comes to time
accounting. For the moment, we assume that a configured ET +

i (n) is a lower
bound for the service that the thread will receive. We also assume that we can
formulate a ẼT

+
i (n) that specifies an upper bound on the interference that the

thread may cause. I will show in Section 5.3, that these are a valid assumption
and how overheads can be estimated. ET +(n) can be determined from traces,
by simulation, or analytically. Here, I focus on the trace-based approach which
is detailed in Section 5.3. Alternatively, simulation (e.g. based on a Task-Chain
Model (TCM)) can be used for generating synthetic traces.
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Based on the ẼT
+
i (n), we can check for schedulability to perform an admission

test if the event arrival is bounded by η+i (∆t ). A necessary condition for schedu-
lability is that the utilization (of a uniprocessor system) is below 1 as formulated
by Eq. 5.2.

lim
∆t→∞

(
1

∆t

∑
i

ẼT
+

(η+i (∆t ))

)
< 1 (5.2)

As sufficient condition, a Compositional Performance Analysis (CPA) can be
performed with Eq. 5.3 as presented in [QHE12].

Si (q) = Bi (q) = ẼT
+
i (q)+

∑
j∈hp(i )

ẼT
+
j (η+j (Bi (q))) (5.3)

A reasonable deadline for every scheduling context can be taken from the mini-
mum distance function δ−i (n), i.e. the pseudo inverse of η+i (∆t ), as formulated
in Eq. 5.4. This deadline ensures that a scheduling context is always ready
when a new activation signal arrives. This is, e.g., important in OSs like Genode
which omit queuing and thus discard activation signals if the receiving thread
is already active.

∀i : R+
i < δ−i (2) (5.4)

Eq. 5.4 does not prohibit re-entrant services, which could be implemented by
multi-threaded components. In this case, we can assume that a dispatcher
thread processes the activations within a short time in order to pass it along
to a worker thread (of many). Every thread has its own ET +

i (n) and therefore
its own deadline. As the dispatcher thread reduces the activation rate of the
individual worker threads, their event arrival curves η+i (∆t) must be adapted
correspondingly. Eq. 5.3 and Eq. 5.4 are then used for checking whether the
number of worker threads is sufficient for handling the activations without
queueing or waiting. Nevertheless, Genode discourages the implementation of
long-running service calls in order to avoid the use of multi-threaded compo-
nents. Furthermore, it provides a specific asynchronous interface for packet
streams that may show activation bursts [Fes20, Section 3.6.6]. This interface
bases on a polling mechanism of event queues and wakeup signals between
the communicating threads when popping from a full queue or pushing to an
empty queue.
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5.2.3 Implementation

For a practical investigation, I implemented the event-based replenishment in
Genode’s custom kernel. By default, it implements deferrable-server schedul-
ing with a common replenishment period for all scheduling contexts. The
scheduling contexts are preemptively scheduled based on their static priorities.
Background scheduling follows the round-robin scheme with fixed time slots.

In order to implement the event-based replenishment, the following changes
needed to be made: Instead of periodically calculating the budgets, I inserted
the budget calculation according to Eq. 5.1 at the point where the thread-signal
reception takes place in the kernel. For this purpose, the scheduling contexts
need to store the permitted ET +(n) curve. The length of the curve is limited
to an arbitrary but fixed number L. Furthermore, a ring buffer of L+1 entries
stores the history of consumed budgets of a scheduling context. The current
position of the ring buffer holds the consumed budget of the current job and is
updated on every scheduler invocation. On signal reception, the buffer position
is advanced.

This implementation causes a memory overhead of (2L+1)∗8 Bytes per schedul-
ing context as every budget value is stores in a 64bit variable. On an ARM Cortex
A9 SoC, the budget calculation (for L = 10) takes up to 336 cycles (determined
by measurement). With a CPU clock of 666.6666MHz this corresponds to an
overhead of 0.5µs for every signal reception.
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5.3 Enabling model adaptations by execution-time
monitoring

As can be seen from examples such as sporadic-server scheduling [SBW11],
implementations often differ from the ideal model assumptions. The reason
for this is that the operations needed to perform scheduling decisions take time
for themselves. One way to deal with this is to (manually) feedback the defects
back to the model to improve the predictions made by analytical methods.
Unfortunately, as soon as updates (of kernel, firmware, microcode) come into
play, manual model adaptations become impractical. In this section, I present
a runtime-monitoring approach that extracts ET (n) curves in order to provide
a corrective feedback to the model domain.

For this purpose, let me first explain how time and budget accounting takes
place in Genode’s custom kernel implementation (based on Genode 18.05). As
the implementation follows a straightforward approach, it can be considered
representative for unoptimised tickless kernels. The kernel uses a one-shot
timer for each core that is programmed by the scheduler. More precisely, the
timer operates in decrementing mode and raises an interrupt when it reaches
zero at which point it stops counting. The scheduler is invoked whenever
an interrupt, CPU exception or system call occurs. On every invocation, the
scheduler performs time accounting and selects the new job to be scheduled
based on the active policy. Note, that the scheduler is allowed to pick the same
job again. Figure 5.4 illustrates the time accounting that is done by Genode’s
scheduler. At tA0, the scheduler reads the timer value, advances the OS-internal
time, calculates the consumed budget and updates the remaining budget of the
active scheduling context. At time tS0, the scheduler has decided on the next
job to be scheduled and sets the timer value accordingly to reflect the remaining
budget. After that, the kernel hands over to old job, which executes until tK 0

where the kernel is invoked by an interrupt, CPU exception or system call. As
before, the OS time is advanced (by tA1 − tS0) and the timer is programmed at
tS1 with the remaining budget of new job.

The figure also shows the timer value in case of preemptions (i.e. non-timer
interrupts, CPU exceptions and system calls) and timer expirations (i.e. timer
interrupts). In case of preemptions, although the timer continues decrementing
at tA0, it is virtually halted between tA0 and tS0 as the time accounting and
scheduling decision take non-zero time. Ideally, the time between tS1 and tS0

would be accounted as the budget consumed by the old job, i.e. there should be
no timer tick that is not subtracted from any budget. This could be achieved by
adding an upper/lower bound on tS0 − tA0 to the measured time (i.e. tA1 − tS0)

144



5.3. ENABLING MODEL ADAPTATIONS BY EXECUTION-TIME MONITORING

kernel old job kernel new job
tS0tA0 tK 0 tS1tA1 tK 1

0

ti
m

er
va

lu
e

a) preemption:

0
ti

m
er

va
lu

e

b) expiration:

Figure 5.4: Defects in time accounting during scheduling lead to preemp-
tion and expiration overhead.

as for instance done in [SBW11]. However, as long as the execution time for
time accounting is not constant, this compensation will still systematically
overestimate or underestimate the consumed budget. This effect will be called
preemption overhead in this section.

In case of timer expirations, i.e. the timer reaches zero at any point between tK 0

and tA1, the time interval tS1 − tK 0 remains unaccounted. A typical mitigation
strategy is to use automatic timer reloading or an incrementing timer with
compare registers in order to still measure the time between tK 0 and tS1 despite
the timer expiration. Nevertheless, the timer expiration indicates that the
running job already exhausted all its budget, hence it can consume tS1 − tK 0

more time than it was granted. I will refer to this as expiration overhead. As with
the preemption overhead, compensation strategies could be applied but always
lead to a systematic overestimation or underestimation of budget consumption.

In summary, there are a few general observations. First, the scheduler does not
distinguish between time spent in kernel mode or in user mode. Hence, the
granted budget does not only refer to the time that a process can operate in
user mode but also incorporates kernel invocations caused by interrupts, CPU
exceptions or system calls. This is reasonable as long as the time of a single
kernel invocation and the number of invocations can be bounded. Related
work [SKH16], [BNPE14] has shown that both can be achieved. Second, with-
out any compensation of preemption and expiration overheads, a scheduling
context can execute longer than its granted budget suggests. From this, we can
infer that a scheduling context i is guaranteed at least ET +

i (n) as a minimum
service. Furthermore, the maximum interference that this scheduling context
can induce is upper bounded by Eq. 5.5 where P is the worst-case preemp-
tion overhead, E the worst-case expiration overhead, and k and l are upper
bounds on the number of preemptions and expirations that can occur during n
activations.
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ẼT
+
i (n) = ET +

i (n)+k ·P + l ·E (5.5)

There is no question that there is uncertainty in all parameters of Eq. 5.5. In
the remainder of this section, I will therefore present a runtime monitoring
approach that addresses uncertain overheads and uncertain budget demand.
The focus in this regard is on detecting model deviations and on enabling
model adaptations over a long term. A violation of model assumptions on such
low-level parameters does usually not require an immediate reaction as it does
not necessarily cause a violation of end-to-end latency requirements. Hence,
this runtime monitoring approach is intended as a background process that
evaluates recorded traces from the scheduler asynchronously.

5.3.1 Tracing mechanism

This monitoring approach consists in an asynchronous evaluation of scheduler
traces. Before detailing the trace analysis in the next section, I will therefore
briefly describe how these scheduler traces are acquired in Genode. The Gen-
ode OS Framework already implements a distributed software tracing mech-
anism for application components. This mechanism is based on position-
independent code modules, called trace policies, that can be mapped (by a priv-
ileged component) into a component’s address space. A trace policy provides
implementations of hook functions that will be called by the traced component,
e.g. on RPC events. Thereby, the trace policy can write arbitrary trace events
into the component’s trace buffer. The trace buffer is structured as a ring buffer
and can be read periodically (i.e. sampled) by the privileged component which
injected the trace policy.

In order to acquire traces from the scheduler, I extended the trace-policy con-
cept to Genode’s custom kernel. This kernel-trace policy contains a single hook
function that is called by the scheduler at tS . The function receives the follow-
ing arguments: the current timestamp, the old job id, the new job id, the id of
the new scheduling context and a state variable that holds information about
whether the new job is scheduled on its budget or on background scheduling,
whether the timer expired, and whether the job was resumed or newly activated.
Based on these arguments, the function creates a trace event of 28 Bytes in the
trace buffer.

The overall monitoring architecture is depicted in Figure 5.5. In order to prevent
self-monitoring, the processing system is separated into a monitoring core and
a monitored core. On multi-core systems with more than two cores, there
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Figure 5.5: Architecture for monitoring execution budgets in Genode.
[SME19]

can be multiple monitored cores. The monitoring core reads the trace events
from the buffer written by the monitored core, evaluates the traces, extracts
the consumed budget for every scheduling context, checks whether necessary
adaptations are feasible, and potentially issues a reconfiguration of the granted
budget.

5.3.2 Trace analysis

As already mentioned, the purpose of trace analysis is to extract the actual
ET (n). Formally, an execution trace can be defined as follows5.

Definition 5.3.1: Execution trace

An execution trace of a scheduling context s is defined as a function σs :

σs :N+ →N×N×N×N
n 7→ (r,c, p,e)

where r denotes the requested execution time, c the consumed budget,
p the number of preemptions and e the number of expirations of the
n-th activation of s. Let further σr

s (n) = r , σc
s (n) = c and σp

s (n) = p.

On account of background scheduling, r can become greater than c . Moreover,
c can be greater than the granted budget due to preemption overhead. In case
of background scheduling (i.e. r > c), the number of expirations e can become

5cf. Definition 5 in [SME19]
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greater than n because a timer expiration occurs for every additional time slot
that the scheduling context requires.

A trace σs is evaluated by shifting a window of a certain length over the trace as
follows6.

Definition 5.3.2

A window ωr over an execution trace is a function (σs , l ,n) 7→ r that
denotes the total requested execution time between σs (n) and σs (n +
l −1), i.e.:

ωr (σs , l ,n) =
∑

n≤i<n+l
σr

s (i )

Similarly, let ωc refer to the total consumed budget, ωp refer to the sum
of preemptions, and ωe refer to the number of expirations.

With these definitions, we can extract the maximum requested execution time
r s , and the maximum number of preemptions p s and expirations e s within any
window of length l .

r s (l ) = max
n

{ωr (σs , l ,n)} (5.6)

p s (l ) = max
n

{ωp (σs , l ,n)} (5.7)

e s (l ) = max
n

{ωe (σs , l ,n)} (5.8)

The execution time describing the minimum required service ET +
s (n) of a

limited length L is then calculated by Eq. 5.9 and can be used to determine the
budget that shall be granted to a particular scheduling context. The first line of
Eq. 5.9 specifies the first L values of ET +

s (n), whereas the second line defines
the sub-additive continuation of the curve for n > L.

ET +
s (n) = r s (n) ∀n ≤ L

ET +
s (n) = min

a<n
(ET +

s (a)+ET +
s (n −a)) ∀n > L (5.9)

Once the granted budgets have been set for all scheduling contexts, the maxi-

mum interference time ẼT
+
s (n) is determined by Eq. 5.10.

6cf. Definition 6 in [SME19]
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ẼT
+
s (n) = ET +

s (n)+p s (n) ·P +e s (n) ·E (5.10)

Here, P and E denote the upper bounds on the preemption and expiration
overhead respectively. These bounds either need to be determined by WCET
analysis or by in-kernel runtime monitoring that stores the maximum observed

values and provides them to the monitor who calculates ẼT
+
s (n). In principle,

these bounds could also be estimated from the traces (cf. [SME19]). However,
this is not practical as it requires regular budget overruns (i.e. data points in the
traces for which the consumed budget was greater than the granted budget),
which contradicts the concept of setting the ET +

s (n) such that the granted
budget always suffices.

5.3.3 Evaluation

The evaluation of the monitoring mechanism presented in the previous section
is split into two parts. First, I estimate the maximum preemption and expiration
overhead using in-kernel runtime monitoring. Second, I demonstrate how the
ET +(n) curve is adaptively extracted for a particular Genode component.

The evaluation was conducted on the modified Genode 19.02 kernel running
on an ARM Cortex A9 dual-core CPU at 666.6666MHz. Measurements and
timestamps are taken with the cycle counter from the Performance Monitoring
Unit (PMU), which is incremented for every CPU cycle. Note, that the kernel
performs time accounting using the CPU private timer running at 3.333333MHz
such that its granularity is limited to 200 CPU cycles.

Table 5.1: Maximum overhead values determined by measurements.

Overhead CPU cycles Time [µs]

P = maxi (tSi − tAi ) 3580 5.4

E
′ = maxi (tSi − tKi−1 ) 8052 12.1

kernel lock (=K ) 23239 34.9

E = E
′+K 31291 47

The overhead measurements were performed by kernel instrumentation, which
keeps track of the maximum number of CPU cycles that elapse for a certain
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code section. Table 5.1 lists the measurement results. Note, that the Genode
kernel uses a mutex lock on kernel entry to ensure that only a single CPU core
operates on any kernel objects at a time. This may cause an additional delay
that must be considered for the expiration overhead. Once the ET +

s (n) have

been determined, these overhead values can be used to calculate ẼT
+
s (n) in

order to provide upper bounds on the interference and CPU utilisation.

For evaluating the extraction and runtime adaptation of ET +
s (n) via execution-

time monitoring, I used the following Genode application scenario. It comprises
two ARM Cortex A9 boards connected via switched Ethernet. One board hosts a
ROM server and the other board a ROM client. The ROM server publishes a new
version of a data object of 446464bytes every 500ms. The data is transmitted to
the ROM client via the proxy components explained in Section 2.2. Therefore,
the resulting setup resembles Figure 2.2. Because of the size of the transmitted
data, the data object is fragmented into multiple UDP datagrams together with
a go-back-N Automatic Repeat-reQuest (ARQ) mechanism. When the ROM
has been updated, the server proxy requests the updated data from the ROM
server, and sends a notification message to the client proxy. The client proxy
responds with a message to request the updated data upon which the server
starts with the transmission of all datagrams. Once the client has received all
datagrams successfully, it sends an acknowledgement to the server proxy and
a notification to the local ROM client, which will then request the updated
data from the client proxy. In consequence, both proxy components perform
different steps depending on their activation and therefore require a different
execution budget for each activation. Similarly, it can be expected that the
network drivers show varying execution times as they depend on the size of the
transmitted network packets.

The ET +
s (n) are optimistically initialised with a very low budget of ET +

s (1|L =
1) = 100µs. Here, I use ET +

s (n|L = l ) to denote that the curve only stores l values
and is extended as given by Eq. 5.9 for n > l . The monitor periodically evaluates
the traces (every five seconds), extracts the ET +

s (n|L ≤ 10) and updates the
granted budget if the corresponding component overran its budget. Note,
that the maximum length of a curve in the implementation was set to L = 10.
Furthermore, the following additional stop criterion is used during extraction:

ET +
s (n|L = n −1)−200µs ≤ r s (n) (5.11)

In other words, the extraction is stopped if a curve of length n−1 can already pre-
dict the n-th value with an error of at most 200µs. Here, the value of 200µs was
determined experimentally to demonstrate that the extraction can be stopped
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if a certain accuracy is reached. Table 5.2 shows for every component at what
time an adaptation occurred. Note, that only the network driver components
(nic_drv_send on the server side, nic_drv_recv on the client side), as well as the
proxy components showed an ET +(n) with multiple entries.

Table 5.2: Number and time of adaptations.

Component 5s 10s 15s 20s 30s 35s 45s 60s 80s 140s 150s 160s

nic_drv_send 1 2 - - - - 3 - - - - -

nic_drv_recv 1 2 3 - 4 - - - - - 5 6

server_proxy 1 2 - 3 - 4 - 5 - 6 - -

client_proxy 1 - - - - - - - 2 - - -

Figure 5.6 depicts the extracted ET +(n) for every adaptation of the proxy com-
ponents. For the server proxy, a curve of length four was determined sufficient,
whereas the client proxy got a curve of length eight. The adaptations were
relatively small, i.e. 10-th of microseconds. The larger ET +(1) of the client
proxy is explained by an additional copy operation of the data object once the
update request from the ROM client was received. Overall, as the curves tend to
grow slowly for n > 1 the results illustrate that an ET +(n) abstraction is much
more suitable than a WCET abstraction. The latter would lead to significant
overbudgetting as it is comparable to a curve of ET +(n) = n ·ET +(1).

Figure 5.7 depicts the extracted ET +(n) for the network driver components.
The curves also continue with relatively small increments after n = 1. Again, the
adaptations were in the range of 10-th of microseconds. Both figures demon-
strate that the execution time model is a reasonable abstraction for the workload
in CBOSs since assuming only a WCET would lead to significant overbudgetting.
The experiment also shows that ET +(n) curves can be extracted and adapted
at runtime to correct model deviations. In particular, this becomes necessary
when execution times are data-dependent in which case only continuous and
adaptive monitoring enables a tight budgeting of processing resources.
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Figure 5.6: ET +(n) curves for the ROM proxy components.
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5.4 Reacting to latency violations

The investigations of the previous sections have shown that a) enforcement of
model properties can be intricate when it comes to budget-based scheduling
and b) runtime monitoring of scheduling budgets and the involved overheads
is feasible in terms of background monitoring. In this section, I will address
whether runtime monitoring can also be used as a reactive technique to allow
timely reactions to model deviations. The general idea is to lift the monitor-
ing concept from the scheduler level to the application level so that latency
violations can be detected. A major benefit of this approach is that it does not
require a fine-grained model of the internal application behaviour and is there-
fore applicable to highly complex and heavily-layered software systems. On
the downside, it does not provide any hard latency guarantees and is therefore
restricted to application domains with only firm or soft latency requirements.
Nevertheless, the reactive nature enables this approach to trigger a proper han-
dling of timing violations, which makes it suitable for safety-critical domains
in particular. Note, that a prerequisite for this approach is that the application
must be aware of the fact that timing violations can occur in order to handle
them appropriately. Time-aware programming models, such as the Reactor
model [LRG+19], can support this but are not in the scope of this thesis. In-
termediate results of the presented concept are published in [PSE21a] and
[PSE21b].

5.4.1 Practical use case: Autoware.Auto

Before presenting the concept of latency monitoring, I want to introduce Au-
toware.Auto as a use case for this concept. Autoware.Auto reflects the current
trend of using Linux-based OSs in the automotive domain to implement envi-
ronment perception systems and ADAS. Since these systems involve complex
software frameworks and libraries that are already available from the general
purpose domain, the use of a POSIX-compliant RTE greatly simplifies devel-
opment and maintenance for the automotive domain. Furthermore, as these
systems fall into the category of firm or soft real-time systems rather than hard
real-time, they do not necessarily require a hard real-time kernel.

Autoware.Auto is an application framework that bases on ROS 2, which is the
successor of ROS 1. ROS 2 is a distributed RTE that is build around a Data
Distribution Service (DDS) middleware for end-to-end communication. The
middleware particularly provides discovery mechanisms of participants and a
publish-subscribe transport. For the latter, ROS 2 focuses on Real-Time Publish-
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Subscribe (RTPS) as a wire protocol. A ROS 2 system can be modelled as a
graph of nodes that execute on a distributed (networked) processing platform
and that communicate via topics (i.e. publisher/subscriber communication)
or services (i.e. RPCs). Nodes communicate via the DDS/RTPS middleware,
irrespective of their location on the processing platform. ROS 2 uses a layered
software architecture with several libraries that build different abstraction levels
from the OS via the middleware to the applications (ROS nodes).

Since ROS 2 takes a communication-centric approach, it advocates a callback-
style programming. An executor dispatches the incoming messages and co-
ordinates the execution of callbacks in the application process to handle the
messages and, e.g., publish messages on their part. By default, there is a single-
threaded and a multi-threaded executor. Callbacks can be classified into timer
callbacks (triggered by system-level timers), subscriber callbacks (triggered by
incoming messages of a subscribed topic), service callbacks and client callbacks.
The latter two allow non-blocking RPC between processes.

Communication between nodes results in processing chains that can reach
from a camera, LiDAR or other sensors to an actuator. In CPS, such process-
ing chains are often subject to latency requirements that restrict the age of
the sensor data by which actuators are controlled. Especially for automotive
applications such as ADAS, latency requirements may even be safety relevant.
Consequently, the fulfilment of these requirements must either be guaranteed
by design (as done in hard real-time systems) or it must be prevented that their
violation can cause any hazards.

The design of ROS 2 intended to improve its real-time capabilities7 over its pre-
decessor ROS 1. As ROS 2 can be built for the Linux kernel, it benefits from the
development efforts that make the Linux kernel more applicable to real-time
applications such as the PREEMPT_RT patch and the SCHED_DEADLINE pol-
icy. The former renders the kernel fully preemptible to reduce the scheduling
latency whereas the latter provides EDF scheduling in addition to the real-time
scheduling policies SCHED_FIFO and SCHED_RR8. Although the Linux kernel
can therefore be regarded as real-time friendly, ROS 2 does not enforce a real-
time programming model and allows integrating arbitrarily complex third-party
libraries. Of course, this is beneficial for a fast development of complex applica-
tions, however, it can also be a curse for achieving real-time guarantees as it
complicates the sound estimation of WCETs that are the foundation for formal
response-time analyses (e.g. [CBLB19]). Moreover, environment perception
systems tend to use data-dependent algorithms that contradict the approach

7http://design.ros2.org/articles/realtime_background.html
8http://man7.org/linux/man-pages/man7/sched.7.html

154



5.4. REACTING TO LATENCY VIOLATIONS

of sound upper bounds on execution times. In combination with the deeply-
layered structure of ROS 2 libraries, a lot of model uncertainty and inaccuracy
will remain not only in whether a formal (response-time) analysis bases on the
correct model assumptions (faithfulness) but also in its input parameters such
as the WCETs.

Under these conditions, runtime monitoring becomes a key technology in
safeguarding such complex software systems against undetected violations of
latency requirements. Instead of providing hard latency guarantees (by design
or formal analysis), applications are made aware of the fact that their latency
requirements may be occasionally violated. As long as applications know about
when such a violation occurred, safe systems can still be designed.

5.4.2 Monitoring concept

Runtime monitoring typically requires a bit of instrumentation, which adds run-
time overhead. The primary design goals are thus efficiency and effectiveness.
Regarding the efficiency, not only the algorithmic overhead is an important
factor but also the rate of events that must be processed. With respect to ef-
fectiveness, the monitoring shall be able to reduce the aforementioned model
uncertainty and inaccuracy, and enable reasonable countermeasures. Note,
that merely monitoring the activation rate of a control task would be very
efficient but not effective as it only supervises that data is arriving regularly.
Yet, as a consequence of varying processing and communication delays in the
processing chain, the regularly arriving data can be of different age.

Instead, the supervision of actual (end-to-end) latencies can be achieved by
establishing runtime monitoring of communication events at the API. A pair
of monitored communication events is called a monitored segment. There are
no restrictions on what code and communication may occur between the start
event and the end event of a segment. Every segment is assigned a certain time
budget (deadline) within which an end event must occur at the latest after every
start event. Once the processing exceeds the deadline, a temporal exception is
raised by the monitor and the corresponding exception handler (provided by
the application) will be executed immediately.

Since the reaction to temporal exceptions is application specific, the application
must provide corresponding exception handler callbacks. In general, a temporal
exception could trigger diagnostics, activate a fallback (degradation), or execute
a recovery mechanism. In a camera-based environment perception systems
for instance, dropping one or two consecutive frames once in a while may be
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totally acceptable. Hence, a reasonable solution to a frame that is received late
could be to stop its further processing in order to drop some workload and
make sure the next frame is processed timely. However, as soon as this occurs
frequently or multiple consecutive frames arrive late, it may be an option to
reduce the frame rate in general or even reduce the resolution (degradation).
Again, it depends on the application how the temporal exceptions should be
handled.

callback 1

callback 2

callback 3

period

budget
callback 1

callback 2

callback 3

exception

monitored

Figure 5.8: Top: unmonitored execution of a processing chain. Bottom:
monitored execution with temporal exception.

Figure 5.8 illustrates the unmonitored execution of a processing chain of three
callbacks in contrast to a monitored execution. The top shows the periodic
execution of the processing chain. The time interval from the start to the end of
each callback (response time) may vary on account of internal factors (e.g. dif-
ferent code paths) or external factors (e.g. preemptions by other processes). If
the response times become too large, as for the second activation in Figure 5.8,
the next activation can be further delayed and lead to cascading effects. The
bottom shows the same pattern with a monitored execution of callback 1 and 2,
which splits the processing chain into two segments (callback 1+2 and callback
3). A time budget is set for the cumulated response time of both callbacks. Once
the end event of callback 2 has not occurred until the deadline determined
from this budget, a temporal exception is raised that cancels the execution
of callback 3 so that it does not influence the next activation of the chain any
more.

Figure 5.9 illustrates a decentralised implementation of this latency monitoring
concept that is suitable for RTEs such as ROS 2. In such a system, start events
(e.g. receiving a middleware message) and end events (e.g. publishing a middle-
ware message) may occur in different processes. The event timestamps can be
exchanged between processes via separate ring buffers in shared memory. An
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additional monitor thread is instantiated in the process where the end events
occur. This monitor thread evaluates the timestamps and programs a timeout
for the segment deadline. An inter-process notification mechanism such as a
semaphore can be used to wake up the monitor thread when a start timestamp
was posted. The only restriction of such an implementation is that both events
must occur on the same processor where shared memory can be used and
where the same timer is available.

shared
memory

monitor
thread

start timestamps end timestamps

receive publish

post post

pop

timed
wait

deadline

Figure 5.9: Exchange and evaluation of segment timestamps via shared
memory and monitoring thread. [PSE21a]

This concept requires a few special considerations w.r.t. deployment and config-
uration. In order to achieve a low latency for the detection and handling of tem-
poral exceptions, the monitor threads and exception callbacks should be sched-
uled on the highest priority. On Linux systems, the SCHED_DEADLINE policy,
which takes precedence over any other policy, or priority 99 of the SCHED_FIFO
policy should be considered. Unlike the background monitoring from Sec-
tion 5.3, this raises the problem that the monitoring and exception handling will
interfere with the regular operation of the system. Bounding this interference is
essential for preventing cascading exceptions. For the SCHED_DEADLINE
policy, there is the built-in CBS [AB98] feature that performs throttling of
threads that overrun their execution budget. For SCHED_FIFO, one can set
RLIMIT_RTTIME9 to enforce the WCET of a thread between two blocking sys-
tem calls. On other (non-Linux) systems, the already presented server-based
scheduling policies are viable options, e.g. deferrable server, sporadic server, or
ET (n) scheduling.

A formal RTA (e.g. [CBLB19] should then be performed to provide latency guar-
antees for the monitoring thread and the exception handling. This analysis does
not need to incorporate the application workload as it executes on lower priori-

9https://man7.org/linux/man-pages/man2/getrlimit.2.html
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ties. Instead, application latencies can be estimated with less exact methods
since the monitoring provides a fallback to occasional latency violations.

5.4.3 Evaluation

For a further investigation, I developed a proof-of-concept implementation of
this latency-monitoring concept in ROS 2. The details of this implementation
are provided in Appendix B.

velodyne
driver

euclidean
cluster

ray
ground
classifier

rviz2

receive

receive
ground points

obstaclesnon-
ground
points

point
cloud

Figure 5.10: Autoware.Auto perception-stack case study.

For an evaluation, I conduct a case study on the 3D perception stack from
Autoware.Auto10. Figure 5.10 depicts a possible setup of this perception stack
which I will use in this section. The figure shows the ROS nodes as boxes and the
topics by which the ROS nodes communicate as arrows (directed from publisher
towards the subscriber). The velodyne driver receives network packets from
a Velodyne LiDAR and provides the raw point cloud data as a DDS topic. The
ray ground classifier subscribes to this topic and splits the point cloud into
ground points and non-ground points. The non-ground points are received by
an euclidean clustering node which represents an obstacle detection algorithm.
The rviz2 is a ROS visualisation tool which receives and displays the ground
points topic and the obstacles by separate callbacks.

Note, that these ROS nodes implement data-dependent algorithms which re-
sults in varying execution times. Furthermore, as the perception task serves as
a basis of decision making in highly-automated driving, the processing shall
take place within a certain time limit. In particular, it must be prevented that
deprecated sensor data is used for decision making as this could impair the
vehicle’s safety. By applying latency monitoring, however, it can be assured that
latency violations are detected and handled in time.

In order to demonstrate the effectiveness and efficiency of the latency moni-
toring approach, I compared the unmonitored execution with the monitored
execution of the perception stack. Autoware.Auto provides a pcap trace, which

10https://autowarefoundation.gitlab.io/autoware.auto/AutowareAuto/perception-stack.html
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contains the recorded network packets from a Velodyne LiDAR from a real traf-
fic scenario of approx. 9 minutes. Using this scenario, the execution times of the
data-dependent algorithms become reproducible and thus comparable. The
execution is traced using the LTTng which is supported since ROS 2 (Version
Eloquent). More specifically, the ROS 2 libraries have been instrumented with
a couple of trace points that generate events which will be collected by the
LTTng daemon. I executed both variants (unmonitored and monitored) on a
Linux 5.6.4 kernel with enabled PREEMPT_RT patch running on an Intel Core
i5-3210M Quad-Core CPU. The priorities of the ROS nodes were assigned in
descending order (i.e. velodyne driver on the highest priority among the ROS
nodes). The monitor thread of rviz2 was assigned the highest priority at all. The
non-ROS process which replays the pcap file (udpreplay) had a higher prior-
ity than the velodyne driver. A particularity of Linux is that it runs a ksoftirq
thread which will activate the velodyne driver for every network packet that is
delivered by udpreplay. The ksoftirq thread was assigned the second highest
priority (below the monitor thread). Core pinning was not activated such that
the kernel could migrate the threads arbitrarily between CPU cores.

For the monitored execution, I configured two monitored chains, both starting
with the publication of the point cloud topic at the velodyne node and ending
at the rviz2 node with the reception of the obstacles or ground points topic
respectively. The latency budget was set to 100ms for both chains.

0 50 100 150 200 250
Latency [ms]

obstacles

ground points
Variant
unmonitored
monitored

Figure 5.11: Chain latencies with and without monitoring.

Figure 5.11 depicts the measured chain latencies as Tukey box plots. The dis-
played data is based on 4600 executions of each chains. The latency was mea-
sured from the publication event of the corresponding reception event or the
detection of an exception (whichever occurred first). Note, that clustering is
computationally complex, which explains why the obstacles chain has typically
a higher latency than the ground points chain. By applying latency monitoring,
an upper bound of approx. 100ms is enforced for both chains. Figure 5.12
provides a more detailed account of this by only taking the chain activations
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for which an exception occurred (217 samples for objects and 120 samples for
ground points). It thereby shows how accurately the timeout is raised by the
kernel and handled by the monitor thread. For the obstacles chain, it takes
50 to 200µs longer than the 100ms to detect the exception, which involves the
evaluation of any buffered timestamps (cf. Figure B.3). The detection takes
significantly longer for the ground points chain. The reason for this is the un-
optimised implementation of the monitor thread, which always processes the
events of all monitored segments so that the obstacles chain is processed before
the ground points chain. This can be mitigated by only processing the segment
for which the timeout occurred.

100.05 100.10 100.15 100.20 100.25 100.30 100.35 100.40
Latency [ms]

obstacles

ground points

Figure 5.12: Latencies of chain activations with exceptions.

It is clear that the presented monitoring approach adds execution overhead
that influences the regular operation of the system. Before quantifying these
overheads as a second part of this evaluation, let me first illustrate where and
how these overheads occur. Figure 5.13 schematically depicts the execution of
the ground points chain. On the publisher side (i.e. the velodyne driver), the
instrumentation that was necessary to post the start event into the shared ring
buffer causes the start-event overhead. This happens just before the point cloud
is published. The execution of the velodyne driver may be preempted by the
monitor thread running on a higher priority, however, both threads typically
execute on different cores. Nevertheless, it produces additional workload for
the CPU. The time from acquiring the timestamp until it was evaluated by the
monitor thread is called the monitor latency. Similar to the start-event overhead,
an end-event overhead is caused on the subscriber side upon reception of the
ground points topic. For clarification, the figure also shows that the latency
budget, by which the timeout is controlled, starts at the point in time where the
timestamp is created by the velodyne driver.

Figure 5.14 shows the results for the defined overheads. Note, that these
show the response times (including preemptions) and not the execution times.
The start-event and end-event overheads are both below 100µs. The higher
minimum and average start-event overhead is explained by the additional
semaphore operation which includes waking up the monitor thread. The mon-
itor latency, which includes the largest part of the start-event overhead, is
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Figure 5.13: Illustration of monitoring overheads in the Autoware.Auto case
study.

between 28µs and 140µs. Since the monitor thread needs some time to process
the buffered event, this supports that the process switch to the higher-priority
monitor thread occurs immediately (within the limitations of the linux ker-
nel). The total response time of the monitor thread is between 33µs and 383µs.
Compared to the overall chain latency of multiple milliseconds up to 100ms,
these overheads are affordable. Moreover, I should mention that the maximum
scheduling latency (i.e. the time it may take to switch to a higher priority thread)
on the used Linux system was 308µs, which already limits the use of such a
configuration for applications that require much shorter latencies and tighter
timing.
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Figure 5.14: Overhead measurement results.
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5.5 Summary

In this section, I have presented a triad of complementing monitoring mecha-
nisms that address the model/implementation gap. Firstly, model parameters
can be enforced by preventive monitoring, which I have demonstrated with
the example of budget-based scheduling based on ET (n) curves. Secondly,
model uncertainty can be reduced by detective monitoring that extracts model
parameters from traces at runtime and triggers model adaptations as I have
demonstrated with the monitoring of ET (n) curves and scheduling overheads.
Thirdly, model uncertainty and inaccuracy can be accepted and mitigated by
reactive monitoring that initiates countermeasures if a model violation is about
to cause a violation of a latency requirement. The latter is particularly use-
ful as it significantly reduces the specification and integration efforts when it
comes to latency considerations as a detailed model of an application’s internal
behaviour and execution need is not required any more to provide assurance.

Of course, the utilisation of the presented monitoring approaches must be
considered during (self-)integration. One aspect is that the ET (n) curves must
be determined to employ the budget-based scheduling. As mentioned before,
these curves could be analytically determined from the TCM. While this is
left as an open issue, I have shown in Section 5.3 how they can be derived
from actual or simulated traces as an alternative to WCET analysis. Note, in
case of scheduling-context donation, an ET (n) curve corresponds to a strict-
precedence segment in the TCM.

Both, the budget-based scheduling and the execution-time monitoring, are
centralised approaches that cause basically the same overhead irrespectively of
what parts of the system are monitored. Nevertheless, there exist model-based
methods for deciding what parts of a system must be monitored to enhance
the safety [MSE18a]. These methods align with the MCC framework from Chap-
ter 3 as they base on task graphs and a graph-based formulation of parameter
dependencies. Similar considerations would be needed for the deployment
of latency monitoring. Here, an automated separation of processing chains
into monitored segments is required during integration together with an esti-
mation of latency budgets. Conceptually, both can be achieved with the MCC
framework.
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Conclusion

In this thesis, I have presented several contributions to the goal of in-field in-
tegration of critical embedded systems. As these systems are characterised by
non-functional requirements for real-time, safety and security aspects, pro-
viding assurance is a major objective of their design and integration process.
Traditionally, assurance is managed and provided by the manufacturer by de-
ploying functionally static and well-tested system configurations. Model-based
integration can help automate this process in order to equip critical embedded
systems with dynamic change capabilities while still providing assurances. A
major integration challenge, however, is the fully automated composition of
software components as the composition not only defines the functionality but
also the non-functional properties. Furthermore, inter-dependencies between
integration options and resulting properties are often not known in the begin-
ning but rather surface at the end of the integration process when all details
of a system configuration are specified and formal analyses can be applied for
verification. One example for this are worst-case response-time requirements
whose verification requires a task graph representation of the system that is only
known after the component instantiations and interactions have been deter-
mined. Furthermore, an automated integration requires synthesis steps such as
adding wrappers and proxies to solve incompatibilities or monitors to provide
further isolation, all of which have structural side effect on the model. The
presented framework solves a big part of this by formalising and tracking opera-
tions on a Cross-Layer Model (CLM). An integration process is then performed
in terms of a step-wise refinement of the CLM combined with admission tests
for verification and a backtracking search algorithm. The generalisation of this
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framework allows incorporating existing models and methods for automated
decision-making and admission testing. Moreover, the framework adds full
traceability across the integration process and thereby supports incremental
model adaptation in case model deviations are detected at runtime.

Without doubt, the efficiency of model-based integration is influenced by a
good design. Component-Based Operating Systems (CBOSs) already build a
solid foundation w.r.t. modularity and security as they establish the Princi-
ple Of Least Authority (POLA) and provide strong security properties that are
hard to retrofit for less-restrictive systems. Although underlying microkernels
have been designed and implemented with real-time aspects in mind, their
distinguishing properties from classic RTOSs have not been sufficiently cov-
ered by the research community. While the latter focusses on independent
(DAG) tasks as an abstraction, the characteristic IPC in a microkernel-based
CBOSs results in processing chains across several threads containing differ-
ent precedence semantics and shared services. In the scope of automated
integration, which requires a conservative but tight RTA to verify worst-case
response-time constraints, existing methods were too abstract and not suitable
as they either neglected blocking effects or pessimistically approximated the
precedence relations. The presented new RTA of task chains addresses these
issues and thereby constitutes an essential milestone in the response-time
verification of CBOS. In addition, the generalised Task-Chain Model (TCM)
combines with the model-based integration framework as it does not require
manual abstractions but enables the automated transformation from a compo-
nent instantiation/interaction model.

Of course, a purely model-based approach replacing such a complex task as
the integration of complex software architectures on complex hardware plat-
forms appears rather naive as it excludes the fact that models are always an
abstraction from reality. Abstracting complex computing systems is always
prone to uncertainties and inaccuracies. I therefore investigated runtime mon-
itoring techniques as a contribution to close the model/implementation gap
and to create a corrective feedback to the model-based integration framework.
The first observation was that the traditional worst-case design of real-time
systems, i.e. the assumption of a sound WCET of tasks, is impractical for in-
creasingly complex systems: Growing software complexity increases the efforts
of WCET analysis and high-performance computing platforms tend to optimise
for the average case rather than the worst case thereby further increasing the
pessimism of WCETs. Instead, I proposed a trace-based characterisation of exe-
cution times by ET (n) curves, which provide a simple and accurate abstraction
of workload. I have shown that the traces can be extracted at runtime by an
asynchronous monitoring scheme in order to provide corrective feedback to the
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model domain for long-term adaptations. Since the model-based integration
framework records dependencies between integration steps and parameters, it
enables incremental changes and re-verification of the system configuration
based on the corrected parameters.

In contrast to analytical approaches, the trace-based extraction of ET (n) curves
includes runtime overheads and thus eliminates model uncertainty, which
is a significant building block establishing and maintaining faithful models.
In addition, I demonstrated that the characterisation by ET (n) curves can be
combined with a budget-based scheduling approach in order to enforce the
modelled properties at runtime and protect the system from model violations.
For this, I introduce the concept of event-based replenishment which is in con-
trast to existing budget-based scheduling techniques such as sporadic server
scheduling. Although the latter provides complete temporal isolation, it suffers
from a mismatch between its ideal model and its implementation as the for-
mer cannot be implemented without further abstractions. These abstractions
do not impede the temporal isolation properties but inherently introduce a
model/implementation gap. Event-based replenishment, on the other hand,
benefits from a simple implementation that does not require abstractions from
the ideal model. Nevertheless, supervision and enforcement of execution times
alone only mitigates parametric model uncertainties. The ultimate goal of an in-
field integration for critical systems is to provide assurance, e.g. for end-to-end
latencies. These also involve structural uncertainties such as an uncertain pro-
gram structure that may take different branches resulting in varying component
interaction. For this purpose, I presented a reactive latency monitoring scheme
that acts as a safety net to model violations. By monitoring application-level
events that are directly related to an end-to-end latency requirement, recovery
or fallback mechanisms can be immediately triggered when the end event has
not occurred in time. The presented approach has demonstrated that the moni-
tored events can be observed on the highest-level API such that overheads from
all software (and hardware) layers are included without uncertainty.

In summary, these contributions provide a new perspective for managing
changes (i.e. adaptations and updates) on embedded high-performance plat-
forms. By exploiting the modularity idea of CBOSs, we can now perform a
systematic and traceable model-based integration to a) automatically deal
with iterations during integration and b) enable long-term model adaptations.
By shifting our minds from worst-case assumptions towards an acceptance
of model uncertainties, the challenge of dealing with non-functional require-
ments in increasingly complex platforms becomes approachable via reactive,
preventive and/or detective monitoring.
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Appendix A

Task graph of MCC use case

Figure A.1 depicts a possible task graph for the running example from Sec-
tion 3.1.2. The colours indicate from which components/functions the tasks
originate and in what context the tasks are scheduled. Network bridges and
drivers are blue, red task relate to stereo matching and point cloud computa-
tion, green tasks perform stereo preprocessing, cyan tasks originate from pose
estimation, and brown/beige tasks belong to communication proxies. Weak
precedence as defined in Definition 4.1.4 is depicted as dashed arrows whereas
strict precedence as defined in Definition 4.1.3 is shown as solid arrows.

The task graph is triggered at the send_trigger task on node2. This task uses the
TIMER session RPC interface to program a one-shot timer on each activation.
It also sends a trigger ROM via the proxy server, the bridge (br_send) and the
network driver (send) to node1. On node1, the ROM is eventually received
and dispatched by the bridge and further unpackaged by the proxy client. The
latter sends an acknowledgement to the proxy server on node2 and passes the
ROM content to the camera tasks. The camera uses the RPC interface to trigger
the camera via GPIO and capture a new left and right image. Both images are
preprocessed before stereo matching and point cloud computation take place.
The result is packaged via the proxy server on node1 and send to node2 where it
is received and dispatched by the bridge. After unpackaging by the proxy client
and acknowledgement is send to node1 and the ROM is passed on to the pose
estimation component.
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Figure A.1: Task graph of use case from Section 3.1.2
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Implementation of latency
monitoring in ROS 2
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Figure B.1: Software-library stack of ROS 2.

Figure B.1 depicts the layering of software libraries in ROS 2. Application pro-
cesses use the ROS client library (rcl) to create nodes, publishers and sub-
scribers, and to register callbacks. The rcl is typically accessed via language-
specific libraries such as rclcpp, which provides a C++ interface to rcl, or rclpy,
which provides Python bindings. A common middleware library (rmw) ab-
stracts from different DDS implementations that are provided by various ven-
dors. All libraries are dynamically linked to the application process and exe-
cuted on a POSIX-compliant OS. Currently, ROS 2 supports Linux, Windows
and OS X.
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Communication events can be observed at the API provided by the client li-
braries (e.g. rclcpp). A communication event can be the execution of a timer
callback, the publication of a topic by a publisher or the execution of a sub-
scriber callback. Note, that monitoring is similarly applicable to non-blocking
RPC communication that is provided by ROS 2 via servers and clients. The
elapsed time between two communication events is a direct measure of the
latency for the processing that takes place between these events. This includes
all effects on the lower layers (library calls, scheduling, caching, bus contention,
etc.).

I therefore implemented the monitoring logic by modifying the rclcpp library.
The implementation focuses on achieving a low overhead to the regular opera-
tion of the applications and a low latency for the exception handling. As this
implementation only uses basic OS primitives, it can be easily transferred to
similar distributed RTEs. In ROS 2, communication events are made explicit
by the callback structure and the provided API. It is important to emphasise
that ROS 2 follows a distributed implementation in the sense that there is no
central process that mediates communication between processes. Instead, the
communication middleware (rmw) and the ROS infrastructure is provided as
libraries that are linked into every ROS application. As illustrated in Figure 5.9,
the library-based nature of ROS 2 requires additional communication between
processes in order to exchange timestamps of the start events and end events
that usually occur in different processes. In order to keep the communica-
tion overhead low, one can leverage shared-memory for data exchange and
inter-process semaphores for synchronisation.

rmw

rclcpp

rcl

ROS
node

exception 
callback

subscriber 
callback

monitor 
thread executor 

thread(s)

subscriber

rmw

rclcpp

rcl

ROS
node

any 
callback

publisher

shared memory + semaphore

(virtual) network

wait

post

post

Figure B.2: Publisher-Subscriber communication between two ROS 2 nodes
with added monitoring infrastructure (red).

Figure B.2 depicts the basic monitoring architecture. It shows two ROS 2 nodes
implemented in separate processes. The node on the left uses the publisher
interface of rclcpp to publish a topic via a (virtual) network to the subscriber
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on the right side. After the topic has been received by the middleware thread
(not shown), the executor will eventually execute the subscriber callback. The
monitoring approach consists in a separate (high-priority) monitor thread next
to the executor that processes the communication events, compares times-
tamps, programs timeouts and raises temporal exceptions. In this example,
the monitored segment starts with the publication of the publisher and ends
with the reception of the subscriber. Note, that any communication event can
act as a start or end event. In this example, the publisher posts the current
timestamp into a ring buffer in shared memory and raises a semaphore at the
moment when the publication has been issued by the ROS node. On the other
side, the subscriber will post the current timestamp into another ring buffer in
the same shared memory just before the subscriber callback will be executed.
The monitor thread waits on the semaphore and processes the timestamps
from the ring buffers when the semaphore was raised by the publisher or the
subscriber. From the start event timestamps and the segment’s budget, the
monitor thread determines the deadline and maintains a sorted set of timeouts.
If an end event is received by the monitor thread before the corresponding
segment’s timeout fired, the timeout is removed. For waiting on the semaphore,
the monitor thread uses sem_timedwait() to specify the maximum waiting
time, which is taken from the nearest timeout in the set. If the call times out, a
temporal exception is raised by executing the corresponding exception callback
that has been registered by the application.

Note, that a monitored segment is not restricted to events of directly communi-
cating processes but can cover a chain of publishers and subscribers of arbitrary
length. More precisely, the start event of a segment can be provided by any
publisher/subscriber. The same holds for the end event of a segment.

As a ROS node typically implements several callbacks that may be part of dif-
ferent processing chains, the monitor thread must manage multiple segments,
each with its own start events, end events and exception callbacks. A moni-
tored segment is identified by a global identifier that is used by both involved
processes to access the shared memory via shm_open(). Every monitor thread
uses a single named semaphore that is accessed via sem_open() using another
global identifier. The segment and monitor identifiers (together with the pre-
defined time budget) are loaded from a dedicated configuration file by each
process during initialisation.

Since the ring buffers are accessed concurrently by multiple threads/processes,
one would typically use a mutex (e.g. spinlock) to sequentialise the read and
write accesses. However, such an approach comes with the drawback of waiting
times that may be subject to priority inversion and thus potentially add a
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significant overhead. There are wait-free implementations of ring buffers with
multiple readers and multiple writers [FD15], which mitigate this problem. Yet,
as there is only a single reader (monitor thread) for every monitored segment,
we can also use a separate ring buffer for each writer, i.e. one for the start events
and one for the end events. Wait-free ring buffer implementations for single
writers and single readers are much easier to realise and available in common
software libraries1.

Figure B.3 depicts a sequence diagram for illustrating the internal logic
of the monitor thread. The figure shows the exemplary case of direct
publisher/subscriber communication similar to Figure B.2, i.e. a publisher
produces the start events whereas a subscriber produces the end events. On
publication of a message, the publisher posts a start event to its ring buffer
in shared memory and raises the corresponding semaphore. The monitor
thread wakes up either when the semaphore increases or when a timeout
occurs. It first reads all start events from the ring buffer in shared memory,
pushes the timestamps into an internal PendingQueue, and inserts the
corresponding timeout (start event timestamp + predefined budget) into a
TimeoutScheduler. Next, it reads all end events from the corresponding ring
buffer in shared memory. The timed_out variable indicates how many events
have already been removed from the PendingQueue due to timeouts. Hence,
the monitor thread only removes a timestamp from the internal PendingQueue
and removes the corresponding timeout from the TimeoutScheduler if the
timed_out variable is zero. When all events have been processed, the monitor
thread checks whether there are still valid timestamps in the PendingQueue
and whether their predefined budget has already expired (i.e. the end event
was not received in time). If this is the case, the timestamp is removed
from the PendingQueue, the corresponding timeout is removed from the
TimeoutScheduler, and the timed_out counter is incremented before the
temporal exception is raised. When all exceptions have been handled, the next
timeout is acquired from the TimeoutScheduler and used as an argument to
sem_timedwait(to). When the actual message is received by the subscriber,
it posts an end event into its ring buffer in shared memory without raising
the semaphore in order to reduce the number of context switches to the
high-priority monitor thread.

1see https://liblfds.org or
https://www.boost.org/doc/libs/1_74_0/doc/html/boost/lockfree/spsc_queue.html
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Figure B.3: Sequence diagram of monitor logic for the example of direct
publisher/subscriber communication.
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Appendix C

Publications of the Author

This appendix lists the publications by the author of this thesis in reverse
chronological order. Publications are further grouped into those with relation
to this thesis and those without.

C.1 Related Publications

C.1.1 Reviewed

[PSE21b]: J. Peeck, J. Schlatow, and R. Ernst. Online latency monitoring of
time-sensitive event chains in safety-critical applications. In Design Automation
and Test in Europe Conference Exhibition (DATE), February 2021.

This work introduces the concept of end-to-end latency monitoring of distributed
event chains. This concepts consists of the mechanism presented in Section 5.4
in combination with a monitoring mechanism for network latencies. This short
paper is augmented by a technical report [PSE21a] (see below).

[DAF+19]: A. Dörflinger, M. Albers, B. Fiethe, H. Michalik, M. Möstl, J. Schla-
tow, and R. Ernst. Demonstrating Controlled Change for Autonomous Space
Vehicles. In NASA/ESA Conference on Adaptive Hardware and Systems (AHS),
2019.

This work presents the details of the space-robot use case developed in the scope
of the Controlling Concurrent Change (CCC) project.
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[MNSE19]: M. Möstl, M. Nolte, J. Schlatow, and R. Ernst. Controlling Concur-
rent Change - A Multiview Approach Toward Updatable Vehicle Automation
Systems. In S. Saidi, R. Ernst, and E. Dirk Ziegenbein (editors), Workshop on
Autonomous Systems Design (ASD 2019), volume 68 of OpenAccess Series in
Informatics (OASIcs), pages 4:1–4:15, Florence, Italy, March 2019.

This work presents the details of the automated-driving use case developed in
the scope of the CCC project.

[SME19]: J. Schlatow, M. Möstl, and R. Ernst. Self-aware scheduling for mixed-
criticality component-based systems. In Real-Time and Embedded Technology
and Applications Symposium (RTAS), Montreal, Canada, April 2019.

This work builds the basis for Section 5.3 and Section 5.2, i.e. it presents the idea
of an event-based replenishment strategy, leading to ET(n)-scheduling, and the
continuous monitoring of consumed execution budgets.

[MSE18a]: M. Möstl, J. Schlatow, and R. Ernst. Synthesis of monitors for
networked systems with heterogeneous safety requirements. IEEE Transactions
on Computer-Aided Design of Integrated Circuits and Systems, 37(11):2824–2834,
November 2018.

This work presents a cross-layer-model-based approach for synthesising pro-
tective monitors of timing properties in order to reduce dependencies between
subsystems and to meet safety requirements. It relates to this thesis as it represents
a specific analysis that can be performed during integration and implemented in
terms of an analysis engine within the Multi-Change Controller (MCC) frame-
work.

[MSE+18b]: M. Möstl, J. Schlatow, R. Ernst, N. Dutt, A. Nassar, A. Rahmani,
F. J. Kurdahi, T. Wild, A. Sadighi, and A. Herkersdorf. Platform-Centric Self-
Awareness as a Key Enabler for Controlling Changes in CPS. Proceedings of the
IEEE, 106(9):1543–1567, September 2018.

This work addresses the challenges in managing changes and evolution in critical
embedded systems. It elaborates on how frameworks, methods and mechanisms
as developed in the CCC project enable building self-aware cyber-physical sys-
tems. Furthermore, it defines the terms model uncertainty and model inaccuracy.
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[DAS+18]: A. Dörflinger, M. Albers, J. Schlatow, B. Fiethe, H. Michalik, P.
Keldenich and S. P. Fekete. Hardware and Software Task Scheduling for ARM-
FPGA Platforms. In NASA/ESA Conference on Adaptive Hardware and Systems
(AHS), Edinburgh, UK, August 2018.

This work addresses the problem of hardware/software co-scheduling that arises
when partial reconfiguration is used for FPGAs. It models FPGA modules as
hardware tasks whose execution is subject to certain constraints, and presents
an offline optimisation of the hardware-task schedule. The work relates to this
thesis as it represents a potential analysis engine in the MCC framework that
generates a (locally) optimal schedule for the FPGA reconfiguration.

[SE17]: J. Schlatow and R. Ernst. Response-time analysis for task chains with
complex precedence and blocking relations. International Conference on Em-
bedded Software (EMSOFT), ACM Transactions on Embedded Computing Sys-
tems ESWEEK Special Issue, 16(5s):172:1–172:19, September 2017.

This work presents the response-time analysis for task-chains that include block-
ing relations, caused by shared services, and mixed precedence semantics. The
analysis has been further refined in Section 4.3.2.4 and used for comparison in
Section 4.4.

[SNM+17]: J. Schlatow, M. Nolte, M. Möstl, I. Jatzkowski, R. Ernst, and M.
Maurer. Towards model-based integration of component-based automotive
software systems. In Annual Conference of the IEEE Industrial Electronics Society
(IECON17), Beijing, China, October 2017.

This work presents the cross-layer modelling approach (formalised in Section 3.3)
and the necessary integration steps for a component-based automotive use case.
In particular, it also introduces and defines the individual model layers/views
(function architecture, communication architecture, component architecture,
component instantiation and task graph).

[SME+17]: J. Schlatow, M. Möstl, R. Ernst, M. Nolte, I. Jatzkowski, M. Maurer, C.
Herber and A. Herkersdorf. Self-awareness in autonomous automotive systems.
In Design, Automation and Test in Europe (DATE), Lausanne, Switzerland, March
2017.

This paper addresses self-aware computing as an approach which builds on
the CCC idea and which adds autonomy to the management of automotive
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platforms. In particular, it motivates the application of cross-layer modelling to
establish self-aware vehicles.

[MSE+16]: M. Möstl, J. Schlatow, R. Ernst, H. Hoffmann, A. Merchant and A.
Shraer. Self-aware systems for the internet-of-things. In International Confer-
ence on Hardware/Software Codesign and System Synthesis (CODES), Pittsburgh,
Pennsylvania, October 2016.

This paper addresses the idea of self-aware computing in the field of Internet-
of-Things and illustrates this on three contributions from different domains.
In particular, it summarises the CCC idea and its architectural approach that
enables continuous change and evolution.

[SE16]: J. Schlatow and R. Ernst. Response-time analysis for task chains in
communicating threads. In 22nd IEEE Real-Time Embedded Technology and
Applications Symposium (RTAS), Vienna, Austria, April 2016.

This work presents the response-time analysis for simple task chains that follow
either the weak or the strict precedence semantics. The main idea to extend
the busy-window approach from single tasks to task chains allowed to reduce
scalability and tightness of the response-time analysis. It also built the basis for
the extensions from [HQH+17] and [GPQ+18].

[SME15]: J. Schlatow, M. Moestl, and R. Ernst. An extensible autonomous
reconfiguration framework for complex component-based embedded systems.
In 12th International Conference on Autonomic Computing (ICAC), Grenoble,
France, July 2015.

This work-in-progress presents a SAT approach for solving service dependencies
between software components by formulating a boolean satisfiability problem.

C.1.2 Unreviewed

[PSE21a]: J. Peeck, J. Schlatow, and R. Ernst. Online latency monitoring of
time-sensitive event chains in ROS2. Technical report, TU Braunschweig, Jan-
uary 2021.

This work provides further details of the end-to-end monitoring concept pre-
sented in [PSE21b].
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[MSN+16]: M. Möstl, J. Schlatow, M. Nolte, M. Maurer and R. Ernst. Automat-
ing Future (Function-)Updates. In Tagungsband ELIV-Marketplace: E/E im
Pkw, Düsseldorf, Germany, VDI Wissensforum GmbH, October 2016, ISBN:
978-3-945435-05-2.

This work presents the approach of the CCC project w.r.t. how it will enable
function updates in future automotive systems.

C.2 Unrelated Publications

C.2.1 Reviewed

[SMT+18]: J. Schlatow, M. Möstl, S. Tobuschat, T. Ishigooka, and R. Ernst.
Data-age analysis and optimisation for cause-effect chains in automotive con-
trol systems. In IEEE Symposium on Industrial Embedded Systems (SIES), Graz,
Austria, June 2018.

This paper present an MILP formulation of a data-age analysis of time-triggered
cause-effect chains that are found in classic automotive control systems. It opti-
mises the core-to-task mapping and the activation offsets to reduce the end-to-
end data age.

[GSME17]: K.-B. Gemlau, J. Schlatow, M. Möstl and R. Ernst. Compositional
Analysis for the WATERS Industrial Challenge 2017. In International Work-
shop on Analysis Tools and Methodologies for Embedded and Real-time Systems
(WATERS), Dubrovnik, Croatia, June 2017.

This paper presents a Compositional Performance Analysis (CPA)-oriented anal-
ysis of automotive cause-effect chains in the scope of the WATERS challenge
2017.

[HSPE16]: M. Hamad, J. Schlatow, V. Prevelakis and R. Ernst. A communica-
tion framework for distributed access control in microkernel-based systems. In
12th Annual Workshop on Operating Systems Platforms for Embedded Real-Time
Applications (OSPERT16), Toulouse, France, July 2016.

This work presents a centralised communication module for secure network
communication between ECUs by using IPsec and a policy definition language.
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[HQS+16]: S. Holthusen, S. Quinton, I. Schaefer, J. Schlatow and M. Wegner.
Using Multi-Viewpoint Contracts for Negotiation of Embedded Software Up-
dates. In First International Workshop on Pre- and Post-Deployment Verification
Techniques (PrePost), Reykjavik, Iceland, June 2016.

This work presents a contract language capturing information of multiple view-
points for a simple trajectory calculation use case.

[TSAE15]: D. Thiele, J. Schlatow, P. Axer, and R. Ernst. Formal timing analysis
of CAN-to-Ethernet gateway strategies in automotive networks. Real-Time
Systems, vol. 52, pp. 88-112, 2015.

This work presents a CPA extension for multiplexing and demultiplexing of CAN
messages that occurs in automotive gateways. It thereby extends the semantics of
OR-/AND-joins in CPA with a join that represents the packing of CAN messages
into a single Ethernet frame and with a fork that represents the unpacking of
Ethernet frames which contain multiple CAN messages.

[RNS+14]: A. Reschka, M. Nolte, T. Stolte, J. Schlatow, R. Ernst and M. Maurer.
Specifying a middleware for distributed embedded vehicle control systems.
In IEEE International Conference on Vehicular Electronics and Safety (ICVES),
Hyderabad, India, December 2014.

This work specifies the requirements for the vehicle control system implemented
on the automotive demonstrator MOBILE that has been used in the scope of the
CCC project.

[NSS+11]: M. Neukirchner, S. Stein, H. Schrom, J. Schlatow and R. Ernst.
Contract-based Dynamic Task Management for Mixed-Criticality Systems. In
IEEE International Symposium on Industrial Embedded Systems (SIES), June
2011.

This work presents a run-time environment for the dynamic management of
periodic control tasks protected by a model-based admission control. It bases
on the results of the EPOC project, which key ideas have been taken up and
advanced in the CCC project.
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Acronyms

ADAS Advanced Driver-Assistance Systems

API Application Programming Interface

ARQ Automatic Repeat-reQuest

BCET Best-Case Execution Time

BET Bounded Execution Time

CAmkES Component Architecture for microkernel-based Embedded Systems

CBOS Component-Based Operating System

CBS Constant Bandwidth Server

CCC Controlling Concurrent Change

CLM Cross-Layer Model

CPA Compositional Performance Analysis

CPS Cyber-Pysical System

DAG Directed Acyclic Graph

DDS Data Distribution Service

DSE Design-Space Exploration

ECU Electronic Control Unit

EDF Earliest Deadline First
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Acronyms

FMEA Failure Mode and Effects Analysis

FPGA Field-Programmable Gate Array

fps frames per second

FTA Fault Tree Analysis

GA Genetic Algorithm

GMF Generalized Multiframe

IoT Internet of Things

IPC Inter-Process Communication

LTTng Linux Trace Toolkit: next generation

MaC Modelling and Checking

MCC Multi-Change Controller

MILP Mixed Integer Linear Programming

MPA Modular Performance Analysis

NC Network Calculus

NOVA NOVA OS Virtualization Architecture

NUL NOVA User-Level Environment

OEM Original Equipment Manufacturer

OS Operating System

PMU Performance Monitoring Unit

POLA Principle Of Least Authority

rcl ROS client library

ROS Robot Operating System

RPC Remote-Procedure Call

RTA Response-Time Analysis

RTC Real-Time Calculus

RTE Run-Time Environment

RTOS Real-Time Operating System
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RTPS Real-Time Publish-Subscribe

SIL Safety Integrity Level

SMP Symmetric Multiprocessing

SMT Satisfiability Modulo Theories

SPNP Static Priority Non-Preemptive

SPP Static Priority Preemptive

TCB Trusted Computing Base

TCM Task-Chain Model

UAV Unmanned Aerial Vehicle

WAF Workload Arrival Function

WCET Worst-Case Execution Time

WCRT Worst-Case Response Time
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