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Kurzfassung

Diese Dissertation untersucht die Möglichkeiten zum Bau von ultra-breitband (UWB)
Radar-Sensoren allein aus kommerziell verfügbaren Komponenten. Dabei kommt ein
Verfahren zur Korrelation von künstlich erzeugtem Rauschen zum Einsatz, das eine
geringe Sendeleistung benötigt, da es eine effektive Rausch- und Störunterdrückung
ermöglicht.

Die Vor- und Nachteile des Pseudo-Rausch-Verfahrens und der als Stimulus verwen-
deten Maximalfolgen werden untersucht und mit etablierten Radarverfahren verglichen.
Es werden kostengünstige Generatoren für Maximalfolgen vorgestellt, die trotz der
Einschränkung auf kommerzielle Komponenten den Betrieb bei 2 GHz erlauben.

Im praktischen Teil dieser Arbeit werden zwei Anwendungsfelder untersucht: Loka-
lisierung sowie Bodenradar. Es wird ein Abstandssensor gezeigt, der eine Bandbreite
von 1 GHz im Basisband verwendet und bei einer Trägerfrequenz von 2 GHz arbeitet.
Im Empfänger wird ein sequentieller IQ-Mischer verwendet, der eine ausgezeichnete
Balance der Signalkomponenten trotz der großen verwendeten Bandbreite ermöglicht.
Das System ist in der Lage, bei einem mittleren Abstand von 2 m bewegte Objekte zu
verfolgen und erreicht dabei eine Standardabweichung von 1,73 mm.

Soll aus mehreren Abstandssensoren ein dreidimensionales Lokalisationssystem
zusammengestellt werden, ist häufig eine präzise Synchronisation der einzelnen Sensor-
knoten erforderlich. Ein Demonstrator wird vorgestellt, der sich auf eine Referenzfolge
synchronisieren kann und dabei unter Verwendung von Kabeln eine Standardab-
weichung bzw. einen RMS Jitter von 1,96 ps erreicht, was 0,38 % der Symbollänge
entspricht.

Die letzte behandelte Anwendung ist ein Bodenradar zur Lokalisation von unterir-
dischen Rohrleitungen. Es wird die Entwicklung eines Prototyps dokumentiert, der
die gesamte Signalkette von der Erzeugung des Stimulus bis zur Auswertung umfasst.
Durch die Verwendung binärer Maximalfolgen können große Teile des Radarsystems in
programmierbarer Logik umgesetzt werden. Es wird lediglich noch ein kommerzieller
Analog-Digital-Wandler benötigt, um das System zu vervollständigen. Vergleichsmes-
sungen zwischen dem Prototypen und einem kommerziellen Bodenradar zeigen, dass
schon heute eine vergleichbare Leistungsfähigkeit bei der Ortung von Erdkabeln und
Rohrleitungen erreicht wird.
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Abstract

This dissertation investigates the feasibility of implementing ultra-wideband (UWB)
radar sensors using commercial off-the shelf electronics. The sensors are based on
the correlation of binary pseudo noise sequences, combining low transmit power
requirements with excellent noise and interference suppression.

Maximum length sequences (M-sequences) are used as stimulus in this work. Their
characteristics are compared to other established radar waveforms. Generators for
M-sequences are demonstrated that allow high-speed operation at 2 GHz.

In the practical part of this thesis, sensor prototypes are developed for two different
fields: positioning as well as ground penetrating radar. A modulated ranging system
is introduced that features 1 GHz of baseband bandwidth. The system is operating at
a 2 GHz carrier frequency using a sequential IQ downconverter. The sequential IQ
downconverter ensures close to perfect IQ balance even for large bandwidths. It is
shown that the system is able to track moving objects with a standard deviation of
1.73 mm at 2 m range.

When combining multiple ranging systems to construct a complete three-dimensional
positioning system, a synchronization backbone is often required. A demonstrator is
developed which can synchronize itself to a reference sequence with 1.96 ps RMS jitter.
The proposed solution uses an analog correlating control loop (delay lock loop) which
allows tracking the reference to 0.38 % of one chip duration in a cabled configuration.

The final application shown is a ground penetrating radar (GPR). GPR is commonly
used to locate buried utility pipes and voids avoiding costly drilling and excavation.
A prototype radar system is developed that integrates the complete transmitter and
receiver chain, as well as signal processing. A very compact system can be built by
using programmable logic as a high-speed binary signal source and sink. In addition
to the central FPGA only two additional components are needed: a fast output
driver for the transmitter and a commercial analog-to-digital converter for the receiver.
Comparative measurements on buried pipes and cables prove that this system has
achieved detection capability comparable to commercially available pulsed GPRs.
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1
Introduction

Radar (radio detection and ranging) describes the very general principle of using elec-
tromagnetic waves to detect and, possibly, locate objects. This is done by transmitting
electromagnetic waves, receiving an electromagnetic response, and comparing the two
signals. Radar is already widely used in meteorology, aviation and seafaring. Recently,
industrial applications like object tracking are also becoming commonplace

To explain the technical realization of radar, the radar waveform that is the easiest to
depict is a short pulse. The pulse is radiated from the transmit antenna to propagate in
the surrounding medium, e. g., air, as an electromagnetic wave. At every discontinuity
in the medium, a fraction of the wave is reflected. Having a receiver at the same
position as the transmitter, it is possible to detect the reflected energy. In the time τ
between sending the pulse and receiving the echo, the pulse has traveled a distance of
2R. Using the speed of light c, the distance between the radar and the discontinuity
can be calculated as R = cτ/2.

The pulse, however, is not the only waveform that can be used for distance measure-
ments. In fact, any modulated signal can be used. If, however, a continuous signal
is to be used, it is less clear how the transmission delay τ is to be determined since
both the transmit and receive signal is continuously present at the receiver. As will
be shown later in this dissertation, the cross-correlation between the transmitted and
the received signal can be used to compress the continuous signals into pulses. The
correlation approach can be used for any signal that has significant bandwidth and
duration. This includes, for example, complex pulses that are not cosine shaped but
modulated with a frequency ramp which includes continuous frequency ramps and
even noise. For all these signals the correlation produces one pulse for every scatterer,
allowing the delay to be determined precisely like it was for the pulsed radar. The
distance can be calculated accordingly. The advantage of the continuous wave (CW)
stimulus is that the energy is spread out over a longer time, hence a lower peak power
is required to transmit the same energy and achieve the same range.

The requirement for effective correlation and impulse compression is to have a wide
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1 Introduction

bandwidth signal with the stimulus power equally distributed over frequency. One
class of signals that perfectly matches these characteristics is ‘white’ thermal noise.
Using the correlation, it is possible to build a radar system using noise as stimulus.
Both finding applications for noise radar and implementing suitable measurement
systems are goals for this thesis. It will be shown that noise radars can be simplified
by not using actual random noise, but synthetic signals that imitate the characteristics
of natural noise processes. Maximum length sequences (M-sequences) are a family of
binary signals that are particularly well suited for the practical implementation of a
such a pseudo-noise radar.

Radar is, of course, not limited to simple distance measurements. What has been
described here is a system that measures the impulse response of its environment either
directly, by exciting it with a short pulse, or indirectly by using a wideband signal
and compressing it into a pulse in post-processing. The impulse response function
(IRF) is a very general way to fully describe the behavior of an linear, time-invariant
(LTI) system. An LTI system can be anything that allows a signal to propagate, such
as the air between two antennas or an electronic amplifier. The LTI assumption is
valid, at least over a short time, when observing a natural environment. The same
assumption can also be applied, at least as an approximation, to many electronic
systems containing active components. The assumption of linearity is only acceptable
over a limited range of input power and an amplifier, as mentioned above, is a good
example of this limitation. A well-designed amplifier can be almost perfectly linear
over a specified range of input signal amplitudes, yet quickly become highly nonlinear
if the input exceeds the specification and the amplifier is driven into saturation.

For the radar ranging application, only strong peaks in the IRF that are indicating
sharp discontinuities in the propagating medium are of interest. The same measurement
can, of course, also be evaluated to provide more general insight into the properties of
materials. Radar and material characterization are merely two different ways to view
the same information.

Both the general concept of IRF measurements and the correlation of random
signals to estimate the IRF do not only apply to electromagnetic waves. The approach
is also in widespread use in acoustics to characterize loudspeakers, microphones and
whole rooms. As John Vanderkooy put it in 1994:

“MLS [maximum length sequence] systems are now popular for many
system-identification tasks, perhaps because the excitation signal has good
crest factor, is more pleasing to listen to (or endure), and excites systems
more naturally.” [64]

Vanderkooy is writing about M-sequences or MLS that were briefly mentioned above
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in comparison with pulsed or frequency modulated stimuli. M-sequences are a group of
time-discrete, two-valued sequences that have become immensely important in modern
technology. They are periodic and can be reproduced at any time, only requiring
the storage of a small number of coefficients. The sequences are sometimes referred
to as pseudo noise (PN), emphasizing the characteristics shared with thermal noise.
They are widely used in place of thermal noise in a correlating radar with no critical
degradation of the correlation performance. Since they are periodic and the sequence
is known, the transmit signal does not need to be sampled, effectively reducing the
complexity of the radar system by half.

Much of the theory behind M-sequences was published in the 1950s and 1960s. The
history of shift register sequences was outlined by Solomon W. Golomb in his classic
book [20]. When this work was published in 1967, M-sequence theory had been around
for a long time, yet the origins were far from clear:

“It is hard to establish priorities as to who did what first. For example, E.
N. Gilbert of the Bell Telephone Laboratories derived much of the linear
theory a year or so earlier than either Zierler, Welch, or myself, but his
memorandum had very limited distribution. Many other have derived
the linear theory independently since that time, and doubtless others will
continue to do so. Of course, the first investigation of linear recurrence
relations modulo p goes back as far as Lagrange, in the eighteenth century,
and an excellent modern treatment was given (as purely mathematical
exposition) by Marshall Hall in 1937.” [20]

Remarkably, Golomb’s book is relevant and widely cited even today. M-sequences
have since become an integral part of our communication infrastructure, being used
in Global Positioning System and in every mobile phone as spreading code [65]. M-
sequences are also used as test patterns for radio channel measurements and in testing
integrated circuits. However, the use of such sequences for radar has not been subject
to as much attention until more recently.

Starting in 1997, a research group at the TU Ilmenau led by Dr.-Ing. Jürgen
Sachs has been developing modern wideband radars using M-sequences [51]. From the
early 2000s until today, they have focused on custom integrated solutions, pushing
the achievable bandwidth to 10 GHz and beyond [50]. Apart from increasing the
bandwidth, researchers are also focused on increasing carrier frequencies. Recently,
for example, a 77 GHz PN Doppler radar integrated circuit (IC) has been published
by the Kepler University in Linz, Austria [35].

For many applications these huge bandwidths and high frequencies are not required.
A good example is ground penetrating radar (GPR), where the low-pass characteristic
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1 Introduction

of soils limits the usable frequency range to about 1.5 GHz and below1. This whesis
focuses on these medium bandwidth applications where a complete M-sequence radar
can be implemented relying only on commercially available parts.

1.1 Organization of this Thesis
Before diving into the details of wideband circuit design, the remainder of this chapter
introduces the theoretical basics that can be used to estimate the performance of
any radar system. The most common radar waveforms are shown and similarities
as well as differences are analyzed. In Chapter 2 the M-sequence is compared to
traditional pulsed and frequency-modulated waveforms to show advantages as well as
trade-offs. The central chapters, 4 to 6, then present one radar system each, covering
very different applications that still have much in common.

Chapter 3 introduces the first building block of any radar system: the signal source.
Four different implementations are introduced and guidelines are presented for choosing
a suitable generator for a given application.

In the following chapters, three applications are introduced and three different radar
topologies are developed to solve the particular measurement tasks. In Chapter 4 a
close range distance measurement solution is presented. It uses the two-way time of
flight of the pseudo noise signal to calculate distance. The prototype presented in this
chapter implements the signal generation and analog front-end but signal acquisition
and analysis is done using commercial measurement instruments.

Chapter 5 adds analog synchronization of two M-sequences to the basic radar
hardware. The intent is to develop a wireless clocking and synchronization backbone
that is prerequisite to a large-scale positioning system. It will be shown that an analog
implementation of the synchronizing control loop provides a high level of precision
that would be very difficult to achieve using commercial digital circuits.

Chapter 6 shows the development and testing of a ground penetrating radar system,
an application that poses strong limitations on the usable bandwidth and frequency
range. By using an field-programmable gate array (FPGA) for signal generation and
processing, this radar system is able to integrate both the analog front-end and digital
high-speed baseband, and does not rely on external measurement instruments.

1.2 Contributions
This work not only proposes but also demonstrates beneficial applications of the
M-sequence in two different applications:

1See Chapter 6 for a more in-depth discussion.
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1.3 Radar Fundamentals

Positioning Chapter 5 proposes a possible improvement on current industrial po-
sitioning systems. Positioning is commonly accomplished by taking multiple
distance measurements between an object being located and a number of sensors
at fixed positions. This can be accomplished by having the object transmit a
characteristic signal and all sensors measure the time difference between this sig-
nal and a precise common time reference. Many current positioning systems rely
on cabling to synchronize the numerous stationary nodes. This work proposes a
wireless synchronization based on M-sequences. By using orthogonal sequences
(code division multiple access) for synchronization and distance measurement to
an object, the same ultra-wideband channel can be used for both functions. The
large bandwidth ensures good resolution in dense multi-path environments while
the ability to re-use the channel, and thus the transmitter and receiver hardware,
simplifies the implementation and correspondence to conform to existing ultra
wideband (UWB) regulation.

Ground Penetrating Radar A novel M-sequence GPR radar is demonstrated in Chap-
ter 6. It is shown that an ultra-wideband transceiver can be implemented mostly
in a modern FPGA, producing a compact and low-cost radar system. A complete
GPR solution based on the new transceiver is shown and characterized. The
prototype system has already shown detection capability on par with commercial
systems. Even better results are expected for a fully optimized system with
improved antennas.

Additionally, a number of technical solutions and even proven modules for generation
and wideband sampling of M-sequences are presented in Chapter 3 and 6. These
modules are available to quickly implement and characterize future radar concepts.

1.3 Radar Fundamentals
This section briefly introduces the characteristics and some theoretical approximations
for classic pulse and frequency modulated radars. The characteristics mentioned here
represent the benchmark to which the noise radars introduced in the following chapters
are compared.

1.3.1 Pulsed Radar

Pulsed radar is the oldest and most widely used radar method. It uses short pulses
that are transmitted at a fixed pulse repetition frequency (PRF) fp = 1

Tp
. The pulses

propagate from the antenna at the speed of light. Whenever they hit a discontinuity,
a part of the pulse energy is scattered back toward the radar where it can be detected.
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1 Introduction

Since the transmitting and the receiving antenna are usually placed close together
direct coupling between the antennas can be a problem. Strong coupling means that
the receiver has to be able to handle pulses that are much larger than expected for a
remote scatterer. If objects in close proximity to the radar itself are of no interest,
the receiver can be turned off during the transmission or a transmit/receive switch
can be used to isolate the receiver. This ensures almost perfect isolation between
the transmitter and the receiver. The dynamic range that the receiver needs to
handle is thus only defined by the size and distance of possible radar targets, it is not
unnecessarily enlarged by the antenna coupling. This reduction in dynamic range is a
substantial advantage of pulsed radars over CW radars that will be introduced later
in this chapter.

The resolution capability ∆R of the radar depends on the pulse length τ since the
pulse can be thought of as extending over a distance cτ in space, with c being the
speed of light [58].

∆R = cτ

2
For cosine-shaped pulses, the bandwidth B is controlled by the length of the pulse,
Bτ ≈ 1. Thus,

∆R = c

2B .

The maximum unambiguous range is limited by the PRF. The pulse has to make it to
a remote target and back to the radar within Tp, hence

Rmax = c

2fp
= cTp

2 . (1.1)

In order to build a radar that combines a large range with good resolution, τ needs
to be small and Tp large. This means that the duty cycle τ/Tp of the radar is very
low and the pulse power Pt is much higher than the average power. E = Ptτ is the
pulse energy.

Pav = Pt
τ

Tp
= E

Tp

To investigate the influence of transmit power on the energetic range of the radar, the
general radar range equation (1.2) can be used [58].

Rmax =
 PtG

2λ2σ

(4π)3Smin


1
4

(1.2)

G is the gain of the antennas, receiver and transmitter antenna are assumed to have
equal gain.
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1.3 Radar Fundamentals

λ = c
f is the wavelength at the center frequency.

σ is the radar cross-section of the target.

Smin is the minimum detectable signal.

The ability of the receiver to discern a reflected signal from noise mostly depends
on thermal noise in the receiver itself. This can be modeled by calculating the noise
power in a given bandwidth B, Pn = kT0B. The noise figure Fn specifies how much
the input signal-to-noise ratio deteriorates due to the receiver. Finally, noise is a
statistical phenomenon so a significant power difference between the mean noise
power and the incoming signal is needed for reliable detection (limited false alarm
rate), this power difference is specified as minimum signal-to-noise ratio

(
S/N

)
min. A

common requirement for
(
S/N

)
min is 13 dB. Combining all aforementioned factors,

an approximation for Smin can be found:

Smin = kT0BFn

(
S

N

)
min

(1.3)

For a radar using unmodulated pulses satisfying B = 1
τ , combining (1.2) and (1.3)

leads to

Rmax =


Et︷︸︸︷
PtτG

2λ2σ

(4π)3kT0Fn
(
S
N

)
min


1
4

. (1.4)

It can be concluded from (1.4) that the overall energy Et contained in the pulse
limits the achievable range, hence long pulses make achieving long range on a power
budget easier. Increasing τ does however reduce the resolution 1

∆R . To be able to
use long pulses without compromising the resolution of the radar system, intra-pulse
modulation can be used, for example, by using a longer pulse and modulating it with
a frequency sweep. This allows the pulse width to be made independent of bandwidth,
providing Bτ � 1. The receiver then has to use pulse compression to reduce the long
pulse transmitted over the air, back to a shorter pulse with good spacial resolution.

If digital processing of the radar signals is desired, the receiver output has to be
sampled while retaining the full bandwidth B of the signal.

Stationary air surveillance radars commonly operate with peak powers in the
megawatt range. Many examples of this have been listed by Skolnik [58]. Of course,
the components required to handle large pulse powers are not readily available as
small, low-cost electronics. The idea of compressing long pulses into shorter ones,
however, can be taken to the extreme by continuously transmitting and receiving
while using modulation to achieve any specified bandwidth. as the following sections
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1 Introduction

will show, when radar systems are to be employed in large numbers continuous wave
radars are often used.

1.3.2 Frequency Modulated Radar

Whenever the high pulse powers required by pulsed radar are a problem, CW radars
are an alternative. Unmodulated carriers can be used for Doppler speed measurements
or, by using the phase of the reflected signal, for interferometry. To be able to resolve
multiple targets and to calculate the distance for every target, modulation of the
continuous wave is required. This section will assume a linear frequency sweep as the
most widely used modulation scheme for CW radars.

The great advantage of all CW radars over pulsed radars is the low peak to average
power ratio Pav ≈ Pt. To achieve the same range as a pulsed radar, the peak power
needed in a CW radar can be significantly lower, greatly relaxing the requirements
on the power handling capability and linearity of the transmit chain, particularly the
power amplifiers.

This advantage, however, does come with a price. Transmitter and receiver are
continuously operating. Hence, direct coupling between transmitter and receiver
becomes a problem. In monostatic radars, sharing one antenna for both transmitter
and receiver, a circulator has to be used to separate outgoing and incoming signals.
Circulators often achieve isolation of no better than −20 dB, making the direct coupling
by far the strongest signal in the receiver and hence increasing the necessary dynamic
range. To alleviate this problem, bistatic antenna setups are often used with CW
radars. By using physically separate antennas, possibly with some kind of conductive
barrier in between, better isolation is achievable at the cost of additional space required
by the antennas. Simulations have shown that, by introducing a simple metal shield,
in the frequency range around 15 GHz isolation of up to 60 dB is achievable between
neighboring patch antennas. If, for example, a common radome for both antennas is
added later, reflections will degrade the isolation.

An additional advantage of frequency modulated continuous wave (FMCW) radars
is the small bandwidth required for digitizing and processing the receiver output. This
is possible since the range information for this type of radar is a frequency difference,
not a time difference.

Figure 1.1a shows the basic elements of a FMCW radar frontend. A linear frequency
ramp s(t) is transmitted. The signal is reflected from a remote target and the reflection
reaches the receiver after a time delay τ as s(t+ τ). In the receiver, the reflected signal
is mixed with the transmit signal. Due to the delay τ and the continuous change
of the transmit frequency there is a constant frequency difference between s(t) and

8



1.3 Radar Fundamentals

(a) (b)

Figure 1.1: FMCW block diagram (a) and characteristic signals (b).

s(t + τ). The mixer output is this difference frequency fb that is commonly called
beat frequency or pseudo-doppler frequency [25].

The beat frequency fb is directly proportional to the distance between the radar
antenna and the target. The sweep bandwidth can be much larger than the range
of the beat frequencies. See Jankiraman for a more detailed discussion of the beat
frequencies [25].
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2
Noise Modulated Radar

The goal of any radar system is measuring the IRF of a channel or device under test
(DUT). In case of a linear, time-invariant system, the system output y(t) is the input
x(t) convoluted with the IRF h(t):

y(t) = h(t) ∗ x(t) (2.1)

Exiting the system with a pulse x(t) ≈ δ(t) will directly produce the IRF. Noise and
noise-like signals x(t) can also be used to determine the IRF of a DUT by calculating
the cross-correlation

(y ? x)(τ) = ϕyx(τ) = y(−t) ∗ x(t)
∣∣∣
t=τ (2.2)

of stimulus and response. Cross-correlating (2.1) with x(t) yields [7, 47]

(y ? x)(τ) =
([
h(t) ∗ x(t)

]
? x(t)

)
(τ)

(y ? x)(τ) =
[
h(−t) ∗ x(−t)

]
∗ x(t)

∣∣∣
t=τ

(y ? x)(τ) = h(−τ) ∗ (x ? x)(τ)
ϕyx(τ) = h(−τ) ∗ ϕxx(τ) = ϕxy(−τ)

∣∣∣
τ=−τ

ϕxy(τ) = h(τ) ∗ ϕxx(τ)
ϕxy(τ) ≈ h(τ) for ϕxx(τ) ≈ δ(τ). (2.3)

Any signal with a short autocorrelation function ϕxx(τ), hence a large bandwidth,
can be used. This approach has a number of advantages: The stimulus energy is
spread over both time and frequency, so the signal will have a low crest factor. The
correlation suppresses noise and interference, allowing clean measurements in the
presence of interference.

This section will introduce the correlation in different forms for both continuous
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2 Noise Modulated Radar

and time-discrete signals, as needed to describe both analog and digital systems. The
M-sequence that has been mentioned in the introduction will be introduced in detail.
The characteristics that make this family of signals so desirable for use in correlating
receivers will be summarized and a theoretical model given that can be used to prove
these characteristics.

It will not be concealed that the M-sequences also introduce some new problems
into a measurement setup. The sensitivity of M-sequence-based IRF measurements
will be shown and a simple method to alleviate the effect presented. Finally, a radar
sensor concept is shown that serves as a model for the systems that will be introduced
in later chapters.

2.1 Correlation
The correlation is a frequently used norm describing signals and the relationship
between different signals. The correlation can be used for impulse compression (see
Chapter 1.3.1) or as cross-correlation to find similarities between signals. This chapter
will very briefly summarize the mathematical toolkit that will used in the remainder of
this thesis. Detailed derivations can be found in the works of Lee and Ohm et. al [31,
37].

The auto-correlation function (ACF) can be used to characterize periodic, aperiodic
and even random signals. It is particularly useful for random signals since all signals
with identical power density spectrum will yield identical ACFs, independent of the
phase. This applies, for example, to random signals originating in the same source.

To calculate the ACF of a measured signal x(t) one needs to be aware of the nature
of the signal. The signals of interest in this work are periodic and random signals.
Both continue indefinitely and hence, theoretically, have unlimited energy. This class
of signals is characterized by a limited power 0 < Lx <∞. Assuming that the signal
is the result of a quasi-stationary process, the following relations apply [31]:

Lx = lim
T→∞

1
2T

∫ T

−T
|x(t)|2 dt (2.4)

ϕLxx(τ) = lim
T→∞

1
2T

∫ T

−T
x(t)x(t+ τ) dt (2.5)

The parameter τ of the ACF ϕLxx(τ) specifies the relative shift in the multiplication.
For τ = 0 the ACF yields the signal’s quadratic mean (root mean square), which is
simply the power P ∼ U2 [31].

ϕLxx(0) = lim
T→∞

1
2T

∫ T

−T
|x(t)|2 dt = Lx (2.6)
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Figure 2.1: Chip by chip multiplication of random sequences [6]

The ACF is maximum at τ = 0 and drops off for larger shifts. If the signal has no
direct current (DC) component and no periodic components, ϕLxx(±∞) = 0 applies.

When it is desired to evaluate similarities between two different signals, the cross-
correlation function (CCF) can be used. It has the same formal structure as the ACF
but produces a measure of similarity between signals. For two power signals x(t) and
y(t) the following applies [37]:

ϕLxy(τ) = lim
T→∞

1
2T

∫ T

−T
x(t)y(t+ τ) dt (2.7)

The correlation is often applied in the digital domain, using discrete signals s(n),
g(n) of limited length n ≤M . The correlation is then circular with a periodicity of
M . It can be expressed as sum

ϕsg(m) =
M−1∑
n=0

s(n)g(n+m), m = 0 . . .M − 1. (2.8)

Figure 2.1 shows the correlation product of a random binary sequence. In Figure 2.1a
the sequence x(n) is multiplied with a shifted copy x(n + k) of itself. The product
y(n) = x(n) · x(n+ k) has many sign changes, the sum is small, ∑n y(n) = −2 and
would get smaller if more chips are considered. If the sequence is multiplied with itself
as shown in Figure 2.1b, both multiplicands have the same sign so the result is always
positive and the sum ∑

n x(n) · x(n) = 16 is maximum. The same reasoning is valid
for analog signals.

13



2 Noise Modulated Radar

A problem arises when applying a correlation to actual measured data because of
its sensitivity to DC offsets. Since the offset is integrated over t, as (2.7) shows, the
integral will produce very large values if the input signal has a positive offset. To
produce a measure of similarity that is independent of the input signal’s mean mx,
the cross-covariance function can be defined as follows [37]:

µxy(τ) = lim
T→∞

1
2T

∫ T

−T
(x(t)−mx)(y(t+ τ)−my) dt (2.9)

= ϕxy(τ)−mxmy

mx = lim
T→∞

1
2T

∫ T

−T
x(t) dt (2.10)

Additionally, the cross-covariance can be normalized to the power of the input signals.

µ0,xy(τ) = ϕxy(τ)−mxmy√
LxLy

(2.11)

Again, the form for a discrete normalized cross-covariance is very similar:

µ0,xy(m) = ϕxy(m)−mxmy√
LxLy

(2.12)

mx = 1
M

M−1∑
n=0

x(n) (2.13)

Lx = ϕxx(0) =
M−1∑
n=0
|x(n)|2 (2.14)

The resulting similarity measure is independent of both offset variations and power
variations and hence ideal for characterizing radio signals. The normalized cross-
covariance can, for example, be used to assess signal distortion from the input to the
output signal of an amplifier. If no information about the nature of the change is
wanted, the similarity can be reduced to a single figure of merit, the normalized cross
covariance coefficient:

ρxy = max
(
µ0,xy(τ)

)
(2.15)

2.2 Maximum Length Sequences
A hypothetical noise radar, as outlined at the beginning of this chapter, promises to
have very good properties: noise and interference suppression are noteworthy. The
realization of such a system would, however, be quite complex. To implement a noise
radar, both the transmitted and received signals would have to be sampled and stored.
Using the acquired data the correlation for different time shifts τ (2.7) could then be
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Figure 2.2: Maximum length sequence p(x) = x7 + x6 + 1

calculated in the digital domain.
A more practical system results from using M-sequences: Instead of noise a pseudo-

random maximum length binary sequence is used as stimulus. These sequences have
many noise-like characteristics like a white power spectrum (over a limited bandwidth)
and a short auto-correlation function. M-sequences, however, are deterministic as well
as periodic and can be generated in linear feedback shift registers (LFSRs), which in
turn are easily implemented in integrated circuits or programmable logic. Using a
deterministic sequence can reduce the complexity of noise radar since the stimulus
does not have to be sampled. It is known and can be reproduced in the digital domain
any time it is needed. The complexity of the analog front-end is thus reduced to
sampling one input signal instead of two.

As mentioned before, M-sequences are binary sequences that are viewed here as
sequences of chips valued −1 or +1. One example can be seen in Figure 2.2, which
shows a sequence comprised of 127 chips. A suitable generator for this particular
sequence will be introduced shortly.

To check if the sequence is a good candidate for use in correlating radar, a test
is needed. Suitable criteria for the ‘randomness’ of a sequence have been defined
first by Golomb [20]. Here the similar but more accessible definition by Viterbi
is used [65]. The synthetic sequence is compared to a ‘coin-flip’ binary sequence
(Bernoulli sequence) that serves as a benchmark. A random sequence, using heads/+1
and tails/−1 interchangeably, needs to fulfill three main criteria:

R.1: Balanced Property The number of heads is approximately equal to the number
of tails.

R.2: Run Length Property Runs of consecutive heads or of consecutive tails fre-
quently occur, with short runs being more frequent than long runs.
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2 Noise Modulated Radar

Figure 2.3: Example of a linear feedback shift register generating a maximum length
sequence p(x) = x7 + x6 + 1

R.3: Delay and Add Property Adding two copies of an M-sequence of different phase
shift produces a new copy of the same sequence with a different phase shift.

Any M-sequence meets these criteria with a deviation of at most 1. M-sequences
are of uneven length, so the number of heads and tails can not be exactly equal. A
proof that the M-sequence meets these criteria has been published by Golomb [20].

The auto-correlation function (ACF) of an M-sequence of length N is two-valued:

ϕxx(n) =


N , for n = 0
−1, else

(2.16)

More commonly, a normalized ACF is used that is a good approximation of the
Kronecker delta:

ϕxx(n)
N

=


1, for n = 0
− 1
N , else

(2.17)

M-sequences, as specified above, can be generated in autonomously running finite
state machines consisting of memories (stages, e. g., flip-flops) xn and a feedback
network that combines the output of some of these memories using modulo-2 addition
(XOR) to generate feedback. One operation of the machine will shift the memory
contents xn+1 = xn and set the first element x1 to the value generated by the feedback
network. An example of a 7-stage LFSR is shown in Figure 2.3, where the memories
xn are realized as actual flip-flops FFn.

In order to generate an M-sequence, the finite state machine (FSM) must cycle
trough every possible state (memory contents) except the all-zero state. This will
produce the longest possible period length for a given number of memories, hence the
name maximum length sequence. Any of the memories can be used as output because
they all contain the same sequence with a fixed delay per position xn. For a LFSR of
r stages, an M-sequence contains 2r − 1 chips before repeating itself [65, p. 12]. The
example LFSR will hence produce a 27 − 1 = 127 chip sequence.
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2.2 Maximum Length Sequences

Figure 2.4: General feedback shift register. The feedback coefficients ci can be either
0 for no connection or 1 to indicate connection. Illustration based on
Viterbi [65, Fig. 2.1]

LFSRs are commonly specified by giving a characteristic or generator polynomial.
The connection between feedback coefficients and the polynomial is shown below. The
full derivation of the characteristic polynomial can again be found in both Golomb’s
and Viterbi’s classic books [20, 65]. It is reproduced here for easy reference. To find a
more general description of LFSRs, Figure 2.4 will be used. The feedback term an

can be described using the form

an = c1an−1 + c2an−2 + . . .+ cran−r =
r∑
i=1

cian−i (2.18)

with all additions being modulo-2 additions. The z-transformation of any sequence an
is

G(D) =
∞∑
n=0

anD
n (2.19)

with D = z−1. D is a unit delay with the exponent indicating the number of clock
cycles, hence G(D) is simply a representation of the LFSR output in increments of D.
Combining and expanding (2.18) and (2.19) proves that the expression is recurring.

G(D) =
∞∑
n=0

r∑
i=1

cian−iD
n (2.20)

=
r∑
i=1

ciD
i
∞∑
n=0

an−iD
n−i (2.21)

=
r∑
i=1

ciD
i
(
a−iD

−i + . . . + a−1D
−1 +

∞∑
n=0

anD
n

︸ ︷︷ ︸
G(D)

)
(2.22)

Factoring out G(D) and dividing produces

G(D) =
∑r
i=1 ciD

i
(
a−iD

−i + . . . + a−1D
−1
)

1−∑r
i=1 ciD

i
= G0(D)

f(D) . (2.23)

Here, f(D) only contains the configuration of the feedback network, it is called the
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characteristic polynomial. G0(D) contains the feedback configuration and the initial
conditions ai. Since ai only specifies the current state of the register, and thus the
position within the sequence, it is usually omitted and only f(D) given to specify
the configuration of an LFSR. To get a maximum length sequence, f(D) must be an
irreducible polynomial [20, Theorem 2.4].

It has been claimed at the beginning of this sections that M-sequences have an
almost white power distribution over a limited bandwidth. The spectrum envelope is,
in fact, a sin x

x function as shown in Figure 2.5. The plot shows both the ideal response
as well as a measurement (the generator used will be introduced in Chapter 3). It
can be seen that, at the generator clock frequency fc, the spectral power density
drops to zero, which is far from representative of a white spectrum. If only the
frequency range from DC to fc

2 is used, the power drop is only about 4 dB, which is
acceptable for wideband systems. This is the bandwidth that is used for all applications
that are shown in this work. Frequencies above fc

2 will be removed in a low-pass
filter.

2.3 Effects of Nonlinearities
All previous considerations assumed a perfectly linear and time-invariant system
which, for a radar channel, this is generally a reasonable assumption. Looking at the
autocorrelation function of an M-sequence generator, however, some effects can be
observed that cause the ACF to deviate from the ideal shape. Figure 2.6a shows the
autocorrelation function of an M-sequence generator implemented in fast digital logic.
More information on the circuit generating this signal will be given in Chapter 3.4.
For now, the data will be used only to illustrate a general effect that can be observed
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Figure 2.6: Normalized ACF of a 12-bit M-sequence generator on a (a) linear and (b)
logarithmic scale.

in many generators.
The signal was measured directly at the output of the generator, eliminating any

external interference. The plot agrees very well with the expected two-valued ACF
(see Section 2.1) except for some slight noise. Re-plotting the very same data in a
logarithmic scale, as it has been done in Figure 2.6b, tells a very different story. A
whole range of spurious correlation peaks (‘spurs’) can be seen. All of them are weak,
at −40 dB or more below the main peak, but still present. The spurs are at large offsets
i > 500, i. e., very long delays, far in excess of anything that could be attributed to
delays in the generator itself or in the cables used for the measurement. At a generator
clock of f = 2 GHz, i = 500 corresponds to a distance of 2R = ci

f = 500c
2 GHz ≈ 100 m.

The cause of these spurious correlation peaks is the nonlinearity of the digital gates
used to form the generator. A theoretical explanation has been given by Wright [64,
70]. Wright’s model is in turn based on the work of Volterra and Wiener. The Volterra
series is a very general way to describe weakly nonlinear systems with small-signal
excitation [32]. Volterra’s model includes memories and can thus accurately model
even the frequency dependence of a nonlinearity. The use of the series in a nonlinear
transfer function has been proposed by Norbert Wiener [32].

As a simple first model, the effect of even and odd harmonics on the correlation can
be shown using frequency independent nonlinearities. Starting off with a synthetic
M-sequence containing 511 chips (Figure 2.7a) which has been low-pass filtered, the
signal k(t) is produced. k(t) is the stimulus and reference for all correlations. The
ACF of k(t), Figure 2.7c, shows an almost ideal peak with minimal overshoot that is
a result of the low-pass filtering.

Filtering is necessary since the original digital data stream is not a physically
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2 Noise Modulated Radar

realizable signal: it has infinitely steep transitions and would thus require infinite
bandwidth. By limiting the bandwidth of the signal in a filter, a realistic signal is
produced that has edges of limited slew rate. This slew rate is influenced most notably
by low-order nonlinearities [64]. The difference between the original signal and a signal
contaminated with nonlinear components can be witnessed in Figure 2.7b.

Simulating a weakly nonlinear system with the output n(t) = k(t)+0.2k2(t)+0.2k3(t)
and calculating the cross-correlation ϕnk(τ) produces the typical spurious correlation
peaks as shown in Figure 2.7f. Close inspection of the plot shows that the main peak
amplitude has changed in comparison to ϕkk(τ) and a number of spurious signals
appeared, the strongest ones at τ1 = 120 and τ2 = −220. To show the components
of ϕnk(τ) more clearly, the individual distortion components, k2(t) and k3(t), can
be calculated and correlated individually since the cross-correlation is associative
in respect to the inputs [64]. Figure 2.7d shows the component of the CCF that
results from the 0.2k2(t) term. Figure 2.7e shows only the component resulting from
the 0.2k3(t) term. The even nonlinearity produces a shifted correlation peak. The
uneven nonlinearity produces one peak that looks identical to the one produced by a
linear response and an additional shifted peak. The coefficients scaling the individual
components have been chosen only for good visibility in this example. Comparing the
amplitudes of the spurious peaks in Figures 2.7f (linear scale) and 2.6b (logarithmic
scale) shows that these coefficients are significantly smaller for actual circuits.

The full description of a nonlinear transfer system is beyond the scope of this work,
but even a peek at the nonlinear transfer function will make the source of the spurious
correlation peaks clear. Starting off with a classic linear system with input s(t), the
output w(t) is

w(t) =
∫ ∞
−∞

h(τ)s(t− τ)dτ (2.24)

with the impulse response of the circuit being h(t). Wiener extended this correlation
integral to include nonlinear effects [32]:

w(t) =
∫ ∞
−∞

h(τ)s(t− τ)dτ

+
∫ ∞
−∞

∫ ∞
−∞

h2(τ1, τ2)s(t− τ1)s(t− τ2)dτ1dτ2

+
∫ ∞
−∞

∫ ∞
−∞

∫ ∞
−∞

h3(τ1, τ2, τ3)s(t− τ1)s(t− τ2)s(t− τ3)dτ1dτ2dτ3

+ . . .

(2.25)

with hn(τ1, . . . , τn) being higher order impulse response functions of the system under
test. The central observation that can be made in (2.25) is that higher order contri-
butions are constructed by multiplying several delayed copies of the input sequence.
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Figure 2.7: Influence of memoryless nonlinearities on the ACF.
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Using the delay and add property (2.2), these products can be simplified to yield one
delayed sequence each:

w(t) =
∫ ∞
−∞

h(τ)s(t− τ)dτ

+
∫ ∞
−∞

∫ ∞
−∞

h2(τ1, τ2)s(t− τx)dτ1dτ2

+
∫ ∞
−∞

∫ ∞
−∞

∫ ∞
−∞

h3(τ1, τ2, τ3)s(t− τx)dτ1dτ2dτ3

+ . . .

(2.26)

with τx = f(τ1, τ2), τy = f(τ1, τ2, τ3), . . . . Every summand in (2.26) reduces to a
correlation integral of a higher order impulse response and a delayed input sequence.
One very important observation that can be made here is that the location of the spurs
depends not only on the device under test (DUT)’s IRF but also on the particular
M-sequence used. It is thus possible to reduce the nonlinear effects by taking several
measurements using different M-sequences of equal length and averaging the resulting
IRFs.

2.4 M-Sequence Radar
The previous sections elaborated on the characteristics of the M-sequence and of the
correlation. To close the fundamentals section of this work, a minimal but realistic
radar based on these concepts is introduced. The implementation of different designs
derived from this concept will be investigated in much greater detail in Chapters 4
to 6.

Implementing an M-sequence radar system can be straightforward: The most basic
transmit path can be built from an M-sequence generator, an optional power amplifier
and an antenna. On the receiver side the antenna is followed by a low-noise amplifier
(LNA), reducing the noise figure of the system. A low-pass filter removes unwanted
wideband noise and works as anti-aliasing filter. An analog-to-digital converter (ADC)
finally samples the signal and converts it to the digital domain. Figure 2.8 shows the
connections between the system’s building blocks.

Due to the periodicity of the stimulus, undersampling can be employed in the
receiver using a fast sample and hold circuit in combination with a reduced sampling
rate [47]. The ADC output y[n] is a time domain representation of the channel
response to the pseudo noise sequence. In the digital domain, the received signal is
cross-correlated with an ideal reference sequence, producing the approximation of the
overall channel IRF (2.3).

Since the M-sequence is periodic, so is the impulse response. The resulting ambiguity
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2.4 M-Sequence Radar

Figure 2.8: Simplified overall system block diagram including clock distribution with
binary divider for undersampling.

range is identical to the sequence period T = 2m−1
fc

, in this case m = 12, fc = 2 GHz,
T ≈ 2µs. The usable bandwidth is often defined as B = fc/2 = 1 GHz because above
fc/2 the spectrum of an M-sequence contains little power. The distance resolution of
the radar can be approximated as ∆r = v

2B [47] with v being the propagation velocity
in the surrounding medium. In GPR measurements the propagation velocity, and
therefore ∆r, are not precisely known since they vary with the moisture content and
density of the probed ground [56].

The input dynamic range of the radar receiver can be extended by synchronously
averaging the received M-sequence over multiple periods and thus reducing random
noise.
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3
M-Sequence Generation

This chapter introduces different generator circuits as the first building block for any
M-sequence measurement system. The circuits introduced and characterized here
will be used in the remainder of the thesis to implement a wide range of radar and
measurement systems.

Some mathematical background on M-sequences has already been given in the
previous chapter. It has been claimed that M-sequences are straightforward to
generate and that digital circuits can be used. This chapter shows different ways of
actually implementing the generators and compares the achievable performance to the
mathematical models introduced previously. It will become clear that, even though
the basic structure of all circuits is simple and always similar, trying to increase the
bandwidth can significantly complicate circuit design. Fortunately, many problems
that might arise have already been solved in the literature.

The basic concept that this chapter will rely on has been known for at least 50
years [14]. M-sequences are also called ‘shift-register sequences’ since they can be
generated in so-called linear feedback shift registers (LFSRs) [20]. An LFSR is a series
of flip-flops controlled by a common clock. Two or more of the flip-flop (FF) stages
are connected back to the input of the shift register via a logic gate. This feedback is
the distinguishing feature of the circuit. It allows the LFSR to generate patterns that
are much longer than the shift register itself. For every clock pulse each FF outputs
one bit, commonly called a ‘chip’. Since all FFs are directly connected, the output
sequence can be taken from any FF with no consequence beyond a change in delay.

Only flip-flops and a small number of exclusive-or gates for the feedback are needed
to build an LFSR, making a very efficient implementation possible in both integrated
circuits and programmable logic. This simple structure also facilitates building circuits
that can run at very high speeds. These characteristics have made the LFSR a
popular choice as demonstrator, showing off the performance of new integrated circuit
technologies.
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3 M-Sequence Generation

To realize LFSRs for bit rates in excess of 10 Gbit/s, integration on custom silicon
is the obvious choice [30]. Designs with serial outputs of up to 100 GBit/s have
been published [27]. This thesis, however, focuses on a niche where M-sequences
are applicable, advantageous, without the huge bandwidths achievable in today’s
integrated circuit technologies. For medium bandwidth applications such as ground
penetrating radar (GPR), material characterization and some remote synchronization
applications, a discrete generator can be built exclusively using commercial ICs.
Particularly for low-volume applications, such an implementation can even be more
cost-efficient than custom silicon.

Medium bandwidth will be used to indicate frequency spans from 1 GHz up to
10 GHz. These bandwidths far exceed the bandwidths used in classic radars [59], but
are well below the bandwidths achievable today. The applications presented later
in this work use modulated as well as baseband transmission in the frequency range
from DC to 3 GHz. A bandwidth of B = 1 GHz has been found to be adequate for
all presented applications, giving the advantage that all generators can be optimized
for the same frequency range. To get a signal with a flat power spectrum of B an
fc = 2B = 2 GHz generator clock is necessary (see Chapter 2.2 for details). All designs
in this chapter are tailored to meet or exceed this specification.

Even if the term medium bandwidth is used, it is important to note that the
circuits presented here are still operating in the high frequency domain [26] with all
associated problems and pitfalls. Some have already been noted above. Even using
current ICs, e. g., the flip-flops that are specified for switching speeds in excess of
10 Gbit s−1, it remains a challenge to build such a fast circuit if feedback is required.
The timing requirements on the critical feedback path can be relaxed by using ‘sparse’
LFSRs, leaving out some of the flip-flops and replacing them with transmission lines
of equivalent propagation delay. This idea has existed since at least the 1970s [23],
but has has resurfaced in recent times [41, 42, 43]. The technique can be taken to
the extreme by eliminating all flip-flops [4]. This, however, would result in severe
limitations on the choice of polynomials and the signal integrity. In this thesis, a more
moderate approach is chosen. By reducing the length of the shift register sufficiently to
achieve the design goal regarding operating speed, but not leaving out more flip-flops
than necessary, the signal integrity can be optimized.

The following sections will show a series of M-sequence generators designed and
built at the Institut für Hochfrequenztechnik (IHF). These generators are the base for
the complete radar systems demonstrated in later chapters of this thesis. Four designs
will be introduced, starting with Section 3.1, directly implementing the circuit shown
in Figure 2.3. A number of problems were found when testing this design, leading
to an improved circuit that can work at much higher frequencies (Section 3.2). This
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3.1 Discrete Linear Feedback Shift Register (7-Bit CML)

Figure 3.1: 7 bit LFSR producing the polynomial p(x) = x7 + x6 + 1. The arrow
highlights the critical path that effectively limits the operation frequency
of the circuit.

second implementation actually exceeds the bandwidth requirements of the planned
applications. A third circuit was thus developed sacrificing some of the performance
in exchange for a simpler and more cost-efficient design (Section 3.3). The last M-
sequence generator in this chapter, the one that ultimately used in the most advanced
of the radar systems (Chapter 6), stands apart somewhat from the other designs. It is
implemented as a hybrid using programmable logic enhanced with fast digital circuits.

3.1 Discrete Linear Feedback Shift Register (7-Bit
CML)

The most obvious way to built an M-sequence generator is a 1:1 implementation of
the circuit shown in Figure 3.1. Every shift register stage is realized as an individual
flip-flop IC. The feedback path can be built using exclusive-or (XOR) gates, which are
available as ICs as well. Printed circuit board (PCB) traces are used to route clock
and data as well as power between chips.

This approach works well at low frequencies where the propagation delay of PCB
traces and gates can be neglected. When the operating frequency of the LFSR is
increased beyond a few hundred MHz, the circuit will begin to show instability. It will
generate different sequences than intended and eventually stop working altogether.
A number of effects come into play here, two important ones are discussed in the
following paragraphs.

The first and most obvious effect that limits operation speed is delay. Within one
clock cycle the data bit stored, e. g., in FF1 (referring to Figure 3.1), needs to travel
along the circuit trace to the input of FF2. The time actually available is significantly
shorter than one clock cycle. FF1 needs some time to output the new voltage level
after the active edge of the clock (propagation delay tpd) and FF2 needs some time
to register the changed level before the next active edge of the clock (setup time
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ts). In this simple model, the achievable operation frequency is f = (tpd + td + ts)−1.
Setup and hold time are fixed for a given IC and only the transmission delay td can
be influenced by the circuit designer. If the trace length between FF1 and FF2 is
minimized, the maximum operation frequency can be achieved. With a shift register
being a very regular structure, the same reasoning applies to all other register stages.

What has been said about data needing to travel from the output of one gate to the
input of the next gate is also true for the feedback path as highlighted in Figure 3.1.
The gate XOR1 is asynchronous, using no clock signal. Thus, the output of FF6
and FF7 must travel to XOR1, traverse the gate and arrive at FF1 all in one clock
cycle. The resulting path delay consists of the transmission delays to the gate input,
from the gate output the next register FF1 and the propagation delay of the gate
itself. This feedback path is by far the longest in the design. It limits the maximum
operation frequency of the whole circuit and is hence called the critical path. It is the
one place that needs to be optimized in order to raise the maximum frequency, but it
is also the path that is the hardest to shorten due to the physical constraints imposed
by the size and pinout of the ICs involved. If one were to arrange the components on
a PCB linearly as indicated in the schematic (Figure 3.1), the critical path would have
maximum length. It is much more effective to arrange the components in a circle,
distributing the line length more evenly. This approach has been followed in designing
the board that will be presented shortly.

Signal integrity is the second measure that limits the operation speed of the LFSR.
If the frequency is high enough that the length of PCB traces is in the same order of
magnitude as the wavelength, reflections from discontinuities along the transmission
line will degrade the signal integrity [26]. Making sure that all transmission lines
have a well-defined characteristic impedance – and matching this impedance to the
receiver input impedance – minimizes reflections. When substrates are used that
exhibit constant dielectric properties over frequency then the match can be frequency-
independent, removing this limitation of the operation speed of the generator.

With all of the presented considerations in mind, a 7 bit LFSR prototype was
designed and built on the 4 layer PCB shown in Figure 3.2 [9]. Because of the
aforementioned considerations, high-frequency dielectrics (Rogers RO4350) were used
and all high-speed signal lines were designed as 50 Ω transmission lines. The registers
and the single logic gate can be seen grouped together on the right half of the board.
They were placed as close together as possible to minimize routing delay, the achievable
spacing is constrained by the minimum width and isolation of the copper traces. The
left half of the board is dedicated to the clock distribution network. It is crucial to the
performance of the circuit that all flip-flops are driven by clean clock signals of equal
phase. A significant part of the board area was therefore dedicated to equalizing the
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FOB FF1

FF2

FF3

FF4

FF5

FF6

FF7

XOR

Figure 3.2: Circuit implementation of a 7 bit LFSR [9]. FOB: fan-out buffer for clock
signal, FF: flip-flop, XOR gate. The board measures 45 mm by 50 mm.

length of all clock traces. The clock traces are mostly routed on the bottom layer of
the PCB and not visible in the photo.

As indicated, the actual circuit implementation is somewhat more involved than the
simplified block diagram (Figure 3.1). Differential current mode logic (CML) gates are
used requiring two traces for each clock, data input and data output. Each of these
signal pairs has to be matched in length. To keep board complexity and layer count
to a manageable level, some omissions had to be made. Where the two traces could
not be used, a single ended signal was used instead with the second input terminated
in a threshold voltage. Side effects resulting from this simplification are detailed in
the following subsection.

The prototype has been proven to work and to produce the expected 127 chip
sequence. Its operation frequency can be tuned from almost DC up to fmax = 1.7 GHz
for stable operation. The clock frequency can be increased further up to 2.0 GHz with
careful adjustment of an on-board threshold voltage. Past 2.0 GHz, the circuit will
get unstable and start to produce shorter sequences. Pushing the frequency up even
further, the circuit will stop producing output altogether. To illustrate the problem,
some specifications of the CML family are shown in Table 3.1. Relevant values are
listed for the two ICs in the critical feedback path [39, 40]. Within one clock cycle,
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Table 3.1: Critical path timing analysis for 7-bit CML generator using datasheet values

Parameter Typ / ps Worst / ps
FF propagation delay 200 350
XOR propagation delay 135 180
FF setup time 15 40
2 cm trace el. length 126 126
min. clock period tc 476 633
max. clock frequency fc = 1

tc
2.1 GHz 1.58 GHz

the signal has to be output from one flip-flop, passed through the XOR gate and read
into a second flip-flop. This is the path highlighted in the simplified block diagram in
Figure 3.1.

Using the worst-case specifications, the maximum clock frequency is fworst = 1
tc

=
1.58 GHz, falling short of the specified goal of 2 GHz. Using the typical specifications
from Table 3.1 sets ftyp = 2.10 GHz, meeting the design goal. Any given IC may have
delays that are shorter than any of the specifications since minimum alues are not
given at all. Since all specifications marked ‘typical’ in the datasheets are given for a
setup that uses active cooling of the device, and they are in no way guaranteed, ftyp

is not a value that can be reliably achieved in practice. The measurements on the
prototype confirm these concerns.

To address the reliability issues found with the first prototype, a second iteration of
the circuit was developed that uses fully differential routing for both clock and data
signals. A 6-layer board was required to fit the additional signals in the same area with
good isolation. The finished board is shown in Figure 3.3. As expected, the new design
produces ’cleaner’ signals since the overall signal integrity is better. It does not require
tuning of a threshold voltage but will work reliably over a wide range of temperatures
without any operator intervention. Tests have been conducted at room temperature
with the heat sink removed from the board for maximum self heating. The circuit
proved to be stable for prolonged periods even under these conditions. Since the
circuit topology is identical to the first prototype the new implementation suffers from
the same limitation. The circuit shows occasional unstable behavior when clocked at
2 GHz. For reliable operation the clock frequency should not exceed 1.7 GHz.

Two prototype M-sequence generators were introduced in this section. Both imple-
ment a 7 bit CML shift register and generate a 127 chip sequence. The prototypes
allow continuous operation from close to DC up to approximately 1.7 GHz. The first
prototype was built by Jan Fahlbusch. It was the very first digital circuit built at the
IHF to run in the GHz range. While the second iteration shows improved stability

30



3.1 Discrete Linear Feedback Shift Register (7-Bit CML)

Figure 3.3: Second revision of 7 bit LFSR

and signal integrity, operation at 2 GHz is not possible for extended periods without
supervision of either circuit. To produce a generator with better performance at high
frequencies, an alternative circuit topology has to be found.

Single Ended versus Differential Signals

During the design and construction of the CML generator, many problems and
pitfalls concerning the design with high-speed differential signals were identified. One
compromise, required to achieve a tight board design with short traces, proved to
be problematic. For some of the high speed signals, which were driving differential
inputs, only one signal line was actually routed on the PCB and connected to the
signal source while the second input was terminated in a threshold voltage. This
approach had to be taken for clock signals as well as for most of the data signals
between register stages. This section discusses the generation of the threshold voltage
and the effects it has on circuit timing and signal integrity.

Differential signals have two main advantages for high-speed applications. First,
because two lines are used and the state of the signal is indicated with the voltage
difference, the effective signal level VI = VD − VD doubles resulting in improved
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Figure 3.4: Drift of threshold voltage leads to duty cycle distortion. The ideal com-
parator is a model, e. g., for a differential input of an ECL or CML IC.

immunity against noise and interference. The second advantage of using the voltage
difference instead of a fixed threshold level is the suppression of common mode voltage
in the receiver. If both levels VD and VD drift together, e.g., with self-heating of the
transmitter, this has no effect on the receiver. Using a single transmission line, any
drift in the signal voltage relative to the fixed threshold voltage will distort the duty
cycle of the signal. This is illustrated in Figure 3.4. The reference circuit is shown
on top. The comparator models the input stage of any differential gate. To feed a
single ended signal into the comparator only one input is connected to the source
and the second input is, as mentioned above, connected to a threshold voltage that is
independent of the input signal. The figure then shows three cases with identical input
signals but slightly offset threshold voltages. It should become clear that threshold
variation distorts the duty cycle of the input signal. For any gates that follow in the
signal chain this further reduces the available timing budget.

Since CML ICs consume significant power (e. g., approximately 250 mW in case
of the flip-flop [40]) considerable heating and drift has to be expected, particularly
after first powering the circuit up. To get the first prototype to work close to the
maximum frequency, adjustment of the threshold voltage was needed during operation.
It is, unfortunately, not suitable for long unattended measurements since occasional
changes in the output sequence were observed. Even though the circuit will generally
return to the initial pattern, the possibility of corrupting measurements makes this
generator unreliable at frequencies higher than 1.7 GHz.
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3.2 Discrete Sparse LFSR (11-Bit CML)

3.2 Discrete Sparse LFSR (11-Bit CML)
Based on the experience gained from building the 7 bit generators in the previous
section, an improved generator that can operate at 2 GHz or beyond was developed.
Implementing the faster LFSRs on PCB level requires reducing the propagation delay
of the shift register stages and, more importantly, of the feedback path.

The solution for shortening the feedback path has already been mentioned briefly
in the introduction. Here it is examined in more detail. For a given clock frequency,
every flip-flop in the shift register introduces a fixed delay of one clock cycle. As long
as the clock is not changed, the flip-flop could be replaced by a transmission line
of appropriate length without changing the timing or output of the circuit. If good
signal integrity can be ensured, multiple flip-flops can be replaced in this way. The
main restriction being that the frequency range for correct operation of the generator
will be small and will get narrower with additional flip-flops being left out. For easy
reference, LFSRs built using this approach will be called ‘sparse’ throughout this
thesis. The first sparse M-sequence generator was documented by Harvey [23] in 1974
and, more recently, the concept was reimplemented by Pavlovič et. al [41, 42, 43]
achieving chip rates of up to 10 Gbit s−1. Even an example of an LFSR built without
any synchronizing elements can be found in the literature [4].

While an improvement was needed over the generators previously developed at the
IHF, the planned applications did not require high chip rates in the 10 Gbit s−1 range.
The focus was to build a compact and reliable generator that is suitable for portable
operation with few external supply voltages and control signals. To demonstrate a
significant improvement of chip rate over the full LFSR implementation, a target
frequency of 4 GHz was set as goal for this implementation of the concept. While the
clock rate specification is lower than in published solutions [42], it was possible to build
a significantly simpler circuit [53] with fewer external dependencies. Figure 3.5 shows
a block diagram representation of the implemented polynomial. On top, the full 11 bit
shift register is shown with feedback to implement the polynomial p(x) = x11 + x9 + 1.
The bottom half of the figure shows the feedback network as it is found on the PCB.
Only two flip-flops are actually used, the remaining nine are replaced by delay lines.
Three differential transmission lines are used for the three different delays shown in
multiples of the clock period.

All high-frequency signals are routed differentially. Buffers are used to branch off
signals where needed, ensuring good matching and continuous differential routing.
Every register requires both data and clock inputs but because very few registers are
used in this design, the clock buffer can be smaller than in previous designs and the
board area taken up by clock and data signals is significantly reduced. The completed
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Figure 3.5: Block diagram of 11 bit CML generator feedback structure [9]. The full
shift register is on top, with the sparse implementation shown below.

PCB layout is thus substantially less complex than before. A 2-layer board could
be used to built the prototype with the bottom layer used as a continuous ground
plane. All high-frequency transmission lines are on the top layer. Additional jumper
wires were used to route DC supplies to all ICs. The only external signals required to
operate the generator are a stabilized 2.5 V DC supply and a stable reference clock of
4 GHz. Using an unbroken ground plane and a top copper layer reserved for the ICs
and high-frequency transmission lines only, a design with very good signal integrity
was achieved. A photo of the prototype board is shown in Figure 3.6. The jumper
wires might make the board look a little haphazard, but measurements prove the
excellent performance of the board.

To evaluate the circuit performance, two measurements were taken. First, Figure 3.7
shows an eye diagram taken at the output of the board while running at 4 GHz. The
eye diagram allows quick judgement of the output signal’s quality. The zero-crossing
in the plot (t = 0 ns, U = 0 V) is very narrow, indicative of the high output bandwidth
and low jitter. The wide eye opening is an additional indication of the good signal
integrity. A more detailed analysis of the circuit’s performance can be found in the
Master’s thesis that documents the development of this generator [53].

While the eye diagram is useful to demonstrate the good radio frequency (RF)
performance of the produced PCB, any application in a radio system will limit the
bandwidth of the sequence and hence narrow the eye. The correlation properties of the
sequence are of greater interest, because they are indicative of the performance in an
actual correlating measurement system. To perform in-depth analysis, the complete
output sequence was sampled using a sampling oscilloscope LeCroy SDA100G with
20 GHz analog input bandwidth. The resulting time domain data allows verification
that the correct sequence was generated. Computing the autocorrelation ϕxx(τ)
also allows verification of the length of the generated sequence and quantifying non-
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Figure 3.6: Photo of 11 bit CML generator prototype [53]. The traces were milled
on a 130 µm Rogers RO3003 dielectric. Supply and control signals were
connected using jumper wires.
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Figure 3.7: Eye diagram of 11 bit CML generator output [9]. The generator is running
at 4 GHz. The measurement was taken using a Lecroy SDA100G sampling
oscilloscope with 20 GHz input bandwidth.
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Figure 3.8: Normalized ACF of 11-bit CML generator in a (a) linear and (b) logarithmic
scale.

linearities in the circuit. The ACF of the current circuit is plotted in Figure 3.8. The
results are shown on both the traditional linear scale and a more revealing logarithmic
scale. Reflections are visible as broadening of the central peak (τ = 0 s), non-linearities
show up as smaller peaks at large offsets.

The prototype proved to work very well producing a stable 211 − 1 = 2047 chip
sequence with excellent jitter. Measurements using the sampling oscilloscope showed
the RMS random jitter to be below the 0.7 ps jitter noise floor of the instrument. Cal-
culations indicate that it should be possible to use the developed circuit at 8 Gbit s−1,
possibly 10 Gbit s−1, by only changing the length of the delay lines. This has not been
verified in practice at the time of writing.

One issue with increasing frequency, and a source of uncertainty even for the current
design, is the specification of the ICs used in the design. The electrical length of
the feedback loop needs to be precisely tuned to the intended operation frequency.
Delay variations are expected to cause problems if multiple circuits are built with
ICs from different manufacturing batches. The reason for these concerns is that the
propagation delay specification of the CML ICs, for example the flip-flop [40], give two
values for the propagation delay: tpd,t = 200 ps typical and tpd,m = 350 ps maximum.
A minimum propagation delay is not even specified. The possible variation from these
values ∆tpd = tpd,m − tpd,t = 150 ps already equals 60 % of the clock cycle at 4 GHz.
Since the delay can be shorter than tpd,t, the deviation could be even bigger. This
much variation has not been observed in the samples measured during the development
of the generator, but if the variation, e.g., between manufacturing batches is as big as
specified, the length of the transmission lines would have to be adjusted.

Another issue is the mechanical stability of the prototype due to the thin PCB
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and additional wiring used. To prevent mechanical stress from influencing the mea-
surements or destroying the circuit, the thin high-frequency substrate was soldered
to a stronger FR-4 base. To get a more rigid design that, at the same time is easier
to assemble and test, a multi-layer board should be used for future revisions of this
circuit.

The M-sequence generator presented in this section has been developed and built by
Karsten Schubert during his Master’s thesis at the IHF. The circuit has proved to work
reliably at the specified operation frequency of 4 GHz, producing a 211− 1 = 2047 chip
sequence. Part cost and power consumptions were reduced in comparison to previous
designs while improving not only speed but also signal integrity. To achieve these
properties, a thin high-frequency dielectric is necessary in the construction of the
circuit.

3.3 Shift Register as Integrated Circuit (9-Bit ECL)
For integration into mobile radar and distance measurement units a more compact
M-sequence generator was requested. Since multiple units were required, further
reducing the cost of each unit was another important goal.

In the previous design, the PCB was driving cost and complexity. To reduce
board space and ease the requirements on the dielectric, the number and length of
transmission lines has to be reduced. It is necessary to go back from the sparse LFSR
to a complete implementation with all the accompanying problems. To break this
circle, a solution that combines an integrated shift register with external feedback was
found to be promising. The idea being that the integrated register will significantly
reduce the number of high frequency transmission lines because most clock and data
connections are routed inside the IC. The flexibility to choose different operations
frequencies and polynomials is preserved by implementing the feedback externally
using, again, an XOR gate.

The selected ECL shift register MC100EP142 [38] had been found to be too slow
for the full LFSR due to the high propagation delay tpd = 825 ps (worst case). This
delay prohibits achieving high bit rates in classic M-sequence generators. By replacing
some of the shift register stages with delay lines, as it has been demonstrated in the
previous section, the influence of the long propagation delay can be eliminated. It
should, therefore, be possible to operate the generator at the maximum shift frequency
fshift = 2.8 GHz of the IC.

The shift register significantly relaxes the requirements on the PCB because only
a single clock signal is required and clock distribution to the individual stages is
internal to the chip. Signal routing between stages is also done internally while still
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Figure 3.9: Simplified internal structure of 9 bit ECL shift register type
MC100EP142[38]. The chip is configured as a 9-stage shift register with a
single input S-IN and parallel outputs Q[0. . . 8]. Alternate configurations
(not shown) allow parallel loading of all flip-flops.

allowing the output of every flip-flop to be tapped as needed to implement feedback.
Figure 3.9 shows the internal structure of the shift register. Only the relevant parts
of the complex internal structure are shown. The full diagram can be found in the
datasheet [38]. 9 flip-flops are shown with their outputs Q[0. . . 8] available outside the
chip. A shift register is formed by connecting the output of every register to the input
of the next one. Note that even in this configuration with internal data routing, the
outputs of the individual flip-flops are still available off-chip.

In addition to the shift register only a single XOR gate is needed for the feedback
path, making the complete M-sequence generator a two chip solution. Reducing the
schematic to the minimal functions of a shift register, with parallel outputs and leaving
out the control functions, gives Figure 3.10a. The necessary feedback to implement
the polynomial p(x) = x9 + x5 + 1 is also shown in the top block diagram. To be able
to compensate for the propagation delay of the shift register as well as the XOR gate,
two register stages were replaced by delay lines as shown in the bottom part of the
figure. Shortening the lines to precisely offset the IC’s delays, allows for operation
close to the maximum toggle frequency of the shift register.

Due to the introduction of the delay lines and moving of the feedback taps, two
FFs of the IC remain unused. It would, therefore, even be possible to implement an
11 bit LFSR using the same IC. This has not been tested at the time of writing.

A photo of the prototype realization of the generator circuit can be seen in Figure 3.11.
Comparing the photo to the block diagram in Figure 3.10b illustrates the structure of
the circuit and shows additional input and output buffers that were not contained
in the simplified diagrams presented previously. The buffers isolate the shift register
from any external connections and guarantee stable operation even with open or badly
matched outputs.

To characterize the prototype ECL generator, a series of measurements were taken.
To verify correct operation, a frequency domain measurement was taken as shown
in Figure 3.12. Comparing the spectrum envelope to the sin x/x envelope expected
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(a) (b)

Figure 3.10: Simplified block diagram of 9 bit M-sequence generator [9]. The direct
implementation is shown in the top of (a). The bottom diagram has
two register stages replaced by delay lines of appropriate length. The
delay can be adjusted to compensate the FF and XOR propagation
delay. Diagram (b) shows the same circuit, the arrangement of the ICs is
identical to the prototype board for easy reference.

Figure 3.11: Prototype realization of 9 bit ECL generator [9]. A two-layer FR-4 PCB
that was milled in-house allowed quick verification of the circuit. Stable
operation was achieved even on this very simple and low-cost board.
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Figure 3.13: Normalized ACF of 9-bit ECL generator.

for a given clock rate allows for quick verification that the correct M-sequence was
generated. The measurement also shows the limited bandwidth of the output driver
used. Above 2 GHz, the output power is significantly lower that the theory suggests.
For the planned applications this limitation is of no consequence since the bandwidth
will be ultimately limited by the radio channel. For details see, e. g., Chapter 5.

As for the previous generator prototypes, the output signal was sampled using a
fast sampling oscilloscope and the ACF ϕxx(i) calculated. The results are plotted
in Figure 3.13. Comparing the results to Figure 3.8a of the CML generator from
Section 3.2 shows larger spurious signals for the new generator. Since the magnitude
and position of these spurious signals is fixed and known, it can be evaluated for every
possible application if they pose a problem.

This section introduced a greatly simplified M-sequence generator. Due to increased
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integration, the new circuit will work reliably at a clock rate of 2 GHz but can
still be built on a standard 2-layer FR-4 PCB. An additional benefit of the new
concept is that all shift register outputs can be tapped without increasing the board
complexity significantly, thus multiple copies of the M-sequence are available at one
chip intervals. The ECL components used in this design are physically larger than the
CML components used before, also making assembly of the board quicker and less
error-prone.

3.4 Programmable Logic
Field-programmable gate arrays (FPGAs) are widely used as part of radar receivers,
for example as digital signal processors working with digitized baseband signals. As
will be shown in Chapter 6, FPGAs are well suited for recording and processing high-
speed digital signals. FPGAs are also already used today to measure bit error rates
in digital communication links [75, 77], implementing both M-sequence generators
and checkers. Since an FPGA is a standard component in many radar systems and
thus available at no extra cost, the obvious question is can it be used to replace the
discrete M-sequence generators? A number of different approaches were investigated
to answer this question.

Direct implementation of an LFSR with serial output is possible and works well,
but just like for the board-level implementation, the operation frequency is limited.
In a modern low-end FPGA of the Xilinx Spartan-6 Family [72], frequencies of up to
300 MHz were achievable. The exact limit will of course depend on the speed grade
of the device, but it is impossible to get anywhere near the goal of 2 GHz with this
simple approach.

In order to increase the data rate without needing higher clocks, multiple generators
can be paralleled or the generators themselves designed to produce a parallel data
stream. A small serializing shift register could then be used to generate a fast data
stream, keeping the amount of logic running at this higher speed to a minimum.
Modern FPGAs often contain such shift registers as dedicated hard-macro cells (e. g.,
Spartan-6 OSERDES2 [76]). Using such a small dedicated serializer for each output,
many high-speed outputs can be implemented even in the smallest FPGAs. For the
Spartan-6 family each output can use the maximum output data rate of 1.08 Gbit s−1

for a speed grade 3 device [73].
To achieve even higher data rates multiple fast outputs can be used, introducing

yet another layer of parallelization. This technique made the implementation of an
M-sequence generator with the target data rate of 2 Gbit s−1 possible. To produce
the serial data stream needed for transmission, an additional external demultiplexer
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3 M-Sequence Generation

Figure 3.14: A wide data path is used inside the FPGA with two serializer stages, one
internal to the FPGA and one external multiplexer. Hence f1 < f2 < f3.
SR: shift register.

is used adding some complexity to the hardware. The proposed solution is thus a
hybrid of programmable logic and a fast board-level demultiplexer1. The hardware
configuration described here is shown in Figure 3.14. A practical configuration could
use m = 8 and n = 2 and the following clocks:

f1 = 125 MHz
f2 = mf1 = 1 GHz
f3 = nf2 = 2 GHz

To achieve the target data rate only 2:1 demultiplexing is required externally, making
the implementation relatively straightforward. Generally, higher factors and thus
higher data rates are possible. In the practical realization of the presented concepts,
two details were changed from the simple first idea:

First, instead of using a shift register in the external serialization stage, an actual
demultiplexer was used. The main difference is that the shift register is a synchronous
element, operating on only one edge of the clock signal. The demultiplexer is an
asynchronous element, acting on the level of a control signal. As long as the clock
signal is high, one input will be connected to the output; if the clock signal is low, the
second input will connected through. Thus, the clock rate can be reduced by a factor
of two, generating, e. g., a 2 Gbit s−1 output signal using a 1 GHz clock. To guarantee
reliable timing and good signal integrity, two flip-flops are added to the FPGA outputs.
Together with the demultiplexer they form a synchronous demultiplexer, a better
approximation of the shift register but still running at only half the clock rate.

Second, to make the generator more versatile, instead of implementing the generator

1FPGAs with dedicated gigabit serial links, like the Spartan-6 LXT, have become available at the
time of writing this thesis. They feature serial interfaces specified at 3.2 Gbit s−1, possibly making
the external multiplexer employed in the presented design obsolete.
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3.4 Programmable Logic

Figure 3.15: Simplified block diagram of FPGA based binary signal generator [9].
A wide data path is used inside the FPGA with two serializer stages,
one internal to the FPGA and one external multiplexer, allowing the
generation of a signal at twice the maximum GPIO data rate. SR: shift
register, FF: flip-flop, MUX: multiplexer

polynomial in hardware, a read-only memory (ROM) is used. The ROM can be
initialized with any binary sequence The restriction to shift register sequences is
removed, enabling the use of, e. g., Golay sequences in addition to M-sequences. The
only downside of this technique is that very long M-sequences (e. g. 231 − 1) can not
be used due to the enormous amount of memory required. This limitation is of no
practical concern for radar applications, since acceptable noise suppression is achieved
already with 9 bit sequences (see Section 2.2).

Figure 3.15 shows a simplified block diagram of the complete generator. A block
random access memory (BRAM) inside the FPGA is used as ROM storing the sequence.
The ROM’s parallel outputs are connected to a shift register that is used to serialize
the data stream. This allows running the memory at a slower clock synchronous to,
e. g., more complex receiver logic, while still using the maximum data rate for the
GPIO. An additional serialization stage outside the FPGA allows pushing the data
rate to twice the GPIO specification. The block diagram also shows an additional
external clock and the two previously introduced flip-flops, their function is discussed
in more detail in the following paragraphs.

Theoretically, the output signals from the FPGA could be routed directly to the
multiplexer. But, the multiplexer essentially works as a switch as indicated in the
block diagram, any deviation between the time of the switching and the level transition
of the input signal will lead to spikes in the multiplexer output. Additionally, any
jitter or skew between both inputs will produce spikes. Also, the FPGA outputs are
specified for 1 Gbit s−1 output with rise- and fall-times to match. These transitions
are too slow to produce a clean 2 Gbit s−1 signal by simple chopping. To produce a
clean 2 Gbit s−1 signal additional measures are necessary: Two registers are put before
the multiplexer. Using ICs with very fast rise-times will additionally optimize signal
integrity of the de-multiplexed signal. Slight skew between the input signals can be
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Figure 3.16: Detailed block diagram of signal and clock routing both inside the FPGA
and on the PCB.

corrected and the delay between flip-flops and multiplexer can be tightly controlled in
the layout of the PCB. If the timing should still be off, the necessary delay correction
can be directly measured in the output signal.

A hardware design has been built, tested and extensively used by combining all
the previously introduced features and implementing the design with the components
available. A more detailed block diagram, Figure 3.16, shows all building blocks of
the final implementation. Inside the FPGA, a custom logic block controls the signal
generation. The main function of this block is to provide a counter that is used to
address the BRAM/ROM and cause it to sequentially output its data. A number of
control signals for other FPGA function blocks are derived from the counter, most
importantly a ‘start of sequence’ flag used to synchronize other parts of the design (see
Chapter 6). The parallel outputs of the BRAM are routed to the serializers and output
drivers. This part of the design is mostly fixed because using the hard-macro serializers
at their maximum frequency is only possible in a small number of configurations [76].
The FPGA outputs are routed via a pair of flip-flops to the final multiplexer, just
as previously described. A detail left out previously is that the output signals are
differential pairs, as are the connections between the flip-flops and the multiplexer.
The output is reduced to single ended after the multiplexer and routed to a coaxial
connector for reliable connection of external measurement equipment.

The board-level components were placed on a separate board with a high speed
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Figure 3.17: Photo of synchronization and multiplexer-board. The connector on the
right side plugs into a FPGA board. The second high pin count connector
on the left side is used to route signal to another board (see Chapter 6).
The signal flow on the board, as shown, is right to left. The SMA
connectors are from left to right: 2 GHz input, PN output, 1 GHz input.

FPGA mezzanine card (FMC) connector allowing for the board to be paired with
different FPGA boards, both off the shelf and custom. The prototype PCB is shown
in Figure 3.17. The FMC connector is on the right side of the board, the clock inputs
and M-sequence output are sub-miniature-A (SMA) connectors on the bottom edge
of the board. To make it easier to identify the components on the board with the
parts of the block diagram, Figure 3.18 shows the components in a greatly simplified
diagram.

To characterize the output signal, the M-sequence output was sampled using the
same LeCroy SDA100G sampling oscilloscope that was used in characterizing the
previous generator designs. All evaluation and measurements were done in combination
with a Xilinx SP601 evaluation board [74]. The auto-correlation function as computed
from the sampled time-domain data is shown in Figure 3.19. The linearly scaled
Figure 3.19a shows a perfect autocorrelation function. Only when using a logarithmic
scale, as shown in Figure 3.19b, do some spurious correlation peaks become visible.

The FPGA M-sequence generator is designed to be used in a short range radar (see
Chapter 6), hence only a small fraction of the unambiguous range will actually be
used. For the intended applications delays in the range of 0 ns to 100 ns are of interest,
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3 M-Sequence Generation

Figure 3.18: Block diagram of demultiplexer board. The arrangement of the compo-
nents is identical to Figure 3.17 with the clock and data inputs on the
right side, signal flow right to left with the M-sequence output on the
left hand side.
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Figure 3.19: Normalized ACF of 12-bit FPGA-based generator in (a) linear and (b)
logarithmic scale.

translating to
imax = 100 ns

tchip
= 100 ns

0.5 ns = 200. (3.1)

The region of interest |i| = 0 . . . imax has no spurs, hence the full dynamic range of
60 dB is usable without any additional correction.

The M-sequence generator introduced in this section shows that where an FPGA
is available, it can be used to build a very flexible binary sequence generator. The
output sequence can be arbitrarily changed by modifying the buffer memory in
the FPGA. A huge advantage of this approach is that other function blocks in the
FPGA, e. g., a radar receiver, can easily be synchronized to the sequence. This makes
time-consuming calibration before measurements unnecessary. The circuit has been
extensively used in the GPR presented in Chapter 6. The GPR needed an FPGA
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Table 3.2: Specifications for presented M-sequence generators

Type Supply Amplitude Chips Frequency Period BOM1

U / V I / mA Vp / mV N f / MHz N
f /µs 1/$

Discrete 7-bit CML 2.5 940 183 127 1–1700 0.085 125
Sparse 11-bit CML 2.5 524 183 2047 3900–4150 0.512 148
Sparse 9-bit ECL -3.3 470 390 511 1900–2200 0.256 65
FPGA 2.5 TBD 183 4095 1–2100 2.048 TBD
1 BOM cost was estimated using bulk pricing for 100 units where applicable. It does not include

cost for PCB, assembly and testing.

to store and process digitized samples from a high-speed analog to digital converter
(ADC) so the additional complexity to complete the generator circuit was minimal.
In fact, the internal synchronization of the M-sequence generator and receiver within
the FPGA made the design simpler and, most importantly, easier to use.

3.5 Conclusions
The stimulus generator is the first component of a radar sensor that needs attention.
It sets the maximum attainable bandwidth and, in case of M-sequence radar, it sets
the baseline for the quality of the correlation output. In the present chapter, four
very different M-sequence generators have been introduced. They are listed again in
Table 3.2 with some important specifications summarized in the table.

The first three designs are board-level solutions built from high-speed logic ICs.
Only the two prototypes built on the ‘sparse’ principle, with flip-flops replaced by
transmission lines, manage to meet or exceed the requirements. The most important
specification applied is the ability of a generator to work reliably at a frequency
of 2 GHz or above. The generator that is listed last in the table is quite different.
Based on an FPGA it is strictly speaking not an M-sequence generator, but a more
versatile binary waveform generator. The internal memory can be used to store any
precomputed sequence including sequences that can not be generated in an LFSR like,
for example, Golay sequences [15, 19].

To conclude the chapter, this section will give a high-level overview and compare gen-
erators. To find the ideal generator for a given usage scenario, two main characteristics
can be used:

• Generator clock frequency f .

• Sequence length N = 2m− 1, with m being the number of registers in the circuit
and the order of the generator polynomial.
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These quantities are an inherent property of the circuit and – except for the versatile
FPGA-based generator – can not be changed once a circuit is completed. From these
fundamental quantities the performance of a radar sensor can be approximated. Three
additional quantities of practical importance can be derived from the given parameters:

• The maximum signal to noise ratio (SNR) after correlation depends on N . Using
the two-valued ACF (2.17) it an be easily calculated:

(
S

N

)
max

= 20 lg max(|ϕxx(0)|)
max(|ϕxx(τ 6= 0)|)

= 20 lg 1
−1/N = 20 lgN = 20 lg(2m − 1)

≈ 20m lg 2 ≈ 6m dB

The realizable SNR will depend also on the rest of the system, but it can not be
larger than (S/N)max.

• The unambiguous range (1.1) depends on the duration of the stimulus signal
T = N/f :

R = cT

2

• The ‘white’ bandwidth of an M-sequence extends from DC to f/2 (Section 2.2).

As will be shown in the following chapters, all radars used in this work are short-
range systems. The unambiguous range of these is not a critical parameter since
all generators produce sufficiently long sequences. The maximum SNR is higher for
longer sequences, the best generator in this aspect is the FPGA2. The parameter that
varies most among the presented designs is the operation frequency and hence the
achievable bandwidth.

Among the board-level solutions, the decision for a generator is quite simple because
the operation frequency ranges do not overlap. For applications up to 1.7 GHz
(850 MHz bandwidth) the full LFSRs can be used. For larger bandwidths, the sparse
generators can be used. It has to be kept in mind that these designs are limited to
a narrow frequency range each, although the delay lines could be adjusted for other
operation frequencies.

Standing somewhat apart from the other self-contained solutions the FPGA-based
generator has a number of disadvantages, but also some very attractive benefits. On
the one hand, the high complexity and high cost – if the FPGA is included – of
this solution appear to be a considerable disadvantage. Hence, the more common

2The ECL generator can be extended to 11 bit with minimal effort.
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application would be where an FPGA is already used. Excluding the FPGA, the cost
and board complexity is comparable to the self-contained circuits. The list of benefits
of this hybrid solution, on the other hand, is extensive:

• The operation frequency is continuously tunable.

• The generator is not fixed to one polynomial, it is not even limited to shift
register sequences, but able to output any binary signal.

• Synchronization of other hardware, e. g., to the start of the sequence, is possible.

For applications that have an FPGA available, the choice is an easy one. Unless very
high data rates are required utilizing the FPGA itself as generator offers unsurpassed
flexibility. In applications calling for a self-contained solution, any of the sparse
generators can be used depending on the target frequency range.
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Distance Measurement

Distance measurement is such a fundamental application of radar that it is already
part of the acronym: radio detection and ranging. The earliest pulsed radars could
measure distances by recording the round-trip time-of-flight (RTOF) between the
transmission of a pulse and the reception of a reflection. Even modern continuous
wave radars often rely on the very same principle, namely applying pulse compression
to convert from the continuous signals on the air to a pulse representation better
suited to measuring the RTOF.

When considering the design and construction of a distance measuring system, it is
important to identify, even at the earliest stages of the design, the most important
system parameters that can be used to approximately predict the performance of the
finished system. The performance of any radio ranging system is determined by three
basic quantities. First, the bandwidth B determining the ability to resolve reflection
of multiple closely spaced objects; second, the center frequency fc determining the
absolute ranging precision for a single target; and lastly, the period of the stimulus
signal T determining the unambiguous range. To prevent ambiguous measurements a
radar will often be designed so that it uses only a fraction of the unambiguous range,
preventing strong remote reflectors from introducing erroneous readings. The phase
of the received signal is often evaluated to increase the range resolution beyond the
capabilities of a basic time-of-flight (TOF) system [29].

Since this thesis focuses on applications of M-sequences, the goal for this chap-
ter will be to implement a radar system using these sequences as stimulus. The
intended application for this radar is short range distance measurement. The M-
sequences can be used as a stimulus of both large bandwidth and long period-
icity, providing promising starting values for two of the three figures of a rang-
ing system. The signal generators that were introduced in the previous chap-
ter can be used for this project. All of the available generators, however, pro-
duce baseband output. Any baseband M-sequence contains the highest energy at
low frequencies with the power spectral density slowly dropping off toward the
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clock frequency of the device, e. g., 2 GHz. Low frequencies, unfortunately, re-
quire very large antennas for efficient radiation (l ≈ λ). It is therefore desirable
to shift the sequence up in frequency, preferably into the microwave range, where
the size of efficient antennas is reduced to below 1 m. Combining the PN genera-
tors introduced in the previous chapter with a frequency up-conversion mixer makes
it possible to shift fc as required for a specified antenna size and ranging preci-
sion.

The identification of possible targets in the data generated using pseudo noise
sequences as transmitted and received signals is not as straightforward as with a basic
pulsed radar. We can however map the continuous sequences to pulses by using the
cross-correlation between transmitted and received signal as shown theoretically in
Chapter 1.3.

The simplest PN radar, as outlined here, would thus consist only of the sequence
generator and an upconversion mixer for the transmitter. On the receiver side, a
downconversion mixer and correlator are needed. The correlation can be calculated in
the digital domain by first sampling the baseband signals of transmitter and receiver.
Such a basic ranging system, due to its simple structure, is the perfect candidate
to evaluate the signal generators developed previously. At the same time a deeper
understanding of any pitfalls in the design of ultra-wideband circuits can be gained.

When turning to the literature for guidance in designing a first ranging system a great
number of publications can be found on PN radar, but very few give comprehensive
information on the ranging precision achieved. Meier et al., however, proved to be a
very useful reference during the design stage of the presented system [34]. They use a
1.6 Gbit s−1 M-sequence upconverted to 24 GHz. The correlator is a hybrid solution
using analog multiplication followed by an ADC. For a metal reflector at 2 m distance,
a standard deviation of 29 mm is reported for a series of uncorrected measurements.
Taking 1000 measurements and applying filtering reduces σ to 6.6 mm, additional
evaluation of the phase allowed drastically reducing the standard deviation further to
0.17 mm. This system, while being more complex than the minimal system outlined
above, can serve as a baseline for the achievable measurement deviation.

The system design presented in this chapter focuses on the wideband analog cir-
cuitry. An existing generator will be combined with a wideband up-conversion and
amplifier stage to built a radar transmitter. To achieve state of the art ranging
precision without exceedingly complex signal processing, it is essential to have the
received signal’s phase available. The main task is thus to develop a receiver that
preserves the phase of the received signal while also meeting the goal of building
a simple system. To be able to capture the complex received signal quadrature
downconverters are traditionally used. The problems implementing such a receiver
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architecture for ultra-wide bandwidths will be discussed in this chapter and a se-
rial in-phase/quadrature (IQ) downconverter will be proposed. The latter is able
to overcome the symmetry problems of more traditional designs by providing ex-
cellent performance with minimal hardware complexity. Since the focus of this
chapter is on the analog building blocks, the baseband signal processing including
sampling and complex digital correlation is done using commercial measurement
instruments.

The chapter starts out with an overview of the ranging system’s design process.
Subsequently, the building blocks of the radar are introduced and some of the trade-
offs that were necessary will be discussed. The prototype design will be discussed
and the components including the generator and the new RF building blocks will be
shown. A series of measurements that characterize the performance of the modules,
especially the IQ downconverter, is shown and analyzed. Finally, the prototype is used
in its intended application to measure the distance to a scatterer. The digital signal
processing algorithms used to calculate distance from a set of complex cross-correlation
functions is outlined, and the achieved performance will be compared to the literature.

4.1 Design
The main building blocks to be used in the ranging system have already been mentioned
in the introduction. A number of M-sequence generators are available, as described
in Chapter 3, featuring 1 GHz of baseband bandwidth. The radar transmitter and
receiver chains must be able to handle this large bandwidth with minimal amplitude
and phase distortion, making error correction in the finished system as simple and
accurate as possible. It is equally important to make sure that the characteristics of
the hardware are stable over time and temperature. Otherwise the system will require
frequent re-calibrations and, therefore, be useless outside a controlled laboratory
environment.

The main challenge in the design of the PN radar is the large bandwidth. The
requirements on dynamic range, and hence noise performance, of the system are more
modest for this application. To measure distance to an exposed object (‘target’),
we are only interested in the first and strongest reflection (direct path). Weaker
targets that might be important for imaging radars can be safely ignored. As al-
ways, the reality is not quite as simple as this description. One effect that will be
a problem even for the simplest CW radar (see Chapter 1.3.2) is direct antenna
coupling. The direct coupling is often the strongest path, far outweighing the re-
flection of the object the radar is actually supposed to detect. A simple remedy,
because the requirements on dynamic range for this application are modest, is to
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Figure 4.1: Minimal system concept. A common LO is used for the PN generator as
well as the modulation and demodulation stages.

first design a receiver able to handle this strong signal. The signal can later be
remove during digital signal processing, for example, using background subtrac-
tion.

The following functions are required to implement the outlined system. First, the
baseband signal has to be modulated onto a carrier of selectable frequency. Modulation
and demodulation stages with appropriate amplification and filtering are hence needed
in transmitter and receiver. To keep the hardware complexity of the initial system
minimal, the 2 GHz clock that is used for the generator can be re-used to drive
the modulators. The resulting system is shown in the simplified block diagram of
Figure 4.1.

The up-conversion is accomplished using a diode ring mixer fed with the binary
M-sequence at the RF port and a bipolar large swing oscillator signal at the LO port.
The modulated signal will be amplified, radiated by the transmit antenna, reflected
from the target and ultimately received by a second antenna.

In order to restore the baseband signal the RF signal has to be demodulated by
multiplying the received signal with a local oscillator. The common LO makes sure
that transmitter and receiver are perfectly synchronized. To correctly demodulate
binary phase shift keying (BPSK), this is unfortunately not sufficient. The receiver,
as shown, can only work as coherent receiver [37]. Coherence, however, is not required
between transmitter LO and receiver LO but between receiver LO and incoming signal.

An ideal example of BPSK modulation is show in Figure 4.2. Signal utx(t) is the
baseband M-sequence. urf(t) = utx(t) · cos(ωt) is the result of multiplying with an LO
(not shown). Since the baseband signal utx(t) only has two possible values of −1 and
+1, the multiplication flips the sign of the LO, producing 180° phase jumps.

The modulated signal can now be radiated from an antenna, possibly reflected,
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Figure 4.2: Baseband signal utx(t) and BPSK modulated RF signal urf(t)

and ultimately arrive at the receiver’s antenna after experiencing a phase shift ϕ. To
return to the baseband, the signal is multiplied again:

urx(t) = urf(t) · cos(ωt) (4.1)
= utx(t) cos(ωt+ ϕ) · cos(ωt) (4.2)

= 1
2utx(t)

[
cos(ϕ) + cos(2ωt+ ϕ)︸ ︷︷ ︸

filtered out

]
(4.3)

= 1
2utx(t) cos(ϕ) (4.4)

Since cos(90°) = 0 the demodulator output will vanish for all even multiples of 90°,
and even if the phase shift is not exactly 90°, the output amplitude will still depend
on cos(ϕ). All in all this is not a usable demodulator. For correct demodulation it
is imperative that the receiver LO precisely track any phase change or fluctuation
in the received signal. This is generally achieved by locking the LO to the received
signal using a carrier recovery circuit. Incoherent demodulation is only possible if
both amplitude and phase information of the modulated signal are preserved. An
IQ-demodulator can be used for this purpose.

In order to keep the receiver circuit as simple as possible, it was decided to use an
incoherent IQ-demodulator for the prototype and not to implement carrier recovery.
This way, a free-running (in respect to the received signal) local oscillator can be used
but the baseband signal has to be sampled or processed as two channels: in-phase
(I) and quadrature (Q). These two channels are to be re-combined in the digital
domain to form the demodulated baseband signal. Since a sampling oscilloscope with
a sufficient number of input channels was used to process the baseband signal, this
does not complicate the setup. The details of the chosen modulator and demodulator
topology are given in the following sections.
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Figure 4.3: Simplified transmitter block diagram [6]. The generator clock is used as
LO for the modulator to keep the number of clock sources low.

4.2 Implementation
This section will provide additional detail about the implementation of the radar
modules beyond the overview given previously.

4.2.1 Transmitter

The structure of the transmitter chain of the radar is shown in Figure 4.3. A commercial
diode ring mixer is used to modulate the transmitted signal. As a so-called ‘level 7’
mixer, a local oscillator level of 7 dBm is required for optimum performance. In this
circuit the intermediate frequency (IF) port of the mixer is also driven by a large signal
producing a 180° phase shift for every change in the IF signal’s sign. The resulting
modulation is BPSK, as described in the previous section.

To get a clean output signal, it is necessary to appropriately band-limit the mixer
IF signal. It is filtered with a 1 GHz low-pass and amplified. The mixer RF output
has to be band-filtered to remove harmonics and IF feed-through. At the same time,
the output must be well matched to prevent reflection of unwanted signals back into
the mixer where they would create additional mixing products. Thus, an extra 3 dB
pad is inserted between the modulator and the output filter, as shown in the complete
block diagram in Figure 4.4.

The complete diagram also shows that the RF bandpass filter is, in fact, imple-
mented as a serial connection of high-pass and low-pass filters. To prevent the filters
from influencing each other and distorting the overall filter characteristic, an additional
amplifier was used to isolate the filter stages. All filters were built from discrete induc-
tors and capacitors and carefully optimized and tuned to achieve good performance.
A more detailed description of the design process can be found in [6].

56



4.2 Implementation

PN optional
PA

2 GHz

1 GHz 1 GHz 3 GHz

G = 10 dB G = 6 dBG = -3 dB

Figure 4.4: Full block diagram of transmitter [6]. Attenuators were added to fine-tune
the amplification between filters and to ensure good matching at the
modulator output for minimum intermodulation.

2 GHz90°

I

Q

Figure 4.5: Traditional parallel IQ-demodulator [6]. Both receiver paths must be
perfectly identical in phase and amplitude over the full frequency range
for optimum performance.

4.2.2 Receiver

Amplifiers and a band-pass filter are used to condition the signal of the receiver,
although components utilized for the transmitter can be re-used here. The most
critical component of the receiver, however, is the IQ-demodulator. This kind of
demodulator allows preserving both phase and amplitude of a signal by splitting and
mixing it with two signals at a 90° phase difference as shown in Figure 4.5.

For a modulated signal srf(t), a conventional demodulator will produce one output
i(t). To keep this model simple, any transmission delay is modeled as fixed phase shift
ϕ of the receiver LO. Transmitter and receiver are thus inherently phase-locked.
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srf(t) = s(t) · cos(ωlot)
i(t) = srf(t) · cos(ωlot− ϕ)

= s(t) · cos(ωlot) · cos(ωlot− ϕ)

= 1
2s(t)

[
cos(ϕ) + cos(2ωlot− ϕ)︸ ︷︷ ︸

filtered out

]

= 1
2s(t) cos(ϕ)

cos(φ) and i(t) will be zero for φ = π(1
2 + n), n = 0, 1, 2, . . .. In case of an IQ receiver,

we luckily have the quadrature channel left:

q(t) = s(t) · cos(ωlot) · cos(ωlot− ϕ− 90°)

= 1
2s(t)

[
cos(ϕ+ 90°) + cos(2ωlot− ϕ− 90°)︸ ︷︷ ︸

filtered out

]

= 1
2s(t) cos(ϕ+ 90°)

= 1
2s(t) sin(ϕ)

Due to the 90° phase shift of the receiver LOs, i(t) and q(t) will not be zero at the same
time. Using both channels, the magnitude of the received signal can be computed:

|srx(t)| =
√
i2(t) + q2(t) =

√
1
4s

2(t) cos2(ϕ) + 1
4s

2(t) sin2(ϕ)

= 1
2s(t)

√
1
2(1 + cos 2ϕ) + 1

2(1− cos 2ϕ)

= 1
2s(t)

Any dependency on the phase relationship between transmitter and receiver has
successfully been removed. Using the IQ downconverter and calculating the magnitude
of the resulting signals, the BPSK-modulated signal that is to be used for the present
radar design can be demodulated independent of any phase shift. There are some
problems, though, even with this promising concept.

A small disadvantage is the additional hardware required to construct the two-
channel demodulator. The second problem, it is difficult to make sure both the I and
Q channels have identical amplitude and phase characteristics particularly for large
bandwidths, is generally considered much more harmful. Processing mismatched I
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Figure 4.6: Sequential acIQ-demodulator with identical signal path for both compo-
nents, ensuring ideal amplitude and frequency matching even for large
bandwidths [6].

and Q signals, however, will lead to incorrect results, e. g., for phase values. While
i(t) and q(t) can be individually corrected for amplitude and phase these corrections
would also be valid for only a narrow frequency span, making the calibration of a
UWB system even more tedious. Fortunately, the periodic nature of the stimulus
signal used here allows the use of an elegant solution.

For periodic signals and a stationary channel a sequential IQ-demodulator can be
used. ‘Sequential’ means that the in-phase and quadrature signal components are
recorded one after the other with only the LO phase switched between measurements.
The simplified setup is shown in Figure 4.6. Since both signal components are routed
along the very same physical path, effects of temperature drift and aging will affect
both signals equally. The demodulator will only yield correct results if both stimulus
and channel do not change during the measurement. Since the period of the M-
sequence used is only 255 ns, this can be safely assumed for all but the fastest moving
targets.

Again, the final implementation of the receiver is more involved than the simplified
block diagram of Figure 4.6 implies. The complete receiver block diagram including
the IQ demodulator is shown in Figure 4.7. Following the signal flow in the diagram
from left to right, the RF signal coming from an antenna is amplified before passing
through a 1 GHz to 3 GHz bandpass. The bandpass is, as before, implemented as a
combination of high- and low-pass filters with an isolating amplifier in between. After
filtering the RF signal is demodulated, amplified again and low-pass filtered. The
resulting IF output will ultimately be sampled and stored to make recombination of
the I and Q samples possible.

To set the demodulator to output I or Q data, and not something in between, a
voltage-variable phase shifter is used to adjust the phase of the externally provided
LO signal. To allow stable calibration independent of external control hardware,
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Figure 4.7: Complete block diagram of receiver signal flow. Inputs on the left hand
side, outputs are drawn on the right side of the diagram.

a precision voltage reference is divided down to two separately adjustable control
voltages. One for the 0° setting and one for the 90° setting. The input shown in the
diagram as ‘Phase Ctrl’ is controlling only an analog switch that selects one of the
pre-adjusted control voltages. This has the advantage of making the phase calibration
independent of this control voltage; small variations or even ripple on the signal will
not degrade the phase balance of the demodulator.

4.2.3 Prototype Hardware

Transmitter and receiver were designed as independent units but built and tested on
a common PCB panel, as shown in Figure 4.8. The antenna connectors are on the
right side of both boards with the IF connectors for the M-sequence generator and the
oscilloscope on the left side. Additionally, the 2 GHz LO is needed by both boards,
and a control signal to switch between I and Q phase for the receiver assembly.

The largest part of the board is occupied by the numerous discrete LC-filters.
Designing and optimizing the individual filters to match the design curves took most
of the development time. Each board is also equipped with local supply voltage filtering
and regulation to allow operation of both transmitter and receiver from a common
power source without requiring too many different supply voltages. A combination of
resettable fuse and protection diode makes damaging the board through short circuits
and wrong cabling very difficult.

4.3 Measurement Setup
To characterize the analog modules in the laboratory, a signal generator for the 2 GHz
clock and a set of antennas is needed in addition to the prototype hardware. The
baseband M-sequence was generated using the generator as shown in Chapter 3.1.
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Figure 4.8: Transmitter and receiver boards after assembly and initial testing [6]. The
transmitter is the top board, with the input for the M-sequence on the
left and the RF output on the right. The receiver (bottom part of the
PCB) has the RF input on the right and the IF output on the left. The
silver component in the center of the board is the phase shifter of the
IQ-demodulator.

The connections of all previously introduced modules are shown in the simplified block
diagram, Figure 4.9. All LO signals are derived from a single reference source using a
custom resistive power splitter, hence all clocks in the system are phase-locked. Three
signals are routed to the oscilloscope that is used for data acquisition:

C1 is the transmitted M-sequence after low-pass filtering. This sequence is sampled
once for a series of measurements and is used as a reference for the cross-
correlation.

C2 is the received signal in the baseband. For one radar measurement this signal is
sampled and saved twice, once with the phase control voltage uctrl = 0 V and
again for uctrl = 5 V.

C3 is used to monitor uctrl to ensure correct operation of the measurement system. It
is not needed for data processing.

Sync is a synchronization pulse that is generated by the M-sequence generator once
per period. The oscilloscope is triggered on this pulse. This is mandatory to
ensure that consecutive measurements start sampling from the very same position
(identical phase) in the sequence.
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Figure 4.9: Overall measurement setup including IQ demodulator, antennas and oscil-
loscope for data acquisition

62



4.3 Measurement Setup
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Figure 4.10: Radar assembly used for characterization. (a) Transmitter, (b) receiver
board, (c) M-sequence generator, (d) LO power splitter, (e) signal gener-
ator to generate control voltage for phase shifter

The completed prototype measurement system is shown in Figure 4.10. It includes
the M-sequence generator, the LO power splitter and an analog interface that allows
setting uctrl from a PC. The external connections to the LO signal generator, the
power supply and the oscilloscope are not shown in the picture.

As mentioned above, the measurement system consists of a number of very different
components that need to be operated – or rather controlled – in order to successfully
take measurements. The two main parts are the oscilloscope and the analog interface
(essentially a programmable power supply). Putting these parts under computer
control allows measurements to be taken in quick succession as required for successful
reconstruction of the complex I + jQ signal. As stated before, the environment must
not change between the measurements of both signal components.

To sample the baseband output a commercial real-time oscilloscope, Rohde &
Schwarz RTO1024, is used under the control of a Python script. The oscilloscope
features 2 GHz input bandwidth and a maximum sampling rate of 10 GHz [46]. This
script also controls the state of the receiver phase shifter via the analog interface.
To get both the I and Q data, two measurements are taken with the 0° (uctrl = 0 V)
and 90° (uctrl = 5 V) settings of the phase shifter. The script then reconstructs the
complex signal from the individual measurements and calculates the cross-correlation
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according to (4.5):

x(t) = i(t) + jq(t)
y(t) = s(t) + j0

ϕLxy(τ) = 1
2T

∫ T

−T
x(t) · y(t+ τ) dt (4.5)

= 1
2T

∫ T

−T

(
i(t) + jq(t)

)(
s(t)− j0

)
dt

= 1
2T

∫ T

−T
s(t)i(t) + js(t)q(t) dt

Here, i(t) and q(t) are the signals sampled using the 0° and 90° settings of the phase
shifter. s(t) is the transmitted baseband signal; it is measured and stored only once for
a continuous series of measurements. Figure 4.11 shows one example of the acquired
signal components. The top left plot 4.11a shows the raw i(t) and q(t) data as returned
from the oscilloscope. The reconstructed signal x(t) is shown in Figure 4.11b. As
expected for the noise-like stimulus, no structure is apparent in the signal. Only the
result of the cross-correlation, shown in Figure 4.11c, shows the characteristic peak as
expected for the impulse response of a single reflector (h(t) ≈ δ(t− t0)). Since actual
measurement data is shown here that includes influence from antennas, environment
and the imperfect reflector, the resulting pulse is spread out over a number of samples.

The plot actually shows more than the 511 chip unambiguous range of the M-
sequence used; a second period of the periodic CCF can be seen. This large range
was chosen to visualize the periodicity of the correlation output. The range of the
data used to calculate, for example, the peak position would be restricted to one
period. Note also that the CCF is computed of complex data, so the result naturally
is complex as well.

4.4 Prototype Characterization
As stated before, the phase and amplitude balance of the IQ downconverter is a very
critical value in any direct conversion receiver. To prove the good performance of
the proposed sequential IQ sampling concept, the first series of measurements on the
newly built prototype is to characterize this aspect of the hardware.

Once sufficient performance of the receiver is ensured, it can be used for its intended
purpose: measure distances and track objects. The second measurement campaign
shows the tracking and localization performance of the system at short range in a
high-multipath environment.
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Figure 4.11: Received time-domain signal as measured using the oscilloscope before
(a,b) and after (c) correlation. The raw signal, as expected due to its
noise-like nature, has no distinctive features. The correlation result,
however, shows a clear peak at the position of the reflector as well as a
repetition of the same peak due to the periodicity of the correlation. [6]
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4.4.1 IQ Balance

To evaluate the amplitude and phase matching of the prototype, a very simple setup
was used: Transmitter and receiver were connected via coaxial cables, a variable phase
shifter and a fixed 30 dB attenuator. The phase shifter is essentially a coaxial line
of variable length. The length can be varied using a linear actuator to physically
push segments of the line into each other or pull them apart. The actuator, in turn,
is moved by a stepper motor under computer control to allow automated and very
precise changes in the position and, thus, the phase of any signal routed through the
phase shifter. By varying the length l of the transmission line the phase is altered
and thus the complete signal, independent of frequency and spectral content, delayed
by a time τd = f(l). The IRF of such a device can be idealized as h(t) = δ(t − τd).
This kind of phase shifter is called a ‘true-time-delay’ phase shifter to separate it
from, e. g., phase shifters built from resonant structures. These phase shifters only
work over a narrow frequency range and do not exhibit constant delay over a larger
frequency range.

The basic idea of the IQ balance measurement is to measure the impulse response
(≈ ϕxy(τ)) of the phase shifter and connecting cables for a large number of different
delay settings. Increasing the delay τd should ideally only change the phase of the
impulse response, not the magnitude. Plotting the peak of the impulse response
in amplitude and phase for a large number of different delay settings would, thus,
produce a perfect circle. Any deviation from the circle indicates a problem with the
balance of the IQ downconverter.

For every phase setting, the receiver output is measured twice to get I and Q
data. The complex cross-correlation between the transmitted sequence and the
reconstructed I + jQ complex received signal is calculated. To evaluate IQ balance,
we find the correlation peak position τmax = argmaxτ |ϕxy(τ)| for every measurement.
It is then possible to check if the magnitude of the correlation peak |ϕxy(τmax)|
is identical for all phases and if the phase ∠(ϕxy(τmax)) varies linearly with the
externally set phase. Figure 4.12 shows the results of the measurements. Shown is
the complex ϕxy(τmax) for steps of 1° (referenced to 1 GHz) in the phase shifter. To
minimize clutter in the graphical representation, the discrete measurement points
were connected using lines instead of markers for every data point. Since the phase
shifter (type ARRA 3428A) used in this measurement does not have enough range
to cover the full 360° in the plot, a second measurement with an additional short
coaxial cable was taken and overlaid. As reference, a perfect circle is also plotted.
Only on very close examination of the plot is it possible to see small deviations in
|ϕxy(τmax)|. The IQ balance achieved with the sequential sampling IQ receiver is
excellent.
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Figure 4.12: Complex correlation peak ϕxy(τmax), τmax = argmaxτ |ϕxy(τ)| for different
delay settings. Two measurements are overlaid to cover the full 360° circle.
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Figure 4.13: IQ balance measurement as shown in Figure 4.12 with the constant offset
(i. e., radius) subtracted. The deviation over phase angle remains.

The deviation from the ideal circle is very small, it is thus difficult to analyze the
progression of the deviation, e. g., over the phase angle. To make interpretation easier,
Figure 4.13 only shows the magnitude deviation with the constant radius subtracted.
The maximum deviation of 1.5% in magnitude and 3◦ in phase is very good for such a
wideband system and absolutely sufficient for the presented application. It has to be
taken into account that other sources of error beyond the IQ balance influence these
measurements. One candidate would be the phase shifter itself. Measurement of the
S-parameters of the phase shifter, however, showed very little change of attenuation
when changing the phase setting. To quantify the influence on the small balance error,
a more detailed investigation will be necessary. This will be considered future work.

4.4.2 Distance Measurement

To characterize the radar prototype in its intended application, locating and tracking
objects, a second set of measurements was taken. This time radar transmitter and
receiver were connected to one wideband Vivaldi antenna each1. The target to be
tracked was simulated using a corner reflector of 20 cm edge length. The reflector is
mounted to a motorized linear stage allowing precise and reproducible movement over
a range of 600 mm. The measurement setup is shown in Figure 4.14.

The corner reflector was moved toward the radar antennas in increments of 1 mm.
For every step, the two measurements giving the I and Q component were taken and
the cross-correlation (4.5) calculated. To the radar this simulates the tracking of an

1The antennas are based on a design published in 2010 [52]
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Figure 4.14: Sketch of distance measurement setup. The antennas are polarized
vertically (active edge upright) and placed 40 cm apart.

object moving slowly in close range.
Plotting the correlation functions next to each other produces a radargram as

shown in Figure 4.15. It would be expected to get a correlation peak at the position
of the reflector, this peak should move in the direction of smaller τ for larger r
since the distance between reflector and antennas becomes shorter. The radargram,
unfortunately, is not very clear. Some change is visible, but superposed with strong
stationary patterns.

These interfering patterns are caused by direct coupling between the antennas
and clutter from surrounding objects. The measurement was taken in a lab environ-
ment with countless metal tables and shelves in the vicinity of the reflector, hence
strong stationary clutter. Of course, an anechoic chamber could be used to produce
measurements that are more readily interpretable, but this is not necessary for this
measurement setup. Since the environment is static and the excitation signal itself is
very stable, a very effective background subtraction can be employed.

Figure 4.16 shows the same measurement as Figure 4.15 with background subtraction
applied. The algorithm is exceedingly simple: The raw data was averaged along the
x-axis and the resulting vector subtracted from every measurement. All operations
were applied to the complex raw data, as can be seen by the drastic change in the
phase data on the right hand plot of Figure 4.16. Since the environment was perfectly
static for the duration of the measurement with only the motorized reflector moving,
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Figure 4.15: Raw radargram data, cropped to the region of interest where the reflector
is moving.
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Figure 4.16: Radargram with background subtraction applied. The Canny edge detec-
tion algorithm was applied to the magnitude plot, the detected edge is
shown as blue line.

the background subtraction produces excellent results. Only the moving correlation
peak of the reflector is left, all static clutter and antenna coupling has successfully
been removed.

Looking at the magnitude plot on the left side of Figure 4.16, it can be seen that the
maximum delay (red) is wildly varying over at least 2 ns. Simply using the position of
the correlation function’s maximum τmax = argmaxτ |ϕxy(τ)| would hence produce very
unreliable distance values. Instead, a well known edge detection algorithm known from
image processing was applied to the magnitude data: the Canny edge detector [11].
This algorithm not only uses the gradient of the image but also calculates the direction
of edges to more effectively connect separate parts of an edge. This algorithm works
best for linear edges, it is less suitable for more complex or discontinuous movement.
It is used here to get a better position estimate than would be possible using a simple
threshold or maximum detection. The resulting position estimate is still quite coarse
due to the limited sampling rate of the oscilloscope. Additional interpolation, or the
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Figure 4.17: Reflector position estimates. In blue the result of the Canny edge detec-
tion, in green the unwrapped phase. The red line is the perfect reference
x = r.

inclusion of additional prior knowledge of the scene, could be used to improve the
result.

In this work, however, a different approach is taken. The phase plot on the right
hand side of Figure 4.16 holds a lot of additional information that can be used to also
improve the results. It does, however, have to be interpreted quite differently than
the magnitude information. Using the (unreliable) position estimation τmax produced
by the edge detection, we can read the phase of the correlation function ∠(ϕxy(τmax))
from the right hand plot. A close inspection of the plot reveals that the phase in the
vicinity of the detected edge is constant over τ over a wide range (vertical stripes
in the plot). Therefore, the uncertainty in τmax does not translate to uncertainty in
∠(ϕxy(τmax)). Using this phase for position estimate should thus produce a much
smoother and possibly much more accurate result.

Figure 4.17 shows again the position estimate as provided by the Canny algorithm.
Only the magnitude data of the radargram was used to get these values. The
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Figure 4.18: Deviation of position estimated as shown in Figure 4.17.

quantization appears coarse even though the correlation was calculated for signals
sampled at 10 GHz, equivalent to time steps of ts = 100 ps or R = c0ts/2 = 30 mm.
Using the phase at the coarsely calculated peak position, however, the accuracy of
the position estimate can be hugely improved. The green trace in Figure 4.17 is the
unwrapped phase at the position provided by the Canny edge detector, as described
above. This new position estimate is a much better fit for the real position. A slope
error of 3% does, however, remain between the reference curve and the unwrapped
phase. This deviation is thought to originate in imperfect orientation of the linear
stage relative to the antennas. If the antennas are not placed at equal distances and
angles from the linear stage, a slope error as observed here will be the result.

To produce a clearer representation of the deviations of the distance estimate,
Figure 4.18 was produced. This plot shows the measurement deviation after all
measured values have been corrected for the slope error. It is again evident that the
deviation of the phase data is far superior to the results achievable using only the
magnitude data. This is the case even if a moderately complex image processing
algorithm, like the Canny edge detection, is applied. The unwrapped phase data from
Figure 4.18 has a standard deviation of σ = 1.73 mm over the 600 measurements taken
of the moving reflector.
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4.5 Conclusions
This chapter introduced a wideband M-sequence positioning system. A 1 GHz baseband
bandwidth was used, in conjunction with a 2 GHz LO producing a BPSK modulated
signal in the frequency range 1 GHz to 3 GHz. The receiver utilizes a direct conversion
architecture with sequential sampling of in-phase and quadrature data, retaining full
amplitude and phase information of the received signal.

Measurements have shown that the sequential IQ downconverter provides excellent
phase and amplitude balance even for the large bandwidth used here. Without any
correction the maximum amplitude deviation achieved was 1.5% and the maximum
phase deviation 3◦.

The IQ downconverter makes it possible to use fully complex signal processing
including a complex correlation. The phase of the correlation peak produced, e. g.,
by a target to be tracked, can be used to greatly improve the tracking accuracy of
the system. The additional phase information provides excellent distance resolution
despite the correlation function being sampled with a relatively low sampling rate and,
hence, the position information coarsely quantized. Due to the small unambiguous
range of the phase information, an initial position estimate still has to be derived from
the magnitude data. This estimate can, however, be quite coarse without degrading
the resulting position accuracy since the phase has a constant gradient over a large
range of τ .

For the prototype only the signal generation and analog front-end were implemented
in hardware and a commercial high-speed real-time oscilloscope was used for sampling
the baseband receiver output. Future work could extend this concept to a complete
positioning solution, with no external dependencies, by including sampler and baseband
processing. A possible architecture for sampling the baseband data will be presented
in Chapter 6.
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Positioning is a growing market with applications in healthcare, industry and the
military [66]. Due to high demand and projected market growth, a large number of
positioning systems have been developed over the last decade.

What is needed to locate an object in three-dimensional space? A good starting
point was presented in the previous chapter. It was shown that a radar system can
very precisely measure the distance between itself and a given target. A single distance
measurement is, of course, not sufficient to estimate the position of the target in
all three dimensions. If two more radar sensors are added three measurements are
produced that, using the prior knowledge of the sensor’s positions, allow calculating
the three-dimensional coordinates of the object. If more sensors and thus more
measurements are available, the additional data can be used for error correction
improving the accuracy of the results.

One example of a positioning system, useful for tracking objects both indoors
and outdoors, is shown in Figure 5.1. To keep the diagram simple, without loss of
generality, only a two-dimensional setup is shown. The object drawn at the top of
Figure 5.1a is to be located. To make this possible a transponder is attached to this
object that periodically transmits a pulse. A number of stationary sensor nodes, N1 to
N3, are placed around the transponder. These sensors receive both the transponder’s
pulse and a common reference pulse.

Figure 5.1b shows the signals that are used to determine the object’s position. The
top axis shows the signal that is sent out by the transponder. The exact time ttx of
this transmission is not known previously. The sensors work independently from the
transponder and start their measurements when a common reference pulse arrives at
t0 = 0 (second axis). The sensors, two examples are shown in the lower half of the
figure, measure the time between the reference pulse and the incoming pulse from the
transponder producing one measurement tn each. What is actually needed to find the
object’s position is the total TOF τn from transponder to sensor. As indicated in the
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Figure 5.1: Simplified 2D object tracking system. A transponder attached to the target
actively transmits a known signal. Different receivers measure the delay
between the reception of this signal and a common reference (TDOA).
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figure, tn = τ0 + τn. The offset τ0 has to be determined by combining measurements
from multiple sensors and solving for τ0:

t1 = τ0 + τ1

t2 = τ0 + τ2 (5.1)
t3 = τ0 + τ3

This system is over-determined for the 2D case because three equations are available
to calculate only one unknown, τ0. It is thus possible to estimate the measurement
accuracy in addition to calculating τ0.

For better understanding the equations can be solved graphically, as shown in
Figure 5.1c. A circle of radius τn = tn − τ0 can be drawn around the position of each
sensor node, initially using τ0 = 0. By changing the offset τ0 the circles can, ideally,
be brought to intersect in one point. This way both τ0 and the object’s position are
determined. In a realistic system, the three circles will produce two intesections. τ0

can then be used to minimizes the distance between these two points.
The approach for position estimation introduced in the previous paragraphs is

appropriately named TDOA because it does not require the absolute transmission
delay from transponder to the sensors. Three acronyms will be used very often when
discussing different approaches to positioning. It is essential to keep the differences in
mind:

Time of flight (TOF) is the one way time required for a signal to be transmitted
and received.

Return time of flight (RTOF) or round-trip time of flight is the TOF of a two-way
transmission, e. g., from a radar to target and back to the radar.

Time difference of arrival (TDOA) – one common signal is received by numerous
sensors. Each sensor measures the time between a reference signal and the
incoming signal.

Systems like the one shown are used, for example, in industrial applications for
tracking cranes in a depot or production hall [68]. In these applications a number
of practical problems complicate the process of accurately and reliably locating the
objects. Metal structures are abundant in many industrial environments, reflecting the
radar signals. Good resilience against multi-path propagation is therefore a necessity
for reliable positioning and tracking. A large bandwidth is required to resolve multiple
transmission paths that might only have small differences in propagation delay1.

1See Chapter 1.3 for more details on the dependence of resolution on bandwidth. Generally,
∆rmin ∝ 1/B.
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Hence, UWB systems are particularly well suited for this application.
The second problem is the synchronization of the sensor nodes, as described above.

This will need some extra attention. Pulsed UWB positioning systems that promise
good multi-path resolution capability are commercially available featuring ranges on
the order of 50 m [66]. These currently available solutions use different principles like
angle of arrival or TDOA, but all share one common handicap: The stationary sensors
require synchronization via cable. In large installations the extensive cabling drives
up installation costs and also limits the performance of the overall system.

An existing alternative, working without synchronization, is to use bidirectional
communication between object and sensor nodes. The distance measurement then
works as follows: Each node, in turn, transmits a signal. The object needs to
synchronize to each incoming signal and transmit its response coherently with the
incoming signal. This way, each node can measure a two-way RTOF independently of
other nodes. This approach is widely applied today, especially in combination with
FMCW radars [66, 68, 69]. A coarse synchronization of the nodes is still needed to
make sure that only a single node transmits at a time, i. e., cabling might still be
needed but a much cheaper ethernet network is sufficient instead of coaxial cabling.
Another downside of this concept is that a more complex transceiver has to be used for
every object instead of a simpler, and often assumed cheaper, transmit-only component.
The assumption that simpler hardware architectures leads to cheaper products is often
proven incorrect today as the availability of integrated radar ICs slowly increases.

The fact that only one node may transmit at a time can be a limiting factor when
tracking fast moving objects. If the nodes are externally synchronized, as in the
minimal example in Figure 5.1, all measurements can be done synchronously, and
achieve an increased update rate. No high requirements on the update rate are to be
expected while tracking slow-moving objects like forklifts or cranes. This, however,
changes if collision avoidance or security in human-machine interaction is part of the
application.

In large installations, e. g., storage buildings or factory floors, the cost of cabling
can easily be the largest initial cost for a synchronized system. RTOF systems, while
needing less wiring, carry a larger cost per tracked object. To reduce installation cost
while conserving the ability to track many objects with minimal additional investment,
a TDOA positioning system with synchronization over the air is proposed in this
chapter.

The proposed system does not use traditional pulse modulation, but the very same
M-sequences introduced and used in the previous chapters. Pulse modulation, due to
the very unfavorable duty factor of the pulses, can only achieve a short range using
low-power integrated circuits (see Chapter 1.3). The continuous spread-spectrum
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transmission used with M-sequences promises better use of the available power and
hence longer range. The interference suppressing characteristics of correlating receivers
additionally improves the signal to noise ratio at the receiver.

A concept for synchronization using M-sequences has also recently been published
by Hamoude et. al in 2012 [21, 22]. Similar systems have been considered as early as
the 1970s [54]. A comprehensive overview of different synchronization techniques was
published by Franks [16].

This chapter will focus on the foundation of the TDOA positioning system: the
synchronization of the fixed sensor nodes. A wireless synchronization system, based in
part on the building blocks introduced in Chapter 4, has been built and characterized.
In the future this system can serve as backbone to an M-sequence positioning system.
The feasibility of implementing such a design in commercial off-the-shelf (COTS)
hardware will be evaluated. To verify the performance, a prototype system is to be
built that can be used to conduct measurements in real-world scenarios and identify
potential problems with this concept.

The first prototype system will consist of two main components: A simple reference
transmitter that sends a modulated PN sequence and a more complex receiver.
The receiver demodulates the signal and, similar to the way a phase locked loop
(PLL) is able to lock two signals together in phase and frequency, adjusts a locally
generated sequence to be in sync with the received sequence. A number of different
synchronization signals can be derived from the receiver circuit: The synchronized
local oscillator can be used to drive other circuitry along with the locally generated
M-sequence. In the characterization of the overall synchronization performance, yet
another output signal will be utilized: a synchronization pulse that indicates the start
of the M-sequence.

This chapter starts out by giving some background on the synchronization concept
used and its history. The second section discusses the practical realization of the
receiver section. As in previous chapters a modular approach has been used, facilitating
optimization and re-use of individual components. In the third section, measurement
results from a prototype synchronization system are shown and analyzed. The chapter
ends with a conclusion, assessing the performance achieved and detailing future
work that could implement a complete positioning solution based of this chapter’s
synchronization system.

5.1 Synchronization Concept
In this section, the central idea behind the chosen synchronization concept is explained.
It will then be shown how this idea can be realized within the framework of requirements
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and available hardware building blocks.
The synchronization system uses M-sequences. It is known from Chapters 1.3 and 4

that the cross-correlation (5.2) can be used to find the delay between two real-valued
signals x(t) and y(t) = x(t+ td).

ϕxy(τ) =
∫
x(t)y(t+ τ) dt (5.2)

To do so, ϕxy(τ) has to be calculated for all relevant τ and the maximum found, which
is straightforward only in digital signal processing. To built a self-contained synchro-
nization system though, the correlation has to be implemented in hardware. The
following paragraphs discuss how a hardware implementation of the cross-correlation
can be implemented.

A synchronization system could be built as shown in Figure 5.2 if, for the moment,
ignoring any modulation and using the same clock for both transmitter and receiver.
The transmitter is nothing but an M-sequence generator connected to an antenna. On
the receiver side, the antenna directly connects to a mixer and low-pass filter. The two
latter components are an analog approximation of the multiplication and integration
parts of a cross-correlation. Referring to (5.2), the received signal is x(t). The second
term in the correlation, y(t), is provided by a second PN generator. The phase shifter
allows delaying this sequence, feeding y(t− τ) to the multiplier and completing the
analog correlator.

Since both generators work on identical frequencies only the phase shift of the
received sequence needs to be compensated. This could be achieved by introducing
feedback from the correlator to the phase shifter, tuning the variable phase shifter for
maximum output of the cross-correlator. Any change in td requires re-tuning of the
phase shifter. Continuous adjustment of the phase shifter allows tracking of target
movement. While the system in Figure 5.2 is heavily simplified and the exact nature
of the feedback remains unclear, the general idea of using an analog correlator as
‘phase-detector’ for M-sequences is the important point that should be kept in mind.

This simple system, unfortunately, does not conform to the requirements given
previously. In fact, the use of cabling for synchronization was explicitly ruled out.
The concept needs to be adapted appropriately. The receiver’s M-sequence generator
has to be able to operate from a local oscillator. Additionally, a solution for replacing
the variable delay in Figure 5.2 is needed. Fortunately, there is a very elegant solution
that allows simultaneous synchronization of the receiver M-sequence in both frequency
and phase by tuning the local oscillator. The need for an external reference clock is
thus removed.

In order to realize each and every phase difference between both sequences, the
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PN-Generator

PN-Generator

correlator

φ

feedback

td

Figure 5.2: Simplified baseband synchronization system. Depending on the target
distance, the sequence s(t) will be delayed by a varying td. The received
sequence is thus s(t+ td).

receiver clock fr need only be slightly detuned relative to the transmitter clock ft. The
result will be a time-varying phase-shift between transmitter and receiver oscillator,
which translates to a time-varying phase shift of the respective M-sequences. This
effect can be described theoretically:

The instantaneous phase φ(t) of a sinusoid signal at frequency f(τ) is

φ(t) = 2π
∫ t

−∞
f(τ)dτ = 2π

∫ 0

−∞
f(τ)dτ︸ ︷︷ ︸

φ0

+2π
∫ t

0
f(τ)dτ .

Using a fixed frequency f(τ) = fn, the relation is reduced to

φn(t) = φ0 + 2πfnt.

The phase shift between two sinusoids of different frequencies ft and fr is thus

∆φ(t) = φt(t)− φr(t)
= φ0,t + 2πftt− φ0,r − 2πfrt
= φ0 + 2π(ft − fr)t

Since the receiver LO is free-running at startup, there will always be a small frequency
offset ∆f = ft − fr. The phase difference ∆φ(t) between transmitter and receiver LO
and, running from these clocks, the M-sequences will thus continuously change. Intro-
ducing a separate oscillator for the receiver, as shown in Figure 5.3, will automatically
sweep over all possible phases for even a small frequency offset. The figure also shows
a feedback path from the multiplier back to the voltage-controller oscillator (VCO).

81



5 Synchronization System
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Figure 5.3: Simplified baseband synchronization system with no physical connection
between transmitter and receiver.

Figure 5.4: Block diagram of a DLL including two correlators and a difference amplifier.
The difference amplifier subtracts the DLL outputs providing an error
signal to the VCO [10].

This allows the control loop to tune the LO, and thus the M-sequence, for maximum
correlator output. In this way frequency and phase of the M-sequences can be locked
using only ∆f as control factor.

So far, it is unknown how the ‘tuning’ of the VCO can be implemented exactly. The
output from the correlator, assuming the input sequences are identical, is the ACF.
As shown in Section 2.1, the ACF has only a positive peak. To implement a stable
control loop, an error signal is needed that can be positive and negative in order to
compensate for errors of any kind. Fortunately, a phase detector for M-sequences
and the complete control loop was already documented in the 1960s. It is shown in
Figure 5.4. The so-called delay-lock loop (DLL) uses two correlators with time-shifted
input sequences to provide an error voltage that is proportional to the input phase
shift for small deviations [60, 61].
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Figure 5.5: M-sequence correlation characteristics (a) normalized autocorrelation func-
tion ϕxx(τ) (b) PD characteristic y(k) = ϕxx(τ + 0.5) − ϕxx(τ − 0.5)
[10].

The output voltages from both correlators are subtracted to produce an error signal
that fine-tunes the VCO, which in turn drives the local M-sequence generator, closing
the loop. To understand the operation of the circuit, it is helpful to first look at
the open-loop characteristics. The output signal of a general correlator is shown in
5.5a, this is the characteristics of each of the two correlators that are part of the DLL
operating individually. τ is the shift between the inputs to the correlator in fractions
of one chip. For τ = 0 the inputs are identical and the output hence maximum. As
expected for an ACF, the output quickly drops to near 0 for τ 6= 0. This circuit is not
suitable as an error detector for a control loop since the outputs for positive τ > 0
and negative τ < 0 deviations are the same.

The DLL improves on the single correlator by using two correlators with phase-
shifted reference sequences. Subtracting both correlator outputs gives the phase
detector characteristic curve 5.5b [18]. The offset has been set to 1 chip (5.3). An
offset of 2 chips would work as well and, in fact, provide a larger linear region. The
advantage of the 1 chip offset is that in the locked condition, τ = 0, the outputs of the
individual correlators are not zero. The locked state can thus be detected by checking
both correlator outputs for DC.

y(k) = ϕxx(τ + 0.5)− ϕxx(τ − 0.5) (5.3)

The PD characteristic or error voltage y(τ) for a deviation τ has a number of features
that are crucial for any stable control loop.

1. The PD output is zero for zero deviation as required for a steady locked state.
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2. The PD output changes linearly with small deviation |τ | < 0.5. The sign is
preserved as required for successful compensation of small deviations.

3. For large deviations |τ | > 1.5 the output is zero, the loop can not lock in this
region.

This system structure has a number of desirable characteristics: Due to the large
bandwidth, very precise synchronization is achieved. The analog DLL achieves lock
precision better than one chip and hence better than a digital system could achieve
using the same M-sequence. Modulating the transmitted signal with a pseudo noise
code spreads out the signal power over a large bandwidth. The resulting spread-
spectrum signal is unlikely to cause disruptions to existing narrow-band radio services
and is allowed to run in parallel with these services in a wide frequency range. The
correlation performed in the receiver can suppress noise and interference allowing the
detection of weak signals even in the presence of interference.

After reviewing all the details, advantages and disadvantages, of the correlating
locked loop it is helpful to revisit the original goal: The system achieving precise
synchronization of two nodes. Rather than viewing the synchronization as an end in
itself, it is to be used as the base of a positioning system. Distance measurements
(actually delay measurements) at remotely positioned sensor nodes are to be triggered
by this synchronization system. A trigger requires some kind of output signal from
the receiver. To achieve this, the M-sequence generators have been extended with a
start-of-sequence indicator. It generates a short pulse for every repetition of the locally
generated sequence. If the DLL is locked, the synchronization pulses of transmitter
and receiver are expected to be synchronous with a time difference td that depends on
the line of sight distance l between their antennas. Ideally, td = l/c0 + t0, with a known
constant offset t0. These additional signals have been included in Figure 5.6. For the
time being, the sync pulses can be used to conveniently measure the synchronization
performance of the system by measuring the delay between these pulses and, more
importantly, any jitter of this delay.

In the following sections, the building blocks of the receivers are presented in detail.
The main components have already been introduced. Additionally, even before carrier
recovery and DLL, a receiver front-end consisting of filters and a variable gain amplifier
(VGA) will be needed.

5.2 Implementation
For simplicity, the synchronization concept was introduced in the previous section for
baseband signals. The final synchronization system, however, needs to use modulated
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Figure 5.6: Simplified baseband synchronization system with synchronization output.
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PN-Generator

0...1 GHz 1...3 GHz

Figure 5.7: Block diagram of transmitter assembly. A double-balanced diode ring
mixer is used as modulator [10].

signals to achieve acceptable antenna sizes in the centimeter range. The minimal
concept shown in the previous sections thus has to be extended with modulators.
For the transmitter side, both a suitable M-sequence generator and a proven analog
frontend design including the modulator are already available. The receiver, however,
needs to be newly developed as it is the most complex part of the synchronization
system. Apart from the DLL the receiver also needs a carrier recovery to successfully
demodulate the received signal.

The transmitter is essentially identical to the one introduced in Chapter 4. The
block diagram is shown in Figure 5.7. In this basic circuit a 2 GHz carrier is BPSK-
modulated using an M-sequence. The baseband signal is filtered to 1 GHz bandwidth,
the transmitted double-sideband RF signal will thus occupy a 2 GHz bandwidth. A
band-pass filter is used after the modulator to remove harmonics and IF feedthrough.

It has been demonstrated in Section 4.1 that demodulating a BPSK-modulated
signal requires either an IQ downconverter or an LO that is synchronized to the
incoming signal. The IQ concept is not usable in this application because after
demodulation with a free-running LO, a small but varying frequency offset will remain
that can not easily be compensated for in hardware. This approach is commonly used

85



5 Synchronization System

´2
2

1

PLLVGA

u
demod

VCO

Figure 5.8: Simplified receiver block diagram. VGA: variable gain amplifier, x2:
frequency doubler, 2/1: frequency divider [10]

in narrow-band direct conversion receivers that can apply digital signal processing
to post-process the I and Q data streams. For the present system, a carrier recovery
circuit has to be used to derive the LO from the incoming modulated signal. This
way, the LO will track any phase change of the incoming signal and ensure a stable
demodulation result even if the channel is changing, e. g., the object is moving or the
environment is changing.

To make the design of the carrier recovery circuit somewhat easier, a VGA will be
added that amplifies the incoming signal to a predetermined power level, reducing the
dynamic range that the carrier recovery itself has to support. The VGA and carrier
recovery circuit will be the first and second stage of the receiver, respectively, with
the latter driving the synchronous demodulator. At the output of the demodulator
we can expect a copy of the transmitted M-sequence modified by the channel with
delay, but also some distortion and possibly interference. The previously discussed
DLL will get the demodulated baseband signal as its input.

The first stages of the receiver are shown in Figure 5.8. A band-pass filter removes
the strong FM broadcast and GSM bands. A combination of amplifiers and variable
attenuators is used to reduce variations in signal power. This VGA is running in a
closed loop configuration, slowly adjusting the attenuation to compensate for variations
in distance and propagation conditions. The VGA is followed by the carrier recovery
circuit and the demodulator on the right.

The next sections will discuss the substructure of both modules and details of their
implementation. A description of the DLL as actual synchronization engine follows
the sections about the front-end.
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Figure 5.9: The top plot shows an ideal BPSK modulated signal. The data signal
used for modulation has a chip duration of 1 ms. The bottom plots shows
the squared signal. All modulation has been removed, the result is a new
carrier at twice the original frequency and a DC offset.

5.2.1 Carrier Recovery

To allow successful demodulation of the BPSK modulated M-sequence, a carrier that
is in phase with the received signal is mandatory. The carrier recovery circuit, as
the name implies, will reconstruct the normally suppressed carrier from the BPSK
modulation and apply narrow-band filtering to provide a clean reference signal for
demodulation.

For BPSK modulation, even though the carrier is suppressed, recovering it is
comparatively straightforward. The ideal modulation will flip the phase of the LO
signal by 180° for every sign change in the baseband signal (s(t) in Figure 5.9).
Squaring the signal will remove any modulation and produce a carrier at twice the
original frequency. An example waveform is shown as s2(t) in Figure 5.9.

To reconstruct the carrier for demodulation, s2(t) is fed through a frequency divider,
e. g. a flip-flop. The resulting signal will have the correct frequency and a fixed
phase relationship with the received signal. One remaining problem is a 180° phase
uncertainty due to the frequency division. For the present project, the DLL that will
process the demodulated signal has been designed to be able to work with either phase
so the phase uncertainty is not a problem in this application.

Theoretically, the carrier recovery circuit is extremely simple:

1. Squaring the received signal in a nonlinear element produces a signal 2fc.

2. Divide the resulting frequency by two to get fc.

3. A VGA could be added to reduce variations in output power.
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Figure 5.10: Output of frequency doubler.

Unfortunately, in any real-world transmission system the signal s(t) will be heavily
distorted. Squaring the signal will then not entirely remove the modulation, but r(t) ≈
s2(t) will contain many spurious signals left over from the M-sequence. Figure 5.10
shows a 20 MHz frequency range around the 2fc = 4 GHz carrier. The measurement
was taken at the output of the frequency doubler in the completed synchronization
system (referring to Figure 5.8). A measurement in the field was used with the
directional antennas placed 20 m apart. Strong spurious signals can be seen around
the carrier. The spacing between spurs is identical to the spacing for the unmodulated
M-sequence (5.4).

∆f = fc
2m − 1 = 2 GHz

511 ≈ 3.914 MHz (5.4)

In this realistic example, the spurs closest to the carrier are only about 20 dB weaker
than the carrier itself. If this signal were to be fed to a digital frequency divider, a
very instable output signal would result. The squared input signal needs to be cleaned
up prior to any contact with digital circuits. One possible way to achieve this is shown
in the following section.
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PLL as tracking filter

The frequency divider and demodulator need clean signals in order to produce reliable
results. The demodulator, as a digital circuit, will not work reliably with the signal as
shown in Figure 5.10. To clean up r(t), a very narrow filter is necessary to attenuate
spurs ∆f from the carrier. It has been empirically determined that for optimum
performance of the DLL, 40 dB suppression of all spurious signals at the LO input of
the demodulator is required. Assuming (a very pessimistic assumption, since reliable
locking would not be possible under these conditions anyway) that spurs are as strong
as the carrier, 40 dB attenuation is required at ∆f from the carrier. Further assuming
that we would use a second order band-pass with a roll-off of 40 dB per decade, a
pass-band bandwidth of B = ∆f/10 = 391.4 kHz is required. This corresponds to a
fractional bandwidth of B/2fc ≈ 0.01%. Such a filter can not be built.

To get around the limitation of fractional bandwidth of physical filters, the signal
can be shifted down in frequency. The same absolute bandwidth will then be easier to
achieve. In the most extreme case the signal could be mixed with an LO of identical
frequency, resulting in a DC error term proportional to the phase difference of the
mixer inputs. In this configuration, the mixer works as phase detector. All the spurious
signals are also shifted down from 2fc + n ·∆f to n ·∆f for n = 1, 2, . . . . A filter
passing DC to ∆f/10 in order to remove the down-shifted spurs is straightforward to
build as an active filter, or even using passive lumped components.

To get the filtered signal back up into the RF frequency range, a VCO can be
used with the filtered error signal connected to the tuning input. The VCO will thus
approximately track changes in the input frequency and phase. The accuracy of the
tracking, though, depends heavily on the output level of the phase detector and the
gain of the VCO.

To ensure good tracking , the VCO output can be connected back to the mixer
or phase detector. We have all the necessary elements of a closed control loop. The
resulting PLL is shown in Figure 5.11. The input signal r(t) is multiplied with a
locally generated carrier. The resulting signal is low-pass filtered, generating a DC
level u proportional to the phase difference between r(t) and o(t) (for small phase
deviations sin(∆ϕ) ≈ ∆ϕ). The low-pass loop filter attenuates the downconverted
spurious frequencies, producing a clean tuning voltage for the VCO. The feedback
will, if the loop is locked, continuously adjust the tuning voltage to keep the VCO
output in phase with the reference input r(t).

To recover the carrier, no frequency multiplication is needed, hence the feedback
divider 1

N that is part of all programmable PLLs can be omitted. Unfortunately, no
commercial ICs could be found that can work with the high reference frequency of
4 GHz. All commercial PLL ICs that were evaluated require a reference frequency
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Figure 5.11: Simplified block diagram of PLL.

below 250 MHz. To use such an IC, the carrier would have to be divided down to a
suitable frequency. The instability problems of digital dividers are, however, the very
problem that this circuit is supposed to solve. The design is stuck with a chicken and
egg problem. Even if the input frequency was supported, the same problem would still
surface at another point in the PLL: the phase detector. Integrated PLLs exclusively
use digital phase-frequency detectors (PFDs), which, like all digital circuits rely on
zero-crossings with steep transitions and are hence very susceptible to jitter. They
show the very same instability problem as the frequency divider circuit [5].

To avoid the stability problems inherent in digital PLLs, an older topology was used:
the linear, all-analog PLL. Here, a multiplier is used as phase detector. Multiplication
of reference signal and VCO will result in the phase-dependent DC signal needed for
the control loop. Any jitter or, using the frequency domain representation, phase
noise will be frequency-shifted from fref + ∆f to ∆f . It can easily be filtered out by
a narrow loop filter. This type of PLL can work with high-jitter signals that would
make any digital circuit highly unstable [5].

Figure 5.12 shows the complete all-analog PLL2. The circuit contains some extra
elements that are hidden from the user when using an integrated PLL, most notably
the lock detect circuit. When the control loop is locked, the phase difference is 0° and
the phase detector will output 0 V. If there is no input signal, the phase detector will
also output 0 V. To get a reliable indication of lock, a second phase detector with 90°
phase shift is introduced. The output of this phase detector will be maximum in case
of lock and smaller for all other cases, allowing a simple threshold detection.

A second downside of the linear phase detector is the small locking range. The
multiplier only works as linear PD for small phase deviations |∆ϕ| < π. A detailed
definition and derivation of the pull-in and hold-in ranges can be found in the
fundamental works of Best and Gardner [5, 17]3. Modern PLLs use PFDs that

2‘All-analog’, strictly speaking, only applies if the microcontroller in this modern re-implementation
is disregarded.

3Use the oldest edition you can find. The early editions concentrate more on the fundamentals like
the phase detector characteristics and are less cluttered with more specialized applications like
software PLLs.
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Figure 5.12: Block diagram of PLL as implemented. Due to the analog implementation
using a multiplier as phase detector, a second phase detector is needed
to detect locking of the loop.

will push the tuning voltage in the right direction even for large frequency offsets,
having unlimited pull-in range. The linear PD will not pull in the right direction for
large frequency offsets but just works as a mixer, producing frequency components
that end up being filtered out by the loop filter. The analog PLL hence requires some
help in acquiring the initial lock. This is what the microcontroller (µC) in Figure 5.12
is there to do. It generates a triangular time-varying voltage that is added to the
tuning voltage of the VCO, implementing a coarse pre-tuning. As soon as lock is
detected, the pre-tuning voltage is held constant and all remaining variations and
transients are compensated by the analog control loop.

The effect of the PLL on an input signal with strong spurious components can be
seen in Figure 5.13. Instead of the actual squared BPSK-signal, a frequency modulated
signal from a signal generator was used with similar power levels and frequency spacing.
The continuous line is the input spectrum, the dashed line is the PLL output. The
closest spur at 4 MHz offset from the carrier is attenuated by 43.5 dB.

Since the phase detector used in this PLL is linear with respect to the input power,
achieving reliable lock – or rather reliably detecting the locked condition – is a challenge.
In the system used here, the lock detect circuit is essentially just a comparator with a
selectable threshold voltage. The threshold can be set for reliable lock detection with
strong −10 dBm signals or weak −35 dBm reference signals. Achieving both with the
same setting is difficult since the output of the mixer consists of two components: the
DC voltage that depends on the phase relationship of the input signals but also a DC
offset that is independent of the phase. Unfortunately this unwanted offset voltage
slightly varies with input power and can hence render the comparator unusable for
very small output signals. A more advanced lock detection could lead to a major
improvement of the circuit in future revisions; one that reacts to the changes in the
lock detect signal characteristic for the pull-in process of the PLL, instead of the level.
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Figure 5.13: Measurement of PLL in operation. The center frequency of the plot is
fc = 4 GHz, ∆f = f − fc. The input signal r(t) is a frequency-modulated
carrier. The signal generator is set up so that the test signal resembles
the output of the frequency doubler (Figure 5.10). Even in the presence
of strong spurious signals at 4 MHz offsets, the PLL is able to hold the
lock on the 4 GHz carrier.
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5.2.2 Demodulation

Demodulation is done using a double-balanced ring mixer. The same part as in
the transmit modulator is used. The mixer is accompanied by an RF amplifier, an
amplifier for the baseband signal and band-limiting filters at both ports.

The demodulator module also contains a frequency divider because the recovered
carrier wave has twice the needed frequency. A 180° phase uncertainty results from
the division. This phase uncertainty has been taken into account in the design of
following processing stages, namely the correlators. The DLL is able to work with
both signs (0° / 180°), so no special handling is required in the demodulation module.

5.3 Characterization and Measurements
Both transmitter and receiver were realized with each of the modules built on an
individual PCB. This allowed measuring and optimizing the performance of individual
modules. Improvements from the initial design were needed especially for the PLL
and DLL PCBs. The final receiver assembly is shown in Figure 5.14.

The PCBs in Figure 5.14 can be identified with parts of the block diagrams in
Figures 5.4 and 5.8. The receiver chain starts in the very top left corner where the
antenna cable is connected. The first board (a) holds the VGA. The second board (b)
carries the frequency doubler and a first microstrip filter. It is made from a low-loss
high-frequency dielectric to keep losses in the filter to a minimum. Board (c) is the
analog PLL working as narrow tracking filter. The PLL output is routed to the
demodulator board (d) that also has a frequency divider built in. The demodulated
and filtered baseband signal finally gets to the DLL (e). The DLL feeds a variable
clock signal to the generator (f) and uses two delayed M-sequences from the generator
for the correlation locking.

The transmitter is much simpler. Figure 5.15 shows the complete assembly. Only
two modules are needed: The M-sequence generator is identical to the one used in
the receiver. The second board carries the modulator as well as a small amplifier and
filters to condition the transmit signal.

To check and characterize the synchronization of transmitter and receiver, an easy
to measure metric is required. It is beneficial to determine both absolute delay td

between the locked sequences, since this can be used to calculate the distance between
transmitter and receiver, and variation of this value, i. e. jitter. The absolute delay of
two M-sequences is difficult to determine without using yet another correlator. To
keep the measurement hardware simple, the M-sequence generators used for both
transmitter and receiver were extended to provide a synchronization pulse for every
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(a)
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Figure 5.14: The completed receiver assembly is built from individual modules. This
allowed individually characterizing, optimizing and replacing each part
as needed [10].

Figure 5.15: Transmitter modules
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Figure 5.16: First measurement setup used to characterize system impulse response
under ideal conditions.

repetition of the sequence. By routing the pulse outputs of transmitter and receiver
to a fast sampling oscilloscope, the relative time shift and jitter can be characterized
and thus the stability of locking both assemblies evaluated.

5.3.1 Characterization in the Lab

To characterize the best-case synchronization performance measurements were taken
in the lab with a coaxial cable and variable attenuator connecting transmitter and
receiver, thus eliminating all antenna and propagation influence. The connections
for this setup are shown in Figure 5.16. The two pulse outputs are routed to a
sampling oscilloscope in order to allow acquisition of both time-domain traces and
jitter histograms. An example of such a measurement is shown in Figure 5.17. Plot (a)
is the time domain representation of both pulses. The delay td between pulses can
easily be determined from this representation by, for example, using two markers set
to the same threshold voltage. Using the statistics functions of the oscilloscope the
variations of this delay td can be measured and plotted as the histogram shown in
Plot (b).

Assuming normal distribution of td, the Gaussian probability density function

f(x, µ, σ) = 1
σ
√

2π
exp−(x− µ)2

2σ2 (5.5)

can be fitted to the histogram, yielding both the mean µ and the standard deviation
σ. The standard deviation σ is equal to the root mean square (RMS) jitter of td .
The fitting yields σ = 1.96 ps and µ = 14.4664 ns.

To put these values into perspective, the relation to some other system parameters is
useful: The M-sequence used has a chip duration of tc = 500 ps. So the synchronization
system, including the complex carrier recovery circuit and the analog DLL, is able
to lock the transmitter and receiver’s M-sequences to within σ/tc = 0.39% of one
chip duration (for 68.3% of the measurements). This is, of course, possible only for
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Figure 5.17: Connecting transmitter and receiver via cables and a 30 dB attenuator,
the time delay (a) and its variation over a series of measurements (b) can
be characterized [10].
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Figure 5.18: Setup used for realistic transmission experiments, used both inside and
outside.

an essentially perfect transmission with no interference and no bandwidth limitation.
Multiple reflections between transmitter and receiver are also essentially prevented
by the 30 dB attenuator. The synchronization system will have to handle far less
favorable conditions in real-world measurements.

5.3.2 Real-world Measurements

To check the performance of the prototype in a real-world environment, two additional
series of measurements were taken: one along an office hallway at the Institut für
Hochfrequenztechnik and one outside along a paved road. Identical equipment was
used for both measurement campaigns. Figure 5.18 shows the connections.

The connections used in the two measurement campaigns are shown in the block
diagram of Figure 5.18. The setup is similar to what was used before, although the
M-sequence is now transmitted over the air via two wideband Vivaldi antennas. The
transmitter, together with a reference clock source and the sampling oscilloscope
(Figure 5.19), was stationary while the receiver was moved away in steps of ∆x. The
synchronization pulse outputs from both assemblies were routed to the sampling
oscilloscope to measure delay µ and RMS jitter σ for every position. Figure 5.20
shows the placement and movement direction x for the hallway measurement.

The office hallway is an environment where strong multi-path propagation has to be
expected. A narrow corridor in combination with numerous metal door frames poses
high requirements on the capability of the receiver to isolate multi-path components.

In the presented synchronization the wide bandwidths ensure good resolution
capability of all but the closest multi-path components. Delayed components of the
signal, however, will degrade the SNR in the DLL and can additionally cause the loop
to lock on a multi-path signal component if they are strong. This will, however, be
evident from the histogram. If the lock jumps between two paths of different lengths
the resulting probability distribution will be a combination of two Gaussian curves.

Figure 5.20 shows the placement of the transmitter and the receiver’s path. The
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Figure 5.19: Transmitter with external measurement instruments. From left to right:
sampling oscilloscope, reference clock source and power supply

Figure 5.20: Hallway measurement setup
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resulting distances are plotted in Figure 5.21a. The distance l was determined from
l = c0(tmeas− t0), with t0 determined from direct cable connection between transmitter
and receiver. The reference distance lref was determined using a laser range meter.

Figure 5.21b shows the combined results of both the hallway measurements as
previously described and a second set of measurements taken outside using identical
equipment. In this plot, the standard deviation σl is shown as distance uncertainty.
The main observation that can be made here is that σl does not significantly change
depending on the measurement environment. Even though multi-path components
are expected to be significantly weaker for the outside measurement, the results are in
both cases in the range of 1 cm to 2 cm. The conclusion therefore has to be that the
sensitivity to multi-path components is not as high as initially expected. Only one
data point at lref = 8 m differs significantly from the rest. It can be assumed that for
this particular case, the DLL did indeed lock onto a delayed signal component.

5.4 Conclusions and Future Work
It was found in early transmission experiments that the dynamic range of the carrier
recovery circuit employed in the prototype system limits the dynamic range and range
of the overall system. To extend the range, a VGA was added in front of the carrier
recovery stage in the receiver chain. Unfortunately, the VGA makes the overall system
more susceptible to interference and jamming. The VGA measures the total power in
the receiver bandwidth. It can thus be manipulated into reducing its amplification
with a single strong carrier anywhere inside the receiver bandwidth.

To overcome this problem, a carrier recovery scheme with larger inherent dynamic
range is needed, reducing the amount of pre-amplification needed and therefore the
risk of overloading the amplifier. Gill has proposed a DLL that directly works with
modulated signals [18]. This could be a viable path for future development of the
synchronization system. It should be possible to completely remove the carrier recovery
stage, possibly even simplifying the hardware.

In the introduction the capability of the synchronization system to resolve multiple
transmission paths was emphasized. While the presented prototype showed good
performance in the initial measurements, it has been observed that the synchronization
is unstable at particular positions, e. g., along the hallway. One example of this
behavior can be seen as the outlier in the hallway measurement shown in Figure 5.21b.
The likely cause for this behavior is multi-path propagation. In very specific relative
positions of transmitter, receiver and, for example, a wall as reflector an additional
transmission path can be as strong as the direct path. The DLL lock will jump
between two discrete states matching the delays of the two strong transmission path.
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Figure 5.21: Results from two measurement campaigns: (a) office hallway and (b)
office hallway overlaid with results from paved street [10].
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The matching jitter distribution does consist of not one but two Gaussian curves at
distinct delays. This has to be expected with the current analog control loop and the
presence of secondary transmission paths, which have both a path difference in the
low nanosecond range and attenuation in the same order of magnitude as the direct
path.

The handling of multi-path in wideband receivers has been discussed in the literature
and led to the development of rake receivers [44], which use one distinct receiver
path for every path. Building a fully parallel receiver is not a viable option for the
presented analog circuit because of the exploding complexity. The DLL does, however,
already contain a microcontroller to coarsely sweep the VCO and enable the DLL
to lock. This circuit could be extended to be able to open and close the loop under
software control. The microcontroller could then slowly sweep the correlator over a
large range of τ (using a small frequency offset) and, instead of allowing the loop
to lock, record all correlation peaks. This approach is expected to work for slowly
changing environments. Once the earliest or strongest correlation peak is found the
loop can be closed and thus allowed to lock, enabling the precise and low-jitter tracking
of the selected transmission path.

The modules introduced in this chapter and used in the synchronization system
could be used to extend the current system to complete a positioning system. Two
orthogonal M-sequences would be used for reference synchronization and distance
measurement. The receiver would then use two DLLs in parallel: one to generate the
reference pulse, and one to generate a pulse delayed depending on the distance to the
target. The distance measurement problem would be exactly the same as shown in
Section 5.3.2, measuring the delay between synchronization and target pulse, but no
cable is needed between transmitter and receiver because both pulses are available
from the receiver.
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6
Ground Penetrating Radar

Ground penetrating radar (GPR) has been a valuable tool in construction and
archeology for many years. Non-invasive probing of sub-surface structures can save
substantial cost and time by complementing or in some cases even replacing expensive
test drilling and excavation [13, 28].

Today, pulsed radars are most widely used in GPR applications. Commercial
systems often have signal source and antenna integrated into one inseparable unit
achieving a maximum relative bandwidth of 100 %. GPRs are subject to specialized
regulation allowing higher pulse energies than permitted for general radio application
in the same frequency range [2].

As an alternative to pulsed radar, correlating M-sequence or PN radar has proven
to have significant advantages: namely large achievable bandwidth, low peak power,
excellent stability and possibility of implementation mostly using digital circuits [47,
48, 78]. While at the time of writing only one commercial GPR could be found
that relies on this principle [45], a number of implementations are described in the
literature: An M-sequence GPR system for high-resolution imaging of surface defects
has been published by Hermann in 2011 [24]. Zetik et al. demonstrated a through-
the-wall radar with high resolution [79]. These solutions either rely on the radar being
stationary, using the stability of the M-sequence to allow for very efficient background
subtraction and thus increasing the dynamic range, or they are optimized for low
penetration depths and high resolution. Wenpeng et al. presented an FPGA-based
M-sequence radar adapted for GPR [67], but signal generation is based on digital to
analog converters and does not provide sufficient bandwidth to detect buried pipes.
Modulated systems have also been considered at NASA [3]. For the present application,
a large area has to be surveyed in significant depth while also providing sufficient
bandwidth to resolve small objects.

To fulfill all the mentioned requirements, a mobile M-sequence GPR prototype
working in the baseband with a bandwith of up to 1 GHz is proposed in this chapter.
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As a first benchmark the results recorded using the proposed system are compared to
a commercial 400 MHz pulsed GPR system. To make certain that both radars operate
on known and identical targets, a specially designed GPR test site is used [55].

To introduce the subject, Section 6.1 gives a brief overview of the peculiarities of
GPR. The proposed radar is introduced in Section 6.2 with details on components
and topology. Section 6.3 gives details on the test site and the procedure used to
conduct both stand-alone and comparative measurements. The results produced by
the newly developed GPR prototype are presented and compared to measurement
data collected using a commercial system. The comparison gives clear indications on
which components need to be improved to match the performance of established GPR
systems. A short outlook highlighting the next steps in the development and pointing
out some challenges that remain with the system is given in the final section.

6.1 Introduction to Ground Penetrating Radar
This section will give a very brief introduction to the distinctive characteristics of
ground penetrating radar, its use and the interpretation of the resulting images.
A much more in-depth view of this broad subject can be found in the books by
Daniels [13] and Knoedel [28, ch. 6].

The very basic principle of GPR is no different from any other radar: A combination
of transmitter and receiver with accompanying antennas is used to couple a signal into
the volume to be characterized. For any discontinuity in this volume a time-delayed
reflection of the signal will be received. If the characteristics of the medium are known,
the distance of the discontinuity from the antennas can be calculated.

This is where the problems begin. The volume under test is not air or even vacuum
but ‘ground’. What is commonly referred to as ground or soil can actually be a number
of things: concrete, sand, rock, clay, or a mixture of these materials. The different
materials have wildly varying dielectric properties determined by the conductivity of
the material itself, but also drastically changing with the moisture content. With any
uncertainty in the permittivity of the volume, the calculation of distance gets more
inaccurate.

One common characteristic of all the mentioned materials is the frequency-dependent
attenuation of electromagnetic waves. Higher frequencies are subject to much stronger
attenuation. Tables for common materials can be found in the book by Daniels [13].
Generally for penetrations exceeding 1 m in depth, only frequencies below 1.5 GHz are
useful. Higher frequencies can be utilized to analyze, e. g., surface defects in concrete
or tarmac where fine resolution is more important than range. As with any radar, the
ability to resolve closely-spaced objects depends on the bandwidth of the transmitted
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Figure 6.1: Single GPR measurement. On the left hand side the Tx and Rx antennas
are shown over the air-ground interface (A). A point scatterer (B) is buried
above a planar interface (e.g., ground water, C). The right hand side shows
the radar output (amplitude versus time).

signal. The combination of low carrier frequency and high bandwidth, as necessary
to achieve good resolution, means that most GPR systems designed for penetration
depths exceeding 1 m qualify as UWB according to the definition from Chapter 1.3.

Even for someone used to working with radar the images, ‘radargrams’, commonly
used in the GPR community can be confusing. GPR systems generally have short
range (a few meters), but are used to survey large areas (e. g. archaeological or
construction sites). To make this possible the radar system, including antennas, is
moved along a linear path on the surface of the site with measurements taken at
discrete intervals. The individual measurement (generally amplitude versus time) is
called ‘A-scan’. Many A-scans stacked together are a ‘B-scan’ or radargram. It is even
possible to extend this approach into the third dimension by combining a series of
parallel B-scans into a ‘C-scan’, but this path will not be used in this thesis.

Figure 6.1 shows a single measurement (note that objects from different directions
are visible in the single measurement). GPR typically uses very low frequencies in the
hundreds of MHz and antennas with low directivity. Combining multiple measurements
to construct the aforementioned B-scan hence results in typical hyperbolic patterns
for point scatterers, as shown in Figure 6.2. These hyperbola in combination with the
limited resolution of GPR can make interpreting radargrams difficult, particularly if
many strong scatterers are present in the measurement. Migration algorithms allow
reducing the hyperbola back to the shape of the scatterer, an example can be seen in
Knoedel [28, ch. 6], but what can be achieved is always limited by the bandwidth
of the radar and the likely imprecise knowledge of the depth-dependent permittivity.
Migration algorithms are also not in the scope of this work.
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Figure 6.2: Moving the radar from left to right over the structure shown in Figure 6.1
would produce A-scans as shown here. The distance to the planar interfaces
stays roughly the same for all measurements while the distance to the
point scatterer varies, producing a hyperbola.

GPR Performance Limitations

The most important abilities of a GPR system are as follows:

1. Detection of weak reflections from buried objects in the presence of relatively
strong signals (caused by direct antenna coupling and reflections off the air-ground
interface).

2. Detection of objects that may be close to the air-ground interface.

To evaluate the radar system, figures of merit that cover both characteristics are
needed. Well-known definitions for transceiver performance that could be used here
are signal to noise ratio (SNR) and spurious free dynamic range (SFDR).

The SNR is the ratio of mean signal power to noise power and is commonly given
in dB. For radar systems, it is specified for a single receive signal and therefore not
adequate to describe the performance in a real-world scenario with multiple scatterers.
Additionally, the noise power can be reduced - albeit at the expense of measurement
time - by increasing the number of averages.

SFDR is used e.g. for ADCs with one full-scale signal applied. It specifies the ratio
of the full-scale signal to the strongest clutter component as shown in Figure 6.3. For
ADCs, the spurious free dynamic range (SFDR) is usually specified in the frequency
domain. Applying the same definition to the time-domain IRF, as it has been done
by Herrmann [24], leads to a metric that covers Point 1.

SFDRdB = 20 lg max |IRF|
max |clutter| dB (6.1)
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Figure 6.3: Definition of SFDR in the time domain [24].

With the two-valued auto-correlation as defined by MacWilliams [33], the ideal
SFDR of ϕss(τ) can be found to be SFDRideal ≈ 6m dB for an M-sequence of order
m, hence n = 2m − 1 chips.

SFDRideal = 20 lg |ϕxx(0)|
|ϕxx(1)| dB = 20 lg 1

| − 1
N |

(6.2)

= 20 lgN = 20 lg(2m − 1) ≈ 20 lg 2m = 20m lg 2 (6.3)
≈ 6m dB (6.4)

When trying to specify the SFDR of a band-limited system, one inevitably runs
into the problem that the correlation peak has significant width. The ideal width is
set by the chip rate, but is increased by, e.g., reflections between components of the
transmitter. The measure of choice here is the system decay rate which specifies the
falling slope of the impulse response and can be used to calculate the time (proportional
to distance) it takes until the IRF falls to a specified level. This value allows judging
the ability to resolve reflections of different magnitude that are in close proximity, as
needed to fulfill requirement 2.

6.2 Implementation
The goal of the GPR implementation presented here is to show that good performance
can be achieved using mass-produced off-the-shelf components. All signal processing
will be done in the digital domain. Unlike the radar systems shown in the previous
chapters that relied on laboratory equipment for some of their functionality, the
present design is to be used in the field. For efficient and reliable mobile operations,
the GPR system needs to be compact and self-contained. Apart from this requirement,
some of the specifications that the design will need to meet can also be derived from
the intended application:

Because low frequencies have the greatest penetration depth, the stimulus should
cover low frequencies. The main application is utility pipe detection at depths of up

107



6 Ground Penetrating Radar

Figure 6.4: Very basic GPR system. An FPGA works as stimulus generator (left hand
side) and also processes the digitized baseband data in the receiver.

to 3 m. Commercial radar systems can give some hints concerning sensible system
parameters. For this application, 400 MHz pulsed radars are commonly used. Their
bandwidth can be assumed to be roughly equal to the center frequency [28], making
the used frequency range 200 MHz to 800 MHz. Measurements at the IHF [57] also
indicate that frequencies above 1 GHz do not significantly contribute to the results from
more than 1 m depth, even under ideal conditions. In fact they can mask reflections
of weaker objects since high frequencies produce stronger reflections at the air-ground
interface.

So the stimulus signal should cover, if possible, the whole range from near DC up
to 1 GHz. This frequency range fits well with the previously designed M-sequence
generators (Chapter 3). Among the pre-designed hardware building blocks different
generators are available that cover this frequency range. One important consequence
of this is that no modulation is needed. The full bandwidth can be covered in the
baseband. To build a very simple GPR the M-sequence generator can therefore be
directly connected to the transmit antenna. On the receiver side, only an antenna
and possibly a preamplifier are needed for what would generally be the RF front-end.
The next step in the signal chain would already be a high-speed sampler and ADC.
This sampler ADC has to be able to handle the full 1 GHz bandwidth. If a feasible
design meeting these requirements can be found, the remaining signal processing can
be implemented in the digital domain. The resulting overall system block diagram is
very simple as shown in Figure 6.4.

The use of commercial measurement instruments, e. g., for signal acquisition, is not
an option when building a compact and mostly self-contained measurement system.
Instead, the sampling and buffering has to be part of the newly developed hardware.
Such an acquisition module will generally need a fast sample-and-hold circuit, an
ADC and fast memory to hold all samples for one measurement. The block diagram
already includes an FPGA for both the transmitter and receiver side. The rationale
behind this is that very fast logic is needed to process the data stream from the ADC.
This consideration makes an FPGA mandatory for the design. With this powerful

108



6.2 Implementation

component available, why not use it for additional parts of the system? Section 3.4
introduced an FPGA-based M-sequence generator that can be used in this system.

6.2.1 Analog Front-end

The most pressing question in the implementation of the receiver is the feasibility of
the high-speed sampler. Luckily, at the time that this part of the system was designed,
fast integrated ADCs has already become available. ADCs are available that include
buffer amplifiers and fast sample and hold stages. It is thus not necessary to build a
custom sampling circuit, significantly reducing the complexity of the analog front-end.

For the prototype the ADS54RF63 manufactured by Texas Instruments was cho-
sen [62]. It is a 12 bit ADC able to run with up to 550 MHz sampling clock. It has
parallel low voltage differential signaling (LVDS) outputs well suited to interfacing with
an FPGA. The sampling rate, however, is clearly insufficient for real-time acquisition
of the specified stimulus. The stimulus has 1 GHz bandwidth so, to prevent aliasing,
fNyq = 2 GHz sampling rate is required. The ADC is specified, however, to have
2.3 GHz of analog input bandwidth – more than enough for the stimulus. How can
this large input bandwidth be used?

There is a way around the sampling rate limitation: Because the M-sequence stimulus
is periodic, undersampling can be applied. This means that we use a sampling rate
that is lower than fNyq but, to recover the information lost due to the small sampling
rate, assemble data points from multiple periods of the sequence. Assuming the
measurement environment is stationary during the full measurement and the analog
bandwidth of the ADC is large enough, the sampling rate can thus be arbitrarily
reduced. For every reduction of the sampling rate the total measurement time has to
be extended. [49]

When implementing undersampling for a periodic binary sequence, it is essential to
make sure that all chips are sampled. As stated above, this will take multiple periods.
Since M-sequences are inherently of uneven length n = 2m − 1 even dividers N work
well to generate the reduced sampling rate fS from the generator clock. Combining
uneven length and even dividers makes sure that in consecutive periods different parts
of the sequence are sampled. The new sampling rate can be expressed as a function
of N :

fS = fNyq

N
(6.5)

For ease of implementation in digital logic it is useful to restrict the choice of N to
binary dividers, N = 2k, with integers k. A series of FFs between generator clock and
ADC is all that is needed to implement such a divider. Simplified examples of the
sampling process for different lengths n and dividers N will be given next.
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Figure 6.5: Illustration of the subsampling process for a sequence of length n = 7.

Picturing a periodic sequence a[i], i = 1 . . . n, of n = 7 chips

a[i] = 0, 1, . . . , 6 (6.6)

and undersampling by a factor of N = 8 produces only one chip per period of the
sequence. The process is illustrated in Figure 6.5a. To acquire the full sequence a[i]
the measurement duration is n periods. Arranging the sampled chips (marked by
arrow in Figure 6.5a) to form a new sequence,

s[i] = 0, 1, . . . , 6, (6.7)

it is evident that the new sequence is identical to the stimulus, a[i] = s[i]. If only one
sample per period is taken the resulting vector preserves the order of the stimulus and
no further processing is necessary. As stated before, the sampling rate fS is reduced
while the total measurement time tmeas needs to be extended:

fS = fNyq

N
= 2 GHz

8 = 250 MHz (6.8)

tmeas = n

fS
= n

fNyq
·N = n

fNyq
· 8 (6.9)

Since the ADC is capable of higher sampling rates fS and it is desirable to minimize
measurement times, it makes sense to choose a lower N . This means taking multiple
samples per period. The equivalent sampling rate is unchanged at 2 GHz, but two
samples are acquired per period of the sequence.

fS = 2 GHz
4 = 500 MHz (6.10)

tmeas = n

fNyq
·N = n

fNyq
· 4 (6.11)

The resulting sequence s[i] contains all the elements of the stimulus a[i] but it is
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out of order, see also Figure 6.5b:

s[i] = 0, 4, 1, 5, 2, 6, 3 (6.12)

The samples s[i] can be reordered to reconstruct the original vector, the mapping of
the indices depends on both n and N :

j = (i ·N) mod n (6.13)

Using (6.13) a new vector p[j] with the original ordering can be created:

p[j] = 0, 1, 2, 3, 4, 5, 6. (6.14)

This approach can of course be extended to M-sequences of any length. It enables the
use of highly integrated commercial ADCs for the large target bandwidth of 1 GHz.

Undersampling can be used to reduce the requirements on the digital processing
because the sampling rate is reduced. The speed of the following digital electronics can
also be reduced at the expense of increased measurement time. For the undersampling
to work it is crucial that the analog bandwidth, i. e. the charging and switching speed
of the sample and hold circuit, is equal to or larger than the stimulus bandwidth. This
must be the case no matter if the sample and hold circuit is an integral part of the
ADC or an external circuit. The requirements on the sample and hold stage stay the
same; they are depending on the input signal and do not decrease with the sampling
rate.

6.2.2 Field Programmable Gate Array

The modules require fast digital circuits for both the M-sequence generator and the
buffering of ADC samples. Both functions were implemented in one modern low-cost
FPGA. This keeps cost and hardware complexity low while still providing flexibility if
changes in the generator, acquisition memory or control are necessary.

The generator is described in detail in Section 3.4. Its main parts are a ROM and
a de-serializing shift register. The ROM holds a precomputed M-sequence and the
register produces a high-speed serial data stream from the parallel interface of the
ROM. A small state machine controls the addressing of the ROM and generates a
start-of-sequence pulse whenever the address counter is reset and a new sequence of
the period starts.

Part of the receiver is also implemented in the same FPGA. A simplified represen-
tation of the logic implemented in VHDL and the external connections is shown in
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Figure 6.6: Simplified internal structure of the receiver module in the FPGA. Compo-
nent a parallelizes the ADC data stream, reducing the clock rate required
for the FPGA. Component b reduces the width of the internal data bus to
the 8 bit, which the UART is able to handle. Acquisition from the ADC
and readout via the UART is not possible at the same time because the
data rates are vastly different.

Figure 6.6. The main function realized in the FPGA is a fast data buffer. One period
of the M-sequence is stored in internal memory and can then be downloaded to a
PC for further analysis. The buffering is essential because the speed of the interfaces
is vastly different. Data arrives from the ADC at 500 MHz · 12 bit = 6 Tbit s−1, the
simple serial interface to the PC can only handle 1 Mbit s−1.

The FPGA is used to buffer one full period consisting of 4095 samples. To achieve
this, the data coming in at 500 MSps from the ADC is parallelized into a 125 MHz
data stream transporting 4 samples in parallel. This data stream is directly routed
to a BRAM memory element inside the FPGA. Synchronization to the start of the
transmit sequence and generation of the addresses for the BRAM is handled by an
FSM (labeled ‘CTRL’). This FSM has a second valuable feature: The current content
of the memory can be read sample by sample and newly incoming data added to it.
Since timing of the whole acquisition process is locked to the start of the sequence,
synchronous averaging of the incoming data is achieved with almost zero overhead.
The path for adding existing to incoming data is visualized as a feedback path with a
controlled switch in the diagram.
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6.2.3 Clock Generation

To achieve reliable operation under changing environmental conditions, a design with
a stable frequency reference for all clocks is necessary. At least two clean clock signals
are required to operate the radar:

• 500 MHz is used as sampling clock for the ADC. The ADC will in turn output
a double data rate data stream and a 250 MHz clock to the FPGA. All clocks
internal to the FPGA are referenced to this signal (see Figure 6.6).

• 1 GHz is used to clock the flip-flops and output multiplexer that are part of the
M-sequence generator.

Optionally, a 2 GHz clock can be used to drive an additional FF at the output of the
M-sequence generator. The idea is that the FF will remove spikes that remain from
imprecise timing of the multiplexer. This functionality has, however, been disabled
for all presented measurements since it has proven to make adjustments to the timing
of the multiplexer impossible. Without the FF it is possible to adjust the timing of
the input signals to the multiplexer with high precision, preventing spikes from being
generated in the first place.

All clocks need to be synchronous and could hence be derived from one master clock
by frequency division. The current hardware, however, implements three independently
programmable PLLs that are synchronized to a common 25 MHz reference. This allows
the generation of a wider range of frequencies without the limitation to binary divisions
of a single master clock. This flexibility was implemented in order to be able to use
under-sampling with sequences of even length. It is not needed for the M-sequences
used in this work.

6.2.4 Prototype Hardware

To retain flexibility and the option to swap in more powerful components when it
proves necessary, the radar prototype was built from commercial modules where
possible.

The FPGA board is a model SP601 manufactured by Xilinx, Inc. [74]. The main
component of this board is the FPGA XC6SLX16, a fairly small member of the
Spartan-6 family. The embedded memory is, however, sufficient for synthesizing both
the generator and receiver components into this chip. The board has a number of
additional features, like a DDR2 memory chip and gigabit ethernet MAC, that are not
used in the current design. All custom hardware is connected to the board via an FMC
connector. FMC is a standard for small expansion cards that includes a standardized
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connector for high-speed signals. Here, only the connector is used because the boards
used do not conform to the size and placement constraints specified in the standard.
Using a standardized connector makes it easy to change the FPGA board for a different
model without the danger of having to redesign the connected hardware. If the small
FPGA will prove insufficient for future extensions, a wide variety of compatible boards
from different manufacturers can be used.

The ADC also uses a commercial carrier PCB, an evaluation module type ADS54RF63EVM
from Texas Instruments [63]. This board offers SMA inputs for clock and data and
includes transmission line transformers to match the single ended signals to the
differential ADC inputs. The high-speed LVDS outputs are available on a Texas
Instruments proprietary connector. An adapter board has to be used to connect it to
the FMC port of the FPGA. Since the ADC needs a large number of supply voltages
with good filtering, a custom add-on power supply has been designed. The two-stage
design has a high-current switching regulator followed by individual linear regulators
for each supply rail to ensure clean outputs with minimal power dissipation. This
board also provides regulated power rails for the other modules.

A custom adapter board connects FPGA and ADC. This board not only connects
the FMC and ADC connectors but also contains the components of the M-sequence
generator that are external to the FPGA. Namely a number of CML flip-flops, which
clean up and synchronize the FPGA outputs, and a variable delay IC that fine tunes
the signal timing before reaching the de-serializing multiplexer. Figure 3.17 shows the
underside of the PCB that holds the high-frequency components. Section 3.4 provides
a detailed explanation of the circuit.

The last, but nonetheless vital, module is the clock synthesizer. This board holds a
low-jitter crystal oscillator that is used as common reference for three programmable
PLL ICs. The configuration for all PLLs is programmed into a small on-board
microcontroller that initializes the chips at power-up and monitors their lock detect
outputs in order to inform the operator if one or more of the ICs lose lock.

All modules have been fixed to a common base plate for mobile operation. External
cable connections are routed through additional robust connectors at the edge of the
base plate to prevent mechanical stress on the sensitive boards and connectors. All
modules and connections are shown in Figure 6.7.

6.2.5 Antennas

To complete the radar system, a set of antennas is needed. Pulsed GPR radar
front-ends and antennas are always one inseparable unit. For this reason there is no
market for GPR antennas with conventional 50 Ω coaxial connectors, and not a single
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(a)

(b) (c) (d) (e)

(f)

Figure 6.7: Photo of the GPR hardware. The main modules are: (a) power supply, (b)
FPGA board, (c) interconnect and PN generator board, (d) ADC board,
(e) PLL clock generator and (f) variable time delay. SMA connectors for
both transmit and receive antenna are in the bottom left corner.
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manufacturer, at the time of writing, is offering such antennas. It was hence inevitable
to develop custom antennas and optimize them for the GPR application.

The ideal GPR antenna would have the following characteristics:

• maximum bandwidth, ideally 1 MHz to 1000 MHz, but manageable size for
portable operation

• short impulse response so the antenna will not limit the resolution of the radar

• all energy is coupled into the ground, none radiated in the top half-space

Obviously, these requirements can not be met with any physical antenna, but an
antenna concept has to be found that gets as close as possible. After reviewing
the literature, e. g., Daniels’ introductory paper [12], two candidates were selected:
the spiral antenna and the loaded bow-tie antenna. Spiral antennas are attractive
because they are essentially frequency-independent. They were still eliminated from
the selection because of their long impulse response.

The loaded bow-tie is derived from the simple dipole with two modifications: The
arms of the dipole are widened to planar circle segments. Additionally, instead of a
good conductor the arms are made from a resistive material with increasing resistance
toward the end of the antenna. The original loaded bow-tie with resistive loading has
been introduced in a classic paper by Wu and King [71] that is still widely referenced [1,
36]. The concept is that the resistive loading will absorb any components of the forward
traveling wave that are not radiated, and hence prevent reflections at the end of the
dipole. The result is a very short impulse response with little ringing. Of course
the power absorbed in the resistive loading is not radiated, significantly reducing the
efficiency of the antenna.

Among the large number of different implementations of the loaded bow-tie, one
concept that promises to reduce the manufacturing complexity of the antenna has
been chosen. Amert, by replacing the resistive film with discrete resistors, made the
antennas substantially easier to manufacture [1]. The structure, based on Amert’s
concept, used for the 3D full-wave simulation can be seen in Figure 6.8. The simulation
was carried out in Ansys HFSS. The orange planes are copper and the brown stripes
that separate the copper areas are set up to have a fixed resistance each.

Details of the simulation results are shown in Figure 6.9. Even this simple loading
scheme still produces a short impulse response. For comparison, the impulse response
simulated with all resistors set to 0.1 Ω (unloaded) is also shown. This unloaded curve
has a higher peak because no energy is lost in the resistors, but it takes significantly
longer for reflections on the antenna surface to decay.

It is important to note that the feed-point impedance of the bow-tie antenna is about
200 Ω. All simulations are normalized to a 200 Ω feed and do not contain matching
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Figure 6.8: Loaded bow-tie antenna in ANSYS HFSS.
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Figure 6.9: Bow-tie antenna impulse response with and without resistor loading. The
plot includes delay from a 375 mm feed line.
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Figure 6.10: Magnitude of reflection coefficient S11 of loaded bow-tie antenna
(simulation).

elements. The resulting reflection coefficient can be seen in Figure 6.10. Return loss
greater than −20 dB is achieved in the frequency range 700 MHz to 1500 MHz, −10 dB
from 500 MHz to the end of the simulated range at 3 GHz.

The lower frequency limit is a consequence of the antenna size. The simulation
uses l = 240 mm for the overall length of the antenna. This corresponds to half a
wavelength at 625 MHz:

λ

2 = 240 mm

f = c

λ
= c

2l = 625 MHz

Lower frequencies are not radiated efficiently.
While no upper frequency limit is evident from the simulation, the matching network

required to operate the antenna with 50 Ω components will severely limit the achievable
bandwidth. For the first prototypes a 1:4 balun with a 3 dB bandwith of 1 GHz is
used. Antenna measurements including the balun show a sharp rise in attenuation
above 1 GHz.

While first experiments with prototypes of this antenna were very promising,
especially in air, performance for the intended GPR application was not entirely
satisfactory. The penetration depth in combination with different radar prototypes
was particularly not sufficient to resolve test objects buried deeper than approximately
1 m [57]. The performance of this first antenna prototype is lacking in two aspects:
First, the lower frequency limit is too high, hence the return loss is less than ideal
in much of the frequency range of the stimulus. A significant part of the stimulus
energy is reflected into the source. Since the source is also not perfectly matched,
multiple reflections between antenna and transmitter are the consequence. For every
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round-trip of the reflections, a fraction of the signal will end up being radiated and
show up as additional spurious echo in the radar image. A second problem is that,
since the antenna is just a PCB placed on the air-ground interface, a significant part
of the stimulus energy is radiated into the air and above-ground reflections will show
up in the measurements, deteriorating the signal to clutter ratio.

The antennas ultimately used for the measurements on the test site were designed
and built by Daniel Seyfried [55]. The radiating element still is a resistively loaded bow-
tie antenna with each wing having an increased length of 29 cm and an opening angle
of 60°. The greater antenna size reduces the lower frequency limit (S11 < −10 dB) to
250 MHz. To reduce both the direct coupling between transmit and receive antennas,
and the influence of above-ground objects, the antennas are mounted in shielding
boxes that are open at the bottom only. To reduce reflections inside the box, the
room between antenna and back panel is filled with layers of graphite-loaded foam
absorbers. A detailed description of the antennas has been published by Seyfried [57].

6.3 Characterization
To test the newly built GPR prototype and characterize its performance, two sets
of measurements were conducted. First, the system itself is characterized without
external influences. In a series of measurements in the lab the achievable dynamic
range for a single transmission path was determined. The ring-down time of the system
and the magnitude of reflections between transmitter and receiver is also analyzed.

As a second step, the prototype is taken to an outside GPR test site to check the
performance in a scenario that is very close to the final application. Radargrams
recorded on the test site are compared to measurements taken with commercial radars.
This comparison allows identifying promising areas for future improvements.

6.3.1 Prototype Performance

After completing the hardware and software of the prototype, dynamic range and
spurious performance were evaluated in a fully controlled laboratory setup. To
eliminate outside interference, a closed setup connecting transmitter and receiver
with coaxial cables and selectable levels of attenuation was used. The connections
for these measurements are shown in Figure 6.11. The block diagram shows that two
transmission paths of different length are provided. The attenuation of each path is
individually variable.

The first measurements are based on a single IRF measurement (albeit with av-
eraging) and hence use only one transmission path. It was verified that the system
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Figure 6.11: Complete measurement setup
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Figure 6.12: Impulse response with both transmit output and receive input terminated
in 50 Ohms. p = 4096 measurements were averaged before correlation.
0 dB is normalized for a short Tx-Rx connection with negligible attenua-
tion. Internal Tx-Rx coupling can be seen around τ = 35 ns [7].

dynamic range can be extended by increasing the number of synchronous averages.
In fact, the noise level can be reduced sufficiently to resolve the internal coupling
between transmitter and receiver. The coupling in the yet unshielded prototype was
found to be about -100 dB, as can be seen in Figure 6.12.

The measurements presented in this section were taken without any preamplification.
This means that even for a direct connection between transmitter and receiver, the ADC
is driven far below its full-scale input. The result sacrifices some of the theoretically
possible SNR, but avoids degradation of SFDR due to nonlinearities in the preamplifier
and ADC itself. In the stationary measurement setup the lost dynamic range can
be recovered easily by taking additional averages that, of course, come at the cost of
increased measurement time. A preamplifier will be added to the system once SFDR
and decay time of the main components have been optimized.

Figure 6.13 shows the IRF with a single path and 20 dB attenuation. A clear peak
for the direct transmission path is visible at τ0 = 40 ns. Reflections can be seen at
approximately τ1 = 50 ns and τ2 = 60 ns. The delay τ1 − τ0 = 10 ns corresponds to
twice the electrical length of the cable, using v = 5 ns m−1 as an estimate for the
propagation speed in many coaxial cables, this fits well with the 1 m cable used in the
measurement.

The SFDR can be estimated directly from the impulse response of a single mea-
surement (Figure 6.13). As indicated in Section 6.1, a number of problems remain
with the definition. In the plot, two reflections between transmitter and receiver are
clearly visible. They would of course overlap any wanted reflections with similar delay
and reduce the SFDR considerably in the range τ = 45 . . . 65 ns. After all reflections
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Figure 6.13: SFDR for a direct cable connection and 20 dB attenuator between trans-
mitter and receiver. p = 128 measurements averaged before correlation [7].

have decayed below the clutter floor, the SFDR approaches 60 dB. For optimum
measurement performance it is crucial to use well-matched antennas to minimize
multiple reflections between the transmitter and receiver and their respective antennas.
Future revisions of the hardware should also strive to achieve better matching, but it
is unclear if the ICs in use allow for a significant improvement.

In Figure 6.14, an enlarged section of the same IRF is shown. The system decay
rate, as well as the decay time, down to the SFDR level can be read from the plot.
It takes 3.5 ns for the IRF to decay to -60 dBc. For an ideal M-sequence of 1 GHz
bandwidth, a decay time of no more than 1 ns is expected. The increased decay time
is most likely the result of multiple reflections on the long PCB traces, and coaxial
cables used in the construction of the prototype. A more compact implementation
should significantly reduce this problem. Shorter transmission lines reduce the overall
ring-down time because multiple reflections are moved closer together on the time
axis.

To verify these results and test the reproducibility with multiple input signals, the
measurement setup introduced in Figure 6.11 is now used to simulate two signals
of different magnitude and delay. To achieve this, the transmit signal is routed
through two different lengths of cable with independently settable attenuators. Both
transmission paths are combined using Wilkinson power splitter/combiners.

Five measurements were taken with the two-path setup. The settings used are
listed in Table 6.1. The short path, simulating direct antenna coupling, was held
at a constant attenuation Lshort while the attenuation Llong of the long path was
varied. The earlier SFDR measurements would indicate that it is only possible to
detect additional signals that are less than 60 dBc below the strongest path. In a
stationary environment, it is however possible to significantly enhance this dynamic
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Figure 6.14: System decay time, 20 dB attenuator between transmitter and receiver.
p = 128 measurements averaged before correlation [7].

range by taking a reference measurement of the background and subtracting it from
the measurements including the DUT. This will remove all static components of the
signal, especially antenna coupling, and the response of the room for a stationary
radar.

For the present measurement, cables are used so no room response is measured.
What is measured in this case is a superposition of the IRFs for both a short and a
long cable. This measurement includes clutter from the imperfect measurement, and
correlation of the shorter and stronger signal, preventing the detection of the weaker
second signal. The short path is the background that needs to be removed, the long
cable is the DUT that needs to be detected. By measuring the IRF of the shorter
cable and subtracting it from the two-path measurement, the dynamic range can be
enhanced.

Measurement number 5 (refer to Table 6.1) with Llong = 100 dB is used as reference
signal ϕref(τ) and subtracted from the remaining measurements, effectively reducing
clutter and removing the strong multiple reflections between transmitter and receiver.
Figure 6.15 shows the measurements after background subtraction. The IRF peak of
the short cable τshort ≈ 45 ns, originally at 0 dB, is attenuated by more than 60 dB.
The long path has a delay of τlong ≈ 93 ns. It is possible to identify the peak at τlong

down to a relative attenuation of 70 dB (i. e., Lshort = 10 dB and Lobject = 80 dB).

6.3.2 Real-world Measurements

In the previous section the prototype radar has been characterized in a controlled
laboratory setup. Transmitter and receiver were connected using coaxial cables and a
variable attenuator. Under these ideal conditions, measurements showed a spurious-
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Table 6.1: Settings for two-path measurement campaign.

No. Attenuation Attenuation Difference
Lshort / dB Llong / dB ∆L / dB

1 −10 −20 −10
2 −10 −40 −30
3 −10 −60 −50
4 −10 −80 −70
5 −10 −100 reference
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Figure 6.15: Cross-correlation for two-path measurement. p = 128 measurements
averaged before correlation. Single path correlation subtracted for back-
ground removal. Y-axis is still normalized to show direct connection as
0 dB, attenuation for the direct path is 16 dB. (a) indicates the remains
of the imperfect subtraction of the shorter path.
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Figure 6.16: Cross-section of the GPR test site. The site is paved with concrete blocks
(not shown). 0 m refers to the top of the paving. Note that each marker
indicates the highest point of a buried object, not the center.

free dynamic range (SFDR) of 60 dB, ignoring reflections from the receiver due to the
imperfect matching of the ADC. Multiple reflections between antenna and receiver
assembly can pose a problem since they show up as additional echos in the radargram.
The impulse response of the radar without antennas decays down to -60 dBc after
about 4 ns.

In order to verify the performance of the proposed system in a more realistic
scenario, measurements were performed on a GPR test site. The test site consists of
pipes and cables of different material buried at distinct positions in different depths
in homogeneous sandy soil. The depth of the individual pipes is in the range of
0.65 . . . 1.5 m, as illustrated in Figure 6.16. The surface of the test site is paved with
concrete blocks over an area of 5 m by 10 m. Two layers of mineral mixture and
stone chips help to stabilize the surface. Each cable and pipe is 4 m in length and
arranged in parallel with the short edge of the paving. The ground in the vicinity of
the test site has a high sand content, providing good conditions for GPR. The test site
provides a well-defined and well-known scenario. Measurements can be reproduced
over comparatively long time spans with minimal variation of the results. This allows
to effective verification of changes and confirmation of improvements in the hardware.
More details on the GPR test site and its building process have been documented by
Seyfried [55].

The test site ensures stable conditions for the soil and buried objects and provides
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Figure 6.17: Measurement platform carrying the PN radar as well as two shielded
loaded bow-tie antennas. The platforms runs under computer control on
plastic tracks ensuring repeatable measurements [8].

a stable air-ground interface. To make sure that measurements are easily comparable
it is, however, equally important to make sure they are taken at the same positions.
For precision and replicability, the radargrams presented in this section are taken
using a fully automated computer-controlled measurement platform that carries both
electronics and antennas. The platform runs on plastic tracks ensuring it follows the
same exact path for consecutive measurements. The platform and rail system were
developed by Daniel Seyfried [55].

The measurement system, with mounted antennas, and the radar system is shown in
Figure 6.17. Two shielded and loaded bow-tie antennas are mounted to the side of the
platform inside the two metal cases. The antenna cases are open toward the ground
but attenuate radiation into the upper half-space. The linearly polarized antennas
are optimized for GPR pipe detection, covering a frequency range of approximately
0.25 . . . 1 GHz with a return loss of 10 dB or better. On top of the cart itself is placed
the radar prototype, a power supply, and a notebook computer for control of the
platform and the radar. The computer allows live inspection of the measurement
results.

To produce the measurement shown in Figure 6.18a the platform was moved
continuously over a distance of xtotal = 12 m perpendicular to the pipes. In intervals
of ∆x = 1 cm A-scans were recorded. Subsequently recorded A-scans were stacked
together horizontally to produce a B-Scan or radargram. In the B-scan, cylindrical
objects can be identified by their characteristic hyperbolic patterns (see Section 6.1).
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The measurements were obtained with the antenna polarization parallel to the pipes.
Comparing Figure 6.18a to the reference positions of the buried objects as shown in

Figure 6.16, it can be verified that the apexes of the hyperbolae are in good agreement
with the actual position of the objects. The copper cable produces a particularly
strong echo that is clearly visible at (0.6 m / τ = 12 ns). Then the three pairs of
plastic pipes with varying center-center distance can be seen to the right of the cable
in the range 9.8 m to 10.2 m. Even for the closest spacing of 0.2 m (rightmost pair
of pipes), two superposed hyperbolae are distinctively visible and the objects can be
resolved.

The three pipes made of plastic, stoneware and concrete (from left to right) that
are buried more deeply can be identified at t ≈ 26 ns. In this area, the contrast in the
radargram is considerably reduced. It would be difficult to clearly identify these pipes
without any prior knowledge of their position or even existence.

Only minimal post-processing was applied to the presented data: Logarithmic
amplification over the depth axis was used to compensate for attenuation increasing
with depth. A horizontal filter was also applied to remove the reflection of the air-
ground interface. It was found that the signal to clutter ratio is the limiting factor
while the dynamic range of the receiver is not fully used in the presented measurements.
The signal-to-clutter ratio is a specific characteristic of the measured environment and
applicable to all types of radar.

6.3.3 Reference Measurement

The results from the prototype system are difficult to assess on their own. A benchmark
is needed for two reasons: to verify the proposed system’s suitability for practical use
as GPR and to identify areas that will need additional attention in the future. To
establish this reference, a commercial GPR system was used to take measurements
along the exact same path as the previously shown measurements.

A 400 MHz pulsed GPR radar model 5103 manufactured by Geophysical Survey
Systems, Inc. was used to produce a reference measurement. The 5103 was set up
to take 50 measurements per meter, each containing 512 samples over a 60 ns period.
Unfortunately, it is not documented what preprocessing is done in the unit. As is
evident from Figure 6.18b, the radar compensates for depth-dependent attenuation
internally. The only post-processing we applied is the same horizontal filter used with
the prototype system.

Both the prototype and the commercial radar are able to resolve all buried objects
in the tests. A close comparison of Figure 6.18(a) and (b) can give some pointers for
future improvements:
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Figure 6.18: B-scans recorded using (a) the prototype PN radar and (b) a commercial
400 MHz pulsed radar on the GPR test site. Measurement data from both
devices were post-processed with horizontal filtering to remove the strong
reflection from the air-ground interface. Radargrams were cropped to
show approximately the same area. This information has been previously
published in [8].
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• At greater depths (τ > 25 ns), the contrast produced by the GSSI system is
superior. The radargram (a) has stronger clutter and less contrast around the
lower pipes.

• Comparing the hyperbola of the copper cable (x = 5.8 m, τ = 12 ns), the
corresponding hyperbola has what looks like a shadow (τ1 = 8 ns) that is brighter
than the surroundings in radargram (a). In radargram (b), a similar but shorter
shadow (τ2 = 4 ns) can be seen.

• The rightmost pair of PE pipes at x = 10.2 m, τ = 11 ns is not resolved by the
GSSI system but the two hyperbolae are clearly distinguishable for the prototype
system.

It has to be taken into account that only two measurements are compared here.
Because the measurements were not taken on the same day there may be so some
variation in the environmental conditions, especially the moisture content of the soil.
Nonetheless, it is possible to recognize some trends in the radargrams and two main
conclusions can be made:

1. The resolution of the prototype is better for shallow depths of 1 m or less.

2. The prototype shows significantly more ringing than the GSSI system,

On the one hand, the slight differences in resolution capability can be explained
with the bandwidth used by the by the M-sequence radar and the GSSI system; The
M-sequence system uses 750 MHz bandwidth while the GSSI system is specified to
have a pulse width of 2.5 ns or approximately 1

τ = 400 MHz bandwidth. The longer
ringing of the prototype, on the other hand, was not expected. The additional ringing
introduces additional delayed copies of any hyperbola into the radargram, producing
additional clutter and possibly hiding weak scatterers.

Two sources of ringing are known. First, Section 6.1 showed that multiple reflections
between the radar system and antennas can be a problem, since both parts have
significant mismatch and the dynamic range of the radar is comparatively large.
Reducing the size of the radar system itself and shortening the cables to the antennas
will help to reduce these reflections. A second effect, the IRF of the shielded bow-
tie antennas themselves, has not yet been investigated in detail. The antennas are
sandwiched with the bow-tie antenna at the bottom with multiple layers of absorbing
foam and a metal plate on top. Depending on the efficiency of the absorbing materials,
multiple reflections or even resonances are possible within this conductive cavity.
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6.4 Conclusions
An M-sequence radar prototype has been shown to be able to resolve different cables
and pipes at all tested depths of up to 1.5 m. The prototype was built exclusively from
commercially available components. Except for the power supply the proposed system
is fully self-contained with signal generation, acquisition, buffering and processing all
implemented in a low-cost FPGA. The radar uses a standard 50 Ω SMA connector for
the antennas allowing easy comparison of the performance of different models.

Comparative measurements showed that even in this early stage of development,
the prototype already has detection capability similar to a commercial reference radar.
One major difference that could be identified using these measurements is the longer
ring-down time of the prototype system. Detailed investigation of the probable sources
of this behavior are needed, the antennas in particular will be characterized in more
detail in future work. Reducing the ringing will remove the largest difference in
performance between the M-sequence radar and the pulsed reference system.

From practical considerations a more compact radar system is also desirable, par-
ticularly for use in the field. Redesigning the ADC board will allow to fit the radar
hardware into a single small enclosure and reduce the overall footprint. The result
will be a rugged system that can be mounted directly to the antennas.
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7
Conclusions and Future Work

This thesis showed a number of different applications where pseudo noise radar
can be used to replace and improve existing, often pulse radar based, solutions. A
focus of all work conducted was to find solutions that are usable, even today, in
industrial applications. To prove the suitability of the proposed concepts for practical
implementation a fully working prototype was built and characterized for every one
of the three projects presented. To make sure the concepts can be applied in a mass
produced product only COTS components were used.

A number of very promising applications have been identified and it has been
successfully verified that the M-sequence technology can be applied toward its intended
use in these cases. The three different systems presented in this thesis are shown again
in Figure 7.1 for easy reference.

Chapter 4: Distance Measurement (Figure 7.1a) implements a radar system geared
for precise distance measurements. The sequential IQ downconverter allows mea-
suring both amplitude and phase of the transmitted signal. Applying a complex
cross-correlation removes the usual limitation of the positioning accuracy by the
sample rate. It is shown that the IQ downconverter provides excellent amplitude
and phase balance even for the large 1 GHz baseband bandwidth used in this
project. The actual sampling of the downconverter output was accomplished
using a commercial real-time oscilloscope with the correlation and distance cal-
culated offline. Operating at a center frequency of 2 GHz and tracking a slowly
moving object at 2 m range, the distance estimate was shown to have a standard
deviation of 1.73 mm.

Chapter 5: Synchronization System (Figure 7.1b) implements a modulated syn-
chronization system with a complete analog receiver. The application here is
synchronization of remote nodes on a picosecond scale. This precise synchroniza-
tion can be used to implement a positioning system by taking delay measurements
of a test signal relative to the synchronization signal at multiple locations. The
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receiver consists of a carrier recovery circuit that allows synchronous demod-
ulation of the received M-sequence. An analog delay lock loop correlates the
received sequence with a locally generated sequence, adjusting the local generator
clock to lock both sequences in phase and frequency. No additional measurement
equipment is needed to operate this system, it is fully self-contained. It has been
demonstrated that the system, using a cabled connection, can synchronize itself
to a reference sequence. The result is an RMS jitter of 1.96 ps corresponding to
only 0.38 % of the chip duration.

Chapter 6: Ground Penetrating Radar (Figure 7.1c) implements a radar system
that directly works in the baseband, producing a stimulus whose spectral power
distribution is perfectly matched to the low-pass characteristic of soils. Like the
first system listed above, the received sequence is sampled and the correlation
computed in the digital domain. The difference is that this system is self-
contained: a fast ADC samples the incoming signal and an FPGA works equally
fast to buffer it. While the correlation was calculated offline in this work, the
FPGA has enough resources to handle the correlation processing and makes
the integration of the complete signal processing an option for the future. To
characterize the performance of the GPR, comparative measurements were taken
on a test site that contains typical utility pipes and cables buried at different
depths. The detection capability of the prototype was shown to be comparable
to a commercial GPR system.

Future Work
This thesis has demonstrated very different radar systems and proven their suitability
for ranging, synchronization and GPR. During the development and testing of the
prototypes, concepts for future improvements have been developed. All of the projects
underwent multiple revisions, incorporating many improvements. Some more complex
changes, however, could not be implemented in the limited time available for each
project. These recommendations are summarized here.

The ranging system introduced in Chapter 4 showed excellent performance in
tracking moving targets by evaluating the phase of the incoming signal. An edge
detection algorithm common in image processing has been used to produce a first
coarse estimate of the target position. This first estimate is then used to find the
phase gradient along the edge and enhance precision of the estimate. The edge
detection algorithm was applied only to magnitude data, discarding the additional
phase information contained in the complex baseband signal and correlation output.
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(a) Modulated, phase-sensitive distance measurement system from Chapter 4.

(b) Modulated synchronization system as shown in Chapter 5.

(c) Baseband Ground Penetrating Radar from Chapter 6.

Figure 7.1: Simplified block diagrams of the three radar concepts proposed in this
work.
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Enhancing the edge detection to use complex inputs is expected to improve the
robustness of the algorithm.

Chapter 5 introduced a synchronization system that is comprised of two stages:
First, the modulated input is routed to an open-loop carrier recovery circuit and
demodulator. The resulting baseband signal is then correlated and locked to a locally
generated sequence in a DLL. This system works very well in a laboratory setup
where connecting transmitter and receiver are connected using cables. It also performs
well in transmission scenarios using directive antennas at close range (up to 20 m).
Field tests have shown, however, that the carrier recovery circuit limits the achievable
dynamic range. In order to increase the dynamic range, a VGA was added to the
receiver front-end. While succeeding in the main objective by increasing the range, the
additional amplifiers also make the system more susceptible to interference. To improve
the reliability of the synchronization system for weak inputs, a more fundamental
change in the system topology is proposed.

The current design does not make use of one characteristic of the transmitter: The
carrier used for the modulation and the M-sequence are phase-locked by design. It
is thus possible to use one common control loop to lock both the carrier and the
M-sequence. Two improvements can be made by replacing both the carrier recovery
circuit, and the baseband DLL with a new DLL that directly correlates the modulated
signals: Firstly, the system design is considerably simplified. Secondly, the dynamic
range of the DLL has been shown to be greater than the dynamic range of the carrier
recovery circuit, and removing the carrier recovery should thus improve the dynamic
range.

The GPR system introduced in Chapter 6 is already the most advanced radar
system in this thesis. It contains both a minimal analog front-end and a complete
digital sampling and signal-processing subsystem. For quick prototyping, the current
system was partly built from evaluation boards. The next step should be to develop
custom hardware for the analog part of the system. By reducing the trace length
and the number of cables needed, a more portable and mechanically robust system
can be built. New hardware designs also give the opportunity to introduce additional
shielding. It is expected that both the system-ring-down time and the transmitter to
receiver isolation can be improved by reducing the physical size of the system and by
adding a shielding case.

To evaluate the performance of the newly developed system, measurements on
a GPR test range were taken using the prototype and a commercial GPR system.
Comparing the resulting radargrams shows that the measurements of the prototype
system contain more clutter due to ringing, i. e., the radargrams contain multiple
reflexes for a single scatterer. It was also determined that the ringing of the complete

134



measurement system including cables, antennas and ground is significantly longer
than the ring-down time of the radar system measured on its own. The additional
ringing can only be attributed to the antennas and, possibly, to multiple reflections
between antennas and radar.

The antenna itself has not been completely characterized to date. The antenna is a
multi-layer structure with the bow-tie at the bottom, radiating towards the ground.
Multiple layers of absorbers are on top of the antenna and a metal case encloses
this stack from 5 sides, but leaves the bottom open. A short study using full-wave
electromagnetic simulation of the antennas showed that, as expected, the case and
antenna combination forms a resonant cavity. The absorbing materials in the case are
supposed to dampen the resonance and limit radiation into the upper half-space. The
simulation showed that the loss in radiated power due to the absorbing foam is larger
than expected. These preliminary results need to be verified in future measurements
of the actual antennas. It is already clear, however, that optimization of the antenna’s
losses and impulse response cam significantly improve the measurement results.

Besides individual improvements of the three main applications that were presented
in this work, tighter integration of the projects will open new possibilities. The
development of reusable components has been an important goal in all steps of the
development. Today, the three systems share M-sequence generators and some parts
of the RF front-end, especially the modulation. During the development of the FPGA
sampler in Chapter 6 it became clear that this concept could be used in other radar
systems as well.

The FPGA baseband, in combination with the analog front-end of the precision IQ
ranging system, should make a great starting point for an accurate and flexible posi-
tioning solution. It has been shown in Chapter 4 that the sequential IQ downconverter
provides excellent performance for wideband signals. The implementation, however,
focused only on the analog front-end and did not include the sampling and digital
processing of the received signals. The FPGA-based GPR, as shown in Chapter 6, had
the opposite focus: It uses only a very minimal front-end as required for the baseband
transmission. It does, however, include both hard- and soft-ware capable of sampling,
storing and processing the received M-sequence at the full bandwidth of 1 GHz.

It will be possible to build a fully self-contained positioning system by combining
the FPGA-based digital baseband with the RF front-end. This system will achieve
the millimeter resolution demonstrated in this thesis with minimal effort and expense.
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