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Abstract

In this thesis we discuss the challenges that latency-sensitive interactive applications
face in mobile ad-hoc networks. By using multi-player games as an example, we
argue that the traditional client-server architecture is unsuitable for this new environ-
ment. We consequently create a novel communication architecture as well as quality of
service mechanisms that can support the network requirements of such applications in
mobile environments. By using a number of distributed zone servers that are selected
and managed dynamically by our server selection algorithm, we provide a scalable
approach that offers the necessary redundancy. Furthermore, we propose additional
quality of service mechanisms to reduce latency and packet loss for interactive appli-
cations. We evaluate our approach through network simulation and realistic mobile
gaming scenarios. The performance of our evaluation is checked against real-world
measurements.

Kurzfassung

In dieser Arbeit werden die Probleme und Herausforderungen von latenz-kritischen in-
teractiven Computeranwendungen in mobilen Ad-hoc Netzen untersucht. Am Beispiel
von Mehrbenutzercomputerspielen zeigen wir, dass traditionelle Client-Server Architek-
turen für diese neuen Umgebungen ungeeignet sind. Im Rahmen dieser Arbeit wird
daher eine neue Kommunikationsarchitektur sowie verschiedene Mechanismen zur
Erhöhung der Dienstgüte vorgeschlagen. Mit Hilfe von Zonenserver, die durch den
Serverauswahlalgorithmus ausgesucht und verwaltet werden zeigen wir einen Ansatz
auf, der sowohl bezüglich der Netzgröße skalierbar ist als auch die notwendige Re-
dundanz bereitstellt. Wir zeigen die Funktionalität und die Leistung unseres Ansatzes
mit Hilfe von Netzsimulationen bei denen realistische Szenarien für mobiles Spielen
simuliert werden. Der hierbei benutze Netzsimulator wurde dafür auf Basis von eige-
nen Messungen verbessert und für das jeweilige Szenario passend eingestellt.
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1. Introduction

One of the most important challenges in data communication today is the ongoing
amalgamation of computer networking and user mobility. With the introduction of
high speed data radio networks more than a decade ago, an ever increasing number
of users today use the Internet wirelessly. The advantages for the user are obvious.
Equipped with a wireless network adapter and a battery as power supply, the user’s
mobility is no longer limited by cables. Additionally, energy-saving mechanisms in
hard- and software as well as improved battery capacities allow operating times of six
or more hours for mobile computers without any need for cables. Surfing the web and
sitting comfortably on the terrace or in the garden is nowadays considered standard
at home as more and more people rely on wireless networks. In the business area,
company meeting rooms and hotels are often equipped to allow wireless Internet ac-
cess. In addition to the newly achieved freedom of movement, wireless networking
also saves time and effort of deploying a wired network. On the road, these wire-
less local area networks (WLANs) are augmented by mobile telephony networks that
support wide area coverage but with lower performance. Initial tests with WLAN on
trains and planes have been made but are not widely deployed. All mentioned wireless
technologies have in common that they need infrastructure in the form of a central
point, a base station, through which all traffic is passed on. Even for mobile devices
that are local neighbours, communication is handled through a base station. They are
the required infrastructure for a wireless network. Ad-hoc networks follow the oppo-
site paradigm and allow mobile devices to directly communicate between each other
providing a number of advantages. They can use the wireless medium more efficiently
than an infrastructure network because data transmissions do not have to be sent back
and forth to a base station. They also allow higher data rates if sender and receiver
are close together. And finally, they are more cost effective as they do not require any
network infrastructure to control and coordinate traffic. On the downside, managing a
network of mobile hosts without a stationary intermediary like a base station is more
difficult.

In the area of applications, the constantly advancing progress in networking technolo-
gies and their widespread use has led to the development of programs that allow people
to interact with each other directly. Computer games, telephony and chat applications,
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1. Introduction

as well as playing music together over the Internet are only some examples. Interactive
applications often have different network requirements than other kinds of applications
focusing more on latency and jitter than throughput. A maximum latency between 100
and 150 ms are common for interactive applications and most programs can deal with
five percent of lost packets. Using existing latency-sensitive and interactive applica-
tions in mobile networks is a challenging task, first of all due to that fact that mobile
network capacity is not limitless. In the Internet, performance problems are usually
solved through over-provisioning by either using a faster network technology or multi-
ple cables to increase the network capacity. Both strategies cannot be applied to mobile
networks. Here, the wireless medium cannot be extended and existing transmission
rates are significantly lower than those used in the backbone of the Internet. Secondly,
in wireless networks one communication partner (when using a fixed base station in-
frastructure) or even both communication partners (in a mobile ad-hoc network) could
move around which has a significant effect on network performance. Finally, a mobile
ad-hoc network lacks infrastructure components which can coordinate and manage
data traffic. As a consequence, it is still an open question how well latency sensitive
applications will run in these networks and what adjustments are necessary to optimise
performance.

In the remainder of this introduction, we will take a closer look at the challenges in-
teractive applications face in mobile ad-hoc networks. We then present our main three
goals for this thesis and briefly outline suitable approaches to achieve them. We con-
clude this chapter with an outline of this thesis and some terms and definitions that we
will use throughout this thesis.

1.1. Challenges

Every network application has a variety of requirements regarding the availability and
performance of resources like CPU, memory, hard disk, network and others. From
the network point of view, these requirements often include latency, latency variation,
packet loss, and throughput. Today, existing applications are often designed primarily
to work within a local network and/or the Internet. Both networks offer high bandwidth
combined with low bit error rates and low delay so that the network requirements
of most application including interactive ones can be met easily. Furthermore, local
networks and the Internet offer reliable communication services so that applications
are able to use a single centralized server to help coordinate data between applications
on multiple machines. From a network perspective, mobile and wireless networks
have a different set of performance characteristics than wired networks. Hence, it is
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1.1. Challenges

doubtful that existing approaches perform similarly in these new environments.

Throughout the research community several approaches have been proposed to com-
municate directly and wirelessly between mobile nodes without the need for costly
infrastructure components. Some ideas even support mobility for intermediate sys-
tems as well. The simplest solution is direct communication between two mobile part-
ners. A more complex approach considers mobile intermediate nodes to form a mobile
multi-hop ad-hoc network or MANET. Here, multiple mobile nodes can communicate
with each other and network traffic is forwarded by any node through the network. In
MANETs, the differences between end host and network infrastructure disappear as
every mobile node performs the role of host and intermediate system at the same time,
creating a mobile network of equals.

Wireless networks are not as reliable as compared to traditional wired networks. Their
problems come from using of radio communication that, when used in combination
with user mobility, creates a number of new problems. First and most important, radio
communication is generally open to outside interference either in the form of obstacles
blocking the line of sight between two stations or electromagnetic noise both of which
have a negative impact on network performance. In most cases such interference is
also unpredictable. Secondly, user mobility influences network quality and connec-
tivity because the signal strength of a radio transmission is affected quadratically by
the distance between communicating partners. Together these problems can result in
fluctuating network performance and packet loss in a mobile ad-hoc network which
makes it difficult for existing applications to work in such an environment.

The aim of this thesis is to determine if and how today’s interactive and latency-
sensitive applications can be used in mobile ad-hoc networks. For this, we introduce
the following three topics on which we will focus in this work and which are described
below:

• Our zone server approach as a novel communication architecture for MANETs

• Analysing latency and providing quality of service for wireless data communi-
cation

• Improving realism in the simulation of latency in mobile ad-hoc networks

Existing interactive and latency-sensitive applications in the Internet often use a client-
server approach. But due to user mobility and radio interferences, a single point of
failure is not acceptable in mobile ad-hoc networks. The opposite approach, a fully-
distributed peer-to-peer architecture with many clients may overload the mobile net-
work and/or the computing power of individual mobile clients. Hence, we have devel-
oped a new zone server architecture which combines both approaches and provides a
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1. Introduction

suitable communication environment for latency-sensitive applications in mobile ad-
hoc networks. This architecture is specifically tailored to support mobility and is scal-
able beyond the range of a single wireless collision domain. A novel zone server
selection algorithm provides all necessary information about servers and neighbouring
nodes and offers quick start-up times with very low overhead.

In wired networks the necessary performance is ensured by over-provisioning the net-
work which keeps the network queues short and prevents overloading. As a result
support for quality of service is not widely employed in the Internet. In radio net-
works, over-provisioning is not feasible today as even high speed wireless networks
offer only a portion of bandwidth that is available for their wired counterparts. In
this thesis, we analyse wireless LAN to determine the factors through which latency
originates. By using our modified WLAN driver and real world measurements, we
can gather detailed and accurately time-stamped information about transmissions. By
using a new approach to correlated this data we can break down delays in its most
basic components. Based on this information we are able to determine the maximum
number of mobile nodes running latency-sensitive applications that this technology
can support today. We also take a look at quality of service methods which improve
performance for interactive applications. We study the effects of various methods in
the area of medium access control, routing and traffic management to find the best im-
provements for latency-sensitive applications in situations with and without additional
background traffic.

Finally, we evaluate our approaches using a series of network simulations. However,
the current simulation tools used by the research community often focuses on network
throughput rather than latency. Moreover, they are regularly used in a more com-
mon sense without focusing on specific scenarios. In order to provide a more realistic
evaluation we use real-world measurements to study the usability of existing network
simulation tools for latency-sensitive applications. We show that our improved net-
work simulator for mobile ad-hoc networks provides a more accurate reproduction of
delay and packet loss. Together with a number of selected scenarios, we can show the
performance of our zone server architecture as well as the limits for latency-sensitive
applications in WLAN.

1.2. Outline

The remainder of this thesis is structured as follows:

In Chapter 2, we take a look at the network requirements of latency-sensitive appli-
cations and especially look into multi-player games as our example for this group of
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applications. We also discuss the current state of art in mobile gaming and present
three different scenarios in which mobile multi-player games are likely to be played.

Chapter 3 presents background and related work on mobile ad-hoc networks and exist-
ing game server architectures. We will also briefly discuss wireless LAN as an example
of an ad-hoc link layer protocol. Finally, we present our zone server architecture which
is especially designed for distributed applications to work in mobile ad-hoc networks.

Chapter 4 discusses our server selection algorithm which discovers neighbouring nodes
and chooses suitable application servers. We present the general design of the algo-
rithm and explain its implementation in detail. We also provide a brief qualitative
evaluation of the algorithm

Chapter 5 deals with quality of service in mobile ad-hoc networks. Here, we propose
improvements for latency-sensitive applications on the MAC, the networking and the
application layer. In a pre-evaluation, we will determine the effect that each change
has on latency-sensitive applications as well as any burden it might put on other traffic
in the network.

The evaluation is presented in Chapter 6. Here, we compare real-world measurements
from a simple scenario to assess the quality of our simulation environment. Based on
these initial results, we select a suitable network simulator to ensure a realistic evalu-
ation. Thereafter, we we use scenarios and application traffic characteristics discussed
earlier in Chapter 2 to evaluate our server selection algorithm. Lastly, we analyze
application traffic to find out under which conditions the requirements for our latency-
sensitive application can be achieved.

Finally, Chapter 7 concludes this thesis and summarizes our contribution. We will also
point out open issues and ideas for future work

1.3. Terms and Definitions

Some terms used in computer science and especially in networking are not well-
defined or have multiple meanings that serve different purposes and are valid from
their respective points of view only. In this section, we would like to clarify those am-
biguities. We also introduce specific terminology when referring to mobile nodes in
this thesis which we would like to clarify in advance. We therefore define the following
terms:

Bandwidth

In computer science, the term ’bandwidth’ is often used incorrectly meaning
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1. Introduction

maximum achievable gross throughput rather than a frequency range. In this
work, we use bandwidth in relation to the technical characteristics for a wire-
less technology. Thus, we define bandwidth to be the gross throughput that a
technology can achieve under the described conditions.

Delay Variation / Latency variation

The term ’jitter’ is used frequently to describe the variation of latency, however,
this term itself is not well-defined. Hence, we avoid using the term ’jitter’ but
will use the term ’delay variation’ as defined in [1] which is the average of the
absolute differences in delay between two consecutive packets. With n packets
and the delay of packet x being dx, the delay variation is defined as follows:

dvar =
1

n− 1
×

n−1∑
x=1

|dx − dx+1|

We use the term ’latency variation’ in the same context. In addition, we will use
variance and standard deviation to describe how latency is distributed over time.

The following terms are used in relation with our zone server selection algorithm:

Server node

A server node is a mobile node that is determined to be a server by a another
node’s instance of the server selection algorithm and has agreed to this role by
changing its status within its own server selection algorithm instance accord-
ingly.

Neighbouring nodes

Two mobile nodes that run an instance of an interactive latency-sensitive ap-
plication and that are able to communicate directly with each other are called
neighbouring nodes. Communication between neighbouring nodes does not re-
quire forwarding of data by another node.

Single nodes (Singles)

A mobile node that runs an instance of an interactive latency-sensitive applica-
tion that has no neighbouring nodes is called single node.

Background nodes

A background node is a mobile node that operates within the mobile ad-hoc net-
work but does not run an instance of an interactive latency-sensitive application.
Like any other node in the mobile ad-hoc network, background nodes forward
data according to the common routing protocol. However, they are unable to
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take part or support any server selection. Background nodes may or may not
create network traffic of their own by running other applications.
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2. Applications & Scenarios

In this chapter, we start by examining latency-sensitive interactive applications and
discuss their network requirements in general. We take an in-depth look at multi-player
games as an example of such applications and provide a classification into different
game types each of which have distinct demands from the network. Furthermore, we
present the current state of the art in mobile gaming and give an outline and rationale
for games in mobile ad-hoc networks. We move on to discuss plausible scenarios in
which mobile games are likely to be seen in the future. We conclude this chapter with
evaluation criteria for mobile gaming in different scenarios which will be picked up
again later on in the evaluation in Chapter 6. Finally, we present a brief summary.

2.1. Latency-sensitive applications

Applications have been classified and differentiated in many different ways. They can
work synchronously or asynchronously, locally or in a distributed system, in a discrete
or continuous fashion. In this section, we take a look at network applications that
require a certain timeliness in their interaction with the user because the user interacts
directly with a remote application or with another user through a network . In order to
ensure a good user experience, such an application should give a reaction to any user
action within an appropriate time frame.

For the purpose of this thesis, we define such distributed and interactive applications
through the following three peculiarities:

(1) The application provisions a service directly to a user (in contrast to providing it
to another machine).

(2) The user expects a timely reaction to his actions.

(3) Multiple applications or application instances run and communicate in a net-
worked environment.

From a network point of view, a low end-to-end latency is the most prominent task for
providing the user with a timely response. Therefore, we use the term latency-sensitive
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Figure 2.1.: End-to-end delay breakdown for an latency-sensitive application

application to describe these types of applications. Some examples of latency-sensitive
applications are multi-player games, video conferencing or interactive video streaming
in which the user can influence playback through a control channel. Another example
is network music performance.

In Figure 2.1 we take a look at an example of an latency-sensitive application in which
two users communicate directly with each other through their applications. We follow
the action of the left user until a response to his action is perceived and split down
the individual delays in the end-to-end communication process. In this figure, the
red areas represent user-related actions including the decision process that leads to an
action. Though we have used a very basic and simplified perception model for our
users, its task is easy to comprehend. The green fields stand for the time needed by
the users’ computers to process and distribute data between the user and the network
which includes tasks such as data processing by the application or the rendering of data
for the user. Finally, the processing in the network includes transmission, propagation,
queueing and processing delays inside the network itself. For reasons of simplicity,
Figure 2.1 shows only the interaction of two users. An example with more than two
users or additional infrastructure components like, for example a server, can be created
similarly. Obviously, a server component would increase computer processing and
network delays only. For the remainder of this work, we will focus on efficient network
processing.
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2.2. Network Requirements

2.2. Network Requirements

In related work, various measurements and traffic analyses for latency-sensitive appli-
cations can be found from which we can identify general basic network requirements
for interactive latency-sensitive applications. We will present a general overview by
showing some of these results below using our aforementioned applications as exam-
ples. Almost all latency-sensitive applications use simple transport protocols such as
the User Datagram Protocol (UDP). UDP does not use any rate control scheme or re-
transmits packets if they are lost during transmission. The advantage of this approach
is that the application does not have to cope with such features that general transmis-
sion protocols provide that are not required by a specific application. Instead, it leaves
it up to the application to implement methods like automatic repeat request (ARQ) or
others in its application protocol if required.

2.2.1. Latency requirements

If we take a look at latency requirements for our applications, several examples in re-
lated work can be found. For multi-player games, Begbederet al. [2] concluded that
round trip times between 75 ms and 150 ms are advisable for fast-paced multi-player
games. In [3], we have shown that delay requirements for multi-player games are very
game-dependent and certain games require round trip times to be well below 150 ms in
order for the player to have a pleasant gaming experience. The ITU-T recommendation
G.114[4] also states that by a one-way delay of less than 150 ms, “most applications
will experience essentially transparent interactivity”. Keeping in mind that, e.g., VoIP
codecs also introduce delays in the order of 50 ms for GSM or 80 ms for G.723.1,
VoIP applications and multi-player games have similar requirements on network la-
tency. Another application example is network music performance where musicians
perform together while they are at separate physical locations. This type of application
generally requires a maximum one-way latency of 100 ms. Still, special requirements
with a maximum of 20 ms are possible as well[5].

2.2.2. Throughput Requirements

Also important, but often to a lesser extent for latency-sensitive applications is net-
work throughput. Generally, the throughput requirements for interactive applications
is small with typical bandwidth requirements being in the tens or low hundreds of
kBits/s. To achieve low delay, latency-sensitive applications often send data in small
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packets of about 20 – 250 bytes over the network to keep packetisation and transmis-
sion delays to a minimum. The required data rate is then reached by sending a high
number of packets per second. For example, the action multi-player game ’Counter
Strike’ sends and receives approx. 20 packets of 100 bytes each per second in each di-
rection. For VoIP, data is send and received in 160 bytes packets at a rate of 50 packets
per second when using the standard G.711 codec. For the optimized G.723 codec, the
packet size gets down to 24 bytes per packet but data is still send at a rate of 34 packets
per second[6]. In network music performance applications rates of 300 packets/s or
more are not uncommon.

2.2.3. Packet Loss Requirements

The loss of packets during transmission also effects the communication between ap-
plications. But because data is sent in short time intervals, a certain loss of packets
is often acceptable because its effect can be hidden from the user and the lost pack-
ets can be replaced shortly thereafter by arriving new data. Also application-specific
compensation techniques or concealment strategies are used to cope with packet loss
and/or delay variation. In VoIP applications, lost data is simply replaced by replaying
the last received packet to the user. Such a single packet only covers a brief time in-
terval, e.g. 20 ms in case of the G.711 codec, and because the same sound fragment
is replayed, pitch and volume is kept at similar levels. Hence, a single lost packet
is barely noticeable by the user. According to [7], VoIP applications are ,,tolerant to
about five percent packet loss averaged across an entire call”. For video streaming the
situation is somewhat different. With the most prominent video compression methods
such as MPEG 2, MPEG 4 or H.264, video frames are encoded by using a differen-
tial and motion-compensated coding scheme. Due to this, the impact of a single lost
packet may not be restricted to a single frame. Hence, depending on the kind of packet
and the number lost, video degradation usually occurs when packets are lost. Error
recovery strategies for video streaming therefore employ the retransmissions of miss-
ing data if there is still enough time left before a video frame needs to be display to
the user. For multi-player games such as ’Counter Strike’, the players position is dis-
tributed regularly to the game clients. This position update often includes not only
the current position but also information about the direction and speed of movement
(movement vector). The game logic then applies a game-specific mathematical func-
tion to interpolate movement between the two or more consecutive positions updates
of a player (dead reckoning). This function often includes a prediction mechanism that
can deal with lost or late packets as it simulates the behaviour of the standard player.
Because the position of every player is computed locally, the user often does not notice
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packet loss if below a certain threshold. For games, the term ’latency compensation
technique’ is often used for a position update algorithm in related work. Acceptable
packet loss for multi-player games is in the range of 3 to 5 %[2, 8].

2.2.4. Requirements Regarding Variation of Latency

Finally, the variation of latency can cause additional problems. Our example applica-
tions prefer a steady stream of data because they have to display a picture every 1/25th
second, play a sound every 20 ms or update a player position every 50 ms. In the case
of high variation in latency, this can cause packets arrive too late or too early. Packets
that arrive too late are often of little use to the application. If they arrive too early, they
have to be buffered by the application until they are needed. Using such a ’jitter buffer’
is a standard method against delay variation. It is also useful for reordering packets if
packets get out of order during transmission. On the downside, jitter buffer generally
increase packet latencies.

2.3. Multi-Player Games

In the previous section, we have looked at latency-sensitive applications in general.
From our three examples, we have chosen one application, multi-player games, which
we will discuss in detail in this section. Multi-player games are computer-based games
where people can play or compete with one another. In contrast to multi-player games,
single-player games allow to play only with or against computer-generated figures.
During the last two decades and with the advancement of computer networks, like the
Internet, multi-player games have become more and more popular. Nowadays, the
majority of computer games is specifically designed for direct player interactions.

The first computer games were invented in the forties and fifties of the last century.
Thomas T. Goldsmith Jr. and Estle Ray Mann filed a patent for their ’Cathode-Ray
Tube Amusement Device’[9] in December, 1947. Although contested, William Hig-
inbotham’s Tennis for Two (1958) is regarded as the first computer game. It also was
the first multi-player game in which two players contested with one another. Later in
the 1980s with the success of the Commodore 64, the Atari ST and later the IBM PC,
computers became generally available and affordable to the public. In the first era of
online gaming, multi-user dialup bulletin board systems were used to host computer
games in which more than two players could play. Text adventure and role playing
games were often found in these times. Later in the decade, video game consoles such
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as Sega’s Master System or Nintendo Entertainment System (NES) revived the strug-
gling console market that had existed since the early 70s. Games like Super Mario
Bros. are examples of that period. The next revolution came in the late 90s and the
early years of our century with the breakthrough of widespread Internet access. In later
years, broadband technologies like digital subscriber lines (DSL) and digital cable net-
works added to this success. Most newer games now offer not only a single-player
mode where one can compete with or against other computer-controlled players but
a multi-player mode that allows multiple human players to play with or against each
other. Nowadays, the gaming market is well established. In 2006, Nintendo released
its video game console Wii which offers a wireless controller that uses infrared sensors
and an accelerometer to sense its position and movement vector thus further increas-
ing the player’s immersion into the game. With more than 30 million sales worldwide,
Nintendo’s Wii has been a commercial success.It is presumed that the next generation
of computer games will either be mobile games specifically designed for portable de-
vices, immersive mixed reality games or a combination thereof. More on the history
of computer games in general or multi-player games can be found in [10] and [11].

From a commercial point of view, computer and video games are a huge market. In
Germany and according to the federal association of interactive entertainment software
(BIU, Bundesverband Interaktive Unterhaltungssoftware e.V.), the total turnover in
2006 for computer and video games was 1.13 billion Euros. Compared to 2005, this
market increased significantly by 7.4 percent. This growth was particularly carried
by video game sales which increased by 13 percent. In the United States, computer
and video game software sales grew six percent to $9.5 billion in 2007. According to
the entertainment software association (ESA), 69% of heads of US households play
computer or video games[12]. Contrary to the common belief that personal computers
are the stronghold of the computer gaming industry, it is in fact game consoles, that
are mainly responsible for the commercial success of computer games.

Games are often categorized in various genres that characterize type, pace, and some-
times even the contents of the game. For example, Quake and Unreal Tournament
are first-person shooter games. The first person refers to the perspective of the player
during the game in contrast to a third-person or bird’s-eye view. Like the name in-
dicates, the goal of first-person shooter games is to do combat against other players
or computer-controlled enemies. Another popular genre are massively multi-player
games like World of Warcraft or Eve Online. Here, persistent virtual worlds with tens
of thousands concurrent users play together. Other games types include strategy games
(e.g. Command and Conquer), role playing games (e.g. Diablo), or sport games (e.g.
Need for Speed). Additionally, more traditional card or board games often also have
an equivalent computer game.
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In related work, one can find many different approaches on how games can be divided
in different categories. In his PhD dissertation, Henderson categorizes games into
four groups: First-person shooters (FPS), real-time strategy games (RTS), massively
multi-player online role playing games (MMORPG), and non-realtime games. He also
states that “the FPS, RTS and MMORPG genres account for the majority of networked
games”[10]. Henderson used the game architecture, the number of servers and players
per server, and the persistence of the game world as parameters for his classification.
In [11], Armitage, Claypool and Branch present four different game genres, namely
FPS games, Massively Multi-player games, RTS games and Sports games.

In this thesis, we take a different approach than related work to categorize games by
looking at multi-player games from the player’s point of view. We have chosen this
method because we believe that the users’ experience is the most prominent factor
when looking at an interactive application. Figure 2.2 shows our multi-player game
categories. We divide games into three general categories. Firstly, games that can be
played continuously and concurrently by multiple players. Games that are played in a
round-robin or any other round-based fashion make up the second category. Finally,
hybrid games use a combination of continuous and round-based gameplay during dif-
ferent phases of the game. Many of today’s multi-player games fall in the first category.
They offer two basic different approaches on how the user interacts with the game. Ei-
ther the user has direct control over his avatar or item in the game or he can give orders
to the game, thus controlling the game indirectly. With both game types the player
perceives the game differently because of the two distinct methods of influencing the
game.

Below, we will discuss all mentioned game categories in detail and give some exam-
ples of current games of that type. Because we have classified multi-player games
concerning user perception, we are able to conclude unique network requirements for
each category.

2.3.1. Games with directly controlled avatars

The first category describes games in which the player has direct influence over his
avatar or character. This means that e.g. the player can move his virtual character by
giving commands like forward, left, right, stop and so on. Any command or keystroke
is transmitted to the game server which checks it for validity and reports back if such a
move is allowed or not. Games with directly controlled avatars often use a first-person
view where players sees virtually through the eyes of their avatars. Another possibility
is a bird’s eye view where players see their avatars from above. Examples of directly
controlled games are first-person shooters or some sports games like car racing.

15



2. Applications & Scenarios

continuous

directly 

avatars

Multiplayer
games

actions hybrid

controlled
avatars

indirectly

based
round / step

controlled

Figure 2.2.: Multi-player game categories

With directly controlled games, players expect almost instantaneous reactions of their
avatars in according to their commands. For example, imagine the driver of a racing
car who wants to make a turn at high speed. At 100 km/h, a car travels one meter every
36 ms. Achieving synchronism with such high accuracy is quite difficult when using a
wireless network when you consider that the action has to be transmitted to the server,
processed by the server, and then sent back to the player. Thus, directly controlled
games are generally very challenging when it comes to their network requirements.
Often latency hiding techniques are used to compensate for higher, varying delay and
even packet loss. In the case of lost or late packets, dead reckoning techniques are
required to predict the behaviour of others players based on basic rules that describe
the expected behaviour of a player. For example, on a straight road in a car racing
game, a common prediction is that the player avoids hitting other cars and keeps his
car in the middle of the road. Dead reckoning algorithms are game or genre specific
which often results in different in-game behaviour in the case of high latency or packet
loss.

Games with directly controlled avatars have been widely discussed in related work.
Färber[8] looked at measurements from a 36 hour LAN party and determined the spe-
cific traffic characteristics for the first person shooter “Counter Strike”. He found that
a Counter Strike client on average sends and receives approx. 20 packets per second
each utilizing a bandwidth of 4 kBytes/s total during the game.

Beigbeder et al. [2] looked at the effects of loss and latency on “Unreal Tournament
2003”, another first-person shooter. They noticed that users rarely even notice packet
loss at or below 5 % but that shooting accuracy is greatly effected by 75–100 ms la-
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tency. Comments from players during their tests state that latencies as low as 100 ms
were noticeable and players found latencies of 200 ms to be annoying. The authors
suggest to keep delay below 150 ms and packet loss below 3 % to achieve an enjoyable
user experience.

Armitage[13] found similar results for Quake III where players seem to prefer game
servers with low latency. By looking at server logfiles, he suggests that players tolerate
delays of up to 150 – 180 ms before using a different server.

Quak et al. [14] concluded from their experiments with Unreal Tournament that play-
ers notice impairment with delays above 60 ms. They also mention that jitter does not
play a prominent role with that particular first-person shooter game.

Nichols and Claypool[15] analyzed the effects of latency on Madden NFL Football
which remains playable even with delays of up to 500 ms. They suggest that Madden
NFL uses a “prediction of the round trip time to delay user inputs in an attempt to com-
pensate for any latency effects across both players”. This method, however, fails when
one-way latencies are asymmetric because in that case simply dividing the round-trip
delay in half gives inaccurate results. Again, with bandwidth utilization below 20 kB/s,
Madden NFL does not require large link capacities.

Wattimena et al[16] have investigated Quake IV and found out that latency and jitter
have both a significant impact with a regression coefficient R = 0.98 on the perceived
game quality and the results of the game. Especially the introduction of jitter resulted
in a large negative effect on the subjective game quality. In [3], we analyzed different
kind of games and found that latency and jitter have different effects on distinct games.
For example, with Counter Strike, the introduction of jitter was the most disturbing in-
fluence, where for Unreal Tournament 2004 only latency was the important factor. We
concluded that for games of this category the design of the network protocol and the
latency compensation techniques used in these games mainly influence the behaviour
of a game in different network situations.

We conclude from related work that directly controlled games place high requirements
on the network in order for the game to be playable and fun to the user. Latency and
jitter are the most important factors for these kind of game. Packet loss does not play a
prominent role and the loss of some packets of the game traffic hardly affects the game
play if the overall packet loss stays below five percent. Finally, bandwidth is of no
concern for directly controlled games in the Internet when we look at the player’ side1.
Games with directly controlled avatars often use UDP as transport protocol because the

1Bandwidth may be of concern for a game server. However, for the moment, we are focusing on the
individual player and will discuss the server side later on.
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high network requirements do not allow for retransmissions or exponential backoffs
which are present in reliable protocols such as TCP.

2.3.2. Games with indirectly controlled avatars

The second category encompasses games where avatars are not under the direct control
of the player. With this game type, a player does not steer an avatar itself but rather
defines goals that the avatar tries to achieve on its own. For example, a player can
direct an avatar to move to a certain destination, attack another player’s avatar or chop
wood until further notice. The game logic then decides on its own how to achieve
that goal. In the case a movement order was given, the computer calculates the best
way for the avatar to take in order to reach its destination. The calculated path might
not always be a straight line but includes detours to get around impassable terrain or
other obstacles. Often with games of this category, the player controls not one but a
number of avatars. From the network’s point of view, only the goal of an avatar has to
be transported to the other players. All moves or actions can then be computed locally
because they all base on the same game logic.

Indirectly controlled games can cope with much higher delay than directly controlled
games and the user does not notice delays of several hundred milliseconds. Examples
of indirectly controlled games are real-time strategy games such as the Warcraft or
Command and Conquer series or role playing games like Diablo.

However, there are still cases where some players do notice higher delays (≈ 500 ms).
These player micromanage their avatars by giving only short term goals e.g. influenc-
ing the exact way on which the avatar moves to its destination. This is usually done
because the player thinks that he knows a better way of doing things than the game
logic. In cases where the latency between the players is high, the player’s percep-
tion of the responsiveness of the game is low during micromanagement of his avatars.
Nevertheless, in [17] the authors have looked at the effect of latency in Warcraft III
and show that players can adapt to these situations by giving up micromanagement
and defining more long-term goals for their avatars. Although players may be unfa-
miliar with this playing style, tests have shown that the game remains playable and
enjoyable. Furthermore, [17] also shows that changing the game style has little or no
effect on the game score. It is also a generally accepted fact from psychology and
organization theory that the maximum number of characters that a player can control
at one time is limited[18, 19]. In [3], we also discuss Warcraft III and found that the
skill of the player was the most important factor of the game outcome and that latency
and jitter played a negligible role. We conclude that games with indirectly controlled
avatars have less demands on the network as games from the previous type. This is
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mainly due to the fact that avatars move and behave on their own which allows for an
increased delay.

2.3.3. Round-based games

Round-based games are a classical game style which is well known from card and
board games. Here, players make their moves mostly in a round-robin fashion. Usu-
ally, each player is allowed only a certain number of actions per round. In round-based
games the move of a single player may be also limited by time either per round or as a
sum for the duration of a single game. Examples for round-based games are chess or
poker. For computer games, Civilization is a popular representative of this category.

Round-based games impose comparatively small requirements on the network. They
either do not enforce time limits at all or the game imposes time constraints that are in
the order of several minutes or more and therefore several orders of magnitudes higher
than the delay usually found in computer networks. Games like chess, for example,
are also played by mail where moves can take up to several weeks or more. Also web-
or flash-based multi-player games generally work in this fashion.

Round-based games can be differentiated from the previous two categories in that they
do not allow a seamless and continuous experience of the game by the player. The
game is interrupted after each round. Because game data does not need to be sent in
real-time, deficiencies or errors in the network can easily be faced with retransmis-
sions of game data on the transport layer. Round-based games usually choose TCP as
transport protocol.

2.3.4. Hybrid games

The fourth and last category of multi-player games are hybrid games. This game type
combines ideas and elements from the previous three categories. One example for
hybrid games is Earth & Beyond, a massively multi-player role playing online game
(MMORPG). Here, players directly control their space ship or avatar when moving
through the game world space. You will see other players passing by or flying next
to you giving you the feeling of a synchronous real-time game. With Earth & Be-
yond as with all other directly controlled games, all local movements are computed
and displayed locally. Thus, unless you interact with other players, that illusion of
perfect synchronisation remains true because the player just experiences smooth and
consistent behaviour from other avatars even though such actions may be the result
of a latency compensation algorithm. During interactions between players, e.g. fights

19



2. Applications & Scenarios

Typical Requirements
Game type Bandwidth Delay Jitter Packet loss

directly controlled low high high / medium medium
indirectly controlled low medium medium / low medium
round-based low low / no req. no req. N/A
hybrid low low low N/A

Table 2.1.: Network requirements of multi-player games during the game

or trades, games such as Earth & Beyond often resort to a round-based mechanism
to ensure a fair game between the player even if one player is impaired with a high
latency connection. Hybrid games often use TCP because they are able to hide delay
effectively in game and may profit from a reliable connection.

Table 2.1 shows all game types and their respective network categories. We have
chosen to present qualitative expressions only to reflect the requirements in comparison
between different game types and to other latency-sensitive applications. Maybe aside
from an initial setup phase where data is synced between the players, all game types
have in common that they use comparatively little bandwidth. As such, multi-player
games cover only some parts of latency-sensitive applications. But as we will see later
on, even applications with low bandwidth requirements can provide a challenge for
the wireless data networks of today. Round-based and hybrid games have the least
network demand and because they often use TCP as transport protocol, packet loss
is generally of small importance for these games. More information about network
requirements for multi-player games as well as quantitative results and results from
player interviews can be found in related work, e.g. [20, 17, 2, 14, 21, 3, 22, 23].

For this thesis and for the purpose of supporting latency-sensitive applications in mo-
bile ad-hoc networks, we will focus on directly controlled multi-player games because
they have the strongest network requirements. This is understandable because players
with direct control over their avatars expect an instantaneous response to their actions.
While we put our focus on this single game type, we believe that our work will be
applicable to all kinds of multi-player games. If we are able to fulfill the strongest
requirements from Table 2.1 then we can also support all three other game types. We
have chosen the first-person shooter CounterStrike as our example application for this
work. CounterStrike is a popular game that even though that it was introduced in 2001
has still a strong community even today. With CounterStrike, two teams of soldiers
compete against each other. The goal is either to complete a mission goal or to kill
all members of the opposite team. Today, CounterStrike is one of the most famous
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mult-player games with professional players and international championships. From a
network point of view, CounterStrike has typical network requirements for a directly-
controlled game and it’s network behaviour is well researched. An analysis of the
network traffic as well as network model of CounterStrike traffic can be found in [8].
In [3], we have presented a survey on the player’s idea on network requirements as
well as a practical evaluation of several multi-player games including CounterStrike.

2.4. Mobile Gaming

During the last ten years there has been a continuous transition from stationary desktop
PCs towards mobile devices. Due to advancements in technology, laptops nowadays
provide suitable performance that is sufficient for most applications. In addition, the
newly gained mobility allows to utilise computers in a more convenient and flexible
way. In the third quarter of 2007 and for the first time ever, mobile computers have
outsold stationary devices in the region of Europe, the Middle East and Africa. This
includes private sells as well as devices sold for business purposes. The market re-
search company IDC states that 11.2 million laptops and 10.7 million desktop PCs
were sold in the third quarter of 2007. Compared to the previous quarter, desktop PCs
sales increased by 2.5 percent while laptops sales went up 48 percent during the same
time. The general development towards mobile devices lets users now use their appli-
cation on their hardware everywhere they go. For video games, this evolution already
happened in the late 80’s with the invention of Nintendo’s GameBoy[24] or Atari’s
Lynx[25] . However, these early handheld game consoles were designed for single
player games only.

Additionally during the same time period wireless data technologies such as WLAN
or Bluetooth became popular. Other technologies such as GSM or UMTS offer data
communication in addition to mobile telephony. Nowadays, mobile access to data net-
works such as the Internet is available through a number of access points. In urban
environments, a large number of WLAN stations offer Internet access. GSM is com-
monly available all over the country with UMTS catching up slowly. However, with
WLAN only a small fraction of all access points share a central coordination which
aggravates roaming. In contrast, GSM/UMTS systems have a more centralized orga-
nization and a small number of larger providers which comes from the fact that the
frequencies for these technologies are exclusively allocated. Here, however, commu-
nication is expensive if a larger amount of data needs to be transferred.

The combination of powerful mobile devices and high-performance wireless data tech-
nologies fosters mobile computing where any application can virtually be run every-
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Figure 2.3.: Mobile video consoles: Sony Playstation Portable[26] and Nintendo
DS[27]

where. For games this means that the evolution which began with the GameBoy can
now be continued with mobile multi-player games. Again and similar to the devel-
opment in the PC area, the video game market is also becoming more focused on
mobile devices. According to the BIU (Bundesverband Interaktive Unterhaltungssoft-
ware e.V.) and the GfK (Gesellschaft für Konsumforschung AG), the market share for
mobile gaming handhelds went up from 8% in 2004 to 19% in 2006. Examples of mo-
bile game consoles are Sony’s Playstation Portable (PSP) or the Nintendo DualScreen
(NDS) both of which can be seen in Figure 2.3. In the next section, we will describe
them in more detail as well as other developments in the mobile gaming area. Further
down, we will discuss three mobile gaming scenarios in which these or similar devices
are likely to be used for multi-player gaming.

2.4.1. State of the art

The Playstation Portable is a handheld console which encompasses a large screen in
the center and various controls on the left and right side of the console. The left side
contains four buttons for up, down, left and right movement. On the right side you can
find four action buttons. The user interface design is similar to the buttons found on the
game controllers for the stationary Playstation 3 game console. Sony introduced the
PSP in December 2004 and sold 41 million units worldwide as of August 2008. Today,
more than 500 different titles are available for the Playstation Portable with more than
350 games that support multi-player operation. Here, the PSP communicates with
other players via it’s IEEE 802.11b-based WLAN adapter. It can be used to connect to
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a WLAN access point so that multi-player games can be played through the Internet.
It also allows the creation of an ad-hoc wireless network in which 2–16 players can
compete against each other without the need for any additional network infrastructure.
Some titles for the PSP offer a so called “gamesharing” mode which allows multi-
player sessions between two or more players with only one copy of the game. In this
mode, the game owner’s PSP transmits the game code wirelessly to the other PSPs
where it is loaded into RAM. Gameshare versions often support only a reduced feature
set of the original game. One reason for this beside the obvious copyright issues is
to limit the transfer time of the game code to the other playstations which is done
wirelessly at a maximum rate of 11 MBit/s.

The Nintendo Dual Screen handheld console was also introduced in December 2004.
As of September 2008 more than 84 million units were sold worldwide[28]. The most
prominent feature of the Nintendo DS is that it contains two separate LC displays. The
lower LCD is touch-sensitive and can be used either with the included stylus or with
the users’ fingers. The NDS is backwards compatible with Nintendo’s GameBoy Ad-
vance. For multi-player games, the Nintendo DS employs a subset of IEEE 802.11b
for wireless communication. It supports only data frames with short preambles and
communicates at speeds of 1 and 2 MBit/s, possibly with a lower than normal signal
strength to save power[29]. Another reason for that behaviour could be that the Nin-
tendo DS broadcasts its frames so that only the basic rates of IEEE 802.11b[30] can be
used. The Nintendo DS supports up to 16 concurrent players which can communicate
through an ad-hoc network or WLAN access points. As for the PSP, the Nintendo DS
allows networked play with only one copy of the game in the network, called “DS
Download Play”. However, not all NDS games support DS Download Play but require
that all players have their own copy of the game inserted into their consoles. Again,
some games support only a reduced set of functionality when used in DS Download
Play mode. Additionally, DS Download Stations give game stores the opportunity to
provide free demo of new games to potential customers. Technically, download sta-
tions work in the same way as DS Download Play – DS Download Stations simply
contain a couple of Nintendo DS devices with special software cartridges. Currently,
there is no freely available information on the technical details of DS Download Play.
More on WLAN and game traffic analyses with respect to the Sony PSP and the Nin-
tendo DS can be found in [29]. In addition to player multi-player games, both consoles
also allow to play a single-player game with or against the computer.

Besides dedicated consoles, most mobile phones can also be used for entertainment.
This includes so called smartphones as well as ordinary mobile phones. In 2003, the
finish telecommunication company Nokia developed its Nokia N-Gage, a combination
of a mobile phone and a portable video console. For smartphones, games are developed
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specifically for their operating system, e.g. Symbian OS, Windows Mobile or iOS.
Most other mobile phones can run Java-based games. Because Java games can support
lots of mobile phones from different manufacturers, a variety of single or multi-player
games exist. Examples of such games are Tetris or Poker. But also MMORPGs can be
played on mobile phones, either as a game specifically designed for that platform or
in addition to a PC-based game. From the network point of view the variety for multi-
player games ranges from games that exchange messages over SMS to games that use
their GPRS/UMTS link to communicate with servers in the Internet. In between, there
are peer-to-peer multi-player games that communicate directly between two mobile
phones via Infrared, Bluetooth or WLAN. In [31] and [32], we introduced a mobile
gaming platform designed for the 3GPP IP Multimedia Subsystem (IMS) in UMTS
networks. For directly-controlled multi-player games or latency-sensitive applications
in general today’s GPRS networks are unsuitable because of the high round trip times
which often reach 700 ms or above. To a lesser extent, the same is true for UMTS
networks. With UMTS, the round trip times of GPRS are roughly cut in half but this is
still too high for fast-paced games. Thus, most multi-player games for mobile phones
operate in a round-based fashion when using these networks. This restriction however
does not affect peer-to-peer multi-player games. Besides common game genres like
card or trivia games, mobile phones were among the first device that offered location
based games which includes the users’ current location as one parameter in the game.
The position is either gathered from an integrated GPS chip, from the position of the
network cell currently used by the phone, or through delay measurements from differ-
ent GPRS/UMTS base stations. A list of location-based games can be found in [33]
and [34].

Finally, mobile gaming allows for a number of new genres that enables the player to
integrate the real world into the game. In related work, the terminology ’pervasive
games’ can be found for these new game types. Such genres include the aforemen-
tioned location-based games and augmented reality games. In [35] and [36], a mobile
version of the well known game Pacman called ’Human Pacman’ is presented. Players
can take the role of Pacman or that of a ghost. Pacman’s task is to collect all cookies
in the game while the goal of the ghost is to catch Pacman. The cookies are superim-
posed on Pacman’s view of the world as can be seen in Figure 2.4(a). The equipment
for a player is shown in Figure 2.4(b). In includes a head-mounted display, a backpack
for the required computer hardware and batteries, and several sensors which allows to
detect if a ghost has actually catched Pacman. With this prototype, all players com-
municate with a centralized server through wireless LAN. Another example of a new
game type is Real Tournament[37]. The goal of this game is to catch several monsters
in a public park. The game is designed so that multiple players are required to catch
them in a group effort. Each player is equipped with an iPAQ PDA which shows the

24



2.4. Mobile Gaming

(a) View of Pacman (b) Pacman Hardware

Figure 2.4.: Human Pacman by the Mixed Realtiy Lab, Singapore (from [38])

position of all monsters as well as other players. In contrast to Human Pacman, the
monster are not played by any players but are computer generated and exist only on
the display of the PDAs. All players move through the park and regularly update their
location which is determined by GPS. All Real Tournament clients communicate with
a central server by GPRS.

Other trends, like the Nintendo’s WII video console follow a different approach. Here,
the player holds a game controller in his hand while an infrared camera in the controller
detects multiple infrared light sources mounted on top of the display unit (usually a
TV set). Images from the camera are then used to determine the exact position of the
controller in the room. Further, an accelerometer gives additional sensor feedback.
Information from the controller is transmitted back to the game console wirelessly
via Bluetooth. The game console itself is stationary and usually connected to a TV
set. However, the WII shows the latest example of gaming devices with integrated
sensors which allow for the inclusion of real-world information into a game. Sensors
such as localization/positioning, acceleration and tilt as well as other data from the
environment of a player can complement a game with enhanced reality and immersion.
Hence, we see the addition of environmental or personal sensors as an important step
in the evolution of computer games in general. Together with the newly achieved
freedom of mobility, this development could lead to new game types where players
can freely move around and where interaction with the real world is an essential part
of the game itself.
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2.4.2. Scenarios

Generally, scenarios are important because they define the neighbourhood and the en-
vironment of an application. From a given scenario we can deduce not only informa-
tion about the general condition of the network but also about the number of network
users, possible background traffic, mobility and many other parameters. We believe
that comprehensive scenarios are essential for a realistic evaluation of any application
or algorithm. As an example, it is a fair assumption that rather few people will play
multi-player games during business meetings or a lecture class but the majority will
enjoy them in their spare time. Also, when at home, it makes more fun to play a sophis-
ticated game on a desktop computer or game console which is attached to a big screen
than on rather tiny displays of a mobile device. Therefore, on the following pages, we
will introduce three different scenarios which we believe are plausible plots for mobile
multi-player gaming. The general idea behind all scenarios is that the player needs to
have the opportunity as well as the ability in a particular situation to play a game.

In our first scenario, we narrow down our focus group to pupils or students because we
believe that in the beginning new game ideas and technologies will be mainly success-
ful with young people. Therefore, we propose a school yard to be our first scenario.
Here, between classes, students come together on the school yard to occasionally play a
multi-player game. We believe that among other activities during breaks, multi-player
computer games will become a factor in this scenario if they are not already.

In our next two scenarios we focus on the main advantage of mobile gaming which
is that you can play them wherever you are. This is especially interesting when you
are on the move because you often do not have any network infrastructure to rely on.
Hence, we have chosen a train station and a train ride as scenarios for mobile gaming.
In both scenarios the player has the opportunity to play a game because he waits for
his train to arrive or to reach its destination. On the other hand, when traveling on the
train the player has the ability to play the game because he is able to pay the necessary
attention to the game.

In all three scenarios, players usually do not have access to any PC or fixed game
consoles. Also, while the occasional access to the Internet may exist in any scenario
through WLAN access points or mobile networks, availability may be intermittent
and access is often not free of charge. While our scenarios do not imply a claim of
completeness, we have specifically chosen both indoor and outdoor scenarios which
exhibit many different characteristics. While we focus on multi-player games for our
scenarios, the scenarios are valid for many other mobile multi-user applications as
well.

We define a scenario as the combination of a location together with the environmental
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factors and contexts that come with it. We will scatter our mobile devices and users
across the scenario to measure the behaviour of our game application algorithms. From
a scenario, we collect a variety of parameters, first and foremost, the size and shape
of the area. Other parameters include the number of people inside and outside the
area of interest, their likely movement pattern and speeds as well as the presence and
kind of background traffic. But there are limits to what can be concluded from our
scenarios. E.g., the penetration of mobile devices and the percentage of devices which
are switched on at the same time cannot be directly determined by looking at our
scenarios. For the purpose of this thesis, we will estimate these parameters.

Scenario 1: Schoolyard

For this scenario, we take a look at a medium-sized german grammar school with
600 pupils with an outdoor school yard. Without loss of generality, we define our
school yard to be an rectangular area with a size of 200 m× 100 m. We assume a
penetration of 5–10 % which results in 30 to 60 devices on the school yard. School
breaks usually last between 5 and 30 minutes with 15 or 20 minutes being the typical
duration for larger breaks. We therefore, define a standard time of 15 minutes for our
scenario.

Figure 2.5 shows an example of a german school yard. It often contains trees and
is enclosed by buildings on some sides which may affect wireless communication.
While all players could scatter across the school yard, we believe that they will stay
close together to enjoy the company of their fellow players. In cases where the game
allows one or more teams to compete against each other, we expect a grouping of
players either close to their respective team members or as whole group. Besides such
clustering of players, we include the occasional remote player where he/she stands or
sits alone and focuses on the game. Also, we believe that movement in this scenario
will be low when traditional multi-player games are played as to prevent players from
walking into things. However, with location-based or augmented reality games that
exploit the fact that the user is able to move during the game, we will most likely
see lots of movement of all players. Most likely in these cases, players will move on
foot. Hence, we propose to use the Gauss-Markov movement algorithm with speeds
of up to 4 m/s to simulate pedestrian movement. Despite that, we assume that in our
schoolyard scenario traditional multi-player games are used and that players will hold
their positions during the game. Regarding background traffic, we assume that we have
only small and not significant background traffic on our school yard. In combination
with our stationary players, our school yard scenario can be considered close to a best-
case scenario for mobile gaming.
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Figure 2.5.: A school yard

Scenario 2: Train station

For the second scenario, we take a look at a train station where people walk from
and to the train platforms or wait on platforms for their train to arrive. Similar to the
first scenario we assume that players do not move during the game as not to walk into
things or other people. We also assume a penetration ratio of mobile devices of 5–10%.
We use an area of 150× 350m2 for our train station which resembles a medium-sized
station. In order to achieve a suitable number of mobile devices, we assume 200 people
be present in this scenario which is not unreasonable during rush hour. Because trains
run according to a fixed schedule, people usually spend a limited amount of time at the
station to get either on or off a train. We consequently set a duration of 15 minutes for
this scenario.

The train station is an indoor area where walls can influence or shield wireless trans-
missions. Furthermore, a train station may have an existing wireless infrastructure
network such as a WLAN that allows visitors access to the Internet or is used for inter-
nal purposes. Communication from or to this infrastructure may interfere with trans-
missions from our game if both utilize the same frequency. For data traffic between
platforms, communication may be impaired if a train blocks the line of sight between
the communication partners. The effect is shown in Figure 2.6 where a WLAN link
between two platform was impaired by a train. Finally, electromagnetic noise from
the overhead line, the engine of an electric locomotive or other equipment also has a
negative effect on wireless communication.
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Figure 2.6.: Signal strength and data rate between two train platforms

In contrast to the school yard scenario, at the train station other people are participating
in the wireless network as well. There could be people using different applications
which again communicate directly over the wireless network or talking to computers
in the Internet through existing infrastructure at the station. Some examples of that
traffic can be business people sharing an important company document with each other
or a visitor just surfing on the Internet. From the point of view of the game, data from
these applications is considered background traffic which competes with our game
traffic for the use of the wireless channel. Also, in contrast to our players, background
nodes are able to freely move around at the train station. This comes from the fact that
mobile devices may communicate without any user interaction, e.g. synchronising
email, which leaves the possibility for their owners to walk around. We also utilize the
same pedestrian mobility model that we used in the schoolyard scenario.

Scenario 3: Train ride

For the train scenario, we use a common long-range InterCity train like the ICE 3 built
by Siemens/Bombardier/Adtranz. This particular train type is often used with eight
coaches which are each 3 m wide and have a combined length of 175 m[39]. This
train has a standard capacity of 431 seats. Assuming that two thirds of these seats are
occupied, which is a reasonable assumption for popular connections, our ICE 3 has
287 people on board. With our standard penetration ratio of 5–10 %, we have between
15 and 30 mobile devices operating on our train or approx. two to four devices per
coach. For our train ride we use a scenario duration of 60 minutes. The train scenario
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Figure 2.7.: A train platform with an InterCityExpress

is characterized as an indoor scenario. Inside a coach wireless communication may be
influenced by the interior design of the coach and other passengers. Wireless commu-
nication in a straight line-of-sight is possible only in exceptional cases. Between two
coaches, the wireless signal is attenuated by the metal shell of the coach itself. In our
WLAN measurements, we found that inter-coach communication to be problematic
and significantly impaired with today’s hardware as can be seen in Figure 2.8.

In this scenario, two different situations should be distinguished. First of all, during
the train ride, people usually sit at their seats and do not move often. The second
situation is a stop at a train station when people get on or off the train and in the
following minutes while they make their way through the coaches. So again, players
are not expected to move during their game and the mobility of background nodes is
also low as long as the train is on the move. Again, people travel on foot and because
the environment is narrow we assume a reduced maximum speed of 2 m/s. During the
ride, user mobility is generally restricted forwards and backwards along the center line
of the train.

In this scenario, we expect a number of other nodes that operate concurrently with our
multi-player game. We expect file sharing between two nodes and Internet access to
be among the top applications during a train ride. In Germany and as of June 2011,
Deutsche Bahn has equipped 69 ICE trains with wireless Internet access which is of-
fered in cooperation with T-Mobile on four different routes across Germany[40]. We
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Figure 2.8.: WLAN measurement results inside a train

Figure 2.9.: First classs coach of an InterCityExpress (ICE2)
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Scenario Node density Mobility Background traffic Obstacles
Schoolyard o o – o
Train station - + + +
Train ride + – + ++

Table 2.2.: Scenario comparison

will use between 7 and 15 nodes for background traffic which represents between 25 %
and 75 % of all mobile devices in the train. As the train travels through cities and the
countryside rapidly, other wireless stations outside the train may influence wireless
transmissions inside the train or even come in contact with devices in the train. De-
pending on the direction of travel, the relative speed between such two devices may be
up to 100 m/s.

2.5. Evaluation criterias

Table 2.2 shows the different characteristics of all three scenarios in comparison. We
can see that each scenario has its own challenge. For the node density, we calculated
the number mobile devices present in relation to the area size in the specific scenario.
We designed our scenario for multi-player games so that they fit the requirements of
games available either on existing game consoles or on PCs today. This action specifi-
cally does not take any special requirements for new mobile game genres into account.
Especially, we decided that players do not move during the game as interaction with
the environment is not required during the game. We have specifically chosen this
path in order to limit the amount of different mobile gaming scenarios and because the
detailed network requirements for location-based and augmented reality games are not
yet clear. Table 2.3 shows a more detailed list of the parameters for our three scenarios.

As application for this thesis we have chosen the CounterStrike, a directly-controlled
multi-player game and a fast-paced first-person shooter that has high network require-
ments. In [3] we have shown that a round-trip delay of 150 ms is acceptable for Coun-
terStrike and that the game can cope well with delay variation of a similar extent. [8]
showed that CounterStrike sends and receives 20 packets per second thus using a total
bandwidth of 4 kbit/s per client. There are no specific requirements regarding the max-
imum tolerable packet loss for CounterStrike in related work. However, similar games
like Unreal Tournament or Quake 3 allow for packet loss between 3–5 % before the
gameplay is noticeable impaired for the user[13][2]. Therefore, we also use an upper
limit of 5 % for packet loss with CounterStrike.
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Schoolyard Train Station Train
Size of area (w × l) 200 m× 100 m 150 m× 350 m 3 m× 175 m

Main obstacles Trees Walls Other people
Buildings Trains Carbodies

People (total) 600 200 287

Device penetration ratio 5 – 10 %

Nodes running
game application 30 – 60 5 – 10 7 – 15
other apps (background) none 5 – 10 7 – 15

Mobility (background nodes)
Model N/A Gauß-Markov Gauß-Markov
Node speed N/A 0− 4 m/s 0− 2 m/s

Other movement N/A N/A up to 100 m/s

Time 15 min. 15 min. 60 min.

Table 2.3.: Parameters from the scenarios

In [3] we have also shown that the user’s impression on the network parameter re-
quired for a multi-player game can differ from its real requirements. Still, we believe
that achieving the aforementioned network characteristics in a wireless networks is
sufficient to support any mobile multi-player games. Later, in Chapter 6, we create
mobile gaming scenarios and evaluate the performance of a multi-player game based
on information from this chapter.

2.6. Problem statement

In the remainder of this thesis, we focus on current multi-player games as an example
of latency-sensitive and interactive applications. Ensuring the timely delivery of data
for these applications or a certain application-specific quality of service for data com-
munication can sometimes be difficult. In the Internet, this problem is often solved by
overprovisioning. If more than enough bandwidth from source to destination is avail-
able at all times, no bottlenecks occur. In wireless networks, the bandwidth available
to applications is several orders of magnitude lower than in the Internet. Here, if too
many users access the wireless network concurrently or some applications have high
bandwidth demands, congestion can happen easily. In a wired network, this problem
can further be alleviated if network links are used by a single computer only, e.g. in
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a switched network. Wireless networks are a shared medium by principle and every
sender influences other wireless stations in its vicinity. For these reasons, applications
that work well in the Internet do not necessarily work well in wireless networks. This
is especially true for applications that have a certain demand on the quality of the net-
work, such as multi-player games or latency-sensitive applications in general. Finally,
user mobility introduces additional problems that do not exist in wired communication.

Wireless networks often work by using a centralized base station which controls and/or
coordinates access to the network. All traffic between two wireless stations as well
as all data to the wired network always runs through these base stations. While a
centralized system can help against some problems in wireless networks, they are not
available everywhere. Moreover, maintaining a wireless infrastructure is expensive,
thus access to those networks is often not free of charge. Wireless ad-hoc networks
that are used by today’s mobile game consoles communicate between mobile devices
and can be created on demand. Still, they are not able to span larger distances because
they need to communicate directly.

In this theses we aim at enabling multi-player gaming in mobile networks without the
need for any wireless infrastructure. As discussed in this chapter, we hereby focus on
existing mult-player games that are used in the Internet today. To achieve that goal, we
aim at creating a flexible server-based architecture for mobile gaming which includes
redundancy, supports mobility and is scalable. We further look into methods how
wireless communication for latency-sensitive applications can be enhanced without
penalizing other traffic at the same time.

2.7. Chapter Summary

In this chapter we discussed different latency-sensitive applications in which two or
more users interact with each other. A popular example of this type of application are
multi-player computer games which we will use as an example for the remainder of
this thesis. They have a variety of network requirements ranging from modest round-
based games to fast-paced games where the user directly controls his avatar. Through
our own work and from related work, we conclude that such an application requires a
round-trip delay of less than 150 ms and a maximum packet loss of 5 %.

We then discussed the state of the art in mobile gaming where games are played on
mobile gaming consoles like the Nintendo DS or nowadays on an increasing number
of smartphones. Existing wireless technologies like WLAN or Bluetooth are used to
communicate between devices in a peer to peer fashion. Mobile users that play with
each other therefore need to stay in close proximity to each other to allow a direct

34



2.7. Chapter Summary

communication between devices. We believe that today mobile gaming dominantly
takes place in specific scenarios that are characterised by the lack of a larger, more
advanced gaming devices and that give the user the opportunity to play a game. We
presented three different scenarios namely the schoolyard, the train station and the
train ride scenario

Finally, we briefly present the problems that latency-sensitive applications on mobile
devices have with their specific network requirements in wireless networks. We con-
clude this chapter by presenting our goal to create and select the necessary architecture
and technology to support existing multi-player games in realistic mobile scenarios us-
ing a wireless network.
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Providing a suitable network for multi-player games in particular or latency-sensitive
applications in general is a challenging task. Luckily, with advancement in data trans-
mission technologies as well as increasing capacities in routers and bridges, the Inter-
net of today offers high bandwidth and low latency across countries and to a certain
extent continents to suit their needs. In mobile ad-hoc networks, such resources are
still scarce and limited. Furthermore, radio networks have their unique characteristics
and problems that have to be taken into account. New challenges such as mobility
ask for a new kind of architecture that relies on a distributed rather than a centralized
approach.

In the following chapter we will introduce wireless technologies and concepts as well
as communication architectures that we use for our work. We will present existing
approaches, discuss their problems and point out solutions where possible. We have
divided this chapter into two major parts. Firstly, we provide background informa-
tion on wireless radio technologies and mobile networks. We start by giving a brief
overview of the wireless local area network (WLAN) protocol family that we will
use in our evaluation later on. We put special emphasis on problems that latency-
sensitive applications encounter in these networks. Furthermore, we take a brief look
at mobile ad-hoc networks (MANETs). We then move on to communication architec-
tures. We present existing architectures from the Internet as well as related work for
new approaches in mobile ad-hoc networks. We also examine architectures for multi-
player games. Finally, we present our zone server architecture as a scalable approach
for multi-player games in mobile ad-hoc networks that provides redundancy, supports
mobility and allows data aggregation to save bandwidth.

3.1. IEEE 802.11 Wireless Local Area Networks

To support mobile clients, a radio communication protocol is required that deals with
the special characteristics of the wireless channel. One well-known example of such
protocols is Wireless LAN according to the IEEE 802.11 standard. In this thesis we
will use the terms ’Wireless LAN’ and ’WLAN’ as synonmys for this IEEE standard.
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WLAN can be used to build mobile ad-hoc networks with high data rates and cor-
responding small transmission times and therefore low latencies. We will introduce
Wireless LAN and mobile ad-hoc network in a bottom up approach, starting with the
radio communication protocol before we move up to a more general view of mobile
ad-hoc networks. In this section, we begin by giving a brief introduction and overview
of the Wireless LAN family. We then move on to specific radio communication issues
that result in a different network behaviour when compared to common wire-bound
networks. We hereby put our focus on latency and fairness which can have a significant
impact on latency-sensitive applications. We conclude this section with a theoretical
analysis of the capacity of a wireless network using a multi-player game.

3.1.1. Introduction

The IEEE 802.11 Wireless Local Area Network (Wireless LAN or WLAN) standards
family was originally created to complement or replace wired local area networks. It
was specifically designed to work seamlessly with existing wired IEEE 802.x tech-
nologies such as e.g. Ethernet[41] or Token Ring[42]. All mentioned technologies
share the same higher layers starting from logical link control (LLC) upwards. Details
that are relevant to a specific transmission technology vary only in the physical layer
and the medium access control sub-layer. Thus, data transfer between different tech-
nologies can be done with a simple bridge device rather than a more complex gateway.
WLAN uses a method called Carrier Sense Multiple Access with Collision Avoidance
(CSMA/CA) instead of collision detection as in wired Ethernet. This is due to the
nature of the radio medium which does not allow to detect collisions reliably.

In 1997, the Institute of Electrical and Electronics Engineers (IEEE) approved the first
WLAN standard IEEE 802.11[43]. It allows transmission rates of one and two MBit/s
and works in the 2.4 GHZ frequency band which is license-free for industrial, scien-
tific and medical purposes (ISM radio band). 802.11 describes three different physical
layers: Distributed Sequence Spread Spectrum (DSSS), Frequency Hopping Spread
Spectrum (FHSS), and infra-red. In the course of further development of WLAN,
DSSS has become the most important physical layer for WLAN. Newer WLAN en-
hancements do not consider FHSS or infrared transmission modes any longer. To in-
crease resistance to interference, DSSS spreads the wireless signal across frequencies
using an 11-chip Barker code.

Two years later in 1999 two additional standards were published. IEEE 802.11b
extends the original standard with two additional high-speed data rates of 5.5 and
11 MBit/s while remaining downwards compatible. 802.11b also proposes a shorter
frame format that reduces the initial synchronization in the preamble by more than
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Figure 3.1.: IEEE 802.11b frame format with short preamble

50 %. Figure 3.1 shows both frame formats and includes both preamble and header
of the Physical Layer Convergence Protocol (PLCP) as well as data. Preamble and
header are transmitted at comparatively low data rates to ensure carrier sensing as well
as successful reception at the receiving side. The second standard published in 1999
was IEEE 802.11a which uses orthogonal frequency division multiplexing (OFDM)
and allows data rates up to 54 MBit/s. This standard operates in the 5 GHz band and
did not achieve widespread popularity because this frequency band is regulated in most
countries. Consequently, an OFDM-based WLAN standard for the 2,4 GHz ISM band
was developed in 2003. This standard is called IEEE 802.11g and is basically an adap-
tion of 802.11a for the lower frequency band with only minor changes. It inherits the
same data rates and properties from its predecessor as well as a slightly different frame
format. However, additional features were specified for 802.11g to allow coexistence
with existing WLAN implementations based on 802.11b. Today, most WLAN devices
support either the 802.11b/g or the 802.11a/b/g standards.

In recent years, additional WLAN variants have been developed or are in the pro-
cess of being standardized. Most notably, the new multiple-in multiple-out (MIMO)
WLAN specification IEEE 802.11n (draft standard) offers even higher data rates and
is believed to become the successor for 802.11a/b/g. Other WLAN developments tar-
get specific problems such as long-range point-to-point links or individual scenarios
like inter-vehicular communication. Table 3.1 gives an overview of current and future
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IEEE Year ISM
Standard published band Frequency Gross data rate

802.11 1997 yes 2400 – 2485 MHz up to 2 MBit/s
5150 – 5350 MHz

802.11a 1999 no 5470 – 5725 MHz up to 54 MBit/s

802.11b 1999 yes 2400 – 2485 MHz up to 11 MBit/s
802.11g 2003 yes 2400 – 2485 MHz up to 54 MBit/s
802.11n 2009 yes 2400 – 2485 MHz up to 600 MBit/s
802.11p 2010 no 5850 – 5925 MHz up to 27 MBit/s (est.)
802.11y 2008 no 3650 – 3700 MHz up to 54 MBit/s

Table 3.1.: WLAN transmission standards

WLAN standards.

WLAN uses a number of different waiting times between subsequent transmissions
so called inter-frame spaces (IFSs). They are used as guard intervals and to priori-
tise channel access for different kinds of transmissions. Two examples of inter-frame
spaces are the distributed inter-frame space (DIFS) and the short inter-frame space
(SIFS). DIFS is the time that a sender has to wait after any data transmission before
it can start competing with other channels over channel access. It thus defines the
minimum waiting period between the transmissions of two different stations. For uni-
cast data, WLAN uses acknowledgments that provide feedback to the sender that the
data packet has been received successfully. Such acknowledgments are expedient be-
cause interference is quite common on radio channels. In order to be able to give that
feedback in a timely manner after the packet has been received, acknowledgements
have a higher priority than ordinary data packets. This preference is expressed by
using a shorter waiting period (SIFS) which ensures that acknowledgements always
directly follow their corresponding data packets. Other prospective senders would
have to wait the longer DIFS period which eventually results in a back-off because
the medium is occupied by the acknowledgment. SIFS and DIFS are not the only
inter-frame spaces defined in the various WLAN standards although their counterparts
work accordingly. WLAN introduces an inter-frame space between all transmissions
so smaller data packets have more protocol overhead than larger ones.

Most WLAN networks use contention-based medium access using a Distributed Co-
ordination Function (DCF) that treats all stations and their data in the same way. Nev-
ertheless, data from one application, e.g. a video streaming application that the user is
watching, may be more important with respect to bandwidth and timely delivery than
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data from an backup application.To allow differentiation and prioritization of traffic,
two standard methods are defined. First of all, the point coordination function (PCF)
allows an access point, the point coordinator, to arbitrate the medium. PCF uses a
superframe comprising a contention-free period and a contention-based one. During
the contention-free period, the point coordinator polls data from all stations similar to
a TDMA scheme thereby guaranteeing a suitable service schedule. PCF is part of the
original IEEE 802.11 standard, but its implementation is optional. It has not seen any
relevant distribution and is hardly implemented in any commercial WLAN product
today.

In November 2005, the IEEE published the 802.11e standard[44] which amends the
MAC with Quality of Service (QoS) enhancements. It introduces a third coordination
function: The Hybrid Coordination Function (HCF). Similarly to existing coordination
function, HCF comprises a contention-based channel access (Enhanced Distributed
Channel Access or EDCA) and a controlled channel access (HCF Controlled Channel
Access or HCCA) variant. The latter function uses a hybrid coordinator to arbitrate
channel access and generally resembles PCF. Again like PCF, it is also defined as op-
tional. On the other hand, EDCA provides distributed channel arbitration with traffic
prioritization in eight categories[45]. Data can be classified into eight different traf-
fic categories which are specifically designed to match user priorities defined in IEEE
802.1d[45]. Every two traffic categories are dedicated to specific purposes which are
in ascending order of priority: Background, best effort, audio, and video traffic. Chan-
nel access prioritization is controlled in a distributed fashion by using shorter or longer
inter-frame spaces (IFS) between transmissions. EDCA offers no additional QoS fea-
tures beyond traffic prioritisiation. More information on WLAN and its standards can
also be found in [46] and [47].

Using WLAN for latency-sensitive applications has several implications because of the
available bandwidth and how the medium is accessed. During the following sections
we will take a look at the implications of using WLAN for latency-sensitive appli-
cations. We will especially examine the impact that different traffic patterns have on
fairness between stations in WLAN, look at latency and provide a capacity estimate
for latency-sensitive applications.

3.1.2. Fairness

To provide for a distributed and preferably collision-free medium access, 802.11 DCF
uses an algorithm that defines how stations compete for the medium during con-
tention periods. This slotted binary back-off algorithm also controls a fair access to
the medium. Before a station can send, it senses the channel to assess whether it is
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free or busy. After the medium has been free for at least a period of DIFS, the station
randomly selects a number of slots to wait before transmitting within the contention
window. This randomness reduces the number of collisions if multiple stations have
data to send. The station with the smallest random slot number wins the contention
phase hence send its data first. All other stations will then back off as the medium is no
longer free while retaining their current number of slots to wait for the next round. This
approach increases the chance of stations that had to back off to be able to win access
to the channel at the next opportunity therefore creating fairness between stations.

In the Internet data is often transmitted with packets close to the Ethernet Maximum
Transfer Unit (MTU) of 1,500 bytes. Another common packet size is smaller than
100 bytes which is used for protocol management such as TCP acknowledgements or
requests for data such as DNS[48, 49] or HTTP[50] requests. Latency-sensitive ap-
plications often use small data packets to reduce buffering delay and increase respon-
siveness for the user. Table 3.2 shows average packet sizes and data rates for different
applications. The numbers shown here are for wired Internet traffic and may not be
exactly be the same as for future applications in wireless LANs and/or mobile ad-hoc
networks. However, we believe them to be applicable as packet size distribution in the
Internet did not change significantly over the last 10 years[51, 52].

Fairness achieved by WLAN’s back-off algorithm is solely based on the number of
MAC frames a station can send. If simililar traffic patterns are assumed, this means
that all stations can send an equal number of frames if measured over a longer time.
WLAN fairness methods however ignore differences in frame sizes or transmission
rates that occur in real-world applications. Thus, the binary back-off algorithm creates
multiple drawbacks for latency-sensitive applications which we will briefly discuss in
the following paragraphs.

Latency-sensitive applications have to sent more and smaller packets when compared
to other applications to reduce delay and increase responsiveness. Thus, they use the
medium inefficiently because of a larger protocol overhead. It is a common fact that
because the per-packet overhead is constant, the most efficient use of a medium is with
MTU-sized packets. However, if we ignore the overhead for a moment and take only
the payload into account, wireless LAN still favours larger packets. This is because
WLAN uses a contention system that provides fairness on a per-node level. Basi-
cally this means that in the long term, it aims at balancing the number of packets that
each individual stations can sent. Thus, if we take a standard TCP connection con-
sisting of 1,500 byte data and 52 byte TCP acknowledgment packets and compare it
with multi-player game traffic of Counter Strike (see Table 3.2) in a wireless LAN, we
can calculate that TCP’s throughput is 7.7 times greater. However, this initial result is
biased because it ignores differences in protocol overhead.
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Common
Application packet size(s) Direction Characteristic / Rate

Internet [51] < 100 bytes n/a ≈ 50 % of all pkts

(various appl.) > 1,300 bytes n/a ≈ 40 % of all pkts

Counterstrike[8, 53] avg. 82 bytes client→ server 24 packets/s

avg. 127 bytes server→ client 18 packets/s

Quake III[54] 82 - 166 bytes client→ server 20-90 packets/s

60 - 120 bytes server→ client 20 packets/s

VoIP G.711[55, 56] 160 bytes bidirectional 2×50 packets/s

VoIP G.729[57, 56] 10 bytes bidirectional 2×10 packets/s

Table 3.2.: Common packet sizes and traffic characteristics for applications

To better understand the differences between TCP and Counter Strike game as well as
VoIP traffic, we have developed a theoretical WLAN simulation model that calculates
how long the medium is occupied by a station. It calculates the transmission time for
every single frame and includes details such as transmission rates, inter-frame spaces
and the contention period. Latter is determined by calculating the average waiting time
in the contention period based on the minimum and maximum values of the congestion
window. Therefore and for the purpose of this analysis we defined the time period for
which the medium is occupied by a transmission as follows:

tframe = tbackoff + tdata + tack

with

tbackoff = tDIFS + (CWmax − CWmin) ∗ tslot

tdata = tphyhead
+ tmachead +

payload

payload data rate
+ tpadding + tphytail

+ tmactail

tack = tSIFS + tphyhead +
802.11 acknowledgement

ack data rate
+ tphytail

In this calculation, the padding time and the time for the physical tail are zero ex-
cept for 802.11g data rates. With 802.11g padding may become necessary because
data is transmitted not in bits but in symbols which have a fixed bit length for each
transmission rate. Our model provides accurate medium occupancy times for WLAN
transmissions except for the calculation of the back-off time. The exact duration of
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IEEE 802.11b

Transmission Rate 1 Mbit/s 2 MBit/s 5.5 MBit/s 11 MBit/s

CounterStrike game traffic 20.9 % 24.5 % 32.1 % 37.9 %

TCP traffic 79.1 % 75.5 % 67.9 % 62.1 %

Game vs. TCP 1 : 3.8 1 : 3.1 1 : 2.1 1 : 1.6

G.711 VoIP traffic 24.5 % 27.5 % 34.1 % 39.1 %

TCP traffic 75.5 % 72.5 % 65.9 % 60.9 %

VoIP vs. TCP ratio 1 : 3.1 1 : 2.6 1 : 1.9 1 : 1.6

IEEE 802.11g (selected transmission rates)

Transmission Rate 6 Mbit/s 18 Mbit/s 36 Mbit/s 54 Mbit/s

CounterStrike game traffic 25.0 % 33.8 % 39.3 % 42.1 %

TCP traffic 75.0 % 66.2 % 60.7 % 57.9 %

Game vs. TCP ratio 1 : 3.0 1 : 2.0 1 : 1.5 1 : 1.4

G.711 VoIP traffic 28.0 % 35.4 % 40.2 % 42.6 %

TCP traffic 72.0 % 64.6 % 59.8 % 57.4 %

VoIP vs. TCP ratio 1 : 2.6 1 : 1.8 1 : 1.5 1 : 1.3

Table 3.3.: Medium occupancy ratios for competing stations on an unimpaired wireless
LAN
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the contention period is difficult to calculate because it depends on whether there was
an immediate previous transmission or collision in the network. Hence, we use a sim-
ple approach to estimate the duration of the contention window which assumes no
collisions and the existence of a prior successful transmission which should be close
enough for a wireless network with medium load.

We use our medium occupancy time model to compare the times of two station pairs
running different applications. The first station pair either uses the multi-player game
CounterStrike or VoIP traffic according to the G.711 encoding that are both described
in Table 3.2. The station pair that simulate CounterStrike traffic uses client-server as
well as server-client traffic characteristics. The VoIP station pair uses the same kind
of traffic for both directions. The second station pair creates a TCP stream with 1500
bytes segments with TCP acknowledgements in the opposite direction. We calculate
the time it takes to send and receive 10,000 data frames with different data rates for
each station pair. Because of WLAN’s per station fairness, we can assume that all
data frames are distributed fairly between all stations. However, due to overhead from
the lower layers and the differences in data payload, the medium occupancy ratio are
not evenly distributed. Table 3.3 shows the result of our calculation. We can see
that the TCP stream occupies a larger amount of medium utilisation time which can
be up to 3.8 times higher than game traffic. This ratio decreases with higher data
rates which reduces the impact of overhead of lower layers. Because 802.11b and
802.11g use different transmission schemes (DSSS vs. OFDM), the results cannot
be compared directly between both technologies. We can see from our analysis that
per-frame fairness of WLAN’s back-off algorithm neither provides an equal share of
throughput nor medium access time to latency-sensitive applications. Although, this
difference is alleviated by higher transmission rates. For latency-sensitive applications
like multi-player games or VoIP this means that stations running applications with
other traffic characteristics are able to use more network resources than their equal
share.

Another point is that wireless LANs cannot guarantee any time-limited transmission
for latency-sensitive applications due to the nature of a contention-based access scheme.
Therefore, transmitting larger packets with small transmission rates can present addi-
tional problems for latency-sensitive applications because they occupy the medium
for a disproportionate long time. As WLAN defines no explicit upper time limit be-
sides the maximum frame size for how long a station can transmit after it has won
the contention phase, other stations have to wait until the end of the current trans-
mission before they have the chance to compete for channel access. For example, a
station transmitting 1,500 bytes at 1 MBit/s takes 12,8 ms from the time it has won the
contention period until the channel can be used again. Keeping in mind that WLAN

45



3. Technologies & Architectures

provides fairness between the number of transmissions of individual stations and the
fact that collisions may occur, noticeable delays for transmission from a specific sta-
tion may occur even with a small total number of competing stations. This problem has
been addressed by WLAN’s QoS extension[44] which introduces transmission oppor-
tunities (TXOPs) for high priority data. With TXOPs, stations can occupy the channel
for a specific amount of time which allows them to send either one large packet or sev-
eral smaller ones. Packets with low priority on the other hand retain their original right
to send a single frame. But because IEEE 802.11e increases the chances that a station
with high priority data wins the contention phase, the problem is still alleviated. While
WLAN’s QoS extensions have been published in 2005, still only a few drivers and
fewer applications make use of IEEE 802.11e today. Besides contention frame loss is
also a contributor to end-to-end delay and delay variation for acknowledged unicast
transmissions.

Related work on Fairness

Fairness in 802.11-based WLANs has been widely discussed in related work. In the
following, we introduce and discuss publications from selected areas in that field. A
number of publications study the effect of unfairness on TCP. Pilosof et al. [58] discuss
an unfairness between TCP upstream and downstream flows in IEEE 802.11 networks.
Because WLAN provides per-station fairness instead of per-flow fairness, TCP down-
loads are significantly impaired compared to uploads because the access point counts
as a single and equal station in the network but has to serve multiple wireless clients.
Pilosof et al. show that throughput ratios of eight or higher between up- and downlink
are not uncommon and that the buffer size at the base station plays an important role
in the fairness of competing TCP flows. They propose a manipulation of the adver-
tised window size at the base station to alleviate the problem. Blefari-Melazzi et al.
[59] proposed a solution based on static or adaptive rate-control mechanisms. They
evaluate their approach by measurements in an experimental ad-hoc test-bed. Leith
et al. [60] discussed the same problem but in 802.11e networks that provide different
QoS queues. They show that the unfairness can be solved by allowing TCP acknowl-
edgments unrestricted access to the channel. This enables TCP to regulate the amount
of data and provides fairness between flows. Seyedzadegan et al. [61] reviewed sev-
eral approaches that provide TCP fairness in WLANs. They differentiate existing re-
search in per-station and per-flow schemes. Thereby, approaches like e.g. DCA[62] or
fair[63] modify the medium access layer while DualQ[64] or DATC[65] are based on
different queuing and rate control strategies on each station. They conclude that most
research uses a one-flow-per-station paradigm which is not realistic.
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Another approach in related work is to deal with fairness issues on the MAC layer.
Razafindralambo and Valois[66] analysed four different back-off algorithms including
WLAN’s binary exponential back-off algorithm in a multi-hop ad-hoc scenario and
conclude that they are neither efficient nor fair. Vaidya et al. [67] propose the dis-
tributed fair scheduling protocol (DFS) which is an extension to the existing 802.11
distributed coordination function (DCF) and based on SCFQ[68]. SCFQ is a flow-
based queuing scheme and considers among other parameters the size of the packet.
The main difference between DFS and DCF is how the back-off interval is allocated.
The authors show that DFS provides a fairer allocation of bandwidth than DCF.

Other related work takes a look at fairness issues from different points of view. Berger-
Sabbatel et al. [69] looked at short-term fairness between two stations sending UDP
frames of equal size. They show in theory and by simulation that WLAN generally
provides good fairness and that it remains acceptable for an increasing number of
hosts. Heusse et al. [70] discussed the influence of stations with low transmission
rates on an 802.11b infrastructure network. They show that due to protocol overhead
involved, a single station using a transmission rate of 11 MBit/s can achieve a maxi-
mum theoretical throughput of approx. 7.7 MBit/s under ideal conditions. The author
state that if a network of nodes encounters a single node that transmits at 1 MBit/s,
the throughput of all nodes is significantly diminished down to about 1 MBit/s. They
conclude from theoretical analysis and experimentation that a host that captures the
channel for a longer time because of its low transmission rates penalises hosts with
higher transmission rates. Nevertheless, their tests were only performed with the same
traffic characteristics for all hosts. Casetti and Chiasserini[71] study VoIP traffic in an
802.11e infrastructure network. Through NS-2 simulation, they show that fairness and
throughput problems arise when the number of stations increases and traffic is classi-
fied solely based on its type. They propose to include information on the direction of
traffic as well. They use the Jain fairness index to show that their approach can achieve
a much fairer distribution of traffic.

In summarizing related work, we can conclude that fairness remains an issue with
WLAN networks. This is mainly because different scenarios and traffic patterns each
require a different kind of fairness such as per-flow fairness or an equal share of
medium access time. The problem can be alleviated by employing 802.11e QoS ex-
tensions which offer more possibilities to define how the wireless medium can be ac-
cessed. However, it does not solve the problem entirely and special considerations
have to be taken into account when classifying traffic. Many solutions have been pro-
posed in the area of back-off algorithms, coordination functions, queuing, rate-control
and custom transport layer adjustments. However, most work focuses on TCP and
the effect of different packet sizes and especially individual transmission rates has not
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been widely discussed. From our own observations, we have seen that WLAN’s per-
node fairness scheme can provide a fair medium access only when stations are sending
similar-sized packets at similar transmission speeds. Stations with larger packets or
lower transmission speeds can generally occupy the medium for a longer time than
their neighbours. For latency-sensitive applications which have to transmit their data
within the time bounds of their application, this means that the maximum number of
stations that can operate at the same time within the network is generally not fixed but
depends on the individual traffic characteristics of the neighbours.

3.1.3. Latency

For interactive applications, latency is at least as important as throughput. In this
section, we take a closer look on end-to-end delay in wireless LANs. We describe
and discuss the various sources that produce latency and differentiate them into vari-
ous categories.We already discussed in Chapter 1 that for interactive applications, the
end-to-end delay between an action and a reaction is important. In network terms
this describes the round-trip time of a communication system. Figure 3.2 illustrates
the theoretical minimum round trip time (RTT) in an 802.11b WLAN. Assuming that
the channel was occupied before, stations have to wait a mandatory DCF Inter-frame
Space (DIFS) waiting period before they are allowed to send data. Then, because the
receiver must only wait for a shorter period (SIFS), the transmission of the acknowl-
edgment is prioritized over data traffic from other stations. Without any regard for
processing time at the receiver, it sends its response after the obligatory DIFS. As soon
as the first station has completely received the packet, it can start processing its content.
Therefore, the final ACK is not added to the round trip time. Because this figure shows
the lower boundary for RTT, we omitted the initial arbitration period for our data. This
boundary for round-trip time in WLANs, however, usually cannot be achieved by real
devices. Here, additional latency from retransmissions, congestion or packet loss add
to the round-trip delay. Furthermore, station internal delays due to interrupts, packet
processing, etc. occur. The minimum round trip time for IEEE 802.11a/g networks is
basically identical to Figure 3.2 but for small changes in the composition of the data
frame.

Given a transmission speed and data size, the minimum round-trip time for an IEEE
802.11b network can be calculated accordingly to Figure 3.2. Let Rreq

p and Rresp
p de-

note the number of (re-)transmissions of the p-th request and response packet respec-
tively. E.g. a value of Rreq

3 = 1 means that the initial transmission of the third packet
was successful and that no retransmission of that specific frame was necessary. Also,
let δreq

p and δresp
p be the queuing and backoff times before the wireless channel can be
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Figure 3.2.: Theoretical minimum round trip time for IEEE 802.11b

successfully accessed and Φp the processing time of the p-th packet-pair at the receiv-
ing node. Further on, let txr(p) and ackr(p) be the times needed to transmit the p-th
packet on the r-th try and its corresponding acknowledgment respectively. Then the
round trip time is calculated as follows:

RTT (p) = T req(p) + T resp(p) + Φp with

T req(p) =

Rreq
p∑

r=1

(DIFS + δreq
r + txr(p)) + SIFS + ackr(p)

T resp(p) =

Rresp
p∑
r=1

(DIFS + δresp
r + txr(p))

In real systems, end-to-end latency is a combination of different individual delays that
occur at various layers. It can be divided into the following areas:

• Propagation & transmission delay

• Interference & retransmission delay

• Contention delay and

• OS overhead & application processing delay

In the following four paragraphs we take a look at each item in detail.

First of all, the propagation and transmission delay defines the lower bound for any
given frame and distance. But since we are usually dealing with comparatively short
distances, the propagation delay has a negligible impact on delay in single-hop wire-
less LAN transmissions (approx. 0.3µs per 100 m) . Obviously, the transmission delay
differs for different packet sizes and transmission rates. It also changes for different
standards of the IEEE 802.11 family because e.g. the length of the physical header
(preamble and PLCP) is smaller in .11g than it is in .11b. At the sender, the trans-
mission rate for each individual packet is determined by a rate adaptation mechanism.
This mechanism can e.g. take values like the packet size as well as the history for
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previously transmitted packets into account. Auto Rate Fallback (ARF)[72], its adap-
tive version called AARF, or Adaptive Multi-Rate Retry (AMRR)[73] are well-known
algorithms for rate adaptation. These algorithms perform differently under various net-
work conditions, thus influencing packet delays. Rate adaptation algorithms usually
do not distinguish different application requirements but work on a per-node level.

Furthermore, unicast data transmission in WLANs is provided by a reliable service,
where each frame must be acknowledged by the receiver. If the sender does not re-
ceive an acknowledgement for its transmission because either the data frame or the
acknowledgement were lost, the packet is automatically retransmitted. Packets can be
lost because of interference or because of collisions with frames from other stations.
Interference can come from other transmissions as well as other factors like atten-
uation, fading, shadowing, reflection, scattering, or diffraction. Most of the newer
WLAN chipsets support multi-rate retries which allows a fine-grained control over
these retransmissions. This means that the transmission rate of each subsequent re-
transmission can be controlled by the rate adaptation algorithm instead of sending a
retransmission at the same rate over and over again. For retransmissions of a single
packet the transmission rate is usually decreased with the number of retries to increase
the chance of successful reception at the receiver.

Data packets may also experience additional delay from channel contention or conges-
tion. The WLAN protocol specification provides for a contention period to arbitrate
channel access when it is likely that multiple stations are ready to transmit. In this
contention period each individual station waits a random amount of time before it is
allowed to transmit and the station with the shortest waiting time wins access to the
channel. While WLAN’s contention phase improves channel utilisation for the net-
work, individual frames experience an additional contention delay. Furthermore, if a
station likes to transmit a data packet and determines that the channel is currently in
use by another station, it has to wait until the channel is free.

Finally, data which is sent and received by an application also has to spend some time
inside the operating system kernel. It has to make its way through the protocol stack
until it is made available to the corresponding program’s address space. There, it waits
until the program is scheduled by the operating system to run on a CPU.

Composition of latency on real hardware

We performed initial measurements to determine the magnitude of individual compo-
nents that contribute to latency on real hardware. We used two 1.8 GHz Pentium M
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Figure 3.3.: Average time spent for different tasks (in percentage of RTT)

notebooks equipped each with an Atheros-based WLAN card1 which we used in the
2,4 MHz ISM band and 802.11b/g. We measured data traffic between both notebooks
with ICMP traffic of various size at distances of 1 m, 5 m and continuing in 5 m inter-
vals up to 50 m. Our measurement took place outdoors in an urban environment with
direct line of sight between both antennas. We modified the Atheros WLAN driver
in the Linux kernel to give us queuing, transmission and reception events of WLAN
frames with additional information about frame type and content. A high-resolution
time stamp is then added to each event using the CPU’s internal time stamp counter
(TSC). More details on our measurements and its setup can be found in Section 5.1.1.

Unfortunately, current off-the-shelf WLAN hardware partly handles the WLAN proto-
col directly on chip without exposing all relevant performance details to the operating
system. Hence, instead of using our delay classes previously defined on page 49, we
have decided to directly show the classification which we use in our WLAN driver.
Table 3.3 shows three transmission times for request, response, and acknowledgement
as well as the operating system kernel overhead and the waiting time. It shows the
relative shares of round trip time for each item which were calculated from taking the
average values of 1000 request/response pairs in an uncongested network. The waiting
time combines all congestion and contention delays as well as protocol overhead in
the form of inter-frame spaces. From our measurement, we can see that the general

13Com Wireless 802.11 a/b/g PC Card (type 3CRPAG175B)
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overhead for small packets is significantly larger than for larger packets. For distances
of up to 25 m this overhead contributes 50 % or more to the total round-trip time be-
tween two stations. We also notice that the proportion of overhead gets smaller with
increasing distance between our two notebooks. This is because the WLAN driver
uses smaller transmission rates to cover the larger distances to achieve a sufficient
signal-to-noise ratio at the receiving end. We measured a kernel overhead of about
30µs which is fairly constant throughout different test measurements at various trans-
mission speeds, node distances, and packet sizes. From our results we see that small
packets could greatly profit from protocol optimisations and QoS priotisation efforts
that aim at reducing contention overhead.

Related Work on Latency

During the last years and in the course of the development towards mobile network-
ing, wireless technologies and especially the WLAN standards IEEE 802.11a/b/g have
been extensively discussed in related work. However, nearly all papers that looked
into the performance of WLAN focused on measurement of throughput and packet
loss only. Examples are [74, 75] where latency was considered only as part of the
bandwidth-delay product. Other related work focuses on packet loss in WLANs.
Hlavacs et al. [76] state that packet loss shows a bursty behaviour and a dependence on
losses of the near past for MPEG4 video streaming over WLAN. They use an extended
Gilbert model to describe the packet loss. Carvalho et al. proposed a new packet loss
modell for IEEE 802.11g in [77] and compared it with the Gilbert-Elliot model. Also
Bianchi et al. [78] measured packet loss in mesh networks. Lenders, Wagner and May
measured an outdoor wireless ad-hoc network in [79]. Li et al. [80] use the received
signal strength indicator and the average wireless link capacity to predict the frame
rate for streaming video over WLANs. Aguayo et al. [81] measured a 38-node urban
multi-hop 802.11b mesh network. The focus of this work is on packet loss and the
effect of multi-path propagation. Issariyakul et al. [82] developed an analytical model
for batch transmissions in multi-hop wireless networks. Their work includes multi-
rate transmissions and retransmissions. They also look at end-to-end latency in order
to determine the performance of TCP in such environments and evaluate their model
with NS-2.

Thus, while most related work focuses on measuring or increasing throughput, inter-
active applications often can cope with smaller bandwidths but have rather stringent
delay requirements. The delivery of their data packets is time-critical because delay
has an immediate effect on the user’s perception of the performance of the application
and of the network. Discussions on latency or jitter are mainly found in reference to
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handoff-latency in infrastructure WLANs or when proposing new QoS schemes.

3.1.4. Capacity

Based on the traffic pattern for an interactive latency-sensitive application, we can give
an estimate of how many stations can operate within a single collision domain before
the wireless channel gets saturated. This theoretical analysis can give us an idea of
what to expect in a simulation or a measurement and allows us to determine a capacity
estimate that we can expect from a given wireless technology.

On page 49 we caculated the minimum round-trip time in a wireless LAN for a re-
quest/response pair. We now take this idea one step further and create the WLAN time
budget model to determine the maximum number of stations that can operate suc-
cessfully in a single broadcast domain. Given the traffic characteristics of a latency-
sensitive application and a fixed transmission speed, we can calculate the total amount
of time that a station occupies the channel either in sending data of its own or re-
ceiving it from another station. By taking additional WLAN protocol overhead such
as inter-frame spaces, WLAN acknowledgements, collisions/retransmissions and the
contention period into account, we can calculate the total usage time of the medium
for a single station. We then add additional stations using the same traffic characteris-
tics until the wireless medium is fully saturated to determine the maximum number of
stations.

While calculating the transmission times and the protocol overhead is straightforward,
other parts of the WLAN time budget model are not. Hence, we take a closer look
at how we determine the duration of the contention period and the number of col-
lisions/retransmissions in our model. Before each transmission, every station deter-
mines a random number of waiting slots within the contention window. Because the
WLAN protocol assumes that all random numbers are equally distributed in the net-
work, we are able to use half the number of slots in the contention window as an aver-
age for all transmission. Still, this approach has two flaws. First of all, the contention
window may be adapted by each station after a collision or a successful transmission
on the network. This behaviour of the WLAN protocol cannot be reconstructed by a
simple stateless model that we use in our approach. But because we aim at finding
a capacity estimate rather than the theoretical upper bound, we believe that our sim-
plified approach is still valid. Secondly, no contention phase is required if a station
encounters an unoccupied channel. But as we aim at saturating the wireless channel,
the second problem can be neglected.

Considering collisions and retransmission in our model is essential because WLAN,
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like any carrier sense multiple access network, suffers from substantial performance
degradation under high traffic loads.To calculate the number of retransmissions, we use
a close-form approximation for collision probability in WLANs that was developed by
Tay and Chau. In [83] they show that the collision probability p is

p
1− p− p(2p)m

1− 2p
=

2

W
(1 +

2

3
n)
n− 1

n

where n is the total number of stations, W is the slot size and 2mW is the maximum
size of the contention window. This formular also shows that the collision probability p
does not depend on packet size or transmission speeds. For our analysis we use a fixed
setting with m=10 which corresponds to a maximum contention window size of 1024
slots which is a common values for WLAN networks. The WLAN time budget model
calculates the collision probability for each frame and retransmits it if necessary.

Figure 3.4 shows the results of our model for the multi-player game ’Counter Strike’
with the traffic characteristics presented in Table 3.2 as well as the collision probability.
It shows that IEEE 802.11b can support a maximum of less than 16 players while it’s
faster successor IEEE 802.11g can take about 36 stations under ideal conditions. We
can also see that newer WLAN protocols can accommodate a greater number of players
even at lower transmission speeds (e.g. 11 MBit/s vs. 6 Mbit/s). This is because
the newer WLAN standard has a smaller overhead, mainly because the comparatively
large MAC header is transmitted using a higher transmission speed. This modification
has an significant impact on applications like Counter Strike that send many packets.
Figure 3.4 also shows that the collision probability does not exceed 0.5 which is the
limit for the approximation as given by Tay and Chau[83].

Our theoretical model does not account for a number of other factors such as prop-
agation delay, routing overhead, interference and additional traffic from other nodes
as well as overhead from optional protocol features such as RTS/CTS. Furthermore
and due to collisions and congestion delay, we are not able to determine if all frames
are received in a timely manner that is suitable for our chosen application. Together
with our previous remarks, the results of this theoretical analysis should therefore be
considered as an optimistic estimate of an upper bound of the maximum number of
players. Based on our initial results, we propose two strategies to increase the num-
ber of users. First of all, the wireless network capacity can be improved if the size
of the collision domain is reduced. This can be achieved by using topology control
mechanisms such as clustering or by reducing the transmission ranges of nodes so
that a frame only reaches the receiving node. With newer technologies like the new
802.11n wireless LAN standard, advanced methods like beam forming are also avail-
able. However, these methods focuses on short range single hop communication only.
If a larger group of users is distributed over a greater area, data needs to be transmitted
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Figure 3.4.: Theoretical analysis of channel occupation time for Counter Strike

over longer distances. So secondly, methods should be devised that reduce the amount
of data to be transmitted, e.g. by aggregating traffic between distant nodes or clusters.

3.2. Mobile Ad-hoc Networks

Wireless data networks haven been in use for more than ten years. Well-known and es-
tablished radio technologies in this field are Wireless LAN (WLAN) and Bluetooth
as well as General Packet Radio Service (GPRS), Enhanced Data Rates for GSM
Evolution (EDGE), Universal Mobile Telecommunications System (UMTS), and High
Speed Downlink Packet Access (HSDPA). They offer wireless communication for mo-
bile devices such as laptops, mobile phones, personal digital assistants (PDAs). All
wireless data communication follows one of two major paradigms.

In a centralized or infrastructure mobile network, a central entity often called base sta-
tion or access point manages the entire network. It often also provides a gateway to
existing wired networks such as the Internet or the public switched telephone network
(PSTN) . If a centralized channel access scheme is used, this central entity also pro-
vides channel arbitration for the wireless network. In an infrastructure network, all
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data is sent by or through the central entity, meaning that the base station is either the
receiver or the sender of every packet on the wireless channel. Figure 3.5(a) shows an
example of infrastructure networks with a base station at the center and some mobile
nodes.

Wireless networks that work without any central entity are called decentralized or ad-
hoc networks. Here, all nodes communicate directly with other nodes. And because
there is no infrastructure which maintains the network and at the same time defines
its physical location, ad-hoc networks may be transient and are created as needed ei-
ther automatically or through manual intervention. Because wireless nodes in ad-hoc
networks do not need to maintain a link to a central access point they have a greater
degree of freedom in terms of mobility. Thus, the term mobile ad-hoc network or
MANET is often used. Like infrastructure networks, MANETs may also include gate-
ways to other, e.g. wired, networks although such gateways have no special role here.
Figure 3.5(b) shows an example of a mobile ad-hoc network where all nodes can com-
municate directly with their neighbours. We decided not to show all possible links in
this example to differentiate between MANETs and their multi-hop variant.

In the literature, the term ’mobile ad-hoc networks’ often implies mobile multi-hop
ad-hoc networks. As a single node has only a limited radio range the desired commu-
nication partner may currently not be in range. Nodes in multi-hop ad-hoc networks
relay data to distant receivers by making use of other nodes in the network to forward
data. This behaviour can greatly extend the communication range of a mobile node
and allows for larger mobile ad-hoc networks. Multi-hop networks require coopera-
tive behaviour of participating nodes to forward data in order to work. It is generally
assumed that because any other node will forward my data that in return I will be
willing to forward data from other nodes as well. Figure 3.5(c) illustrates a mobile
multi-hop ad-hoc network.

In this thesis, we focus on mobile multi-hop ad-hoc networks (MANETs) which have
some unique characteristics. From the network point of view, communication in
MANETs is more difficult compared to wired networks. As with all radio networks,
interference may cause data to be corrupted or lost completely during transmission,
requiring a retransmission. With MANETs, mobility adds another layer of complex-
ity to the system which impairs communication, reachability and connectivity further.
But mobile ad-hoc networks also offer new possibilities. They promise efficient com-
munication directly between users as a flexible, more natural form of communication
instead of taking a detour through an access point. This type of communication, at
least in principle, offers lower latency and higher throughput for mobile users. This
also means that user mobility is not restricted anymore to areas where wireless infras-
tructure has been set up in order to communicate with each other. MANETs can be

56



3.2. Mobile Ad-hoc Networks

C

C

C

C C

C
C

C

C

C

C

C

C C

C

C

C C

C
C

C

C

C

C

C

C C

C

C

C C

C
C

C

C

C

C

C

AP C

AP

(b) Ad−hoc network(a) Infrastructure network

Access point Client

(c) Multi−hop ad−hoc network

AP

C

Figure 3.5.: Different types of mobile wireless networks

created in a sporadic manner at any time and anywhere. They require no pre-exisiting,
pre-planned infrastructure. MANETs that operate over toll-free frequencies, e.g. like
WLAN in the ISM band, can be used without any charges. Furthermore, they can also
be used in combination with infrastructure networks to extend the range of an access
point or to connect two distant MANETs.

The different network design and peer-to-peer multi-hop communication in MANETs
lead to various new challenges. First of all, every node is considered both host and
router at the same time because they forward traffic from others. In that lies a funda-
mental difference from the Internet philosophy which explicitly distinguishes between
router and hosts. If every node acts as router in the network and is able to change
routing decisions for other nodes, new security and privacy implications have to be
considered. Furthermore, we already discussed that mobile MANETs require a coop-
erative behaviour of nodes to be able to forward data efficiently through the network.
Nodes that use the MANET but on the other hand refuse to forward data from oth-
ers reduce connectivity and therefore spoil network performance. Handling of these
selfish nodes that provide limited or no service for others is another challenging task
in mobile ad-hoc networks. In related work, several approaches to deal with unso-
cial behaviour can be found. With monitoring-based solutions, nodes are watched by
their neighbours to detect unsocial behaviour. Other solutions establish a reputation
for nodes or exchange virtual money for services. More on selfish nodes can be found
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in [84]. Moreover, MANETs need to be self-organizing because they operate without
any infrastructure. This means that traditional address allocations methods like the dy-
namic host configuration protocol (DHCP) cannot be used because they operate with
a centralized architecture which rules out any address conflicts. Instead new and fully
distributed approaches have to be found to determine unique addressing information
for individual nodes. A common problem with node mobility in wireless networks is
that it can lead to intermittent loss of network connectivity. In MANETs, the network
itself can be mobile if all nodes are on the move. This additional freedom may result
in a split network where two or more groups of nodes lose all connections with other
groups but are still able to communicate among each other. Moreover, some of those
groups may rejoin later on and reestablish connectivity with each other. An application
in MANETs that wants to deal with such occurrences faces difficult synchronisation
problems.

In the area of MANETs, several other related research fields emerged during the last
couple of years. In the following, we take a look at three main fields, discuss their spe-
cific characteristics and what distinguishes them from the MANETs used in this thesis.
First and foremost, wireless sensor networks (WSNs) comprise smaller devices with
sensing and/or actuating capabilities, limited computational power and scarce energy
reserve. They often send sensor data towards one ore more data sinks. WSNs are, for
example, used to monitor forest fires, for industrial plant control, in health care and
for military applications. The difference between MANETs and WSNs is that wireless
sensor networks often use smaller devices without any screens or input devices and
that they operate in a single administrative domain. For interactive applications, wire-
less sensor networks are not well-suited because they often offer limited throughput.
On the other hand, in industrial or military applications, WSNs are often required to
provide latency-sensitive services.

Vehicular Ad-hoc Networks (VANETs) are a specialized form of mobile ad-hoc net-
works that deal with car to car communication. VANET nodes can tap into the elec-
trical infrastructure of the car and therefore do not have the same energy constraints
as other mobile nodes. While MANETs often assume maximum speeds of 15-20 m/s,
VANET nodes travel up to 60 m/s or higher. If two cars on the same road communicate
with each other but drive in opposite directions, the differential speed is doubled and
the window of opportunity for communication is small. Because VANET nodes may
have information about their current location (e.g. through GPS) or means to determine
direction and speed of travel, routing protocols for VANETs are often position-based.
Example scenarios for VANETs are traffic jam alerts, brake assistants, and autonomous
driving.

Delay tolerant networks (DTNs) are also similar to mobile ad-hoc networks. They fo-
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cus on scenarios where nodes are spread out over a larger area with only intermittent
communication opportunities between nodes and usually no continuous connectivity.
Like in MANETs, data is passed along in a multi-hop fashion, however, it may take
much longer time to reach its destination. In contrast to MANETs where it can take up
to several seconds for data to arrive at the receiver, DTNs deal with delays of minutes,
days or even longer periods of time. Thus they break the direct end-to-end philoso-
phy of the Internet and therefore are not able to rely solely on the Internet Protocol.
Hence, DTNs specify their own protocol stack that transmits data in so called bundles.
Also, because of the different nature of DTN networks, methods and protocols from
MANETs cannot be applied directly to DTNs. Example of delay tolerant networks
are an inter-planetary network and distributed environmental monitoring. Due to their
nature, DTNs are not suited for latency-sensitive or interactive applications.

3.2.1. Routing

In a wireless infrastructure network where a base station communicates with a mobile
node or vice versa no routing is required. While they regularly employ methods to deal
with node mobility between base stations, data transmission is usually directly point-
to-point. In MANETs where multi-hop communication is possible and desirable, the
network needs to find a suitable route from sender to receiver. However, and unlike
the Internet, node mobility, radio interference and other obstacles make MANET links
more volatile than wired links. In wired networks, links are usually stable for a long
time and routing changes occur mainly because of manual intervention such as a re-
configuration of the network or in case of failures. In MANETs, mobility plays a more
prominent role and any routing protocol has to consider that network links are created
and lost on a regular base due to mobility at the sender, the receiver or any intermedi-
ate node along the way. This characteristic is the reason why existing Internet routing
protocols such as BGP or OSPF should not be applied directly to MANETs. Specially
designed new routing protocols for MANETs can discover and maintain routes faster
and with less overhead. They have to fullfil two major tasks. They need to find a
suitable route through the network to a given destination (route setup) and they have
to maintain that route e.g. in case of link failures (route maintenance, route repair).
Broken routes can either be rediscovered by starting a new route discovery process at
the sender or the protocol can try to repair the route locally. With local repair, existing
working parts of the route are retained while intermediate nodes try to find a suitable
replacement for the broken link. For latency-sensitive application, routing plays an
important role because it affects network characteristics such as latency, latency vari-
ation and packet loss. MANET routing protocols can be evaluated in three different
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areas: Routing induced delays of data packets, storage and communication overhead
and route quality.

Many routing protocols for mobile ad-hoc networks have been proposed during the last
ten years. A common and established approach is to distinguish traditional topology-
based and position-based routing protocols[85]. Position-based or geographical rout-
ing protocols exploit the idea that information about the position of mobile nodes can
be used to route messages towards the destination. Firstly, a localisation service deter-
mines the position of the receiver. Then, usually a next hop is chosen which is closer
to the destination. This process is repeated until the packet reaches its destination. By
using the physical distance as routing metric, position-based routing protocols have
to deal with local minima situations where a node is close to the destination but has
no other neighbours that is closer. Position-based routing protocols are often found in
vehicular ad-hoc networks where nodes are likely to be equipped with GPS receivers.
They allow “geocasting” which sends data to all nodes that are currently in a defined
physical region. Examples of position-based routing protocols are DREAM[86] and
LAR[87].

Topology-based routing protocols can be divided into three subgroups. Proactive pro-
tocols use traditional routing strategies such as link-state or distance vector routing
which are both used in the Internet. Link-state routing advertises routing informa-
tion network-wide and as such is used mainly as an Interior Routing Protocol (IGP).
Open Shortest Path First (OSPF[88]) is an example of a link-state protocol in the Inter-
net. Distance-vector routing stores only vectors consisting of a next-hop address and
an hop count for every destination. It is therefore suited for larger networks as well.
An example of a distance-vector protocol is the Border Gateway Protocol (BGP[89])
which is the major exterior routing protocol of the Internet today. Proactive protocols
gather and store information about the entire network regularly to have up-to-date in-
formation at hand whenever it is needed. Hence, the first packet to a new destination
can be send immediately. However, as they store information about the entire network
in the form of nodes and links (link-state) or vectors (distance-vector), there routing
table size increases if networks get larger. Another point is that routing information
is stored and maintained even if it is not used by the node. In MANETs, where mo-
bility and interference may cause constant fluctuations of the network topology, both
approaches have a significant communication overhead to keep their routing tables
current and consistent with the actual network situation. An example of a proactive
link-state routing protocols for MANETs is Destination-Sequenced Distance Vector
routing (DSDV[90]). And Optimized Link State Routing (OLSR[91, 92]) is a proac-
tive distance-vector based variant.

Reactive routing protocols discover routes on-demand whenever an application sends
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data to a new destination. In contrast to proactive protocols, they usually have no gen-
eral view of the network and maintain routes only as long as there are needed. This
however leads to initial route setup costs in form of a start-up delay for new destina-
tions that often is quite large compared to the round-trip time. To improve efficiency,
most reactive routing protocols store additional routing entries to unknown destina-
tions in a greedy fashion. This means that a node will look into routing packets that
it forwards to find suitable new routes to other nodes. If a request for a new route
is received by an intermediate node which already has a route to this destination, the
request is answered directly and not forwarded to other nodes. Thus, routing infor-
mation is shared among nodes in the network. Moreover, routing entries that are not
used for a certain amount of time usually expire, so that stale routing information is
not kept indefinitely. In MANETs, reactive routing protocols often have less commu-
nication overhead and fewer demand to store routing entries. On the downside, they
have an initial setup cost for new routes. Examples of reactive routing protocols are
AODV[93, 94] or DSR[95, 96].

Finally, hybrid routing protocols combine proactive and reactive ideas. For example,
the Zone Routing Protocol (ZRP[97]) proactively exchanges routing information with
nearby nodes that are within a given maximum distance, the node’s local zone. Routes
to nodes outside this zone are discovered in a reactive way. To operate efficiently,
an appropriate trade-off between reactive and proactive elements need to be found.
A common trade-off, however, is difficult to find for mobile ad-hoc networks that
have different mobility characteristics and traffic pattern. Obviously, hybrid routing
protocols are more complex than reactive or proactive approaches.

All previously discussed routing approaches treat all nodes equally. Hierarchical rout-
ing protocols for mobile ad-hoc networks differ in that they introduce multiple layers,
so that, e.g., well-connected or more powerful nodes have more responsibilities than
others. One common approach is to create routing backbones which are used to for-
ward long-distance traffic in the network. A routing decision can then be made locally
and only takes the traffic to the nearest backbone node which then makes a global
routing decision. CEDAR[98] is an early routing algorithm for mobile ad-hoc net-
works that works according to this principle. It relies on an approximated minimum
dominating set approach to calculate a core of nodes which are used to forward traffic.
CEDAR also offers some support for Quality of Service. Wu[99] proposed another
routing approach that uses a dominating set algorithm.

An overview of position-based routing protocols can be found in [85], topology-based
protocols are discussed in [100]. Besides the aforementioned approaches, several other
areas exist that deal with routing in mobile networks. In wireless sensor networks,
routing protocols are often designed for low energy consumption or for special net-
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work topologies that are used for WSNs, e.g. a sink-based topology. Another set of
routing protocols deals with multicasting in mobile ad-hoc networks. Although some
ideas such as energy-efficiency or multicast are likewise valid for latency-sensitive ap-
plications, we consider discussion of these issues out of scope of this thesis. Later on,
we will discuss routing protocol features as part of our work on Quality of Service in
Chapter 5.

3.3. Distributed Communication Architectures

The design of a communication architecture for a distributed systems is based on sev-
eral different parameters. First of all, it needs to meet application requirements and
offer suitable performance. It should also be scalable to be deployed on a larger scale
then previously intended. In case of errors or failures, redundancy and resilience are
additional factors that should be taken into consideration. Finally, its ease-of-use and
simplicity aids in implementing and managing a distributed system.

In this section, we discuss different communication architectures. We start by looking
at existing architectures in today’s Internet. We then move on to published architec-
tures for mobile ad-hoc networks that deal with mobility as well as the fact that any
node can disappear from the network because its power source is drained or because of
shadowing effects. Lastly, we discuss a specific implementation of these architectures
for multi-player games. We continue this topic into the following section where we
will present our zone server architecture for mobile ad-hoc networks.

3.3.1. Existing Architectures

Communication in a distributed environment is often designed according to either of
two major paradigms: Client-server or Peer-to-Peer. A client-server model consists
of a service provider (server) and one or more service requesters (clients). The server
is usually well-known to the client either because it was directly defined by the user
or looked-up through a well-known directory service. Schollmeier defines a Client /
Server network as “a distributed network which consists of one higher performance
system, the Server, and several mostly lower performance systems, the Clients. The
Server is the central registering unit as well as the only provider of content and service.
A Client only requests content or the execution of services, without sharing any of its
own resources.”[101]. Thus, in a client-server architecture the role of provider and
requester is clearly defined.
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Not so with Peer-to-Peer (P2P) models where every participating computer can be
service provider and service requester at the same time. Steinmetz and Wehrle [102]
refine a definition from Oram[103] and says that a Peer-to-Peer system is defined as
“a self-organizing system of equal, autonomous entities (peers) [which] aims for the
shared usage of distributed resources in a networked environment avoiding central
services”. In other literature, terms like decentralised, scalable, and fault tolerance
are often used in relation to P2P systems. Singh[104] described Peer-to-Peer as a
way to support “richer models of interaction than client-server”, being a ”federation
of equals”. He also characterized Peer-to-Peer as a symmetric client-server model
because each peer can query others. Figure 3.6 shows a classification of distributed
systems architectures.

Unstructured

Flat Hierarchical Pure Hybrid DHT−basedCentralized

Client/Server

Distributed Systems

Peer−to−Peer

Structured

Figure 3.6.: Classification of Distributed Architectures

The flat client-server architecture is the most simple approach containing a single
server which serves a group of clients. Most of the well-known internet services such
as the web (HTTP[50]), file transfer (FTP[105]), email (POP3[106], IMAP[107]) or
remote shell (SSH[108]) operate according to this principle. Another variant is the hi-
erarchical client-server architecture where data is distributed among many servers in a
structured hierarchical order. By using multiple servers, the hierarchical client-server
approach can store much more data than a single server entity and provide service to a
greater number of clients because the load can be shared among the servers. But with
multiple servers finding the server that stores the data that a client is interested in gets
more difficult. One popular access strategy for a hierarchical client-server architecture
is a top-to-bottom search starting at the root node of the hierarchy. An example of such
a system is the Domain Name System (DNS[48, 49]). Another example for a hierar-
chical client-server system is the use of server replicas to increase throughput. Here,
data is copied from a single master server to a number of server replicas that can each
support a number of clients. The client-server architecture has several advantages. It
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is easy to develop and to manage, maintain, and secure. On the other hand, it provides
a single point of failure and to a certain extent lacks scalability.

As can be seen in Figure 3.6 a variety of Peer-to-Peer architectures exist. The most
prominent differences between them are the ways in which content is addressed and
how lookups are done in the network. Unstructured networks can be divided into
three types. They all share the property that they have no general indexing scheme.
Centralized P2P systems employ a traditional server as central indexing facility for the
network. All content is registered at this entity and lookups are centralized. After the
data has been localized, the actual data transfer is done directly between peers without
any further involvement from the server. An example of a centralized Peer-to-Peer
system is Napster. Naturally, this architecture suffers from the loss of its server in the
same way as the client-server approach. In contrast to centralized systems, pure P2P
architectures do not rely on any kind of central entity. Such a ‘pure’ network consists
of equal peers in a flat hierarchy. In a pure P2P network, any peer can be removed at
any time without loss of functionality. Every peer is usually connected to a number of
others peers but not to all of them. A bootstrap server provides an initial number of peer
addresses for prospective nodes. An example of a pure P2P network is an early version
of Gnutella (v0.4). Gnutella uses a flooding scheme to look for content in the network
which obviously has some drawbacks. Freenet[109] is another example of a pure Peer-
to-Peer network. Centralized and pure Peer-to-Peer systems were among the first P2P
architectures that were developed. As we have briefly shown, both approaches have
scalability issues when it comes to find out where data is stored in the network. Hybrid
Peer-to-Peer networks combine both ideas in that they use special distributed indexing
entities also known as super-peers. Here, each peer is connected to the network through
its super-peer which creates an additional and dynamic hierarchy layer. Super-peers
usually have a number of leaf peers and interconnect with other super-peers directly
like in a pure P2P network. This setup eliminates the problem of a centralized master
and at the same time drastically reduces the number of nodes that have to be contacted
for a lookup. Super-peers can be regular client nodes that are chosen because of their
increased performance, good network connectivity, suitable position in the network or
by any other metric. Like in a pure P2P network, any entity can be removed without
affecting the network as a whole. If a super-peer is removed, the now orphaned leaf
nodes either have to find a new super-peer or the network gives super-peer status to
one of them. JXTA[110] or later versions of Gnutella (v0.6) work according to the
hybrid Peer-to-Peer principle.

Finally, Peer-to-Peer networks that create their own overlay network according to a
common scheme are called structured P2P networks. There are no central entities in
structured Peer-to-Peer networks but every node picks their neighbours according to
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a given scheme. Structured Peer-to-Peer networks often use distributed hash tables
(DHTs) and a keyspace that is partitioned among all nodes. The result is an efficient
and scalable lookup mechanism that also provides an excellent base for effective rout-
ing mechanism (key-based routing). A disadvantage of DHTs is that hash functions
only support direct-match searches but not a lookup based on keywords that describe
and/or classify the content. Much research has been done in the area of structured P2P
networks. Some well known examples are Chord[111], Pastry[112], Tapestry[113],
and Content-Addresssable Network (CAN)[114]. More on Peer-to-Peer networks can
be found in [102] or [115].

3.3.2. Peer-to-Peer communication in MANETs

Mobile Ad-hoc networks are Peer-to-Peer systems by nature. Therefore, it is coherent
to base communication architectures for MANETs on the same principle. In related
work, there have been three different approaches to bring existing Peer-to-Peer ideas
from wired into mobile ad-hoc networks. Firstly, the simple adaptation of P2P tech-
nologies for mobile networks on the application layer. Secondly, a close integration
of P2P application layer protocols with MANET routing schemes. And finally, the
replacement of traditional MANET routing protocols with P2P technology on the net-
work layer. In the following we will briefly give some examples of related work in
these areas.

Repantis and Kalogeraki [116] present an adaptive content-driven query routing mech-
anism and three different dissemination strategies (disseminate to immediate peers, to
local peers and to local and remote peers). They use multi-level Bloom filters to store
and lookup information about content in the network and send content summaries to
apropriate peer nodes. Goel et al. [117] proposed the use of Tornado coding to expedite
data dissemination in a mobile ad-hoc network. Data is split up into coded segments
and can be downloaded from different peers at different locations over time. If a suffi-
cient number of segments has been received, the original file can be reconstructed at the
receiver. Kellerer and Schollmeier[118] discussed the Zone Based Peer-to-Peer (ZBP)
architecture which provides application-layer proactive search in mobile peer-to-peer
networks. Here, each node defines an area around itself as its zone and broadcasts con-
tent information within that zone. Searching in ZBP is done in the node’s own zone
at first. If no results can be found then nodes at the border of this zone are contacted
which again search inside their own zone and sent the request along until a match is
found.

Klemm et al. [119] proposed the Optimized Routing Independent Overlay Network
(ORION), a P2P file sharing protocol for mobile ad-hoc networks. It combines ideas
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from Gnutella (keyword search through flooding) and AODV (reverse path routing)
to automatically provide valid routes if the search was successful. Schollmeier et al.
[120] have a similar approach and combine Gnutella-style flooding and DSR in their
Mobile Peer-to-Peer protocol. Pucha et al. [121] look at how distributed hash tables
can be used efficiently in MANETs. They present Ekta, which combines Pastry and
Dynamic Source Routing. An evaluation shows that an integrated P2P and routing
algorithm at the network layer provides the best performance. Their idea is further
refined with Ekta+[122].

Fuhrmann[123] takes this idea one step further and introduced a general P2P-based
routing scheme for large scale, hybrid MANETs. The Scalable Source Routing al-
gorithm is based on Chord and works like a classical routing approach and a struc-
tured peer-to-peer overlay at the same time. Fuhrmann showed that his approach out-
performs existing DSR and AODV protocols in larger networks and that it scales to
more than 100,000 nodes. His work extends ideas of the Iterative Successor Pointer
Rewiring Protocol (ISPRP)[124] that was published by Cramer and Fuhrmann two
years earlier. However, while both approaches are able to find routes in the network,
they do not necessarily find short routes. This is because the routing decision is based
only on key lookups and does not take information about the location of the node in
the network into account. Additional information about P2P approaches in MANETs
as well as a categorisation and discussion can be found in [125].

This brief list shows that Peer-to-Peer ideas from wired networks have been success-
fully brought to the mobile world. With some adjustments, they can offer the same
or at least similar advantages in these environments in spite of limited or intermittent
connectivity. Like in the Internet, the strong point of Peer-to-Peer networks is that they
do not rely on a single centralized system like the client-server approach. This type
of architecture is unsuitable for MANETs because nodes can be mobile and rely on
radios, an interference-prone communication technology. Thus any server can simply
disappear from the network point of view of an individual node at any time with major
consequences for the application.

Nevertheless and despite the advantages of Peer-to-Peer architectures, some drawbacks
remain. Compared to a centralized server, fully distributed systems are often harder
to design and more complicated to develop when application requirements include
global data storage or a common decision. An example of a global data could be an
access control list that restricts access to some content. Here, synchronisation methods
have to be devised to communicate updates to this list back and forth between network
nodes. Also, strategies have to be developed how to deal with inconsistencies of global
data between nodes. Solutions to these problems in Peer-to-Peer networks often carry
additional penalties in terms of network overhead and additional delay. Peer-to-Peer
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networks are efficient in finding content in huge networks as well as providing high
throughput when delivering content. This however does not necessarily go hand in
hand with low latency requirements of interactive applications.

3.4. Architectures for Internet-based Multi-player
Games

We now take a look at existing multi-player game architectures that are in use in the In-
ternet today or that have been discussed within the research community. In the Internet,
many commercial and popular multi-player games follow the client-server model. Be-
cause of the known shortcomings of this approach, several proposals have been made
by the research community to increase performance and scalability. Several ideas fol-
low the idea of multiple servers to serve a larger numbers of players while retaining
a centralized systems. Others discuss fully distributed architectures for multi-player
games that can communicate efficiently and provide solutions that allow global game
decisions in a shared environment. In the following we present a number of these
approaches, discuss their advantages as well as limitations and show some examples.

3.4.1. Client-Server Architectures

Popular examples of client-server based mult-player games are Quake, Counter Strike,
both directly controlled shooters or Command & Conquer, an indirectly controlled
strategy game. The reason for using the client-server model is first and foremost the
simple design of this architecture. With the client-server model the entire game logic
can be implemented at a single entity which leaves the game client mainly as an intelli-
gent input / output device that can also deal with network difficulties. Usually, a single
game server continuously handles a number of tasks which are executed in rounds also
called ticks or frames. The fact that game servers work in rounds must not be confused
with round-based games because this architecture is used also for fast-paced directly
controlled multi-player games. Game server rounds merely operate as synchronisa-
tion points for all players in the game and occur as often as twenty or more times per
second. A common list of tasks of a game server during a single round are:

1. Receive updates (e.g. movements or actions) from players

2. Validate all updates according to the rules of the game

3. Resolve inconsistencies between players (e.g. concurrent actions)
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4. Create a new global game state

5. Propagate this new game state back to clients

Besides these tasks, a game server may have additional responsibilities such as keep-
ing game statistics, providing software updates for the game client, doing user au-
thentication or billing. Figure 3.7 shows an example of how the first-person shooter
Quake communicates. We use Quake as an example because it is documented, well-
researched and is available with its source code. Furthermore as a first-person shooter,
it has high demands on network latency. In our example, the server starts by sending a
game state update to all clients to ensure that all game participants operate on a com-
mon set of data. This game state is the result of the previous tick that is not shown in
this example. With Quake, each tick lasts 50 ms during which period the server col-
lects updates from the clients. Because Quake is a first-person shooter, we used player
movement and firing events as player actions. In our example, the game server now
collects updates from all players and until the end of the current tick. All updates that
arrive after that deadline are deferred to the next tick. The game server then computes
an updated game state and propagates it to its clients. Other games operate in a similar
fashion.

For multi-player games fairness is an important issue. It includes not only methods to
prevent players from cheating but also ideas to adapt to individual network conditions
that players experience. The general idea is to remove or reduce the influce of any
negative network characteristic like packet loss or delay from the game so that only
the player’s ability affects the outcome of the game. With the client-server architec-
ture cheating prevention and network compensation can be addressed because a single
server has all relevant information available. By using a round-based scheme that or-
ders actions according to their arrival time at the server the game basically provides a
common time for all players. If player-generated time stamps would be used, a player
with a low-latency network connection to the game server could find methods to cheat
by adjusting the timestamps of his actions to his advantage. The round-based scheme
makes this kind of cheating impossible because player actions are executed in the order
in which they arrive at the server. Thus, a centralized game server solves concurrency
issues by making a decision that puts all actions into a proper temporal order. And
because the game server sends out updated game states only after player actions have
been committed players are prevented from learning other player’s moves in advance.
However if player’s actions are ordered the way they arrive at the server, players with
higher network delay are at a disadvantages because their reactions to a new and up-
dated game state from the server usually arrive later. To correct this unfairness, game
servers sometimes use a latency compensation method which constantly monitors the
round-trip delay for every player in the game. When a player action is received by
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Figure 3.7.: A communication example of a multi-player game (Quake)

a server, the server subtracts half the round-trip time from the arrival time as an ap-
proximation of the one-way delay between player and server therefore negating any
differences in network delay. Nonetheless while latency compensation provides for a
fairer game, such features need to be designed carefully. A malicious player could ex-
ploit this scheme to his advantage by deliberately delaying some of his actions. Finally,
game servers provide a central authority at which the rules of the game are enforced
for all players. Upon reception of a player’s action, the game servers needs to validate
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this update to determine whether it constitutes an action that is allowed. E.g. if a player
tries to move through a wall and such action is prohibited by the game, the server can
detect it and take appropriate actions such as ignoring that particular move. Often,
game clients already do their own checks based on their own copy of the game’s rules
to prevent updates being sent to the server who would throw it away anyway. Also,
this local decision at the client is much faster than asking a server through the network
thus providing a better service to the player. However, game servers often do their own
checks anyway to prevent cheating by a modified client. Generally, the client-server
architecture can address fairness and cheating quite well because it has access to the
game state, updates and timing information from all players.

Depending on the complexity of the game and the total number of players, the actual
size of the game state can be quite large. It is therefore expedient to reduce the updates
before sending it to players to minimize bandwidth requirements and load at the game
server. A number of different data reduction schemes are used today. First of all, the
game state can be delta-encoded so that only elements that actually changed during
a round need to be transmitted. Also, if an element did change, it can also be delta-
encoded so that e.g. a position update of a player does not contain his absolute position
in the game but his relative movement in reference to his last known position. Delta-
Encoding is an easy and simple way to significantly reduce the bandwidth requirements
of game state updates. Even if only a few bytes can be saved per player, the effect can
be noticeable if the number of players is large and such updates are sent more than 10
times per second. But as delta-encoded game state updates build on each other, a lost
update message can break this chain and possibly produce an invalid game state at the
client. Hence, a method to resynchronize clients is used to deal with this problem, e.g.
through retransmission of lost packets, by adding redundancy information to recover
from lost packets or by regularly transmitting a full game state. Another approach to
reduce bandwidth is based on the fact that a player does not need the complete game
state but rather up-to-date information about players and objects in his vicinity that he
can actually see or interact with. This region is called area of interest and is specific to
each individual player. It often has a rectangular shape that is easier to compute than a
circle or a sphere. Area of interest filtering is done by the game server and can reduce
the load on the client and on the network significantly. However, it may have an impact
on server performance when dealing with a larger number of players.

Traditionally, game clients play only a minor role in the client-server architecture with
the game server handling most of the work. However, in the course of increasing
requirements of multi-player games and improved performance of game clients they
today perform various additional tasks. Examples are the previously mentioned checks
to see whether a player’s action is valid and in accordance with the game rules. Fur-
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thermore, the graphical output of newer clients is decoupled from the game server
rounds meaning that they are not bound to the server’s frame rate anymore but can
locally render 30 or more frames per second while position updates from other players
continue to arrive at a rate of e.g. 20 frames per second. The position of players and
objects between those updates are interpolated by the client. Interpolation algorithms
for different games vary between simple linear methods and complex physical simula-
tions of gravity and inertia. Also, clients can predict likely positions of other players
if one or more updates are lost in the network. This dead reckoning scheme allows
a continuous view of the game for the player even in times where the network is im-
paired for some time. If a new update finally arrives, the predicted and actual positions
of a player or object are merged over time so that the user takes little notice of any
brief network problem he might encounter. This behaviour is in contrast to traditional
synchronisation schemes for distributed systems where often an exact representation
of the data is required. Multi-player games, however, do not require full game-state
synchronisation to all clients. Instead, games aim at partial synchronisation up to the
point where it is possible to show the player a believable representation of the current
state of the game that is fair and consistent from his point of view. More information
on dead reckoning can be found in [126], [127], and [128].

3.4.2. Multiple Server Architectures

The client-server architecture is by design limited to a single centralised server which
does not scale well with an increasing number of clients. For multi-player games this
means that there is usually a maximum number of players that a single server can sup-
port depending on its hardware capabilities and the complexity of the game logic. In
order to allow more concurrent players, several enhancements of the client-server ar-
chitecture have been proposed. The Proxy Server Architecture[129] was proposed in
2002 by Mauve, Fischer, and Widmer. It introduces one or more proxy servers in ad-
dition to an authoritative game server that are placed in close proximity to the players.
The authors mention the example that an Internet service provider could offer a proxy
server for his customers. All proxy servers and the game server are interconnected by
an overlay network through which they synchronize game states. And because they
are not under the control of a player, they can take over some of the game server tasks
to relieve the central server. Players make their decision to connect either to one of the
proxies or the central server based on network delay, the number of connected players
or any other metric. This approach in theory allows more concurrent players in the
game as a traditional client-server architecture. It also can offer better performance
for each player as a suitable close-by proxy server with low delay and load can be
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chosen. However, multiple proxy servers add additional synchronisation overhead so
that a good tradeoff between the distribution of tasks among the central server and the
proxies on one hand and synchronization on the other hand needs to be found. By
introducing a peer-to-peer like communication scheme among the servers, the proxy
server approach retains its scalability while at the same time limiting the complexity
and difficulties of a full-featured peer-to-peer approach.

Cronin et al. [130, 131] published the mirrored server architecture which is simil-
iar to the proxy server architecture but does not rely on a single authoritative central
server. Mirrored servers operate as equal partners and communicate with each other
via a private low latency network using IP multicast. Thus, they need to be located at
a common facitility. The authors propose the trailing state synchronisation scheme, an
opportunistic algorithm with rollback functionality which is suited for low-latency in-
teractive applications. Through the use of IP multicast, the mirrored server architecture
creates a full-meshed peer-to-peer network that offers redundancy in case a server fails.
Because all servers are located at a single facility and operated by the same provider,
mirrored servers are easy to deploy and to manage. Hence, the mirrored server archi-
tecture is suited to simply replace an existing single server system. Compared to the
proxy server architecture, mirrored servers remove the central server as a single point
of failure and possible performance bottleneck. However, their scalability depends on
efficient server to server communication. If every game event and player movement
has to be propagated to all servers, processing of such update messages presents a new
limit for the system. Even if area of interest filtering is applied to server-server com-
munication, the movement of players in the virtual game world may undo much of the
advantages of such a scheme if a player is assigned a fixed mirrored server.

Webb, Soh, and Lau[132] presented an extension to the mirrored server idea called
enhanced mirrored server architecture (EMS) which allows peer-to-peer communica-
tion between game clients as well to reduce the load on the server infrastructure. The
mirrors now act as trusted referees to validate the game state and to prevent cheating.
In cases where peer-to-peer communication between clients is not possible, they can
also fall back to their known role as mediators. EMS reintroduces a master server
for authentication purposes. Because updates are directly between players, server
synchronization is now less time criticial. Thus, the authors propose to use bucket
synchronisation[133] instead of the processing intensive trailing state synchronisation
scheme. Despite these improvements, the authors state that the “potential growth [of
the enhanced mirrored server architecture] is still limited by its processing require-
ments as all mirrors must simulate the entire world.”[132]
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Massively Multi-Player Games

All client-server architectures that we have presented so far have in common that they
are not able to cope with thousands of concurrent users. To allow Massively Multi-
Player Games (MMPGs), the communication costs between servers have to be re-
duced. Thus, MMPGs break with the idea that a player is firmly assigned to a fixed
game server during the duration of the game. Instead a game server is responsible for
a certain area of the virtual world and all players within that region. Players that move
from one region to another have to switch to another server which is automatically
handled by the game client. To allow a seamless transition, the involved servers start
exchanging updates for a player as soon as he enters a pre-defined border region in the
virtual world. This procedure ensures that the new server has up to date information
about its new player early on which allows for a smooth transition. It also guarantees
that players within the border region but on different servers can notice each other.
First implementations of massively multi-player games pre-defined fixed server re-
gions that could not be changed during the game. Later versions allowed dynamic
assignements as well. By putting the focus on game world partitioning, this system
has many advantages. First and foremost, it automatically includes area of interest
filtering between servers because all players that are connected to a specific server are
within the same virtual region. It also clearly defines border servers with which player
updates and events have to be synchronized. E.g. for a regular rectangular-shaped re-
gion, a server needs to exchange data with a maximum of eight neighbours that server
regions around it. From an architectural point of view, a single region in the game
employs a traditional client-server model.

Massively multi-player games are scalable and can support thousands, sometimes tens
of thousands of concurrent users. But despite their advantages, handling such a large
number of players is still difficult because a single server can still support only a maxi-
mum number of concurrent users. And since players are usually not distributed evenly
across the virtual game world, game server regions have to be properly planned in
order to avoid congestion if a group of players gather at a single location. Here, strate-
gies that are similar to network planning for mobile cellular network are used to create
micro-regions to cover specific points of interest or hotspots like e.g. cities in the game.
Newer and more advanced MMPGs divide the game world into small microcells and
assign a number of microcells to a single server. This approach allows to dynami-
cally move microcell responsibilities from one server to another in case a server is
overloaded. Massively multi-player games that are based on this design have been
successfully deployed in the Internet, some of which have been a huge commercial
success. Although the architecture is basically a centralized client-sever design with
some peer-to-peer elements between region servers, it provides an excellent scalability.
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3.4.3. Peer-to-Peer Architectures

Multi-player games that employ a peer-to-peer architecture allow direct communica-
tion between players. As previously discussed, they are in principle scalable to thou-
sands of nodes without having to invest in large server farms to manage them. How-
ever, the percentage of games using a peer-to-peer based design is very small. From
a commercial point of view this architecture has been irrelevant so far because tradi-
tional architectures are easier to develop for and scalability issues could be addressed
with multiple servers. Also for a company, it is easier to keep control of their game
and make money through a server-based online service when their services are cen-
tralised. Neverthless peer-to-peer game architectures have been researched for the last
ten years. They can be classified in three general areas: Fully-meshed, DHT-based and
hierarchy-based approaches. In the following we give some examples of research in
this field.

One of the first distributed architectures for games was MiMaze[134, 135], a fullly
meshed real-time interactive peer-to-peer game that allows players to compete against
each other. MiMaze does not require any server infrastructure but relies on coopera-
tive clients that hold a shared state of the game. It is based on the real-time transport
protocol (RTP) and uses multicast to communicate updates between players. Each
player locally computes a game state based on his own actions and updates that are
received from other players. A bucket synchronisation mechanism guarantees that all
players are able to compute a coherent game state. The global clock that is needed
for synchronisation is provided through the network time protocol (NTP). Jardine and
Zappala[136] proposed a fully meshed game architecture for massively multi-player
games that combines client-server and peer to peer communication which is similar to
the mirrored server architecture. Events are directly communicated between players
and only critical events are processed by the server to avoid cheating. This leads to
reduced bandwidth requirements at the server which allows a larger number of con-
current players.

Lee and Sun[137] introduced a load-balancing peer-to-peer system for massively multi-
player games based on JXTA[110]. It comprises a central server for client authorisa-
tion and a number of so called subservers that manage a partitioned virtual world as
well as area servers. The latter two run on the game client so that this architecture can
operate with just one single server that is not on the critical path. If a partition gets
overloaded by too many player, it can be dynamically subdivided into areas which are
managed by area servers, creating a three level hierarchy. GauthierDickey et al. [138]
presented a hierarchy-based event propagation scheme with interest filtering to reduce
traffic between peers by using N-trees. This bottom-up approach is based on the idea
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that events have a scope meaning a certain area which they effect. This scope defines
how far up the tree an event is propagated and players with the smallest scope are the
leafs of the N-tree.

Colyseus[139] is a game object manager that allows hundreds of players while keep-
ing up with the tight latency requirements of Quake, a first-person shooter game. It
employs peer-to-peer communication and uses Mercury[140], a DHT-based publish-
subscribe system by the same author. With Colyseus, game objects can be pre-fetched
according to an interest prediction algorithm. Therefore, short-lived objects that have
high interaction potential with other players are distributed proactively. Iimura et al.
[141] proposed a zoned federation model which splits the game world into zones and
divides them across the peer-to-peer network. To provide redundancy, game data is
stored across all nodes and can be found through a DHT. Modifications to the game
state have to be made through the appropriate zone owner which is not efficient for
fast-paced games. Hence, to be able to react quickly to any request, the zone owner
caches data for his zone. The zoned federation model is designed as a middleware
layer between the game application and the network.

In general, peer-to-peer networks have many advantages for multi-player games. They
require little or no infrastructure and are therefore inexpensive to operate. The game
state as well as the task of creating or modifying objects are spread out to all clients
spreading the load across all players as well. Additionally as more players join the
game, their own processing, storage, and communication capacities are added to the
game. On the downside, timely synchronisation between player’s nodes needs to be
addressed. Generally speaking, game state synchronisation in a fully distributed sys-
tem is a complex issue and not easy to achieve. An efficient game synchronisation
scheme is thereby often dependant on the game and its specific set of rules requir-
ing additional design and programming effort. However if a game synchronisation is
specifically tailored, it can consider all necessary delay and consistency requirements
of a multi-player game while at the same time demanding as little communication be-
tween the peers as possible. As game events such as player movements or modification
of game objects are constantly generated, they need to be ordered across the distributed
network even when they occur in different parts of the network. The ordering of events
and the dissolution of concurrent events is a major part of any synchronisation scheme.
For multi-player games, this behaviour is also essential to prevent cheating. Without
any supervising entity like a game server, cheating is comparatively simple in peer-
to-peer networks if no precautions are taken. A player could simply send fake game
updates to other players.
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3.5. The Zone Server Architecture

A multi-player game architecture for mobile ad-hoc networks needs to take the differ-
ences of such networks into account. As we have discussed above, network charac-
teristics of MANETs are very different from those commonly found in the Internet.
Hence, traditional and existing communication architectures from the Internet cannot
be applied directly to mobile ad-hoc networks because they are not prepared to deal
with new challenges like mobility.

We already discussed the problems that a centralized client-server infrastructure has
in these networks as nodes may move around and network links get impaired or even
break down completely. Depending on network density, mobility, and interference,
clients could see intermittent but regular failures when communicating with their server.
While any software for mobile ad-hoc networks has to deal with times where the net-
work may be disrupted, a single server strategy cannot provide a suitable service if the
server node is in the part of the network that is impaired. To counter local network-
related problems, any communication architecture for mobile ad-hoc networks needs
to eliminate single point of failures and provide a suitable amount of redundancy. Peer-
to-peer networks are able to provide this redundancy. However, they scale so well in
the Internet because nowadays clients have large performance and storage capacities as
well as high bandwidth network connections. Thus, they are able to assist in managing
the network as well as sustain high data rates to and from other peers. With mobile
ad-hoc networks, we often have devices with limited capabilities regarding memory
and CPU power. Furthermore, the famous ’last mile’ or the last link to the client that
is often the bottleneck in the Internet does not exist in MANETs. Here, all nodes use
the same radio and have the same communication capacities whether they are located
at the center or the edge of the network. Even worse and depending on the radio link
quality and routing protocol, important links in the center of the network could also
have fewer bandwidth than links at the edges. Thus, an architecture for multi-player
games has to take network connectivity as well as the processing capability of mobile
devices into account.

3.5.1. Overview

In 2003, we first published our idea of the Zone Server Architecture[142] which was
further refined later on. It is tailored to the peculiarities for mobile ad-hoc networks
and takes up ideas from hybrid peer-to-peer networks which combines direct commu-
nication between peers with client-server like but dynamic central entities. While our
main goal was to create an architecture for multi-player games, it has no specific pre-
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Figure 3.8.: The Zone Server Architecture

requisites regarding the type of application. It is therefore generally applicable how-
ever especially designed for low-latency applications with a larger number of users.
Without loss of generality, we continue to use a fast-paced multi-player game as our
example application. The Zone Server Architecture comprises multiple zone servers
that each serve different areas of the network, their zones. A client connects to its local
server which is responsible for the zone in which the client currently resides. Client
and server both communicate in a traditional client-server sense. Zone servers on the
other hand exchange information directly in a peer-to-peer fashion. Their role as zone
servers could also be described as a cluster head for the local network region.

Figure 3.8 shows an overview of this multi-server approach for mobile ad-hoc net-
works. It gives an example with three zones and presents the architecture from two
different points of view. The logical view shows three zones with their respective zone
servers and the clients they serve. The zone servers coordinate with each other and ex-
change synchronisation data. Communication between zone servers is done by using
direct multi-hop connections on the network level although the decision which data is
passed on to which other server depends on the actual requirements of the application.
As such the zone server synchronisation scheme should be defined individually for an
application. The network view shows the same example but now with network links
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between the nodes. It also contains additional supporting nodes that take part in the
mobile ad-hoc network but do not run our application. The network view illustrates
that zone servers can reside anywhere within their zone and that clients can be con-
nected to their servers either directly or through a multi-hop connection. Zone servers
do not form any kind of backbone but instead they utilize the mobile ad-hoc network
as any other node would do. Synchronisation or any other data that is passed between
zone servers can even be transmitted via a client node although its application would be
oblivious to the data transmitted because this information is forwarded on the network
layer and is not examined by the application itself.

Zone servers are selected by a server selection algorithm from the group of all clients.
Supporting nodes are not considered for this task because we believe that the owner of
a mobile device lacks the incentive to offer a service for others that only drains its own
battery power but offers no advantage in return. This is in contrast to his responsibil-
ities of forwarding data as a member of the mobile ad-hoc network where all nodes
equally provide a service for the whole network. Furthermore, supporting nodes gen-
erally do not have the application software installed to provide a zone server service.
The server selection algorithm determines suitable clients as zone server candidates.
Such candidates should have the necessary energy and CPU performance reserves to
assume zone server responsibilities in addition to their client role for their local users.
In addition and in order to reduce unnecessary traffic in the MANET, zone servers
should also be chosen for their good position in the network. Clients then connect to
the closest zone server and a zone is defined as the area where all clients of a particular
server are located. To be able to provide a good and timely service for latency-sensitive
applications, clients and servers should not be far apart in the network. We therefore
define an upper bound for the number of hops between a client and its server. The
server selection algorithm then creates the necessary number of zones accordingly so
that this limit can be met for most clients. Before we will describe the server selection
algorithm in the next chapter, we now look at some general features offered by the
zone server architecture.

3.5.2. Design

Because an ad-hoc network consists of mobile nodes that can move around, routes over
fewer hops tend to be more stable than longer routes. Therefore, by bringing client and
server close together, we can generally minimize network fluctuations which results in
reduced latency and less chance for packet loss. For multi-player games, this means
that player actions are transmitted by the client to its nearby zone server which can
then make a local decision based on its current version of the game state. And because
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clients are close-by, game state updates could be propagated by using broadcasts or
restricted flooding to further reduce traffic inside a zone. However, this decision is
not made by the zone server architecture but is left to the individual application. By
putting clients and server close together, the zone server architecture keeps the critical
path inside each zone and ensures scalability. This however moves some complexity
to the server synchronisation if local decisions by two servers are conflicting with
each other. But we believe that for example for multi-player games the resolution of
such inconsistencies in the distributed game state is manageable because no strict data
consistency is required. Also, synchronisation is a general problem for peer-to-peer
architectures as discussed earlier.

Similarly to a client-server design, the zone server architecture adds some complexity
to the server but keeps the client comparatively simple. In a network with several
different kinds of devices, this approach has many benefits because the server role can
be taken by more powerful devices. Furthermore by keeping the architecture similar to
the well-known client-server design, existing applications can be adopted to mobile ad-
hoc networks and existing knowledge can be used to design and program new software.
Another essential feature of the zone server architecture is to provide redundancy in
case of node or link failures. In a mobile ad-hoc network it is not possible to guarantee
that a client can always reach a server at any given time or that it is even connected
to the network for that matter. Still, multiple servers that are spread out across the
network can provide the necessary backup functionality. If for example the middle
zone server from the example in Figure 3.8 would fail or loose its network connection,
its clients can connect to the left or the right zone server with a maximum of two hops.

3.5.3. Aggregation & Mobility

Partitioning the network into multiple zones does not only provide redundancy but has
additional advantages. A zone server is able to aggregate application data before it
is synchronized to other servers. Also, based on its knowledge about the game state,
it can decide which information is important and should be forwarded immediately
and which is less important or even redundant. Thus, the server is able to employ
area of interest algorithms to further refine and reduce the data volume. Hence, a
zone server is able to reduce synchronisation data between zones and save bandwidth.
The magnitude of this reduction is of course dependent on the application. For mo-
bile ad-hoc networks data reduction is important because synchronisation usually uses
longer routes and therefore involves more nodes in the network. And a scheme that
keeps most of the data transfer locally and aims at reducing long-distance bandwidth
is generally considered to be network-friendly.
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Any communication architecture for mobile ad-hoc networks also has to take mobil-
ity into account. The zone server approach supports mobility for servers as well as
for clients. Both variants are in fact the same problem because any server movement
could also be seen as moving all its clients at once. Generally, it is advisable for wire-
less clients to monitor all links to their neighbours as well as the connection to their
server because they can detect upcoming impairments in advance. In doing so, they
can proactively deal with network impairments before any noticeable effect on applica-
tion performance occurs. In the Internet, many latency-sensitive applications already
do connection monitoring to be able to compensate for any unexpected delay, delay
variation or packet loss. Link monitoring in MANETs can give additional information
about upcoming network impairments which is usually not required in the Internet as
it is rather static and more stable. While being beneficial, the zone server architecture
has no requirement for applications to do any link or connection monitoring.

If a client starts to move, often no actions are necessary at first because network links
will only be affected a little bit and the application will continue to work. As the client
moves further, existing network links may break down and new links are created. Here,
the underlaying MANET network routing protocol kicks in to maintain a valid route
to the server as data is obviously flowing back and forth. If the application is aware of
these changes, e.g. due to monitoring as mentioned above, it can now start to look for
an alternative server. As the client continues to move, the application may decide that it
is best to switch to a new zone server. The client could do this by simply connecting to
the new server and dropping its ties with the old server or it can use another, smoother
transitioning method. As data between zone servers is synchronized, a client can be
connected to two servers at once for a short period of time to ease server transition.
This method ensures that the new server has all current information about the client
at hand prior to its transition. In cases when the connection to the server is abruptly
lost, a client uses the server selection algorithm to find a new server just like at the
start of the application. However, with a sudden connection breakdown the client has
to find a new zone server and connect to it which again has to make sure that it has up-
to-date information available for this particular client. In MANETs and depending on
the network conditions, the client may be not fully integrated for a couple of seconds.
This means that in contrast to Internet applications, applications in MANETs have to
be aware that these sporadic interruptions may happen at any time and deal with them
accordingly. As more clients start to move around, the server selection algorithm may
also decide that a client is capable and in a good spot to become a server itself. If this
happens, the new server would join the peer-to-peer network of zone servers, update
all necessary data for the application and then announce its availability to the network.
Clients may decide to switch to this new server in the usual way. Finally, it should be
mentioned that while the zone server architecture can deal with network partitioning
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by letting the instances in both networks run individually, any eventual re-merge is
difficult to handle because it involves the synchronisation of diverged and possibly
conflicting application states. It is therefore the task of the application to handle these
issues.

3.5.4. Cheating Considerations

An important problem of peer-to-peer networks is cheating. The zone server archi-
tecture has similar problems, because it uses a peer-to-peer design for communication
between servers. Additionally, as servers are determined by selecting suitable clients, a
malicious user can gain access to the server network. Therefore, suitable anti-cheating
mechanisms are advised to prevent a malicious user from becoming a server. For peer-
to-peer networks several such approaches have been proposed, e.g., by Kabus et al.
[143, 144]. An overview of anti-cheating schemes was done be Webb et al. in [145].
While such methods against cheating can also be used for the zone-server architec-
ture, there are some differences. One problem of peer-to-peer anti-cheating schemes
is that they introduce an additional overhead to detect fraud. For example, the lockstep
protocol by Baughman and Levine[146] requires all clients to send a hash value of
their actions as a commitment message prior to the actual action message itself. While
this approach helps with the look-ahead cheating problem in peer-to-peer networks,
an additional round of commitment bears a time penalty that makes it unsuitable for
fast-paced applications. With the zone server architecture, servers are responsible for
detecting cheating just like a traditional server in a client-server system is. Moreover,
exisiting anti-cheating schemes like the lockstep protocol could be used among zone
servers. As zone server synchronisation can often be done asynchronously, it bears no
additional time penalty for the clients.

Furthermore, the zone server architectures allows the participation of untrustworthy
clients to participate as long as they are prevented from assuming server responsibili-
ties. This is in contrast to peer-to-peer approaches, where all clients have to be taken
into account.

3.5.5. Related work

The zone server architecture shows some similarities with previous mentioned ap-
proaches. The proxy server architecture[129] uses multiple proxy servers which are
located near the clients to provide good performance and low latency. Similar to the
zone server architecture, this scheme allows for direct communication between proxy
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servers. However, it still requires a master server as a centralized coordination instance
which is inapt for mobile ad-hoc networks. The mirrored proxy architecture[130, 131]
also has some similarities as it uses multiple servers for better scalability. It abstains
from using a central entity but requires IP multicast and a private low-latency network
between the servers. While its idea is similar, it is especially designed to overcome
the scalability issues of client-server systems in the Internet. Finally, area servers[137]
that split up responsibilities for a virtual world are a common approach for massively
multi-player games. If a player moves from one area to another in the virtual world,
he also needs to connect to a different area server. The zone server architecture uses
a corresponding idea which referes to the real network instead of the virtual world.
Here, the network is split into different zones and real movement of clients may lead
to the change of zone servers for the client.

3.6. Chapter Summary

In this chapter we discussed wireless LAN technologies and the impact of radio net-
works on interactive and latency-sensitive applications. We put special emphasis on
fairness and latency issues and provided a theoretical analysis of the maximum number
of players by using the multi-player game ’Counter Strike’ as an example application.
We have shown that latency-sensitive applications are at a disadvantage in WLAN net-
works when competing with traditional TCP traffic because of the per-node fairness
property of WLAN. Furthermore and due to the lack of a mandatory quality of service
standard, WLAN offers no guarantees for low communication delay. We then moved
on describing the idea of mobile multi-hop ad-hoc networks that operate without any
infrastructure components and can offer communication between wireless nodes even
if both nodes cannot talk directly with each other. Because of interference and node
mobility, routing is challenging in this environment. We concluded this section with
an overview of existing approaches in this field.

In the second part of this chapter, we discussed distributed communication architec-
tures and examined several client-server and peer-to-peer approaches. We specifically
looked at related work concerning peer-to-peer systems for MANETs and existing ar-
chitectures for multi-player games in the Internet. We concluded that no existing archi-
tecture is suitable to provide a reliable as well as scalable service for latency-sensitive
applications in mobile multi-hop ad-hoc networks. As a result, we introduced our zone
server architecture which combines client-server as well as peer-to-peer elements. To
provide the necessary redundancy for applications in mobile ad-hoc networks, it se-
lects a number of suitable clients as servers, which provide service for clients in their
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vicinity. These zone servers are synchronized through a peer-to-peer network and
can make authoritative decisions on behalf of the application as well as perform data
aggregation. Our architecture uses zone servers as cluster heads thus exploiting any
grouping of clients which we expect to see for social interactions with interactive appli-
cations in mobile networks. Furthermore, by aggregating data from their clients, zone
servers can reduce bandwidth requirements and relieve long multi-hop connections.
The server selection algorithm determines suitable clients to become zone servers and
is described in detail in the following chapter.
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In the previous chapter, we showed that the zone server architecture operates according
to a divide and conquer principle. It splits up the network into multiple zones each
having its own zone server serving a distinct group of clients. Finding suitable nodes
that can act as zone servers among the group of mobile clients in the ad-hoc network
is an important function of the architecture. It can be divided into two major tasks.
First, a suitable initial set of zone servers has to be determined when nodes start their
application. And secondly, this zone server system has to be maintained throughout
the application’s lifetime creating and removing zones and zone servers as required.
In order to be applied in larger networks as well, these functions should be performed
independently of the total number of nodes in the network, thus ensuring scalability.

In this chapter, we present the server selection algorithm as a fully distributed approach
to select and maintain zone servers in mobile ad-hoc networks. We start by taking a
look at the design goals for the algorithm. Then, we follow up with a detailed descrip-
tion of the algorithm and examine its three phases. To illustrate how server selection
is done in a mobile ad-hoc network, we present an example. Furthermore we discuss
the shortcomings of our approach and provide solutions for them. The subsequent
section outlines the implementation of our algorithm in NS-2 which we will use as a
simulation tool for our evaluation in Chapter 6. Finally, we conclude this chapter with
related work and a summary. The initial version of our server selection algorithm was
published in [147].

4.1. Design Goals

We have defined six objectives for our server selection algorithm which are the general
principles for its design. In the following, we present and explain the reasons behind
each goal:

1. Discover other devices in the mobile ad-hoc network that are interested in
using a particular application
In order to link nodes with similar interests together, mobile devices need to

85



4. The Server Selection Algorithm

know about other nodes in the network. Thus a discovery method is needed that
allows mobile devices learn about other nodes running the same application in
their vicinity.

2. Select zone servers only among the group of nodes that run the same appli-
cation
Nodes in a mobile ad-hoc network may run a variety of applications. The users
of these nodes are usually perceptive regarding the lifetime of their device and
the network bandwidth they are able to use because both factors influence the
responsiveness of networked applications. For this reason, we believe that users
are reluctant to sacrifice any network bandwidth, processing power or energy to
act as server for an application that they are not running themselves. Other users
that are running a specific application may be inclined to let their device take
over a server role because it is of benefit to them.

3. Select only nodes with sufficient resources as servers
We expect that mobile ad-hoc networks comprise a number of heterogeneous
devices. Today, that variety ranges from small embedded devices to full-featured
laptops including but not restricted to phones, game consoles and PDAs. Each
of these devices has a unique set of processing and networking power, memory
and battery lifetime. All of these attributes should be taken into account when
choosing a suitable zone server. E.g. a mobile device which has insufficient
battery lifetime or which lacks the processing power to function as server should
not be considered as zone server. The basic principle behind this goal is the more
powerful and the more durable a node is, the better the service we can expect
from it.

4. Prefer servers with a suitable position in the network
A good zone server has to be able to communicate efficiently with its clients as
well as other servers in the network. Thus, a good server should have a suitable
and well-connected position within the mobile network. We define such posi-
tion by two characteristics. Firstly, in order to keep up with the requirements of
latency-sensitive applications, the distance between a client and its server should
be restricted to a few hops only whenever possible. By keeping server and clients
close together, this behaviour also conserves precious network capacity in a mo-
bile ad-hoc networks. Secondly, communication between zone servers should
be as stable as possible as to avoid inconsistencies. Thus, a good zone server
should preferably have links to multiple nodes to provide redundancy in case a
radio link breaks. Because of the same reason, the selection of zone servers at
the far edge of a network should be avoided.
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5. Constantly update neighbourhood information and adjust number of ap-
plication servers as required
Due to the nature of the mobile ad-hoc network, changes due to mobility or in-
terference may occur at any time. Thus the server selection algorithm should
employ a mobility management mechanism that alleviates the effects of theses
problems. Zone servers should be able to relinquish their server role and new
servers should be created as the network changes. The selection of a new server
should rely on local information only whenever possible without the need for
additional inquiries if a server is lost. Therefore neighbourhood information
should be gathered proactively.

6. Server selection should work independent of the network size
Any algorithm in a mobile ad-hoc network needs to address communication
costs and the limited energy of mobile devices to some extent. Therefore, we
believe that a fully distributed approach which gathers information about the lo-
cal neighbourhood of a node is preferable to a global and omniscient algorithm
which gathers knowledge about the whole network. We believe that a distributed
approach ensures scalability and is independent of the actual size of the network.
Additionally and as stated in objective four, latency-sensitive applications prefer
a close-by server. This means that only restricted local knowledge is necessary
in order to determine a suitable zone server.

4.2. Algorithm Details

The server selection algorithm is a fully distributed algorithm that runs individually on
every node. Each node regularly transmits information about its capabilities, status,
and network connectivity to its neighbours and gathers information from others in a
local neighbourhood table. The server selection algorithm then makes a local decision
based on information in its neighbourhood table.

With the server selection algorithm, every node has three basic tasks to perform. Ini-
tially, mobile devices that run the same application or service have to be discovered in
the mobile ad-hoc network. Then and based on this information, the algorithm selects
an appropriate node to perform the functionality of a server. Finally, the algorithm
performs periodic updates to adapt to changes in the network and account for the pos-
sibility that existing nodes disappear or new nodes are introduced. Accordingly to
these three tasks, the server selection algorithm uses three different phases. During
the discovery phase, initial information about the network and other nodes is gath-
ered. In the following selection phase, nodes are determined as zone servers. During
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the maintenance phase, network or node changes are detected and a new server selec-
tion process is initiated if required. Neighbourhood information concerning neighbour
nodes and network links are periodically updated through all phases.

Found server
Network sta

ble

Lost my server

Discovery

by another node

Selected as server

MaintenanceSelection

Figure 4.1.: Phases and transitions of the Server Selection Algorithm

Figure 4.1 shows all three phases of the server selection algorithm as well as the tran-
sition conditions between phases.The discovery phase mainly acts as an initialization
period for the algorithm to ensure that neighbourhood information has a certain quality
before making the first decision on which node becomes server. Therefore, the algo-
rithm switches to the selection phase as soon as the network is considered stable. If
a node joins the network while the server selection process is already in progress, it
may happen that it is selected as server by another node. During selection, the algo-
rithm looks through the local network table to find a suitable server in its vicinity. If
a server is found, it is passed on to the application which can then make contact to its
new server. If no server can be found, the selection process is repeated as new infor-
mation is added to the neighbourhood table. During maintenance, the server selection
algorithm remains dormant and waits for information from the application that a new
server selection is required.

The server selection algorithm assumes that all nodes are in principle mobile although
some or all of them may remain stationary for a long time. Thus, no special consid-
erations are taken for infrastructure components that may or may not be present in the
network. Such infrastructure components can be used, e.g., to provide long distance
connections to remote mobile nodes, allow access to the Internet, or provide other ser-
vices for the mobile ad-hoc network. As long as they are part of the mobile ad-hoc
network, the server selection algorithm treats infrastructure nodes as any other node.
Discussion on how infrastructure nodes can be used to increase stability and perfor-
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mance of the network and our application is left for future work.

In the following sections we introduce the messages that are sent and received by the
server selection algorithm and take a closer look at its three different phases.

4.2.1. Announcement & Selection Messages

Before the server selection algorithm can start choosing a suitable server for its ap-
plication, it needs to know which nodes are available in the vicinity and if they are
capable of acting as server for the network in addition to their own responsibilities of
running the client application for their local users. Therefore, each node determines its
performance capabilities which may include CPU performance, memory and storage
capacities, energy consumption & supply as well as its available methods of commu-
nication. All this local information is compressed into a single metric which we call
the weight of a node. The greater its weight, the more capable a node is. In the case
where a node deems itself incapable of acting as a zone server, it uses a weight of zero
as a special value. Nodes with a weight of zero are never chosen as zone servers. The
individual composition of the node’s weight is left to the application. A more detailed
discussion about which resource should be utilized to define a node’s weight can be
found in [148].

Additionally, the position of the node is also important for a prospective zone server.
Hence, we use the number of links a node has to other neighbours as additional metric
for the server selection algorithm. We define the node’s degree as the number of edges
a node shares with other nodes in a connection graph that shows direct single-hop
communication. Nodes with better connectivity in the network are favoured when
selecting zone servers. A more central position in the network allows prospective
zone servers to reach more nodes within the time requirements of a latency-sensitive
application. A larger number of links may also provide a more stable services because
a greater number of routing alternatives can be found in case one or more nodes move.

The node’s weight and degree are used as performance and network metric respec-
tively. They are both part of periodic server selection announcements that are broad-
casted regularly by every node running the server selection algorithm. Each node
manages its own local neighbor table in which it stores information received from an-
nouncements messages of other nodes. Usually, the number of neighbouring nodes
can be estimated by looking at information from the lower layers, e.g. from the ARP
or routing tables or from periodic link layer announcements. Furthermore, a node may
also rely on the number of entries in its own local server selection neighbourhood table
to determine its own degree. The concurrent use of multiple sources in determining
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Figure 4.2.: The different roles of a node

the number of neighbours is advantageous because it can speed up the initial setup
time until stable neighbour information is transmitted, therefore reducing the conver-
gence time of the server selection algorithm. In [149], we proposed to piggyback
server selection announcements onto existing WLAN MAC layer beacons to improve
neighbour detection with negligible overhead.

Besides a node’s weight and degree, an additional status flag is present in server selec-
tion announcements. It describes the one of three different states or roles that a node
can take in the network. The role of a ’Server’ indicates that this node was chosen as
a zone server for the application and has accepted this role. A ’Server Neighbour’ is a
node that is a direct neighbour to a zone server. As soon as a node announces its status
as a zone server, all adjacent nodes that are not a server themselves switch their roles
to ’Server Neighbours’. The third status is the role of a ’Single’ node. Single nodes
have no known direct link to a server and are not zone servers themselves. Also, the
’Single’ role is the initial status of a node when the server selection algorithm starts.
Having the role of a single node does not necessarily mean that the node has no infor-
mation about nearby zone servers. Figure 4.2 shows an example of a mobile ad-hoc
network after the server selection algorithm has determined suitable servers. It shows
two server nodes as well as their server neighbours and two single nodes. Irregardless
of their role, all nodes can determine a suitable server for their application in this sce-
nario. For server and server neighbour nodes, the solution is obvious. Single nodes
on the other hand can make contact to a zone server simply by going through their
adjacent server neighbour nodes. Thus by having a node with server neighbour status
as neighbour, any node can conclude that it can reach a zone server within two hops.

Finally and to allow multiple server selection processes working concurrently in a
mobile ad-hoc network, we use a unique application ID from which we can distinguish
different applications running concurrently in the network. While the exact definition
of such a unique ID is beyond the scope of this thesis, several different approaches
are conceivable. Similar to the assignment of MAC addresses, each software vendor
could be assigned a globally unique vendor ID. The vendor could then allocate a local
product ID to each of his software products. The combination of vendor and product ID
would then provide again a globally unique application ID. Other possibilities include
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Field Purpose

Message type Used to distinguishes two kinds of messages:
– Announcment message
– Selection message

Node weight Metric of node’s resources (Performance metric)
(0 = unable for server role)

Node degree Number of known direct neighbours (Network metric)
Node state The current state the node is in:

– SERVER – Node is server
– SERVER NEIGHBOUR – Node is direct neighbour of a server
– SINGLE – Node has no adjacent server

UAID Unique application ID which identifies the application which
carries out the server selection

Table 4.1.: The announcement message of the server selection algorithm

a hierarchical naming scheme similar to the domain name system (DNS)[48, 49] or
to the service tree in Konark[150], a service discovery protocol for mobile ad-hoc
networks.

Both metrics, the node’s state and the unique application ID are part of the announce-
ment messages that are sent periodically by every node that participates in the server
selection process. Table 4.1 gives an overview of all items in the announcement. The
actual interval between two consecutive transmissions of a server selection announce-
ment message of a single node depends on the status of the server selection algorithm
and will be discussed on the following pages. Generally, when using contention based
medium access protocols such as IEEE 802.11 (WLAN), it is advisable to randomly
reduce or increase the waiting period between two consecutive transmissions of peri-
odic messages to avoid collisions. For this reason the server selection algorithm varies
its sending interval randomly in order to reduce the possibility of concurrent trans-
missions of multiple nodes. Announcement messages are always broadcasted locally
and are never forwarded by a receiving node. As can be seen from Table 4.1, our
algorithm also uses a second so called selection message. This message is used by any
node after its local server selection algorithm has determined a suitable server candi-
date to inform the server candidate node that is has been chosen by the sender of the
selection message. A selection message contains only a single field, the message type.
We will discuss selection messages as part of the selection phase later on and now take
a look at all three phases in detail.

91



4. The Server Selection Algorithm

4.2.2. Discovery Phase

The discovery phase is the first phase of the server selection algorithm. It is respon-
sible for creating an initial and stable view on a node’s neighbourhood on which the
first server selection decision can be based. Whenever an announcement message is
received from another node, the local neighbourhood table is updated. This table con-
tains all information from the announcement message which is shown in Table 4.1 as
well as the neighbour’s network address and a local timestamp indicating the last time
an update was received from that particular neighbour node. This timestamp is used
to remove nodes from the neighbourhood table if no announcement was received for a
longer period of time which usually indicates that the node has left the network neigh-
bourhood. The neighbourhood table also contains information about the local node
which is updated regularly as it sends its announcement message. This procedure en-
sures that the local node is considered in the server selection process as well. We will
show an example of a neighbourhood table later on in Section 4.2.5.

We have shown in Figure 4.1 that the transition to the selection phase occurs when
the network is considered stable by our algorithm to perform the first server selection.
To achieve this condition, at least min tx announcement messages must be sent by the
local node. This initial delay ensures that messages from all neighbours are received
before making a server decision. Because of the randomization of the announcement
sending interval at each node, min tx should have a value greater than two messages.
As the value of min tx defines the lower time bound for the convergence of the server
selection algorithm, careful considerations should be taken into account to find a good
balance between network stability and fast convergence. When the min tx messages
are sent, the server selection algorithm determines if it’s neighbourhood table has sta-
ble information by looking at two consecutive updates from each neighbour. As soon
as updates from neighbours do not change the neighbour node’s weight or degree, the
network is considered stable. To prevent the algorithm from staying in the discovery
phase forever if the network changes constantly, max tx defines the maximum num-
ber of announcement messages the local node can sent before the algorithm forces a
transition to the next phase.

4.2.3. Selection Phase

During selection phase, the node chooses its best server based on data from its neigh-
bourhood table. First, neighbours that are unsuitable for taking the server role are
excluded from the decision process. These are nodes that have a weight of zero and
are therefore deemed inappropriate servers due to the lack of local resources. Further-
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more, nodes with a degree smaller than two are also not considered because of their
unsuitable or unknown position in the network. Nodes with a degree of one are leaf
nodes to which the local node has the only link. Nodes with a degree of zero were
obviously just switched on or moved in from another location. As long as they have
incomplete information about their position in the network, they are disregarded.

For the remaining node in the neighbourhood table, a server is selected according to
the following three rules:

1. The node with the highest weight is considered first.

2. If two or more neighbours have the same weight, the one with the highest degree
is chosen.

3. If two or more neighbours have the same weight and the same degree, the one
with the highest network address is chosen.

If the node does not have a neighbour yet or is not able to find a suitable node, it
delays server selection until its neighbourhood table changes. If the node itself is
the most powerful or best connected node in the neighbourhood, the server selection
algorithm may choose the local node to operate as zone server. It then changes its
status to server and broadcasts its new role to the network through an announcement
message. However, additional checks are being done before a node selects itself as the
best zone server candidate. If there is another zone server nearby with the same weight
and the same degree as the local node, it refrains from choosing itself but connects to
the existing server instead. In other words, the local node prefers an existing server
if it is as capable and well-connected as the local node itself. Such situations can
happen because the server selection algorithm runs locally on every node and therefore
converges faster on one node and slower on others. Also, a local server does not
select itself if it has recently dropped its role as a server. This behaviour prevents
oscillations where a local server switches between client and server role frequently
due to a changing network environment.

If a node selects another node as its most-suited neighbour for becoming a zone server,
it informs this node by sending a selection message. Aside from the sender’s address,
this message contains no other information than that a node has been selected by an-
other node as its server. From the number of received selection messages, the prospec-
tive server can get an estimate of how many clients it can expect later on. Selection
messages are unreliable and of informal nature only. They serve as an out-of-band
signaling method for the server selection algorithm to inform nodes and their appli-
cation about their new prospective server role. If a selection message gets lost during
transmission, the local node can detect that its chosen server not has not yet switched
its role to server. Thus, it will re-run the selection process at a later time and the se-
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lection message is automatically retransmitted. Depending on the application, it may
also be feasible to inform the prospective server of its chosen role by simply telling the
application to connect to the new server. Both notification approaches may be used,
even simultaneously. Upon reception of a selection message or application data from a
client, the node changes its role to server and again informs its neighbourhood through
an announcement message.

If a node becomes a zone server, all neighbouring nodes get notified through the
server’s announcement messages. In cases where a node does not receive the update
because of interference, it still gets the information eventually through one of the next
announcement cycles. When a node recognizes that it is now the neighbour of a zone
server, it changes its role to server neighbour. If no suitable node can be chosen as
zone server, the server selection algorithm tries to find an existing server nearby. In
the case that the local node is a server neighbour itself, it can simply connect to one of
its neighbouring servers. If the local node is a single node, it has no direct connection
to a server. It then looks through its neighbourhood table to find a server neighbour
through which it is guaranteed to reach a server within two hops. If everything else
fails, the node has no server nearby and remains in its role as a single node. However,
it continues to find a suitable server as the network changes. If the local node remains
in this status for a prolonged period of time, it may revert to alternative server selection
methods to find a suitable server, e.g. by using restricted flooding.

If a suitable server has been chosen by a node and if the server has accepted its server
role by propagating it in its announcement message, the server selection algorithm
switches to the maintenance phase. In case no server can be found in the vicinity, the
node remains in selection phase. Then the selection process is repeated periodically
every time an announcement message is being sent.

Figure 4.3 shows a simplified version of the server selection algorithm. The red
and green boxes represent a role change of the local node while its colours indicates
whether the local node knows a server to which it can connect. For the sake of simplic-
ity, we used two separate threads to differentiate between the transmission of messages
and the server selection process on one hand and the message reception on the other
hand. In reality, the reception of packets can be done as the first thread waits for the
announcement interval. Thus, the reception of a selection message and the subsequent
role change into a zone server prevents the algorithm from executing another server
selection round and leads directly to the maintenance phase.
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4.2.4. Maintenance Phase

When the algorithm transitions into maintenance phase, the node has successfully se-
lected or discovered a server with which its application can communicate. As long as
the network does not change as nodes move, get switched off or network connections
are impaired due to outside interference, the connection to the server remains stable
and the server selection algorithm stays in maintenance mode. Here, it continues to
send and receive server selection announcement messages to detect network and node
changes but otherwise stays dormant. As indicated in Figure 4.3 the server selection
algorithm uses an increased period for announcement to conserve network bandwidth.
Still, announcement messages need to be sent periodically even in maintenance phase
to allow new nodes to discover their neighbourhood.

An important feature of algorithms for mobile ad-hoc network is their mobility man-
agement meaning how they deal when nodes start moving around. In our case, mobility
can affect the connection between client and server in four different severities. Firstly,
small movements generally go unnoticed by the application. They may lead to slight
variations in link quality between neighbours as the signal strength of received packets
changes. Secondly as the signal strength decreases further, packets may get lost dur-
ing transmission. Here, the underlaying link layer protocol may decide to switch to a
slower but more robust transmission speed which decreases performance but increases
the chance that a packet can be received successfully by its recipient. Consequently,
the application can notice an increased number of lost packets, an increased packet
delay as packets get automatically retransmitted, and/or a greater variation of latency.
Furthermore, as a node decreases its transmission speed, it increases its utilization time
of the wireless medium which can influence traffic of neighbouring nodes as well. If
a node moves further, eventually network links will break. Now, the MANET rout-
ing protocol becomes active trying to either repair broken routes or replace them with
new ones. During this time, the application is unable to send and most likely receive
packets from nodes beyond the broken link. Thus, route changes for the application of-
ten mean an intermediate but complete loss of communication with some or all nodes
in the network. As data packets are usually buffered, they experience delays that can
reach up to multiple seconds, sometimes tens of seconds before the queued packets can
be successively transmitted through a new route. Finally, routes may fail completely
when a network link breaks. This happens if there is no alternative route available
and the network is split. An application notices a loss of communication often only
after some tens of seconds when buffered packets are deleted from the network queue
and an error packet is generated. In MANETs, communication may be lost for an
undetermined period of time if nodes move.
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In maintenance phase after the server selection algorithm has discovered a server, it is
up to the application to decide whether its connection to the server is satisfactory. If
communication degrades up to a point where the application determines that a tran-
sition to a better server is advised, it reports back to the server selection algorithm.
The algorithm then switches back into selection phase and tries to find or to create
another suitable zone server. By transmitting and receiving announcement messages
to and from other nodes even in maintenance mode, the server selection algorithms
ensures up-to-date information about the node’s network neighbourhood at any time.
Thus, the algorithm is able to make a fast decision on a new server as long as a suit-
able candidate is nearby. For clients, mobility can influence communication to their
respective servers in several different ways. If a link breaks and the routing protocol is
able to find an alternative, communication between client and server can be restored.
However, the new route may now include an increased number of hops often meaning
an overall degraded network performance for the client. By design and to offer good
network performance, the server selection algorithm only discovers servers that are at
a maximum of two hops away from the client node. After a route change, a new route
to the server now may have a distance of more than two hops. However, the two hop
limit is not enforced after an application makes contact with its server. Regardless of
client-server distance, it can continue to use a particular server as long as it believes
the network performance is satisfactory. In any case, an application is free to report
the loss of its server or any service degradation to the server selection algorithm at any
time. By moving this responsibility to the application, we can ensure that this decision
can be tailored to its individual demands. Such behaviour also allows for a parallel and
proactive search for a new server even if the connection quality to the actual server is
still within the necessary limits.

For a server, the loss of a nearby link can affect multiple clients at once. The local user
is only indirectly affected because his application is connected to the local server in-
stance. As the server selection algorithm operates in a client-orientated fashion which
lets the client decide which server to use, it has little to do in that regard. However,
there are various other tasks for the server during the maintenance phase most of which
concern the application. First of all, changes to the network can have an impact on syn-
chronisation between servers as well. Also as nodes move around, the server selection
algorithm chooses additional nodes as new zone servers for the application. Therefore,
unused servers should relinquish their server role and revert back to simple clients. The
server selection algorithm allows the application to decide when the server role should
be dropped. Normally, such a role change should only be done when the server has had
no more external clients for a certain period of time. If that happens, the local node
automatically looses its local server and the server selection algorithm consequently
switches back to selection phase. As a previous server, the application may also have
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additional information about other servers with which it synchronised application data
before which could assist in finding a suitable server. However, such consideration is
application-dependant and left for future work. Zone servers that revert back to client
role are prohibited from taking over the role of a zone server for some time. Also, if
new zone servers are chosen by the server selection algorithm, they are allowed a grace
period during which they will not drop their server role even if they have no clients.
Both provisions were created to avoid oscillations and to take into account that the
creation of a new zone server requires additional network and processing resources in
order to find other zone servers and setup a synchronization scheme.

A full list of parameters for the server selection algorithm can be found in Appendix A.1.

4.2.5. Example

We now give an example of how the server selection algorithm works in every phase.
Figure 4.4 shows mobile nodes and network links of a mobile ad-hoc networks. We
generally differentiate between two kinds of nodes. First of all application nodes that
run an application that is using the server selection algorithm. Secondly, nodes that
do not run the server selection algorithm and therefore do not take part in the decision
process. Like with every nodes in a mobile ad-hoc network, they act as routers and
forward unicast data to receivers throughout the network. Therefore, we call these
nodes supporting nodes. In order to keep our example simple, we use a single ap-
plication only although the server selection algorithm supports different applications
running simultaneously. Nodes that run the server selection algorithm send out pe-
riodic announcement messages to their direct neighbours. Supporting nodes do not
transmit any announcements messages themselves nor do they forward any announce-
ment messages from other nodes. Supporting nodes can therefore be seen as obstacles
for the server selection algorithm as they do not provide any information about their
status to the network around them. Figure 4.4 also shows the weight of each appli-
cation node. We can see that all nodes but node G have sufficient performance and
resources to take the server role.

Every application node maintains its neighbourhood table which is used to find a suit-
able server. Table 4.2 shows an example of such table for node D which has a central
position in the network. We decided to show a sorted neighbourhood table in accor-
dance with our server selection algorithm so that the best node is always shown at the
top of the table. In this case it is node B because it has the highest weight. Also, node
B shows a degree of three, meaning that it has links to three other nodes. As support-
ing nodes are not part of the server selection process, they are not discovered through
announcement messages. Nodes have to rely on other means, e.g. their routing table,
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Node Weight Degree State

B 5 3 Single
E 4 4 Single
D 3 5 Single
C 3 3 Single

Table 4.2.: Neighbor tables of nodes D in discovery phase

to detect supporting nodes. To show that this method is not always reliable, we assume
that node B has no knowledge about its link with supporting node H , while all other
nodes have been able to gather that information. In any case, neighbours that are ap-
plication nodes are always discovered through their announcement messages. Initially
all nodes are single nodes, because we are still in the initial discovery phase and no
selection process has been done yet.

After the neighbourhood information has been stabilized or the time limit for the dis-
covery phase has been reached, the server selection algorithm switches to the selection
phase. As each application node makes that switch for itself, this phase transition does
not happen simultaneously for all nodes. Hence, a mixture of nodes in discovery and
selection phase may exist for a certain amount of time. This, however, does not consti-
tute a problem because nodes that are still in discovery phase just select their servers
a bit later. To keep our example simple, we assume that all nodes are now in selection
phase. All application nodes will look through their neighbourhood table to find the
most suitable server for themselves. If we return to the neighbourhood table of node
D in Table 4.2, we can see that node B is the best zone server candidate. Node D also
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verifies that its selected server candidate has a weight greater than zero which indicates
that B is generally able to take over server responsibilities. It also checks that B has a
degree greater than one to avoid that a leaf node is selected as server. As all checks are
passed, node D sends a selection message to node B and informs its application that
a server has been found. Figure 4.5 shows the messages that are sent during selection
phase. Table 4.3(a) again shows the neighbourhood table of node D after all nodes
have finished their selection process and adjusted their roles accordingly. We can also
see that node D is neighbour of two zone servers because of its central position in the
network. Hence, should node B fail for any reason, D would be able to switch over to
server E without any additional delay.

Let’s take a look at the right side of the network. Here, node F has only one neighbour,
nodeE, which is capable of performing the task of a zone server. Furthermore, nodeE
has also a greater weight than F itself, so F chooses nodeE as its server. Also, nodeE
is the most powerful node in its neigbourhood so it chooses itself. Finally, node G has
little choice because it knows only one node being capable of performing as zone
server, so it sends its selection message to node F . The resulting network is shown in
Figure 4.6. It shows the area of influence for each zone server which basically covers
all nodes that would select a particular zone server as their server. As server selection
is client-driven with our algorithm, this zone is defined by the nodes themselves rather
than the zone sever. We can also see that the initial server selection process overde-
termined the number of zone servers in this example because server E has no other
clients besides itself after node F has become a zone server. This is because only local
information is available at each node which in this case is inadequate to find a suitable
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(a) Node D

Node Weight Degree State

B 5 3 Server
E 4 4 Server

Server
C 3 3 Neighbour

Server
D 3 5 Neighbour

(b) Node F

Node Weight Degree State

E 4 4 Server
F 2 2 Server
G 0 2 Single

Table 4.3.: Neighbour tables of nodes D and G after server selection

solution during the first selection process. Thus, we need an additional adjustment that
will happen automatically later on during the maintenance phase. Table 4.3 shows the
neighbourhood tables for nodes D and F after the first selection phase. Here we can
see that every node which received a selection message has accepted its server role
and subsequently switched its state to server. They propagate their new role through
an announcement message which prompts the state change of their neighbours to the
role of server neighbours.

After the selection process is finished, every application node in our example has se-
lected its zone server to which the application can connect. The server selection algo-
rithm now switches into maintenance mode in which each node monitors changes in
its neighbourhood. During this phase, server E notices that no remote client has tried
to make contact. This is because node F which was the only node to send a selection
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message to E has become a zone server itself and now handles its own application
locally. Consequently with no other clients than its own local application server E will
eventually drop its server role. With this action, the local application on node E will
automatically loose its server which prompts the server selection algorithm to do an-
other server selection. By looking at its neighbourhood table, node E determines that
it is still the best server candidate in its neighbourhood. However, because it dropped
its server role recently, E is prevented from taking back this role for some time. In-
stead, it continues with the server selection process and tries to find another suitable
server in its vicinity (see the selection algorithm in Figure 4.3). Server F is the only
other server in E’s neighbourhood table and is therefore chosen as the new zone server
for node E. The actual server selection process can be done without any delay be-
cause E already has all the required information in its neighbourhood table. After its
application made contact with its new server, E’s server selection algorithm switches
back to maintenance phase. The network has now reached its final stable state which
is shown in Figure 4.7. As long as all network links remain active and no nodes are
being removed from the network, the server selection algorithm at each node remains
dormant in maintenance mode.

If a node starts to move around, it looses some of its old network links and creates new
ones. Figure 4.8 continues our previous example as node G starts to move away from
its zone server. Initially and as long as the application can deal with additional delay
and packet loss that comes with the creation of new, most likely longer routes to the
server, node G maintains its connection to server F . It continues to send and receive
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server selection announcement messages. On its way through the network, nodeG first
discovers node E and then later on nodes C, D, and B. As the server connection starts
deteriorating further and the mobile node moves further away, the server selection
algorithm starts looking for a new server. At its final position, it can connect to node B
as its new server. If the application requested a server change earlier, a new server
would have been created. Because of the path that node G takes through the network,
this server would most likely be node E.

4.2.6. Discussion

There are some limitations of the server selection algorithm that are noteworthy and
which we will discuss below. Depending on the composition of the mobile ad-hoc
network and the existence of supporting nodes, the server selection algorithm may not
be able to select a suitable server in every conceivable scenario. This is due to the fact
that not every node in the network can take the role of a zone server, e.g. supporting
nodes or application nodes with a weight of zero. Figure 4.9 shows three different
situations of the same part of a mobile ad-hoc network.

In the left scenario in Figure 4.9(a), all application nodes have at least one link to
another application node. Furthermore, both low performance nodes A and D are dis-
tributed so that suitable zone servers can be chosen by the server selection algorithm.
In Figure 4.9(b), we replace nodes C and D with supporting nodes. As a result, node
A is now isolated in the network and has no chance of sending or receiving any an-
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nouncement messages to/from other application nodes. Although the server selection
algorithm works for other parts of the network, it fails to select a server for node A. In
these situations existing alternative server or service discovery mechanism can be used
as a fallback solution. One example of such a fallback algorithm is restricted flooding
where A sends a broadcast message in order to discover other application nodes or
servers. The difference between restricted flooding and our announcement messages
is that restricted flooding uses a maximum hop-count that is greater than one. As such,
discovery packets are forwarded by other nodes including supporting nodes which they
do not do for in the zone server architecture. Another possibility is to rely on existing
service discovery protocols to assist standalone and remote nodes to find a server. The
Service Location Protocol (SLP)[151] uses broadcasts or an SLP directory server to
locate services in a network. While SLP was designed for local area networks such as
ethernet, several modified versions exist that provide service discovery in MANETs.
Another alternative is Konark[150], a protocol especially designed for service discov-
ery in MANETs. The third scenario in Figure 4.9(c) shows a situation where all nodes
have at least one application node as neighbour. However, server selection is impaired
as three nodes in a row do not have sufficient resources to become a zone server. For
nodes D and C the server selection algorithm is able to find a suitable server. Node D
has a direct connection to server E and node C is able to discover its server through
server neighbour D. For node A, however, the situation looks different, because its
only neighbour node is node C which has single status. The server selection algo-
rithm fails in this case because of its limitation by design that zone servers are only
selected at a maximum of two hops in order to ensure a good network performance for
the client. In this situation node A could directly enquire if node C has a server and
ask for its address. Of course, the previously discussed server discovery alternatives
could also be applied here. In Chapter 5, we will show through simulation that the
limit of 150 ms delay and 5 % packet loss in a MANET can normally be achieved at
a maximum of three hops. By limiting server selection to two hops, we create a more
stable network setup that does not operate too close to the applications performance
limits thus allowing a satisfactory user experience even in varying network conditions.
Furthermore, if the number of hops between server and client increases due to node
mobility, the server selection algorithm still has enough time to find another suitable
server before the connection to the original server deteriorates further.

The server selection algorithm is a fully distributed method which does not have any
global knowledge. This approach is scalable and can support mobility without any
unreasonable overhead. But as such it is unable to fulfill global constraints like to
enforce a minimum number of zone servers for the entire mobile ad-hoc network.
However, from an application point of view redundancy is essential to keep up its
service despite of failing nodes. To solve this problem, we propose that the application
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Figure 4.9.: Impact of supporting and low performance nodes on server selection

takes care of enforcing global constraints as it sees fit. As all clients are connected
to their respective zone servers which are in turn interconnected for synchronisation
purposes, the application has sufficient information to make such decisions. It also can
decide for itself how much server redundancy is required. If any application wishes to
create a new server or shut down an existing one, it simply needs to notify the server
selection algorithm that the role of a node has changed. If the algorithm is able to
publish a node’s new status in its announcement messages, it will act automatically to
rectify the situation if required.

Finally, additional information from the application may be used to assist the server se-
lection algorithm to speed up server discovery if nodes move around. E.g. if a global
server list is available at the application level it may be used to supplement existing
information in the neighbourhood table. However, we leave advanced interaction be-
tween the server selection algorithm and the application for future work.

4.3. Implementation

We have implemented the server selection algorithm in C++ as an application proto-
col in NS-2[152]. Figure 4.10 gives an overview of our implementation. It includes
the server selection algorithm which is split up in two major modules. The selector
module encompasses the algorithm itself including message handling and phase tran-
sitions. The node table module implements the neighbourhood table and calculates the
best node to be used as a zone server candidate. Additionally and for the purpose of
evaluating our approach, we implemented an example application which uses a traffic
model that is based on the fast-paced multi-player game CounterStrike. The interfaces
between all modules are kept very small and basically contain only a few calls in each
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Figure 4.10.: Implementation details

direction. Additionally, our implementation uses only two NS-2 primitives to send and
receive data from the network. Hence, little effort is needed to compile our implemen-
tation for existing mobile hardware. In the following paragraphs, we take a closer look
at each module.

The selector module is responsible for maintaining the algorithm’s state machine as
well as collect information for and send out regular announcement messages. To avoid
that multiple nodes repeatedly send their announcement messages at the same time, the
selector module diversifies the sending interval by ±20 % which should be sufficient
even for larger networks. Figure 4.11 shows the announcement message format for
IPv4. Every timer and threshold of the server selection algorithm is parameterized and
can be set individually for each node through an NS-2 scenario file writte in TCL. As
the selector module receives announcement messages from other neighbouring nodes,
it forwards this information to the node table module which updates the neighbourhood
table. Also any changes in weight or degree for the local node is passed on to the
node table module which needs to keep current information about the local node in
case it needs to select itself as zone server. During selection phase and as shown
in Figure 4.3, the selector module requests the best server candidate from the node
table module and runs the selection algorithm. The selection module offers various
parameters which can be set by the user. One example is the weight of each individual
node. The degree of a node is automatically calculated by adding up all remote nodes
from the neighbourhood table. If a server is selected, the selector module forwards the
server’s address to the game traffic module. The node table module implements the
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neighbourhood table and contains methods to fetch and update entries. Furthermore,
the server selection rules as described on page 93 are implemented here.

The game traffic module is not part of the server selection algorithm. It servers as
an example application which we will use in our evaluation later on. It is able to re-
produce the traffic pattern of a latency-sensitive application and can operate in client
as well as server mode. We chose the multi-player game CounterStrike as our exam-
ple application because it is a popular, fast-paced and highly interactive application.
Also, the analysis of the network traffic for CounterStrike has been the goal of various
research papers[8, 53, 153] and is particularly well-understood. We will discuss its
traffic characteristics in more detail in the evaluation in Chapter 6. The game traffic
module stays dormant until it is being notified by the selector module that a server has
been discovered. If the address of the server matches the local address, the game traffic
module changes to server mode otherwise it switches to client mode.

In client mode, the game traffic module behaves like a normal CounterStrike client and
sends and receives unicast UDP packets to and from its server. With our application,
a packet from a client represents an action that was taken by the user. The server
collects all user actions and periodically creates a new game state which it propagates
back to its clients. For evaluation purposes, the client numbers every sent packet and
records the delay between an user action and its corresponding game state update as
responses from the server come in. If a client looses the connection to its server, it
stops transmitting action packets and informs the selector module which then tries to
find a new server.

In server mode, the game traffic module receives action packets from its clients and
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sends game state updates back to them. Each game state update includes all action
numbers that were considered for this update so that any packet loss can be detected
and delay can be measured by the clients. However, our module still ensures that
game state update packets resemble original traffic characteristics for a CounterStrike
server. Each server keeps an up-to-date number of clients it serves in order to be able
to decide when it has no more clients and should drop its server role. The game traffic
module also manages the grace time period that allows new servers to keep their role
for some time even if they currently have no clients. Because there is no mechanism
that tells the server that it has lost a client, the server makes that determination by
using a individual timeout counter for each client. In addition to client traffic, servers
exchange additional messages between each other to synchronise their game states.
As CounterStrike is originally an application with a single server, there is no data
how such synchronisation traffic would look like. Therefore, we decided that servers
exchange the same game state update packets they sent to their clients. If a server
drops its role, all transmissions are stopped and the selection module is notified.

In Appendix A.1 you can find a complete list of parameters of the server selection
algorithm together with their default values.

4.4. Related Work

Determining a group of servers where each server is in the vicinity of a group of
nodes is similar to a well-known graph theory problem of finding a dominating set. A
dominating set describes a subset of nodes of a graph and is defined as follows: For all
nodes, either the node itself or a direct neighbour is a member of the dominating set. A
dominating set that uses the minimum number of nodes is called minimum dominating
set. Determining a minimum dominating set (MDS) is an np-hard problem.

Kuhn and Wattenhofer[154] introduced a distributed algorithm to find a fast and non-
trivial approximative solution to the MDS problem in a constant number of rounds.
They achieve this goal by using information about the degree of all neighbours up to
the distance of two and a suitable weight function. CEDAR[98] is a distributed routing
algorithm which supports quality of service. It relies on an approximated MDS to
calculate a core of nodes which are used to forward traffic. In [99], Wu proposes a
routing scheme which uses a dominating set algorithm to determine a backbone in
mobile ad-hoc networks. Traffic is routed only by nodes in this backbone while other
nodes simply transmit their traffic to the backbone nodes. While similar characteristics
between our algorithm and these approaches exists, the server selection algorithm does
not determine a dominating set. Instead we allow game clients to be up to two hops
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away. Also, we take the heterogeneity of mobile ad-hoc networks into account and
distinguish different device capabilities as well as their user’s intention of becoming a
server in addition to their position in the network.

In 2006, Károly Farkas published the Priority Based Selection (PBS) algorithm[155].
Similarly to our server selection algorithm, PBS determines suitable servers in a mo-
bile ad-hoc network for zone server-based applications. It is part of SIRAMON (Ser-
vice provIsioning fRAMework for self-Organized Networks) which aims at combining
common services for applications in mobile ad-hoc networks into a middleware. SIR-
AMON offers service description & discovery, deployment as well as service man-
agement. Because of a cooperation between Prof. Plattner, ETH Zürich and Prof.
Wolf, TU Braunschweig, PBS and our server selection algorithm were not developed
independently from each other. Therefore, both approaches exhibit some similarities
with regard to the algorithm itself, the used metric and evaluation scenarios. We will
therefore discuss the priority based selection algorithm in the following paragraphs
and point out the differences to our approach.

The priority based selection algorithm calculates a dominating set of nodes in a mobile
ad-hoc networks. The dominators then take the role of server in the network. PBS uses
four different roles for network nodes:

• INT-CANDIDATE – Initial status for a node running a specific application

• EXT-CANDIDATE - Initial status for a node not running this specific application

• DOMINATEE - Node is a direct neighbour of a zone server

• DOMINATOR - Node is a zone server

Initially, all nodes start either as an int-candidate or an ext-candidate. An int-candidate
can eventually become either dominator and assume the role of zone server for the
application or it can become dominatee. Because PBS calculates a dominating set, a
dominatee always has a zone server as neighbour to which it can then connect. An
ext-candidate is different because it does not run the client application. Hence, an
ex-candidate node can never become a dominatee. It however can become dominator
because of its network position and device capabilities. Ext-candidate nodes that are
chosen as zone servers can receive the necessary server software through the SIRA-
MON framework.

PBS is round-based and operates in a distributed manner. In each round, every node
executes three steps. Firstly, it broadcasts its current neighbour list to all neighbouring
nodes. Secondly, it receives the neighbour lists from its neighbours and finally based
on the received information it determines if its status has changed. The neighbour list
contains a fullconnected status flag that dominator nodes can set if they have a link
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to all nodes in the network. Nodes that have a dominator as neighbour automatically
switch to dominatee role. Otherwise, the dominator status is assigned if one of the
following conditions are true: 1.) if the node has the highest priority among all known
nodes, 2.) if it has a neighbouring node with no connection to other nodes (leaf node),
3.) if fullconnected status has been reported by another dominator. The priority metric
that PBS uses is basically identical to the metric we use for the server selection algo-
rithm. If a node determines its role either as dominator or dominatee, PBS stops and
remains dormant until a network link change is detected. In this case, a new round is
started, so that PBS can adapt to network changes. Changes in the network, e.g. due to
node mobility, can lead to situations where two dominator nodes end up as neighbours.
In this case, the dominator with lower priority reverts back to dominatee role.

PBS employs a distributed mobility prediction method that is based on received signal-
to-noise ratio to determine stable, long-term links. Clients calculate if a link is ex-
pected to be stable in the future and connect only to those servers to which they have
a dependable link. From the description of PBS in [155], it remains unclear what hap-
pens if a client is faced with only unstable links to servers and what if any additional
delay this restriction produces for clients that loose its server due to mobility. Gener-
ally, the priority based selection algorithm aims at finding a good approximation for a
minimum dominating set of nodes in the mobile ad-hoc network.

Although PBS and our approach solve the same problem and have many similarities,
they are some major differences in the design and the operation. First and foremost,
is the integration of PBS into the SIRAMON framework. Given the current state of
the mobile market with different manufacturers that create a number of heterogeneous
devices running diverse operating systems, we do not expect all these devices to run a
single common middleware like SIRAMON. Hence, we think that additional MANET
nodes that forward data but do not assist in server selection have to be taken into
account as well. Moreover, PBS considers all network nodes to be prospective zone
servers as long as they fulfil some basic requirements like having sufficient capabilities
and have links to multiple nodes. This means that the priority based selection algorithm
does not require a node to run a particular application itself in order to be chosen as
zone server for it. Though such a selection can be desirable from a networking point
of view, it may not necessarily reflect the goals of the user as it consumes battery
power and communication bandwidth for his device. We see no incentive for the user
to relinquish his own resources to offer a service to others. Also, such devices may be
switched off by the user because he is unaware of the special role of his device for the
network. Our server selection algorithm selects only nodes as servers that participate
in that specific application. Here, a user serves its own interest and is assumed to
willingly give up some of its resources for other members of his group.
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Secondly, PBS calculates a distributed set in which every node is a server or a direct
neighbour of a server. In fact, it aims at achieving a good minimum distributed set
approximation which in theory can offer suitable server selection if most nodes run a
specific application or if they are distributed evenly in the network. If application nodes
are focused on one part of the network only, a distributed set of servers is not ideal.
In conclusion, PBS uses a network-driven approach and nodes chose their role based
on neighbour lists and priorities. This is in contrast to our server selection algorithm
which employs an application- and client-driven approach. Here, clients chose the
best server in their vicinity themselves or in cooperation with their neighbours. Thus,
zone servers are created on an as-needed basis anywhere in the network. In contrast
to PBS which requires client and servers to be direct neighbours, our server selection
algorithm also allows a distance of up to two hops between clients and servers when
making their initial determination.

Another point is that our server selection algorithm supports different applications
in the network running at the same time. Applications can be differentiated through
an unique application ID in the server selection protocol. Thereby, multiple server
selection instances run separately without any direct interaction. Thus, servers can
be selected in a way that is specifically tailored for each individual application taking
the capabilities and the distribution of mobile devices into account. A network-centric
approach like PBS that looks for a dominating set would chose the same servers for
multiple applications which can lead to overload situations and degraded services for
all applications.

Finally during server selection, nodes that use PBS broadcast a full list of their neigh-
bours together with additional fields like the neighbour’s state and priority as well as
the fullconnect status flag. As more nodes join the neighbourhood, the total number of
neighbour list entries increases exponential because every node adds the new neigh-
bour to its list. Our server selection algorithm broadcasts a small and fixed amount of
data that is independently of the number of neighbours.

PBS can make use of the XCoPred prediction method to predict link stability in mobile
ad-hoc networks. By preferring stable links, an application is more likely to be able to
utilize its server which can lead to better application performance and user perception.
While our server selection algorithm makes no distinction of link quality, methods like
XCoPred can easily be integrated. Besides XCoPred, another metric for link stability
may be a simple SNR threshold filtering mechanism that can be easily computed. This
approach is used by some implementations of the AODV routing protocol, e.g. AODV-
UU, to ignore links that are very weak and therefore possibly unstable.
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4.5. Chapter Summary

In this chapter we presented the server selection algorithm as a novel approach for
creating and choosing servers in mobile ad-hoc networks. It operates in three phases
discovery, selection, and maintenance. Its fully distributed design allows for good scal-
ability. Each node regularly broadcasts information about its performance and network
connectivity to its neighbours in small announcement messages. With this information
every node then decides for itself the best server for its application. The selected zone
servers provide services for nodes in their vicinity thus ensuring a satisfactory network
performance. Depending on application-specific requirements, global synchronisation
between zone servers can be decoupled from any latency-critical path which allows
good response rates for clients. The application is also able to create or remove zone
servers as it sees fit as the server selection algorithm will automatically adapt to the
new situation. As every node constantly monitors announcement broadcasts from their
neighbours, information about new nodes is updated in the neighbourhood table. If the
application requests the selection of a better server due to node movement, the server
selection algorithm can rely on local information and is able to select a zone server
with little delay.

We have implemented the server selection algorithm in the network simulator NS-2.
By relying only on NS-2’s functions to receive and send network traffic, our imple-
mentation is easily portable. A comparison with related work shows that a client-based
approach is more suited to select well positioned servers in a mobile ad-hoc network.
Furthermore, our server selection algorithm allows multiple applications to run their
individual instances of our algorithm without any interference from each other, creat-
ing a server network that is individually tailored to every application’s needs.
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The Internet today is a best-effort network that does not provide any guarantee re-
garding the quality of a service. Still, latency-sensitive applications are used in local
as well as in wide area networks. Instead of using a complex QoS scheme, wired IP
networks are over-provisioned by design to allow decent quality for all users and appli-
cations. This approach, however, cannot be applied in the same way to wireless radio
networks. First of all, current radio technology can only offer a small portion of the
network bandwidth that is available for wired networks. Secondly, a wireless transmis-
sion occupies a defined frequency spectrum and a certain area around the transmitter
for the duration of the transmission. Extending wireless network bandwidth is there-
fore not easy given the already crowded radio frequencies. This is in contrast to wired
networks where signal propagation is confined to a single cable and bandwidth can be
easily extended by deploying additional lines. While over-provisioning can also help
in wireless networks, additional strategies need to be employed when latency-sensitive
applications from the Internet cross over to the wireless world. Moreover, using such
applications in mobile ad-hoc networks is additionally challenging because of outside
interference and node movement.

In this chapter we discuss the feasibility and the limits of using latency-sensitive appli-
cation over multi-hop wireless ad-hoc networks. We start by making single hop mea-
surements using existing off-the-shelf hardware to analyse real-world wireless network
traffic. Specifically we examine round-trip time latency, latency variation and packet
loss for different distances and situations. By simulation we then determine the most
suitable ad-hoc routing protocol for applications. We follow up by looking at vari-
ous QoS improvements for medium access, routing as well as queuing which we have
implemented in the network simulator NS-2. Through simulation of a multi-hop sce-
nario, we analyse the effect of those improvements. Finally, a summary concludes this
chapter.
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5.1. Preliminary Evaluation

In Chapter 3 we discussed capacity, fairness and latency of wireless LANs from a
theoretical point of view and introduced MANET routing protocols. We now follow
up this consideration with measurements and examine latency, latency variation and
packet loss in a real WLAN network. We thereby specifically look into the individual
factors that have a significant contribution to latency. Also we take a look at differences
to wired networks that can effect algorithms of existing latency-sensitive applications.
Furthermore we present network simulations to find a MANET routing protocol that
is able to provide low latency multi-hop data traffic. Finally, we summarize our results
and draw conclusions and recommendations for latency-sensitive applications.

Although an end-to-end measurement in a multi-hop scenario would have been better
suited to analyse network parameters for latency-sensitive applications in MANETs,
our following experiment focuses on a single hop only. The reason for this is that our
notebooks were not time synchronized during our experiments and thus the correlation
of events was a complex task even for two devices. Therefore, we decided to look at
a real single wireless link in detail and then move on to more complex multi-hop
experiments in a simulator later on where we have no problems synchronising events.

5.1.1. Single Hop Measurements

For our measurements we used two 1,8 GHz Intel Pentium M notebooks in an outdoor
urban scenario with distances between both devices of 1 and 5 meters and then con-
tinuing up to 50 meters. All notebooks were equipped with CardBus WLAN cards that
uses an Atheros WLAN chip, an internal antenna and supports IEEE 802.11 a/b/g oper-
ations. The maximum achievable communication distance in our scenario was 193 m.
To emulate network traffic of a latency-sensitive application we used ICMP Echo re-
quest and response packets with different packet sizes of 104, 576 and 1400 bytes and
a send rate of 10 pps. Each measurement lasted ten minutes with 15 seconds adjust-
ment time at the beginning to allow the rate adaptation mechanism to adapt to the new
environment. Furthermore, we repeated our measurements and used a third notebook
to insert additional background traffic to the scenario. This background traffic com-
prised a single TCP stream that continuously transmitted 1500 bytes frames during the
measurement.

We used a modified version of the multi-band Atheros driver for WiFi (MadWifi)
WLAN module for Linux[156]. MadWifi uses the SampleRate algorithm for rate
adaptation and multi-rate retries that allows control of how the transmission rate is
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adjusted in case of retransmissions. By default MadWifi resends frames up to ten
times. In order to be able to record events and timestamps at a fine grained level, we
modified the MadWifi driver to log events such as frame queuing, transmissions and
receptions of data frames as well as link layer acknowledgments . Because of the strict
timing requirements of the WLAN protocol, some of these functions are done inde-
pendently of the operating system by the Atheros hardware itself. We therefore added
an interrupt-based callback routine where the hardware notifies the driver that a frame
has finally been sent or received. In an initial evaluation, we found that the overhead
caused even for a significant number of interrupts was negligible for our measurement.
Furthermore, the Linux kernel’s standard time base does not offer high-resolution tim-
ing information which we need for time stamping WLAN protocol events. We there-
fore implemented our own method which is based on the CPU’s time stamp counter
(TSC) to give us high precision time information. Because the TSC is increased with
the CPU internal clock rate, it allows nano-second granularity. Naturally, because of
unpredictable hardware-level events, our implementation cannot guarantee such preci-
sion. However, through experimentation we found that our solution can offer a reliable
time measurement in the area of 50 – 100µs which is sufficient for our experiment. We
also gathered additional information from the driver and from the Atheros hardware
for each event. This information includes the requested, sent and received data rates,
the signal strength and the number of retransmissions.

Table 5.1 shows the results of our experiment at three selected distances. At each
distance we show measurement results for different packet sizes with and without ad-
ditional background traffic. For all scenarios, the round-trip time and its variation
remains well below 150 ms which is our threshold for latency-sensitive applications.
For the variation of round trip time, we can see values between half and one time
the value of the round trip time itself which is quite high. In related work, Armitage
and Stewart[157] analysed the relation between delay and delay variation in the Inter-
net and found a high correlation between both values with the delay variation being
generally one fifth or less of a path’s latency. Although, the results from Table 5.1 indi-
cate generally low RTT variation for single hop transmissions, adapted delay variation
compensation methods may be required to compensate for larger delay variations in
wireless networks.

Finally, the results look a little bit different for packet loss. Firstly, we notice an
anomaly of high packet loss at 50 m distance with background traffic. In our scenario,
the first node that sends our data and the node that generates the background traffic
are close together. Thus, communication between them usually is done at the fastest
transmission speed of 54 Mbit/s. However, at 50 m distance the second node is un-
able to detect high-speed transmissions between the two remote nodes which creates

115



5. Quality of Service

Packet size
avg. RTT avg. RTT variation Packet loss

Dist. w/o bgtfc w/ bgtfc w/o bgtfc w/ bgtfc w/o bgtfc w/ bgtfc

104 byte packets
1 m 0.74 ms 6.86 ms 0.74 ms 5.62 ms 0.21% 0.15%

25 m 0.62 ms 9.07 ms 0.46 ms 7.04 ms 0.98% 0.72%
50 m 1.40 ms 7.07 ms 0.73 ms 3.84 ms 1.76% 22.95%

576 byte packets
1 m 0.84 ms 6.94 ms 0.66 ms 5.57 ms 0.36% 0.21%

25 m 1.04 ms 11.58 ms 0.70 ms 7.22 ms 3.84% 2.02%
50 m 2.85 ms 13.88 ms 1.38 ms 6.48 ms 1.37% 25.37%

1400 byte packets
1 m 0.97 ms 7.09 ms 0.41 ms 5.42 ms 1.04% 0.05%

25 m 3.48 ms 20.38 ms 1.67 ms 12.24 ms 0.62% 2.21%
50 m 5.27 ms 26.65 ms 2.52 ms 12.92 ms 2.98% 17.41%

Table 5.1.: Measurement results as seen by the application

a transmission-rate dependent hidden terminal problem. This problem is usually dealt
with by using the RTS/CTS mechanism of IEEE 802.11 which we discuss later in the
simulation section of our QoS improvements. For other distances and for scenarios
without background traffic, the packet loss remains well below 5%, our threshold for
latency-sensitive applications. Nontheless, if we extrapolate our data for multi-hop
communication, a problem becomes apparent as packet loss is a multiplicative factor.
Table 5.2 shows the maximum average acceptable packet loss per link that keeps the
end-to-end packet loss below 5 %. The values are calculated by using the following
equation with ploss being the link loss on all individual links:

1− (1− ploss)
hops = 0.05

=̂ ploss = 1− hops
√

0.95

If we compare these numbers with our measurement results, our data suggests that for
small packets of 104 bytes the maximum achievable distance in a multi-hop wireless
network is between three and five hops if the end-to-end loss is to be kept below 5%.
The distribution of packet loss in our experiments confirmed prior results by Carvalho,
Angeja, and Navarro[77].

Figures 5.1(a) and 5.1(b) show the measurement results for 25 m distance as a cumula-
tive density function of round trip time. Because of the event logging of our modified
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Hops 1 2 3 4 5
Maximum loss per link 5.00% 2.53% 1.70% 1.27% 1.02%

Table 5.2.: Calculated maximum link loss for an end-to-end packet loss rate of 5 %

driver we were to determine the one way delay for each data frame. By using our
modified WLAN driver and a logfile of all queuing, sending and receiving events of
data packets as well as acknowledgements from our measurements, we can determine
the individual end-to-end delay of a data frame. Figure 5.1(c) presents a compari-
son of one-way delays of corresponding request and response packets. It shows that
for larger distances, the common concept of one-way delay being half the round trip
time is not valid anymore. Again this behaviour is exhibited because WLAN allows
different transmission speeds that are determined individually by the sender. In our
experiments, we found that the majority of request and response packets were sent at
different transmission speeds. Although, these differences usually mean one node is
using the next faster transmission speed than the other, it has a measurable effect on
one way delay if the transmission is sent over greater distances. Here, the total differ-
ence in transmission speed can be significant (1 MBit/s vs. 2 Mbit/s) whereas at shorter
distances it is almost negligible (48 MBit/s vs. 54 MBit/s). For multi-player games that
rely on being able to calculate the one way delay of a player to order game events, this
effect can have an impact on game fairness. Figure 5.2 shows the transmission rates
for request/response pairs. An ’X’ in the figure denotes that at least one pair used this
combination of transmission speeds and the darker the background, the more often this
combination occured in our measurements.

We also look at packet retransmissions and to what degree they contribute to successful
packet delivery which is shown in Figure 5.1(d). Although the usefulness of packet
retransmissions varied slightly for different packet sizes and distances, the sweet spot
is generally at six retries after which the probability of successful packet delivery drops
below 50%. Hence, we recommend reducing the number of retransmissions to six
or less for latency-sensitive applications in order to reduce unnecessary load on the
wireless network.

A thorough composition analysis of the round trip time as seen by the application for
measurements without background traffic and a packet size of 104 bytes is shown in
Table 5.3. We have decided only to look at the results for the smallest packet size
as they are the most relevant for latency-sensitive applications. And because we fo-
cus on round trip time, only those request/response pairs have been taken into account
that were transmitted successfully possibly with some link-layer retries. Nevertheless,

117



5. Quality of Service

D
istance

1m
D

istance
25m

D
istance

50m
N

am
e

D
elay

Std.-D
ev.

C
ontrib.

D
elay

Std.-D
ev.

C
ontrib.

D
elay

Std.-D
ev.

C
ontrib.

Initial pkt

T
x

R
equest

101.8µ
s

0.3µ
s

13.8%
113.5

µ
s

1.4µ
s

18.4%
270.7µ

s
2.0
µ
s

19.3%
T

x
A

ck
40.0µ

s
0.0µ

s
5.4%

40.2
µ
s

0.5
µ
s

6.5%
161.8µ

s
0.4
µ
s

11.5%
T

x
R

esponse
102.6µ

s
0.6µ

s
13.9%

123.3
µ
s

1.6µ
s

20.0%
305.3µ

s
4.3
µ
s

21.8%
SubtotalR

T
T

Init
244.4µ

s
33.2%

277.0
µ
s

44.9%
737.8µ

s
52.6%

A
vg.T

x
tries

perpacket
request1.008,

response
1.008

request1.029,
response

1.048
request1.057,

response
1.239

Retries

T
x

R
equestR

etry
0.8µ

s
11.1µ

s
0.1%

3.5µ
s

20.7
µ
s

0.6%
15.1µ

s
20.5µ

s
1.1%

T
x

R
esponse

R
etry

0.7µ
s

10.8µ
s

0.1%
6.8µ

s
27.4

µ
s

1.1%
73.4µ

s
30.0µ

s
5.2%

SubtotalR
T

T
R

etry
1.5µ

s
0.2%

10.3
µ
s

1.7%
88.5µ

s
6.3%

Overhead

C
hannel&

C
ontention

456.7µ
s

87.8µ
s

62,0%
295.5

µ
s

54.6
µ
s

47.9%
541.6µ

s
58.6µ

s
38.6%

K
ernel

32.6µ
s

1.1µ
s

4.4%
32.2

µ
s

0.9
µ
s

5.2%
31.7µ

s
1.3µ

s
2.3%

SubtotalO
verhead

489.3µ
s

66.4%
327.7

µ
s

53.1%
573.3µ

s
40.9%

TotalR
T

T
735.2µ

s
99.8%

615.0
µ
s

99.7%
1,399.6µ

s
99.9%

M
easured

R
T

T
736.8µ

s
69.1µ

s
100.0%

616.6
µ
s

38.4
µ
s

100.0%
1,401.4µ

s
38.2µ

s
100.0%

E
rror

1.6µ
s

0.2%
1.6µ

s
0.3%

1.8µ
s

0.1%

Table
5.3.:T

he
sources

of
delay

in
w

ireless
L

A
N

s
–

C
ontributing

factors
to

the
average

round
trip

tim
e

for
the

scenarios
w

ithout
background

traffic

118



5.1. Preliminary Evaluation

 0

 0.1

 0.2

 0.3

 0.4

 0.5

 0.6

 0.7

 0.8

 0.9

 1

 0  5  10  15  20

P
er

ce
nt

ag
e

Round Trip Time / ms

Cumlative density function

104 bytes/packet
576 bytes/packet

1400 bytes/packet

(a) Latency CDF with no background traffic

 0

 0.1

 0.2

 0.3

 0.4

 0.5

 0.6

 0.7

 0.8

 0.9

 1

 0  5  10  15  20

P
er

ce
nt

ag
e

Round Trip Time / ms

Cumulative density function

104 bytes/packet
576 bytes/packet

1400 bytes/packet

(b) Latency CDF with background traffic

 0

 0.2

 0.4

 0.6

 0.8

 1

50 m25 m5 m1 m

Ra
tio

 o
f o

ne
-w

ay
 d

el
ay

s

Distance

Tx delay ratio (min./avg./max.)

(c) One way delay comparison (various distances)

 0

 1

 2

 3

 4

 5

 1  2  3  4  5  6  7  8  9  10

Pa
ck

et
 D

el
iv

er
y 

C
on

tri
bu

tio
n 

in
 p

er
ce

nt

Retransmissions

Packet size  104 bytes
Packet size  576 bytes

Packet size 1400 bytes

(d) Packet Delivery Contrib. of Retransmissions

Figure 5.1.: Measurement results at 25 m distance

packet loss in these scenearios were generally below two percent as can been seen in
Table 5.1. The numbers shown in Table 5.3 are the results of an in-depth analysis of
the event logs from our measurement. Unfortunately, it was impossible to measure
transmission and waiting times directly because these functions are done within the
WLAN hardware and are not accessible by software. Instead we used information
about transmission and reception events as seen by our MadWifi driver on both nodes
to determine the time spent for sending data frames and low-layer acknowledgments
as well as queuing delays that come from channel access and WLAN protocol over-
head. We then used information about transmission speed, frame coding and retries
to calculate the transmission delay for each individual frame. Finally, we added up all
our results for each individual request/response pair and compared our results with the
round trip time as seen by the application. We omitted propagation delay completely
as it is not relevant at the distances in our scenarios and our results show only a small
error. A more detailed description of how we measured and calculated these values as
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Figure 5.2.: Sender/Receiver transmission rates for corresponding ICMP echo re-
quest/response packets

well as an example can be found in Appendix A.2.

Our break-down shows that the transmission delay is only responsible for between
one third and half of the round trip time. The remaining time is mainly taken by
waiting for a free wireless channel and the contention period. As expected in a scenario
with no significant background traffic, transmission retries have no noticable effect
on the average round trip time. This is different from our results for larger packets
where retransmissions can take up to 20 % of the round trip time and the channel and
contention overhead is only about 15 %.

5.1.2. Simulations of Routing Protocols

Routing protocols offer an important service in mobile ad-hoc networks as they dis-
cover and maintain routes between mobile devices. They can also influence the ap-
plication performance due to their route setup delays and protocol overhead. We have
done a preliminary evaluation of four different MANET routing protocols in NS-2
to find a good candidate that is able to support latency-sensitive applications. The
cost of a routing protocol can be divided into two major parts. The network cost
comprises communication overhead for sending and receiving routing packets and the
node cost contains processing requirements to calculate a route through the network
as well as storage requirements to save routing table and protocol-specific data. Obvi-
ously, both factors are not fully independent from each other. For the purpose of our
preliminary evaluation, we looked at the network cost of each routing protocol only.
We selected the Ad-hoc On-Demand Distance-Vector protocol (AODV[93]), Dynamic
Source Routing (DSR[95]), Destination-Sequenced Distance Vector (DSDV[90]) and
Optimized Link State Routing (OLSR[91, 92]) for our evaluation which are all well-
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(a) Latency (b) Packet loss

(c) Latency variation (d) Overhead in bytes

Figure 5.3.: Routing protocol comparison results (from [160]

known routing protocols for MANETs. For DSR and DSDV, we used the existing
implementation in NS-2. For AODV and OLSR, we used the implementation from
Uppsala University (AODV-UU[158]) and an implementation from Murcia University
(UM-OLSR[159]) respectively.

Our evaluation uses a scenario with 20 nodes that move at walking speed between
zero and three meters per second according to the random waypoint mobility model.
We randomly select 15 nodes that create unidirectional CBR traffic with 20 pps and a
packet size of 64 bytes. Figure 5.3 shows the average results of 60 different simulations
that each lasted 10 minutes.

To achieve a maximum round-trip time of 150 ms for latency-sensitive applications,
one-way latency must on average be kept below 75 ms if we assume a symmetric dis-
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tribution of delay. While such an assumption is not generally valid in mobile ad-hoc
networks, it is an appropriate premise for our simulations as we have select sending
and receiving nodes randomly and only look at average values for latency. With an
average one-way latency of 125 ms, AODV shows the best result in our simulations
as can be seen in Figure 5.3(a). Nevertheless, it stays above the required value for
latency-sensitive applications and the other three protocols achieve even much higher
delays. Regarding packet loss, no protocol is able to achieve less than 5 % loss but
AODV and DSR come in close. Also noteworthy is the fact that latency variation is
high for all protocols reaching values between three and four times one-way latency
with both proactive protocols being at the top of the list. Finally, OLSR shows a very
large overhead even when compared with DSDV which also is a proactive protocol.
The reason for this is that the size of OLSR messages grow linearly with the number of
nodes. More on the overhead of OLSR and how to deal with it can be found in [161]
and [162]. From the results of our preliminary evaluation we have chosen AODV as
the best candidate for latency-sensitive applications because it achieved the lowest de-
lay and is on par with DSR on packet loss. In the following section we discuss methods
to improve AODV’s performance as well as network performance for latency-sensitive
applications in general.

Reactive protocols only keep routes to other nodes which are being used. Thus, send-
ing traffic to a new destination requires a route discovery process which yields in an
initial route setup delay for reactive protocols. Depending on network load and the size
of the network, this initial delay can be quite large. Figure 5.4 shows an example of
this setup delay from an exemplary UDP data stream of 150 seconds duration from our
simulation. Here, we notice that the initial delay is high when compared to the average
delay for the whole duration. The reason for this is the mentioned route setup as well
as the fact that the network load is high during this period as most nodes do their route
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discovery. For the remaining time, one-way latency is much lower generally around
20 ms. We can also observe three larger values above 200 ms and many lower peaks
generally below 150 ms which are the result of re-routing efforts and retransmissions.
For latency-sensitive applications, the initial setup delay is not as important as delay
during data transmission. Still, it has an impact on user perception as the actual setup
may take several seconds.

5.1.3. Conclusion

In this section we presented a preliminary analysis of delay in WLAN and determined
a suitable routing protocol for mobile ad-hoc networks. Through experimentation,
we analysed the source of latency for single hop WLAN communication in a spe-
cific scenario. We then continued our preliminary analysis by simulating a multi-hop
wireless networks in which we compared the performance of various MANET routing
protocols. From our results we have shown that WLAN is generally able to support
latency-sensitive applications. We discussed that a major part of the total end-to-end
delay is spent on channel access and contention. Thus, we can safely conclude that
improved medium access control strategies like e.g. 802.11e can reduce this delay for
high priority traffic. Delays from network link changes and subsequent re-routing ef-
forts in a MANET as well as WLAN retransmissions can result in higher latency up
to a point which exceeds the maximum latency for interactive applications. Further-
more, our measurement and the simulations have shown that applications should ex-
pect increased latency variation in radio networks up to several times the value found in
wired networks. Regarding packet loss, WLAN achieves packet delivery ratios which
are suitable for latency-sensitive applications. However in MANETS, our preliminary
evaluation suggests that only a couple of hops can be covered within the maximum
packet loss constraints. The reason for this is the multiplicative effect of packet loss
over multiple hops. We have also shown that a transmission rate dependant hidden
terminal problem exists which can impair latency-sensitive communication signifi-
cantly especially when the wireless network is used close to its maximum capacity.
Our measurement has shown that the break-even point for the maximum number of
retransmissions is six. For latency-sensitive applications that prefer packet loss over
high-latency data, the number of retransmissions should be reduced further. Finally,
we have chosen AODV as our routing protocol because of its low overhead and the fact
that its performance comes closest to the requirements for interactive latency-sensitive
applications. In the following section, we discuss several methods to improve routing
and network performance for latency-sensitive applications.
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5.2. QoS Improvements

Previously we have shown that even while AODV shows the best performance among
our set of MANET routing protocols, it fails to achieve the necessary performance
for interactive latency-sensitive applications in multi-hop networks. In this section
we aim at increasing the network performance by introducing new as well as existing
QoS-related enhancements to AODV and MANETs. We evaluate all approaches with
NS-2 to assess their individual as well as combined impact on data traffic and general
network performance. Furthermore, we look into the effect that those methods have on
non-interactive background data traffic. But first we take a look at related work where
many QoS enhancements for mobile ad-hoc networks or wireless networks in general
have been discussed.

5.2.1. Related Work

Quality of service support for mobile ad-hoc networks can be achieved on different
layers. Medium access control protocols can achieve service guarantees by controlling
when a mobile node can access the wireless channel. Other approaches focus on the
networking layer where QoS-aware routing protocols discover only routes that are able
to support the network requirements of individual applications. Finally, QoS frame-
works define different QoS classes and mappings, resource reservation and signaling
as well as admission and rate control mechanisms. Also, they use QoS-aware queuing
strategies to support prioritisation and differentiate various flows. They often operate
on top of existing non-QoS MAC and/or routing protocols. We give a brief overview
of selected approaches from each of these three categories.

QoS Medium Access Control Protocols

Many mobile ad-hoc networks use wireless LAN as radio and medium access tech-
nology. The standard WLAN protocol family is contention-based and is therefore not
able to offer any service guarantees. In 2005, two additional coordination functions
were published as IEEE 802.11e[44] that offer traffic prioritisation which can be help-
ful in situations where a single service e.g. Voice-over-IP needs to be preferred over
other traffic. We already discussed this WLAN extension briefly in Chapter 3. Based
on IEEE 802.11e, You, Yeh and Hassanein proposed DRCE[163], a high throughput
QoS MAC protocol for dual-channel wireless ad hoc networks. The first channel is
used to communicate request/clear to send (RTS/CTS) frames as well as small data
frames. Larger frames are transmitted on the second channel after successful signaling
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on the first. DRCE introduces an additional Ensure to Send (ETS) frame to allow the
transmission of sender and receiver schedules. Additionally, DRCE proposes negative
acknowledgments to allow for a timely rescheduling by the sender. The authors show
in simulation that they can achieve an average delay that is twenty to forty percent
lower than with IEEE 802.11e.

Lin and Gerla[164] suggested MACA/PR an extension of the common multiple ac-
cess with collision avoidance scheme with piggy-backed reservations. Such reser-
vations are transmitted together with an initial RTS or previous data frame and are
stored in a reservation table by neighbouring nodes. MACA/PR differentiates between
two classes, non real-time and realtime traffic to which it can give bandwidth guaran-
tees. The authors present MACA/PR as an alternative to TDMA-based approaches for
multi-hop networks which keeps the simplicity of asynchronous data transmission.

Becker, Gotzhein, and Kuhn proposed MacZ[165], a QoS MAC layer specially de-
signed for mobile ad-hoc networks. MacZ uses a multi-hop tick synchronisation
scheme that allows network wide allocation of transmission slots. It employs so called
macro slots that consist of phases that are contention-free followed by a contention-
based phase that takes priorities into account. The slot boundaries are globally syn-
chronized. Hence, the tick synchronisation scheme does not work fully distributed.
Traditional medium access protocols operate on the data link layer. As such, they
take only the transmission from one node to the next into account and need additional
support from higher layers to guarantee service quality over multiple hops.

QoS Routing

On the network layer, several QoS protocols have been proposed. We show a selec-
tion of some well-known approaches which are relevant for our application. Sinha
et.al[98] introduced CEDAR, the core-extraction distributed ad-hoc routing algorithm.
It calculates an approximated dominating set which is then used as backbone. Multi-
hop routing over longer distances is done via this backbone and its core nodes support
quality of service. This approach reliefs leaf nodes of the complexity of handling QoS
traffic themselves.

In 2003, Perkins and Royer introduced QoS extensions for the commonly used ad-hoc
distance vector routing protocol (AODV). It allows the addition of QoS requirements
to route request packets and intermediate routes would only answer such requests if
their route could fulfill the necessary prerequisites. Furthermore, all nodes need to be
aware of their average latency and jitter values and would substract these values from
the corresponding QoS requirement before forwarding a route request to neighbouring
nodes.
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Xue and Ganz[166] proposed the ad hoc QoS on-demand routing protocol (AQOR)
that operates in a similar manner. However, AQOR exchanges periodic messages be-
tween neighbouring nodes to determine the available channel bandwidth. Thus, it
allows to take temporary resource reservations in the same collision domain into ac-
count.

Another addition to AODV was proposed by Sakurai and Katto[167] that adds an
multi-path extension to AODV. If multiple routes to the same destination are main-
tained, additional delays can be avoided if a route fails. The authors also use additional
metrics such as delay and disjointness for route discovery.

Yang and Huang[168] suggest the dynamic multi-path source routing protocol (DMSR)
which tries to find a ideal number of routing entries to a destination. These routes are
then used simultaneously to balance the network load. The authors show that this
approach can increase the packet delivery ratio in mobile ad-hoc networks.

QoS Frameworks

Many QoS frameworks for mobile ad-hoc networks are based on existing work from
wired networks. Xiao et.al[169] introduced a flexible QoS model for MANETs (FQ–
MM) that combines features from the well-known IntServ[170] and DiffServ[171,
172] models. FQMM provides service differentiation per flow for high priority traffic
and per class for traffic with lower requirements. As a hybrid approach it shares similar
benefits and problems of the original QoS models that it is based on.

Zhang et.al[173] proposed INSIGNIA as a light-weight stateful QoS framework. It
employs an in-band signaling protocol which uses an IP option for soft-state resource
reservation at intermediate nodes. INSIGNIA uses per flow timers to implicitly release
reservations if no data packets have been received for some time.

He and Abdel-Wahab[174] suggested HQMM, a hybrid QoS model for mobile ad-
hoc networks. It adds a per-class model to INSIGNIA, effectively creating a hybrid
between INSIGNIA and DiffServ.

Ahn et.al[175] proposed service differentiation in stateless wireless ad-hoc networks
(SWAN). It distinguishes two classes, low priority data which is rate controlled and
high priority traffic. SWAN uses probe messages with which the source probes the
available bandwidth to the receiver as a means of admission control for high priority
traffic.

Finally, Chen, Shah, and Nahrstedt[176] introduced the integrated mobile ad-hoc QoS
framework. Their approach uses location-aware routing to predict node movement and
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network partitioning. A central point of this architecture is a middleware which shares
information across layers about the status of other nodes and the network in general.
It also provides QoS signaling between layers, performs bandwidth estimation, man-
agement and rate adaptation.

In this thesis we look at latency-sensitive interactive applications to work with com-
modity WLAN hardware and drivers. Therefore, we do not to take any MAC protocol
enhancement into account that changes the behaviour of WLAN’s DFWMAC. Regard-
less, medium access methods that are specifically designed for mobile ad-hoc networks
and are able to differentiate traffic classes can be of benefit for our applications. But
for the purpose of this thesis, we regard QoS MACs as future work. Another important
aspect is that mobile devices have power, memory and energy constraints that require
low complexity approaches that operate in a distributed and scalable fashion. In the
following section we will therefore take a closer look at individual ideas from related
work.

5.2.2. Methods

In this section we present nine methods to improve the performance of latency-sensitive
applications. These approaches can be categorized in three different areas and are
shown in Table 5.4. First of all enhancements for medium access control which reduce
overhead to determine local reachability information. Secondly, routing improvements
which contain approaches to rapidly repair routes and to determine the quality of net-
work links. And finally queuing strategies which offer prioritisation and shaping of
traffic. We focus on methods which can be implemented with current hardware and
therefore only take a look at methods which require no modification of WLAN hard-
or firmware and can be applied by changing the software of the operating system or
the WLAN driver. Thus, QoS enhancements such as 802.11e are not considered. On
the following pages we present a brief overview of all nine QoS enhancements which
we have implemented in NS-2. We then discuss their performance in a simulation with
latency-sensitive and background traffic.

RTS/CTS Adaptation

Request-to-send (RTS) and clear-to-send (CTS) control packets are standard features
of the DFWMAC. They are send before a data packet to reserve the wireless channel
at the receiver and therefore can reduce the hidden terminal problem. On the down-
side, sending RTS/CTS packets increases the general network overhead. Applications
that send many small packets, such as transmissions of latency-sensitive applications,
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Category Feature

RTS/CTS Adaptation
MAC enhancements Neighbour Detection

Broken Link Detection
Signal Strength Monitoring

Routing enhancements Local Repair
Backup Route
Priority Queuing

Traffic Management Early Discard
& Prioritisation Neighbour Aware Rate Control

Table 5.4.: QoS enhancement methods

this overhead can have a noticeable impact on network performance. Thus, in order
to be able to choose a trade-off between overhead and hidden terminal resilience, the
RTS/CTS threshold defines the minimum data packets size for which the RTS/CTS
mechanism is used. The standard NS-2 WLAN configuration uses a threshold of zero
bytes which enables RTS/CTS for all packets. For RTS/CTS adaptation, we use a set-
ting of 1,000 bytes so that traffic from latency-sensitive applications is sent without this
additional overhead while larger packets still retain this method to cope with hidden
terminals.

Neighbour Detection

In mobile ad-hoc networks, nodes maintain a list of neighbouring nodes for reachabil-
ity and routing purposes. Keeping this list up-to-date within the distance of a single
hop is cheap because it can be achieved with periodic broadcast messages by every
node. Such periodic message are already used in wireless network for different pur-
poses. On lower layers, WLAN nodes in ad-hoc mode send out periodic broadcasts
to announce the ad-hoc network name and parameters which can be used to augment
reachability information. Also routing protocols like AODV periodically send HELLO
messages to detect which nodes are directly reachable. Finally, our server selection al-
gorithm uses periodic broadcasts for neighbour discovery. Using not many but a single
common neighbour detection scheme can help reduce broadcast traffic especially in
densely populated mobile networks. Although, such messages are generally not very
large, broadcast messages bear the penalty of being sent at low transmission speed and
accordingly use up valuable resources. Unfortunately, NS-2’s simple 802.11 MAC
layer does not use such low layer beacons in ad-hoc mode, which prevented us from
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including a common neighbour detection scheme in our simulation. Instead, we have
implemented a beacon-based neighbour discovery for AODV and the Linux MadWiFi
WLAN driver in [160].

Broken Link Detection

AODV regards a link to one of its neighbours as broken if it does not receive a HELLO
packet during the time interval in which usually three such packets are send. As peri-
odic broadcast intervals are usually a trade-off between responsiveness and overhead,
it can take some time before the routing protocol discovers that one of its neighbours is
not reachable anymore. With WLAN however, there is a another way to detect broken
links as all unicast packets need to be acknowledged by the receiving node. This link-
layer feedback is available considerably faster and without any additional overhead. It
also has the advantage of tying link status information closer to the actual data instead
of relying on separate broadcast transmissions which are sent in the other direction.
In case that a packet gets lost during transmission, the WLAN MAC automatically
retransmits it thus ensuring that negative information is only passed on to the routing
protocol if a packet is dropped.

Signal Strength Monitoring

The signal-to-noise ratio (SNR) is an important characteristic of data communication
to determine whether a signal can be recognized and decoded correctly by the receiv-
ing node. Successful reception of a data packet thereby depends on the SNR and the
sensitivity of the receiver which can be seen as a SNR threshold for a particular device.
In reality however, no clear prediction can be made for signals close to this threshold
as discussed by Lundgren, Nordström, and Tschudin[177]. They state that a grey zone
exists around this threshold in which the reception probability varies due to fluctuating
links. Furthermore in grey zones, small packets like for example routing packets have
a greater probability to be transmitted successfully which often leads to the creation of
new routes that have a high packet loss for larger data packets. To avoid the creation
of routes on unstable links, the signal strength of a received data transmission can be
used to identify grey zones. In detail, an AODV implementation on any node would
not forward an AODV route request packet that has a weak SNR value. By introducing
an SNR threshold in AODV that lies well outside the grey zone, route quality can be
improved. Unfortunately again, we had to exclude this feature from our preliminary
evaluation because NS-2’s propagation models do not export the SNR values for indi-
vidual packets. However, a detailed evaluation of this feature can be found in [177].
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Local Repair

Local repair is another AODV improvement that was proposed by RfC 3561[94]. With
AODV, an intermediate node that notices a broken link along a route sends a route error
message back to the sender. The sender then restarts a route discovery process to find a
new route to its destination. With local repair, the intermediate node itself tries to find
a new route to the destination to replace the broken part of the previous route. During
route discovery, the intermediate node buffers packets for the destination. Local repair
can have the advantage that a replacement route is found faster because errors do not
need to be reported back and only a part of the route needs to be rediscovered. On the
other hand, local repair may produce a longer than necessary route depending on the
position of the intermediate node in the network. In any case, the sender can always
probe for a new route if it thinks that routing needs to be optimized. For latency-
sensitive interactive applications, local repair can help to reduce intermittent interrupts
in connectivity which are harder to mask to the user than higher latency.

Backup Route

Another approach to deal with broken routes is to keep one or more backup routes to
the destination in case the primary one fails. Once a link failure is detected, backup
routes can speed up route recovery time because ideally no further route discovery is
necessary. Also, because the backup route is usually kept at the sender, it can decide
which routes are suitable as a backup route. One problem of this approach is finding a
backup route that is independent from the primary one. Also, because backup routes
are discovered and then stored for later use, they may not be valid anymore when they
are needed. Finding backup routes with AODV comes at no additional cost because
AODV broadcasts its route requests. Thus, all routes with the maximum given hop-
count are discovered.

Priority Queueing

Priority queuing is a traditional QoS mechanism to differentiate traffic at intermediate
nodes. We use a classifier to distinguish between low, medium and high priority traffic.
Data from real-time or latency-sensitive applications are put in the high priority queue.
Routing traffic in general is assigned the medium priority queue and all other traffic
goes to the low priority queue. The design of our priority queue implementation for
NS-2 can be seen in Figure 5.5. The top two queues are short and optimized for low-
latency traffic whereas the low priority queue is designed for high throughput. For the
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Figure 5.5.: Traffic differentiation with priority queues (from [160])

purpose of our analysis, we use the type of service field in the IP header to distinguish
the type of data packets.

Early Discard

Interactive data traffic is sent with high packet rates to be able to react rapidly to
changes in the application. Thereby succeeding packets often update data sent only
a few packets earlier. This means that delayed packets are useless to the application
because their data is obsolete. Still in situations where a link gets overloaded, inter-
active data is queued at intermediate nodes alongside other traffic to be transmitted
over the congested link. With early discard, we put an upper boundary to the queuing
time of interactive data packets because their late transmission is often not useful to
the application anymore. As a side effect and as traffic is removed from the queue,
newer packets have an increased chance of being transmitted in time. In our imple-
mentation we use different timeouts for our three priority queues which reflect their
individual requirements (see Figure 5.5). Queuing time is calculated locally at each
node at enqueuing and dequeuing events.

Neighbour-aware Rate Control

Although some newer WLAN hardware supports the 802.11e QoS extension, appli-
cations often cannot use these benefits for their latency-sensitive traffic because the
WLAN driver, the network layer, or the operating system in general lacks QoS sup-
port. Thus, in high traffic situations, low-latency traffic can get delayed while other
low-priority traffic is being transmitted. To overcome this problem for our evaluation,

131



5. Quality of Service

we implemented a simple form of cooperative QoS support for distributed access net-
works at the routing layer. With neighbour-aware rate control, nodes voluntarily place
an upper bound on low-priority traffic if they detect that a neighbouring node is sending
high-priority traffic. We have employed an unused bit in the AODV message header
to indicate nodes that send high-priority traffic. This bit is used in AODV’s route re-
quest, route response as well as its periodic HELLO messages. For sake of simplicity,
we did not use a full QoS classifier to distinguish packets into high- and low-priority
traffic classes but employed a simple on/off switch to tell the routing layer that an
latency-sensitive application is active and currently sending high-priority traffic.

5.2.3. Multi-hop Simulation

We evaluated the previously mentioned features in NS-2 with 20 nodes and standard
settings for the wireless network. Thus, the transmission speed for all packets was
fixed at 2 MBit/s. All nodes moved according to the random waypoint mobility model
with speeds between zero and three metres per second and a pause time of 180 s. The
simulation area was 650× 650m2 and the simulation lasted ten minutes per scenario.
All scenarios were repeated ten times using five flows of low and three flows of high
priority traffic with 20 packets per second and a fixed packet size of 64 byte. With this
traffic pattern, our evaluation is not congested but still under considerable load. The
aim of this evaluation was to discover what effect the previously mentioned features
have on high priority traffic. We then compare our results with network requirements
for interactive latency-sensitive applications to determine the maximum number of
hops we can achieve in a MANET.

Figures 5.6 and 5.7 show the results of our evaluation. In both figures we start on
the left by showing the results of a default NS-2 configuration with RTS/CTS enabled
but with no additional QoS feature. We then start to add one feature after the other,
showing a combining impact so that the rightmost bar shows a scenario with all QoS
features enabled. We decided that the application in our example drops all traffic that
exceeds a one-way delay of 100 ms to emulate that this data is not useful to interactive
applications anymore. Hence, packets with high delay are shown as packet loss in
Figure 5.7 and the average latency in Figure 5.6 is calculated for the remaining packets
only. We previously discussed that we assume a round-trip time limit of 150 ms for
interactive applications. We deliberately chose to exceed this value in our simulation
and use a higher one-way latency of 100 ms to make sure we definitely exceed this
value in the case of asymmetric latencies. As we can see from Figure 5.6 delay for the
remaining packets that are successfully delivered to the application are relatively low
and vary between six and eight milliseconds delay per hop. Obviously as the number
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Figure 5.6.: Average one-way latency for high priority traffic (from [160])

Figure 5.7.: Average packet loss for high priority traffic (from [160])
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of hops increases, the overall end-to-end latency as well as the per hop delay goes up as
well due to the additional transmission and congestion overhead at intermediate nodes.
Generally, without regarding any high-delay packets, we achieved a one-way delay
of approximately 30 ms over four hops. Thus we can conclude that individual data
packets are either well within the delay requirements of interactive latency-sensitive
applications or they exceed that limit. Figure 5.7 shows the percentage of packets that
have a delay of more then 100 ms or that are lost during transmission. As before, we
assume that interactive applications can cope with a maximum of five percent packet
loss. In our scenario with the default NS-2 settings, even communication over two
hops exceeds this value dramatically. For communication over four hops, we show
nearly 80 percent packets that are either lost or exceed the required delay with some
margin. Using RTS/CTS adaptation helps to reduce packet loss, most likely because of
the reduced overhead if no RTS/CTS frames are sent. Although such packets are very
small so is the payload of our interactive data traffic which makes RTS/CTS overhead
noticeable. Also, the lack of a mechanism against hidden terminals does not seem to
have a negative effect on data transmission in our scenario. The next noticeable drop
in packet loss comes with the introduction of priority queueing which seems to work
well even without any support from WLAN’s distributed coordination function. It is
noticeable that enabling the local repair feature actually increases packet loss and to a
lesser extent delay. The reason for this is that the repaired route is often longer than the
original one. In this case, local repair automatically triggers a route error notification
message back to the sender which then restarts the route discovery process. As a result,
local repair is often ineffective and leads to increased overhead.

For background traffic, our QoS features had the expected negative effects on latency
which was more than doubled with all features enabled. However, packet loss for low
priority traffic stayed at about the same level when comparing simulation runs with no
and with all features active. The detailed results for the background traffic as well as
the results for each individual QoS features can be found in Appendix A.3.

5.2.4. Conclusions

From our simulation results we can see that it is not possible to fulfill the network re-
quirements of interactive latency-sensitive applications of less than 150 ms round trip
time and less than five percent packet loss in our chosen scenario because too much
packets were either lost or experienced single way latencies above 100 ms. One reason
for this is the high network load and low transmission speed combination we have cho-
sen for our scenario. Other reasons come from the characteristics of WLAN multi-hop
communication. If an intermediate node forwards data, it blocks transmissions of all
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other nodes in its vicinity. Thus if the queuing delay of a packet at the intermediate
node is greater then the sending interval of the application, in our case 50 ms, the trans-
mission of the following packet to the intermediate node is affected by the forwarding
transmission of the initial packet from the intermediate node. Also, the interference
range of a wireless radio is larger than its communication range.

We have also shown that with the introduction of several simple QoS features, we were
able to reduce delay and packet loss so that on average the network requirements for
interactive applications can be met up to a distance of three hops. RTS/CTS adaptation
and priority queuing and to a lesser extent rate control were the most effective methods
to increase network quality for high priority data traffic.

From the simulation results, we can draw some conclusions regarding our server selec-
tion algorithm. In the previous chapter, we discussed that we designed the algorithm
to discover servers at distances of one or two hops. With our simulations indicating
that a maximum of three hops are suitable for delay-sensitive traffic, this means that a
mobile node can move away from it’s server and still maintain a viable connection to
it. Moreover, if we compare the differences in latency and packet loss between two,
three and four hops in Figures 5.6 and 5.7, we notice that changes in both values are
quite large if the number of hops changes. Thus, it may be prudent for applications
to start looking for a new server when the distance between client and server reaches
three hops.

5.3. Chapter Summary

In this chapter we discussed the network performance of interactive latency-sensitive
applications in wireless ad-hoc networks and proposed protocols and methods so that
their requirements can be achieved. We started by measuring single-hop wireless ad-
hoc communication over various distances and background traffic conditions as well as
simulated different ad-hoc routing protocols. We then moved on to look at a multi-hop
scenario and discussed various optimisations aimed at improving the quality of service
for our applications.

We have shown that wireless LAN is generally suitable to fulfill the network require-
ments of latency-sensitive applications. We argued that the maximum number of
low-layer retransmissions should be reduced to six after which the successful deliv-
ery of a data packet becomes unlikely. Furthermore, we discussed the existence of a
rate-dependent hidden terminal problem that effects communication at larger distances
when background traffic is being sent by a remote node.
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The routing procotol AODV showed the best results in our initial NS-2 simulation al-
though it did not fulfill all necessary application requirements. For the simulation of a
multi-hop network, we presented several QoS approaches to improve network perfor-
mance. Finally, we have shown that with these modifications a maximum of three hops
between client and server can be achieved within the requirements of latency-sensitive
applications.

In the previous chapter, we discussed the server selection algorithm which can deter-
mine servers at a maximum distance of two hops. We have chosen this limit intention-
ally because at this distance network performance is usually good for latency-sensitive
applications. Furthermore, if nodes move and the route is extended to three hops,
communication still remains within the necessary limits. Then, mobile nodes have
the necessary time to choose an alternative server and complete the transition before
communication degrades further.
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Our evaluation combines several points already discussed in previous chapters. Here,
we analyse the performance and scalability of the server selection algorithm in various
scenarios. We also use the results as well as lessons learned from our preliminary
evaluation and theoretical analysis to explain our evaluation results. We aim at showing
how well our server selection algorithm can perform under good conditions, explain
its fair performance under challenging conditions and show its limits. Also, we take a
close look what effect a server selection has on the network traffic of a latency-sensitive
application.

This chapter is divided into two parts. We start by looking at different evaluation
methods to find the best way to evaluate the performance of the server selection algo-
rithm and its subsequent effect on the performance of a latency-sensitive application.
We then describe how to use real world measurements to select and improve an ex-
isting network simulator as a suitable MANET evaluation tool for latency and packet
loss. Moreover, we describe the network communication for the multi-player game
CounterStrike which we use as our example of an interactive and latency-sensitive ap-
plication in our evaluation. We conclude the first part with details regarding our node
colouring-based evaluation which we use to present our evaluation results.

In the second part we present and analyse data from our evaluation. We start by looking
at two artificial scenarios to determine general network overhead and scalability of the
server selection algorithm. We then continue to look at the algorithm and application
performance in two real-world scenarios, a schoolyard and a train ride. Moreover, we
extend the schoolyard scenario with mobile game nodes to study the effect of mobility
on our results. Finally, a summary concludes this chapter.

6.1. Methods & Tools

Algorithms for mobile ad-hoc networks can be evaluated through various means. Ba-
sically, these evaluation methods can be divided into three categories[178]: Measure-
ments or field testbeds, emulation, and simulation. With measurements the algorithms
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run on mobile devices in the specific real-world scenario. Measurements need a lot of
hardware and manpower in order to arrange a test run but they also provide the most
realistic results for a scenario. The main disadvantage of measurements is that they
are hard to reproduce. A changing environment, like people or cars moving differently
than in the previous test, can have a huge impact on the performance of the network
and the results of the test. Hence with measurements, it is hard to tell whether a better
performance comes from a better version of the algorithm or a changed environment

Secondly, network emulation tries to bypass the problem of reproducibility in a chang-
ing environment by imitating the network. Here, real devices are wired directly with a
network emulation computer and often Ethernet is used to replace the wireless links.
The emulation computer then recreates predetermined network characteristics in order
to create a suitable testing environment. Because the network is only emulated, the
same scenario can be tested over and over again. One disadvantage of emulation is
that accurate timing of data signals would need to be in the order of several microsec-
onds which can be difficult to achieve by the emulation computer. Therefore, network
emulation often operates on a higher network layer that influences throughput, delay,
delay variation and packet loss through various statistical functions. In advanced emu-
lations, the antenna sockets of several devices are connected directly by cables without
the need for any central emulation system. This approach can improve realism by us-
ing the real wireless protocol and solves the timing issues. Still, additional effort is
needed to emulate node mobility, signal degradation and multiple collision domains.
Both measurement and emulation require the provision of real devices to improve re-
alism but which does not scale very well.

Finally, network simulation artificially recreates mobile devices themselves as well as
the wireless network. Because all parts of a test run are embedded inside a simula-
tion, it is able to produce an optimal time resolution because of it’s ability to run the
simulation slower than real-time. On the other hand, simulations need to reproduce all
aspects of hard- and software from top to bottom in order to be fully realistic. How-
ever and due to reasons of practicability, in most cases only necessary and important
features are recreated.

We believe that extra care should be taken when evaluating algorithms for mobile
ad-hoc networks as each presented method has its distinct set of advantages and short-
comings. Table 6.1.1 shows a comparison of all three methods. For the evaluation of
our server selection algorithm reproducible results are essential because they allow us
to compare the results of different scenarios and setups with each other. Therefore, we
need to use a setup such that we are able to attribute any changes in the behaviour of
our algorithm exclusively to the modification in the setup of the simulator rather than
to outside interference. Additionally, the exact timing of data packets for latency sen-
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Practicability Realism
Method Effort Reproducible Timing Real hardware

Measurement high – + +
Emulation medium + – o
Simulation low + + –

Table 6.1.: Comparison of different evaluation methods

sitive applications is of importance. Consequently, we have decided to primarily focus
on simulation for our evaluation. However, we have done additional measurements
which we use to verify the eligibility of our simulation tool.

6.1.1. Simulator Selection

Throughout the research community, several different simulation tools for wireless
networks are being used, the most important ones being NS-2, GloMoSim, QualNet,
and OPNET. According to [179], NS-2 is the most prominent simulator and widely
accepted in the research community therefore we will also use it for our evaluation.

NS-2[152]is a discrete event simulator that has been developed over the last nearly
twenty years. Although NS-2 is now being hosted by the Information Science In-
stitute at the University of Southern California, it includes substantial contributions
from other institutions and researchers and was partly financed by DARPA, NSF and
others. The major part of the wireless and mobility code in NS-2 comes from the
Monarch project[180] at Carnegie Mellon University. CMU’s wireless system was
added in 1999 and includes a two ray ground propagation model, the implementation
of a Lucent WaveLAN DSSS radio and the IEEE 802.11 DCF MAC protocol as well
as several multi-hop ad hoc network routing protocols. Despite the fact that NS-2
is widely used for simulating WLAN networks, many researchers find it disappoint-
ing because, among other things, it does not support beacons, management frames or
multi-rate data transmissions and uses only a simple power-based interference model
which is calculated between two packets.

Because of these shortcomings and further advancements in WLAN technology since
1999, we looked at alternative implementations of wireless components for NS-2
to see if they are more complete, more realistic and more suited to our evaluation
needs. Especially, we were looking for a multi-rate implementation of IEEE 802.11a
or .11g which would make delay simulations more accurate and for a better interfer-
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ence model which would calculate packet loss on the wireless link more precisely. The
IEEE 802.11 implementation[181] of Mathieu Lacage from INRIA which was devel-
oped in 2005 fulfills all these requirements. It replaces the NS-2’s WLAN stack with
an implementation of 802.11a, .11b, and .11e HCCA and EDCA. It supports all data
rates available in 802.11a and implements both the ARF and the AARF rate control
algorithms. Like the standard NS-2 implementation it provides a simple energy-based
interference model. Moreover, the INRIA stack implements two additional models: a
signal-to-noise ratio threshold based model and a bit-error rate based model. The latter
of which calculates the bit-error rate dependent on the modulation of the transmission.
An overview of other NS-2 related WLAN implementations and patches can be found
in [182].

Table 6.2 shows the difference between the original and INRIA’s implementation of
IEEE 802.11 protocols for NS-2. We divided this comparison into three parts: Radio
technology, Radio models and the Modelling of the Environment. In the real world,
you can find three different WLAN variants, namely .11a, .11.b, and .11.g. Nowadays,
most devices use a combination of .11b and the newer .11g variants with a gross trans-
mission speed of up to 54 MBit/s. Such devices would usually use the .11g high-speed
variant, but these devices would fall back to the more robust .11b in cases where inter-
ference is high. In comparison, NS-2’s standard WLAN stack only supports 802.11b
with speeds up to 11 MBit/s. Additionally, the transmission speed for each node has to
be set to a fixed value by the researcher for the duration of a simulation run. INRIA’s
stack allows for high-speed WLANs and implements data rate adaptation techniques
that allow to dynamically change the transmission rates to the maximum value that can
be sustained between two stations. But because of its implementation of the 802.11a
standard, INRIA’s stack cannot fall-back to transmission rates lower than 6 MBit/s that
are often used with current mobile devices under difficult conditions. Finally, proper-
ties like multipath propagation, fading or non-line-of-sight communication (NLOS)
are not implemented by either stack.

6.1.2. Simulator Shortcomings & Adjustments

During our initial tests with both WLAN stacks in NS-2, we identified several prob-
lems when simulating wireless networks with NS-2. First and foremost was the lack of
ARP request retries. When a real IP unicast transmission between two stations is about
to take place, the lower layer of the sender usually sends out an ARP request to deter-
mine the MAC address of the receiving node. If there is no response to that request, the
ARP request is sent several times before an error is reported back to the higher layers.
However, NS-2 does not retransmit ARP requests. Because of movement and the fact
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Real world NS-2 Std. NS-2 INRIA
802.11 a/b/g b a

Radio Rate Adaptation. Various N/A ARF, AARF
Technology Retries Multi-Rate Same Rate Same Rate

Realistic FreeSpace FreeSpace
Propagation TwoRay Shadowing

Shadowing
Multipath Yes No No

Radio Fading Yes No No
model Energy, SNRT

Reception Realistic SNRT BER
Compare 2 Thermal noise

Noise Realistic transmissions + oth. signals

Modelling of
Environment Obstacles LOS/NLOS LOS only LOS only

Table 6.2.: Comparison of different WLAN implementations for NS-2 and the reality

that frames in wireless networks get lost more frequently than in wired networks, this
behaviour is problematic because without a valid link layer address data packets will
be discarded on the sending node. Furthermore, any data retransmission method on
the lower layers will not be used because the packet itself is removed from the queue
at layer 3. For TCP streams this often prevents the establishment of a connection in
general. Because of its importance we implemented retransmissions of ARP requests
in NS-2. A maximum of four ARP requests, the initial request plus three retransmis-
sions, are sent for every station before an error is reported back to the higher layer
which is the current behaviour of the Linux 2.6 IP network stack.

Another problem concerns broadcast packets. With WLAN, broadcast packets need to
be handled differently than unicast packets. In contrast to unicast packets, broadcast
packets are not acknowledged on layer 2 because there is no single receiver that could
acknowledge the packet. Because of this, broadcast packets are usually sent at low
speed with robust coding to ensure successful reception. The WLAN standard defines
two transmission rate sets for wireless devices: the basic rate set and the extended
rate set. Support for data transmission rates in the basic rate set are mandatory for
all devices while the implementation of the usually higher transmission rates in the
extended rate set is optional. Broadcasts must be sent at a transmission rate that is
contained in the basic rate set so that all nodes can receive them. For 802.11b the
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basic rate set contains the 1 MBit/s and 2 MBit/s transmission rate. The INRIA stack
uses adaptive rates that is controlled through a rate adaptation algorithm as in real
devices. The standard NS-2 WLAN stack sends all packets at fixed transmission rates
so that either broadcasts are sent with higher than usual transmission rates or data
frames are sent at lower speeds. The behaviour distorts not only the network impact
on the data frame in question but also influences how long a node occupies the wireless
channel. Furthermore, longer or shorter transmissions can have an impact on whether
data sent from other nodes is lost due to interference by this transmission. Because
we use broadcast packets extensively for neighbour detection in the server selection
algorithm, we enhanced NS-2 by implementing a restriction to the basic rate set for
broadcasts.

We also added low-layer WLAN ad-hoc beacons. For this, every station that par-
ticipates in the ad-hoc network operates a timer that schedules the transmission of a
WLAN beacon every 100 ms. This WLAN beacon announces the availability of the
ad-hoc network to all other nodes and is sent as a broadcast. If a station receives a
beacon for its ad-hoc network, the timer is reset to ensure that only one station trans-
mits that beacon in a certain area of the network. To minimize collisions when beacon
timers of multiple nodes fire at once, a small random number is added or subtracted
from 100 ms each time the timer is started.

The INRIA stack also has some shortcomings in terms of features regarding the eval-
uation of mobile ad-hoc networks. Hence, we ported some useful features from the
standard NS-2 system to the INRIA stack. These features include general node mobil-
ity support, the AODV routing protocol and the shadowing propagation model.

Finally, we adjusted some low level parameters of the INRIA stack to resemble the
characteristics of an Atheros-based WLAN card under Linux which we used in our
real-world measurements in Chapter 5. For this, we extended the data reception mech-
anism to allow for different RX thresholds for different data rates. With real hardware,
high transmission rates require a higher signal-to-noise ratio to be received success-
fully than lower rates. We also adjusted several other parameters such as the transmis-
sion power of the radio and the maximum number of unicast packet retries in accor-
dance with documentation available from Atheros Inc. and the Linux kernel driver.

6.1.3. WLAN Stack Comparison

In order to choose the most suitable and realistic WLAN stack for the evaluation of our
server selection algorithm, we compared simulated results with measurements from a
small real-world setup. Besides choosing the best WLAN stack, we also wanted to
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see how accurate the results from the NS-2 simulator are when compared to real-
world measurements. We used three notebooks fitted with Atheros PCMCIA WLAN
cards and measured the traffic between two notebooks at various distances. The third
notebook was used to create background traffic. This is the same scenario and the same
measurements that we used in Chapter 5. You can find a more detailed description of
the setup there. For our comparison, we focus on three network parameters, namely
delay, delay variation and loss because these are the most important network properties
for latency-sensitive applications. We measured at distances between two stations of
1, 5, 25, and 50 meters each with and without background traffic for application packet
sizes of 104, 576 and 1400 bytes.

We also repeated the measurements three times to rule out any temporary interference
at the time of measurement. We then reconstructed each scenario in the computer
and simulated it with NS-2’s standard stack and INRIA’s stack. In order to allow for
a fair comparison, we run the two different tests with the standard stack, one with
the transmission rate set fixed to 11 MBit/s and one with an artificial fixed 54 MBit/s
setting although the implemented 11.b does not originally allow for such a high speed
transmission. We used shadowing as the propagation model in our simulations which
is defined as follows: [

Pr(d)

Pr(d0)

]
dB

= −10 β log(
d

d0

) +XdB (6.1)

The formula comprises two parts, the path loss model and the shadowing variation.
The path loss model calculates the signal strength at the sender at distance d in ref-
erence to a close-in distance d0. The path loss can be adjusted through the path loss
exponent β to reflect different specific indoor or outdoor scenarios. The shadowing
variation extends the ideal circle model of radio propagation by introducing an addi-
tional probabilistic component which influences signal reception near the edge of the
communication range. Hence, a Gauss-distributed random variable X with zero mean
and standard deviation σdB is added to the calculated path loss. The parameter β and
σdB are empirically determined. Typical values for both parameters can be found in
[183]. More information about the shadowing propagation model can also be found in
[184]. In the literature, we can find a wide range of values for both the path loss β and
the shadowing deviation σ for an outdoor urban area. Therefore, in our WLAN stack
comparison, we run each simulation multiple times with different values for both pa-
rameters which covers the whole range of the parameter set that is shown in Table 6.3.

In order to be able to evaluate solely the behaviour of the WLAN stack, we specifically
decided against measurements of multi-hop ad-hoc traffic as not to be influenced by
ad-hoc routing or other effects that may occur on higher layers. As mentioned, we
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Variable Value Interval

Path loss exponent β 2.7 – 5.0 0.1
Shadowing deviation σdB 4 – 12 dB 1 dB

Table 6.3.: Parameters for the shadowing propagation model for outdoor urban areas
(based on [183])

Value Measurement NS-2 11 NS-2 54 INRIA

Avg. RTT 9.1 ms 13.3 ms 7.99 ms 8,7 ms
Difference +4.2 ms +1.1 ms -0.4 ms

Avg. RTT variation 7,0 ms 2.1 ms 1.66 ms 2.1 ms
Difference -4.9 ms -5.3 ms -4.9 ms

Avg. Loss 0,7 % 3.3 % 49.8 % 0.0 %
Difference +2.6 % +49.1 % -0,7%

Table 6.4.: Best match results from the WLAN stack comparison

evaluated a variety of settings for the path loss β and the shadowing deviation σ. For
each WLAN stack we selected the evaluation result that matches the measurement
best. Thus, we picked only the best-case results to see which stack comes closest to
our real-world measurement. Table 6.4 shows the results of our comparison for a single
scenario. Here, the two measured nodes were 25 meters apart and used a packet size of
104 bytes while at the same time a third node transmitted full speed TCP background
traffic. Although these numbers only represent a single one out of 24 different scenario,
the results are typical for our WLAN stack evaluation.

From Table 6.4 we can see that the INRIA WLAN stack offers the best results. It is able
to match the measured delay quite well, however like the NS-2 original stack it fails
to achieve a good delay variation. For packet loss, the results look quite reasonable
for all stacks but for NS-2 54 MBit. This stack suffers greatly from its inability to
change its data transmission rate during phases of high load which is produced by our
background traffic. From these results we conclude that the INRIA stack is the best
choice for our evaluation. However, the quality of the simulated results regarding RTT
variation is low with all stacks which may be the result of a missing signal fading
model. However, a full evaluation of this matter is out of scope of this thesis.
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Model by Faerber Evaluation
Server Server

(per client) Client (per client) Client

avg. inter-arrival time 62 ms 41.7 ms 60 ms 40 ms
deterministic deterministic

distribution extreme deterministic ±5% ±5%

avg. packet size 127 bytes 82 bytes 127 bytes 82 bytes
distribution extreme extreme deterministic deterministic

protocol UDP

Table 6.5.: Traffic characteristics of the multi-player game ’Counterstrike’ (from [8])

6.1.4. Traffic characteristics and measurement methods

We have modelled the application traffic according to the action multi-player game
Counterstrike which besides its age remains quite popular among players of this genre.
In [8], the author analysed the game traffic of Counterstrike in detail and created a
model for client→ server and server→ client game traffic. We have mainly relied on
this traffic model with the exception that for ease of use we use fixed packet sizes and
rounded the packet inter-arrival times both of which are shown in Table 6.5. To prevent
deterministic behaviour where multiple nodes regularly transmit at the same time, we
added a random uniformly distributed offset of±5 % of the original value to the packet
inter-arrival time.

When a client has discovered its server through the server selection algorithm, it starts
sending data packets of 82 bytes to its server. This data packet contains requested ac-
tions from the user which are sent to the server for inclusion in the next game state.
The server collects all such actions from its clients, compiles a new game state ap-
proximately every 60 milliseconds and sends an update of the game state to its clients.
With this update, the client then can see whether its action has been approved or re-
jected by the server. Thus, to measure the delay of any game action we have to look at
the round-trip time from when the client sends its request until it receives the response
from its server. Because our game traffic is asynchronous and does not follow a simple
request / response policy, we cannot simply calculate the round-trip time based on the
data packets sent back and forth. Figure 6.1 shows an example where a client sends
an action request to its server and receives an update shortly after that. The client now
cannot decide if its request has been received by its server in time to be incorporated
into this response or if it had come too late and will be acknowledged by the next up-
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Action

Client Server

Game state update

(a) Update includes action from the client

Action

Client Server

Game state update

(b) Update does not include action from the client

Figure 6.1.: Effects of delay on game traffic

date. Thus, we define an action as an activity of a user which leads to the transmission
of a game packet to the server. We have implemented the handling of actions as fol-
lows: Each action carries a client-specific ascending ID which uniquely identifies that
specific action. Upon reception of an action, the server stores the action ID in a per-
client list. When the next game state update is due, the server adds a list of remaining
action IDs as acknowledgements to the packet and clears its list. The client can now
calculate the round-trip time of an action by looking at the transmission time of the
action and the time of the reception of its acknowledgement. We define this round-trip
time as the action delay for a specific action.

Figure 6.2 shows an example of two clients communicating with one server. It shows
that because of the different packet inter-arrival times for the clients and the server,
the server has sometimes to include multiple actions in a single game state update
message. It can also happen that no action was received by the server thus the game
state update contains only actions from other clients. Of course, in the case of packet
loss, e.g. for action no. 3 of client 1, the server is not able to consider this action in its
subsequent game update message and it will be lost.

For the reasons mentioned above, we base the following evaluation on the action de-
lay, action delay variation and action loss rather than to rely on packets or frames.
By focusing mainly on actions for our evaluation, we take the application specific be-
haviour into account which closely resembles the application behaviour as seen by
the user. Hence, we believe this approach to be more realistic than simple packet- or
frame-based evaluations.

However, one disadvantage of this approach should also be mentioned. In case of lost
game state updates, the client does not receive an acknowledgement for its action and
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Figure 6.2.: Game traffic communication example

presumes that its action has been lost during transmission as both cases are indistin-
guishable from the client side. Hence, no action delay can be calculated. In reality, if
the action was received by the server it has already been included in the calculation of
the next game state. Thus, the following game state update that is received by the client
would include its previous action in a real game. We did not implement this behaviour
and used a simplified game state model for our evaluation. As a consequence, our
action loss ratio may be slightly higher. However, we believe that the influence of this
behaviour has little consequences and would be present in a packet- or frame-based
evaluation as well.

In addition to the game traffic between clients and their servers, the zone servers need
to synchronize their game states with each other to provide all players with a consistent
view on the game. As previously discussed in Chapter 3 game server synchronisation
depends on the actual game play, the implemented game architecture and algorithms.
Therefore, we have implemented a small and simple synchronisation scheme between
servers which uses the traffic characteristic from game traffic sent by one client to
a server. Although the total throughput between two servers is lower than the data
sent between a game server and its several clients, we believe that data aggregation
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and delaying techniques will be used widely between servers to minimize the load
of the mobile ad-hoc network between servers. Finally and in addition to the game
traffic, we add background traffic between supporting nodes in the network in some
scenarios. For each scenario, we define a background traffic probability and check
for every supporting node whether it is a background sender by using a uniformly
distributed random number. For each sender, we then choose a background receiver
from the group of supporting nodes and make sure that sender and receiver are different
nodes. Like in reality, it can happen by chance that two or more nodes send traffic to
the same background receiver.

Node colours and states

During a scenario run, game nodes can encounter various problems. Their game traffic
can be delayed or lost or their game server may become unavailable. Furthermore,
new games servers can be created at any time if the situation warrants it while existing
servers may drop their server role because they do not have clients anymore. To better
understand what happens in a scenario, we give a colour to each node depending on
its current application status at any given time during the simulation. We define seven
different colors which are shown in Figure 6.3. The first two colours are used mainly

Node colours showing problems

Node not yet active

Node is client but application has not yet sent any data

Node is server

Node is an client

Application traffic round trip time above 150ms

Application traffic has more than 5% packet loss

Unable to determine server

Node colours showing successful operation

Node colours during start−up

Figure 6.3.: Game node colours which show current application status
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at the beginning of the scenario. All nodes are given the colour white at the beginning
of a simulation run. They retain this colour during the thirty seconds warm-up phase
for the AODV routing algorithm. After a node has started, it changes its colour to
black because the server selection algorithm has not yet found a solution. This is a
normal situation because the server selection algorithm has just started to operate on
this node. After a solution has been found, our node changes its colour either to dark
green to show that it operates as a server or to yellow which means that the node is a
client and has successfully found a server nearby.

In order to determine the status of the application, we record end-to-end delays for
data sent to and received from the server. We then continuously determine the average
round trip time for the application by using a sliding window with 25 actions. Until our
sliding window has collected network performance data from 25 actions, the colour of
a node remains yellow. After that, the colour can change to light green which indicates
that everything is working fine. If the average round trip time increases above 150 ms
the colour changes to orange and if more than 5 % of actions got lost then it will change
to red. In the case both values exceed their performance limit, the node’s colour also
changes to red as to indicate a situation where the application is not working properly.

While node colours are a good way to visualise the current status of an individual
node, they cannot describe the result of a scenario as a whole and be used to directly
compare different scenarios or simulation runs. For this, another metric is required
which can describe the quality of the application during the simulation. We introduce
four different states that describe the status of the application:

• Playable – green and dark green colours

• Non-playable – orange and red colours

• Lost / no server – black colour

• Setup and Determination – white and yellow colours

The playable state comprises both green states where the application either has a server
nearby or the local node is a server itself. In both cases the round-trip time and the
packet loss are within acceptable limits of less than 150 ms and 5 % respectively. The
non-playable state indicates that the application cannot work properly as traffic limits
are not met and that either the round-trip time (orange colour) or the packet loss (red
colour) are above the given threshold for our application. In both the playable as well
as the non-playable state, the server selection algorithm has successfully determined
a server. The lost state shows that the application is not running because the server
selection algorithm was unable to determine a server. It is also used briefly during the
startup period of a node when the node has not yet determined a server. Finally, all the
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remaining node colours are put into the setup and determination state.

To be able to compare different scenarios we define the term ’playability time’ in
which we add up all times of all nodes in a simulation run where the application is in
the playable state. We then divide this sum by the total duration of the simulation run.
Thus, the playability time defines the fraction of simulation time where the game is
playable. The same can be done for the other three states as well.

6.2. Evaluation Results

In Chapter 2 we introduced three different scenarios for mobile applications. Below
we will present the results and the conclusions from our simulations in the schoolyard
and the train ride scenario. Both scenarios have in common that background nodes
move around freely in the designated scenario area and that application nodes do not
move at all. The reason for this as discussed in Chapter 2 is that the user needs to
focus his attention on the application in order to use it. Additionally, we decided
against using the train station scenario because of its similarity to the school yard
scenario. Instead we will use a supplemental artificial scenario that will show how
our algorithms behaves when all nodes are moving. Moreover, we will discuss the
simulation results regarding scalability of the server selection algorithm and draw our
conclusions.

Table 6.6 shows the general and node-specific parameter settings for each scenario.
Because each individual scenario has its distinct environment, we use different param-
eters for the shadowing propagation algorithm that are adapted to suit each specific
scenario. We repeated every simulation run 20 times with different seeds for the ran-
dom number generator. We also made sure that we created random numbers properly
as described in [185].

6.2.1. Algorithm Overhead and Scalability

Before we evaluate our server selection algorithm in realistic scenarios, we take a look
at the scalability of the algorithm. We start by looking at how long the algorithm takes
to find a solution for a node from the time the algorithm starts until it has found a
nearby server or determines that the node should be a server itself. Secondly, we take
a look at how much data traffic our algorithm sends and how much it receives from
other nodes. We define the network overhead as the sum of sent and received traffic
because in both cases the wireless media is busy and the node is not able to receive
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Variable Values Number of simulations

General settings
Path loss scenario specific
Shadowing deviation scenario specific
No. of random number seeds 20 20 initial simulations

Node settings
No. of application nodes 5, 10, 15, 20, 25 5 different values
No. of background nodes 0, 5, 10 3 different values
Total number of nodes 15 – 35
Background traffic probability 0, 0.5, 1 3 different values

Simulation runs per scenario 900 simulations

Table 6.6.: Simulation parameters for the evaluation

or transmit application data. Because the server selection algorithm sends locally and
uses information from neighbouring nodes only, we expect a good performance with
an increasing number of nodes.

We have chosen two different scenarios for our scalability simulation. The first sce-
nario is a one dimensional scenario where we form a line of nodes. The distance
between two nodes is one metre. In the second scenario, we use a two-dimensional
rectangle with a distance of one meter vertically and horizontally between adjacent
nodes. In order to form a full rectangle we increase the number of nodes quadratically
up to 100 nodes. We have simulate each scenario 50 times with a simulation time of
90 seconds.

Figures 6.4 shows the average server determination time in seconds in both scenarios.
The height of the bars displays the average time for the server selection algorithm to
find a solution over all 50 repetitions of the same scenario. We also show the minimum
as well as the maximum time for a given number of nodes. In both figures the time on
the y-axis is in linear scale while the number of nodes on the x-axis increases quadrat-
ically. We notice that the average determination time remains around 330 milliseconds
for the linear scenario. In the rectangular scenario we see a similar behaviour only with
a slight increase up to 350 ms for an increasing number of nodes. Still, both graphs
show that our server selection algorithm can deal with an increasing number of nodes
almost in constant time.

Another important factor for the scalability of a distributed algorithm is its commu-
nication overhead. This overhead usually includes the number of bytes that a node
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Figure 6.4.: Average server determination time

sends into the network. In our analysis, we decided to go a slightly different way and
include traffic that is received at a node as well. The reason for this is twofold. First
of all, wireless networks such as IEEE 802.11abg can operate in simplex mode only.
That means that data transmission and reception can only be done exclusively because
data is transmitted and received over the same channel. Therefore, if a large number of
packets is received at a node, it prevents the node from sending its own data. Secondly,
the wireless medium is a scarce resource and has a smaller capacity than wired net-
works. As a result and in combination with the simplex mode, the transmission as well
as the reception of data have a direct impact on latency for interactive applications.

Figure 6.5 shows the communication overhead in bytes/s per node both scenarios.
The green bar shows the number of bytes that a single node sends on average per
second and the red bar shows what it receives. Again, the black error line shows
the total communication overhead on average as well as the maximum and minimum
values across all 50 runs of a scenario. Additionally, we present the average number of
neighbours as seen by the server selection algorithm in each scenario. In both figures
we notice that a node receives far more traffic from other nodes than it sends itself.
This is easy to explain as in both scenarios the average number of neighbours exceeds
one considerably. Secondly, we can see that a node sends about the same amount of
data regardless the total number of nodes in the scenario which is the result of using
broadcasts. However, there is a slight increase in the number of bytes a node sends
in the rectangular scenario as the number of nodes grow. This increase is caused by
retransmissions which we will discuss in more detail in the following paragraph.

We start by looking at Figure 6.5(b) on the right side which shows the overhead for
the rectangular scenario. We can see an almost linear increase in traffic up to a total
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Figure 6.5.: Communication overhead per node
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node number of 36 after which the traffic decreases again. One reason for that could
be that with growing numbers of nodes and the total size of the network increasing as
well, it gets too large for single-hop data, in our case broadcast frames, to reach every
node in the network. However, with 49 nodes and a maximum node-to-node distance
of less than 10 meters, this reasons seems unlikely. Also, we notice a linear increase
in neighbouring nodes in the same figure. In fact, the real rationale for the drop in
received data traffic are collisions that occur in the network. To further underline this
statement, we take a look at the average number of tickets send per node as shown in
Figure 6.6. Tickets are sent by a node when its server selection algorithm has deter-
mined a prospective node as a suitable server. They are meant to inform the receiver
that it has been chosen to perform server tasks for the network and ask him to switch
its role to ’server’. To account for packets to get lost during wireless transmission,
tickets are resent by the server selection algorithm as long as the prospective server
does not change its role to ’server’. In a static scenario like the two we are discussing
right now, we would expect only a very small number of tickets sent by a node because
their is no mobility and the network itself does not change. Nevertheless, we see in
Figure 6.6 a larger number of ticket transmissions per node for scenarios with 36 or
more nodes. In our implementation of the server selection algorithm, a server imme-
diately changes its role if it receives a ticket packet from another node. If a ticket got
lost during transmission or if the following announcement message by the prospective
server does not reach our node, the ticket is resent automatically. Hence, it is logical
to assume that the increase in tickets is caused by packet loss. In general, we notice
that the communication overhead grows linearly as the number of nodes are increased
quadratically. In contrast to our results shown here, it continues to increase in the same
way with a growing number of nodes. But as more and more frames get lost due to
network overload, we see a reduction in overhead. This is because in reality we added
up all successfully received data of a node only.

In the rectangular scenario, our chosen interval between announcement messages is
therefore not ideal as it causes an network congestion in case of a densely packed
group of nodes in a small area with no movement. The announcement message interval
determines how quickly a node can detect changes in the network. A small value
means a faster reaction time of the server selection algorithm at the expense of higher
overhead. This means that in scenarios with no or low mobility, the announcement
interval can be set to a higher value. Still, we have decided to keep the interval at the
same setting which we will use throughout our evaluation in order to be able to directly
compare our results in different scenarios. Nevertheless, Figure 6.5 generally shows
that even with this configuration, the total overhead caused by the server selection
algorithm is low.
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Figure 6.6.: Average number of tickets send per node (rectangular scenario)

For the linear scenario in Figure 6.5(a), the overhead increases as more nodes are
introduced and later remains constant as the total number of nodes is increased further.
This result is consistent with the average number of neighbours per node. In fact,
the average overhead per node even decreases slightly with an increasing number of
nodes. The reason for this is the hidden terminal problem which we encounter in this
scenario. As nodes are arranged like pearls on a string in this scenario, the average
distance between them is higher than in the rectangular scenario. Thus, it is not always
possible for a node to reliably detect if the wireless medium is busy or not. Also, as we
use broadcasts to send our announcement messages, RTS/CTS cannot be used to notify
hidden terminals of transmissions of other nodes. However, this drop in overhead is
barely noticeable and the algorithm scales very well in this scenario.

Finally, we take a look at the number of servers that are created by the algorithm. To
allow for a better comparison between scenarios with a different number of nodes we
decided to show the average number of clients per server rather than the total number
of servers. Figure 6.7 shows these results again for the linear and for the rectangular
scenario. For the linear scenario, we have a constant number of four to five clients
per server. The two leftmost results are slightly smaller because the number of servers
as well as the total number of clients is low. In the rectangular scenario, we notice a
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Figure 6.7.: Clients per Server

similar pattern as seen in Figure 6.5(b). What happens here is that when the number
of nodes is low, a single server can provide services to all nodes in the network. As the
number of nodes increase, more servers are chosen but still some of our 50 simulations
can work with only a single server. This behaviour depends on how the random node
weights are distributed in the individual simulation. Still, the more nodes are present in
the network the less likely it is that only a single server is determined. As the network
size and also the packet loss increases, the number of clients per server comes back
down to a stable level that is similar to the results in the linear scenario.

From our analysis we conclude that the server selection algorithm scales well. It has
a low communication overhead which for the most part is unaffected by an increasing
number of nodes. In all scenarios the total traffic at any node is less than 1,500 bytes/s.
Furthermore, it determines a suitable number of servers and the average number of
clients per server is not dependent on the size of the network. We have also seen that
additional factors like network geometry and load can have a noticeable impact on how
many servers are created although the performance of the server selection algorithm
still remains reasonable under unfavourable conditions.

6.2.2. The Schoolyard Scenario

The schoolyard scenario is our first scenario for realistic mobile gaming. It comprises
an area of 200 m by 100 m and a number of stationary gaming nodes as well as mobile
background nodes. The initial position of all nodes is chosen randomly for every
simulation run and the background nodes are moved around according to the Gauss-
Markov mobility algorithm which we use to model pedestrian-like movement. For
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path loss and shadowing deviation settings for the signal propagation algorithm, we
used the values from our WLAN stack comparison in Section 6.1.3 which describe a
direct line-of-sight communication in an urban environment. Finally, no obstacles are
placed in this scenario as NS-2 does not support this feature. The simulation time for
the schoolyard scenario is 15 minutes. More details on this scenario can be found in
Chapter 2.

Table 6.7 shows the simulation results of the schoolyard scenario. It shows the different
numbers of game and background nodes. The background node traffic probability
shows the probability that a background node will produce traffic to a random node
in the network. The individual results for each parameter settings are divided into
two lines. The upper line shows results from our server selection algorithm namely
the server determination time which is the time it takes from algorithm startup until
it determines a server and the average number of clients per server. The second line
shows the simulation result from the game application’s point of view. The first value
is the playability time which is calculated as the average fraction of simulation time
that a node is in a playable state1. A higher value means a better playability for the
network in general and is a general metric to determine application quality although the
experience of an individual node may differ. The last value is the fraction of simulation
time that the node is in the lost state which means that the node has no solution from
the server selection algorithm. Ideally, the lost time should be low in our evaluation
as to indicate a continuous availability of a server. Each result represents the average
value from 20 simulation runs with the same parameter set but different random seeds.
We use similar tables to show the evaluation results for other scenarios and we have
chosen to present the results in this form so that they can be directly compared across
scenarios.

We now take a closer look at the results from the schoolyard scenario and explain
the reasons behind them. We start by looking at the determination time of the server
selection algorithm. We can see that the highest value is a couple of seconds which
decreases as the total number of game nodes increases. The reason for that is that a
certain node density and good network coverage is necessary for the server selection
algorithm to find a fast solution for every node. For our simulation runs with few game
nodes this is not always the case. Here, a single node that is far away from all other
nodes has difficulties in detecting them due their distance in the mobile network. We
have taken a closer look at the values for individual simulation runs and noticed that it
takes tens of seconds for these remote nodes to discover their neighbours and then for
the algorithm to calculate a solution while all other nodes have a determination time
below half a second. And because we use an average value of server determination

1The node states ’playable’ and ’lost’ are described in more detail on page 150.
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Game nodes 0 background nodes 5 background nodes 10 background nodes

Background node traffic probability 0%
0.4s / 3.7 1.7s / 3.6 5.3s / 3.5

5 92.9% / 2.0% 88.9% / 2.5% 90.1% / 2.7%
1.1s / 3.8 1.1s / 3.9 5.5s / 3.9

10 89.7% / 0.4% 91.5% / 0.1% 88.7% / 1.1%
0.6s / 2.9 0.4s / 3.0 0.4s / 3.5

15 81.75% / 0.3% 84.6% / 0.4% 87.8% / 0.3%
0.5s / 4.3 0.4s / 4.1 0.4s / 4.0

20 86.4% / < 0.1% 90.3% / < 0.1% 80.8% / < 0.1%
0.4s / 3.9 0.4s / 3.6 0.4s / 4.3

25 75.9% / < 0.1% 80.2% / < 0.1% 79.6% / < 0.1%

Background node traffic probability 50%
0.4s / 3.8 0.6s / 3.7 4.3s / 3.2

5 92.5% / 2.1% 91.8% / 1.7% 88.8% / 3.3%
1.1s / 3.9 0.6s / 3.9 1.7s / 3.6

10 90.4% / 0.1% 91.7% / 0.7% 87.0% / 2.2%
0.6s / 2.9 0.4s / 3.0 0.7s / 2.9

15 81.8% / 0.3% 86.7% / 0.3% 89.8% / 0.4%
0.5s / 4.3 0.4s / 3.6 0.4s / 3.8

20 86.4% / < 0.1% 88.3% / < 0.1% 83.5% / < 0.1%
0.4s / 3.9 0.4s / 3.7 0.4s / 3.5

25 75.2% / < 0.1% 80.5% / < 0.1% 76.9% / < 0.1%

Background node traffic probability 100%
1.3s / 3.8 3.3s / 4.0 3.4s / 3.4

5 89.9% / 2.9% 91.0% / 1.3% 87.2% / 4.2%
1.1s / 3.9 1.1s / 3.6 1.2s / 3.5

10 90.4% / 0.1% 91.1% / 0.7% 89.7% / 0.3%
0.6s / 2.9 0.5s / 3.1 0.5s / 3.1

15 81.8% / 0.3% 87.7% / 0.3% 85.5% / 0.3%
0.5s / 4.3 0.4s / 3.3 0.4s / 3.9

20 86.4% / < 0.1% 87.5% / < 0.1% 84.4% / < 0.1%
0.4s / 3.9 0.4s / 3.6 0.4s / 3.6

25 75.4% / < 0.1% 79.9% / < 0.1% 73.6% / < 0.1%

Legend avg. server determination time / avg. no. of clients/server
Playable time / No server time

Table 6.7.: Evaluation results: The schoolyard scenario
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time here, remote notes have a significant high impact on this value when the total
number of game nodes is low. We also calculated the 80 percentile value of the server
determination time which is below two seconds for all simulation runs. We can see
that as the number of game nodes increases, the server determination time comes down
to a more familiar value. The server determination time is not affected much beyond
normal fluctuation by the presence of background nodes regardless whether they create
background traffic or not.

The average number of clients per server mainly remains stable between three and
four with a few outliers above and below. There is no apparent pattern between the
different simulation runs. This value is smaller than what we have previously seen in
our scalability simulations in Section 6.2.1 which is reasonable as this scenario is large
and not so densely populated by nodes. Next we take a look at the time where nodes
are in lost state. Here, we notice higher values when the number of game nodes is low
which again is owed to the fact that a single node is positioned apart from other game
nodes. Like the server determination time, the lost time is also reduced significantly
with an increasing number of game nodes. In this scenario the simulation time was
15 minutes which means that a value of 0.1 % accounts for approximately one second
of simulation time.

Finally, we take a look at the playability time in the schoolyard scenario which looks
at network quality from the applications point of view. We would like to point out and
discuss two issues from our evaluation results. Firstly, we see that the values start at
90 percent for five game nodes and then decreases down to 73 percent as more game
nodes are introduced. Secondly, we notice that the presence of background nodes and
background traffic has no preeminent influence on our results. There are even some re-
sults which are better when more background nodes are configured to sent background
traffic. When looking through the detailed results from our simulations, we discovered
that the schoolyard scenario is, with some exceptions, mainly a single large collision
domain at least when it comes to interference. This means that the majority of nodes
are able to talk directly with other nodes while all data traffic can interfere with trans-
missions of other nodes. As a result, the network is more and more congested as more
nodes and more traffic is introduced. In Figure 3.2 we have shown our theoretical anal-
ysis that the wireless channel is occupied for half the time if 20 games nodes transmit
their game traffic at the highest possible data rate. This node number decreases further
if some nodes transmit at lower speeds. For contention-based networks like WLAN
50 % channel occupancy time is a lot and results in noticeable degradation in network
performance which is what we can see in our results as the number of game nodes in-
crease. This simulation result confirms therefore our theoretical analysis that starting
with 15 nodes the load of the network reaches a point where its load has a noticeable
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impact on game traffic performance.

Again we see little impact of our background traffic in results. The first and foremost
explanation for the lack of impact is that we use the TCP protocol to create background
traffic in our simulations which dynamically adapts its throughput as not to overload
the network. We have decided on using TCP for background traffic because it is the
most common protocol used in the Internet today. The second reason is that there is
already a number of constant bit rate UDP traffic from other game nodes present in the
scenario. In our simulations of the schoolyard scenario the average throughput for all
background traffic ranges from 57 to 142 kBit/s with peaks of individual connections
that reach an average of up to 922 kBit/s during the 15 minute simulation run. As all
background nodes move during the evaluation, we notice that node movement has a
large influence on background traffic throughput. Due to throughput fluctuations that
are caused by node movement our results are not conclusive as to how exactly a low
number of nodes effects background traffic with respect to network connectivity. How-
ever, we notice that for most of the simulation runs, average background throughput
is reduced noticeably as more nodes are introduced. This behaviour is coherent with
our previous conclusions of network congestion. Finally, we would like to point out
the fact that we created all simulation runs individually which includes movement and
initial node placement with different random seeds. This is the reason why Table 6.7
shows different results for simulations with zero background traffic probability.

In Figure 6.8 we show the evaluation details of three selected simulation runs with
five, ten and 25 game nodes respectively. It starts on the left with the activation of all
game nodes and shows 120 seconds of simulation time. Due to readability issues if
we would show the full data set, we decided to show the initial two minutes of each
simulation run only. To visualize the status of each node, we use the colour code which
we introduced in Section 6.1.4. We have chosen these three simulation runs because
they are quite typical for their specific set of evaluation parameters. Before we look
into details, we would like to mention that no conclusion can be drawn from the node
numbers to their actual position on the schoolyard meaning that for example Node #1
and Node #2 do not necessarily be close together on the schoolyard. Figure 6.8(a)
shows results from a small scenario of five game nodes and five background nodes
all of which make traffic of their own. Soon after the game nodes were started, the
server selection algorithm selects two nodes as servers. The first two nodes each select
one of these servers and their game traffic remains optimal for most of the time. Only
Node #1 experiences a brief moment of increased latency to its server. For Node #5
the situation is completely different as this node experiences problems right from the
start of the simulation. Like the first two nodes, its server selection algorithm receives
the announcements from at least one of the game servers and chooses the best one.

160



6.2. Evaluation Results

However, its game traffic experiences a loss rate of more than five percent for most of
the time. The periods in black indicate that no announcement was received from an
existing or prospective game server. Because announcements of the server selection
algorithm are sent directly using broadcasts, we can rule out the possibility of routing
problems as the reason behind this. It is more likely that Node #5 is positioned far
away from the other game nodes and has only an intermittent connection to the rest
of the network because the schoolyard area is only sparsely populated with the ten
nodes in this simulation run. We believe that the brief period of optimal operation for
Node #5 is caused by a passing background node.

We can draw several conclusions from this experiment. First of all and in certain
situations server selection announcements can be received successfully even if network
quality does not meet our game traffic requirements. We believe this is because these
announcements are even shorter than the game traffic itself and by using broadcasts
and consequently a low data rate, they are more resilient regarding outside interference.
Hence, it is advisable for an interactive application that encounters bad quality for its
traffic to switch to another server in the vicinity if available. Secondly, we believe
that in our schoolyard scenario this problem can be addressed by the user of node #5
because he will move to a better spot if he experiences major network problems while
other players encounter no problems at all.

The scenarios with a medium number of nodes are presented in Figure 6.8(b). Here we
can see that a suitable number of servers is chosen which remain stable throughout the
shown period. We also notice that game traffic remains within the required boundaries
and that only nodes #1 and #2 encounter some small time with high packet loss. In
this simulation run, we have enough nodes to cover the schoolyard effectively so that
game node density is sufficient to allow for a stable game for all nodes.

Finally, Figure 6.8(c) shows a schoolyard scenario simulation run with a high number
of nodes. We first notice a lot of problems with high packet loss or high round-trip
times throughout the picture. These problems are caused by congestion in the wireless
network which is overloaded by traffic from that many nodes. We can also see that
some clients experience only few or intermittent problems. We believe that those nodes
are at the edge of the simulation area where interference is lower than in the middle and
close to their respective zone servers so that the signal-to-noise ratio is comparatively
high. Also, moving background nodes can influence different parts of the simulation
area and their background traffic might help to push the game traffic above its limits.

We can also see in this figure that Node #8 was chosen as a game server and reverts
back to client status. This status change is caused by the high loss which leads the
server selection algorithm on Node #8 to believe that it has no clients anymore.
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(a) 5 game nodes / 5 background nodes / 100 % background traffic probability

(b) 10 game nodes / 10 background nodes / 100 % background traffic probability

(c) 25 game nodes / 10 background nodes / 100 % background traffic probability

No Server Selection Solution

Server Too little data for tfc analysisPacket loss too high

Traffic problemsOptimal operation Others
Legend

Client RTT too high

Figure 6.8.: Evaluation details of select scenarios (2 minute snapshot)
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The next thing we look at is the time where the application is not usable because of
network problems. We define a network outage for a node as the duration starting from
the time when necessary application-specific quality-of-service limits (in our case RTT
and packet loss) are exceeded until the time that they are met again. Figure 6.9 shows
a cumulative distribution function of network outage durations for all 45 schoolyard
simulations with different settings of node numbers and background traffic. We notice
that more than 90 % of all outages are smaller than a quarter of a second and less
than five percent take one second or longer. We can also identify the results with
significant longer outages as the simulation runs with few nodes. Finally, we analysed
the outages to see if we are able to find peaks or other anomalies that may hint at
mobility, routing or other network problems. But we were only able to find that the
percentage of outages below 250 ms increases with higher number of games nodes
which again hints at network problems when a high number of game nodes is present.

In summary, the server selection algorithm and the application work quite well in the
schoolyard scenario. We identified two problems regarding node connectivity and
network congestion that show the limits of WLAN rather than our approach.

6.2.3. The Train Scenario

The second scenario we look at is the train scenario. Here we have a narrow but
long simulation area of 3×175 meters which unlike the schoolyard scenario restricts
communication along the longitudinal axis. Also, the simulation time is one hour
which is four times longer than in the schoolyard scenario. Another difference is that
now game nodes and background nodes both have fixed positions which represent their
users sitting in their seat on the train. Due to a restriction of the network simulator NS-
2, we could not model any wireless signal attenuation between coaches which have
noticeable impact on signal strength in reality. Instead, we have increased the path loss
to account for obstacles such as seats, people, and internal train structures in general.
We have determined those through measurement in a regional train of Deutsche Bahn
between Braunschweig and Hannover. Again, we show our results by using average
values of 20 simulation runs per scenario setting.

Table 6.8 shows the evaluation results of the simulation of the train scenario. Although,
we are using the same presentation of proportions to distinguish between playable and
non-playable as in the schoolyard scenario, it should be noticed that one percent of
simulation time in the train scenario is actually longer than in the schoolyard scenario
because we now simulate a full hour instead of fifteen minutes. This means while the
numbers can be compared directly between scenarios, the actual user experience may
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differ. However, this is the case for all our results because we look at averages and not
at the individual user.

The train scenario starts with the same familiar pattern that we already recognized
in the schoolyard scenario, namely that it is difficult to achieve sufficient network
connectivity with five game nodes only. Again, we see that in this case playability
is low and the server determination time is high. For those areas where game nodes
can reach each other, the server selection algorithm still selects a suitable number of
servers with about 2.5 clients per server. Playability jumps up with ten game nodes
as network connectivity between the nodes increases though some nodes still have
connectivity problems as can be seen by the high server determination time and the
larger than usual time that a node has no server. With ten game nodes we also notice
by looking at the detailed results that some nodes had excellent connectivity while
others where still struggling with network connectivity. Starting with 15 game nodes,
we have sufficient node density to allow good network quality for all nodes which
improves further with 20 game nodes. In contrast to the schoolyard scenario, we do
not see any major congestion in the train scenario with 20 or 25 game nodes because
traffic at one end of the train does not affect nodes at the other end. Thus, the train
scenario is a multi-collision domain scenario and as such has a higher network capacity
than the schoolyard allowing more game nodes to operate in a satisfactory manner. On
the other side, the train scenario needs more game nodes in order to form a connected
network and to be playable at all.

The server selection algorithm exhibits similar characteristics in both scenarios. If
connectivity is low, the determination time can be very high up to the point where no
server can be selected at all. The server determination time for the simulation runs
with a higher number of game nodes is comparable to the schoolyard scenario with
about half a second to determine or select a suitable server. Still, the number of clients
per server is generally lower than in the schoolyard scenario which is owed to the fact
that we adjusted the range of the wireless radios to simulate for obstacles as mentioned
before and that the train scenario has a different shape so that nodes are more spread
out. Still, the server selection algorithm is able to achieve about 2.5 to 3 clients per
server. As with the schoolyard scenario, we again see no large impact of background
traffic.

Figure 6.9(b) shows the CDF for network outages for the train scenario. We can see
that the graph is steeper than in the schoolyard scenario which hints at the point that
network congestion is of lesser importance here. Furthermore, we can clearly distin-
guish the simulation runs with a low number of game nodes where network connec-
tivity problems have an impact on outages. The rest shows better performance than in
the schoolyard scenario which is in line with our conclusions.
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Game nodes 0 background nodes 5 background nodes 10 background nodes

Background node traffic probability 0%
79.3s / 2.7 210.4s / 2.7 215.1s / 2.6

5 67.8% / 14.4% 66.7% / 9.7% 63.0% / 17.8%
19.3s / 2.5 6.3s / 2.3 82.8s / 2.2

10 91.7% / 1.2% 93.1% / 0.4% 87.9% / 6.0%
1.0s / 2.9 1.7s / 2.8 1.6s / 2.5

15 95.7% / 0.3% 94.2% / 0.3% 95.8% / 0.9%
0.5s / 3.0 0.4s / 2.9 0.4s / 3.0

20 98.4% / <0.1% 98.0% / <0.1% 98.0% / <0.1%
0.42s / 3.2 0.4s / 3.1 0.5s / 2.9

25 97.5% / <0.1% 97.4% / <0.1% 93.9% / <0.1%

Background node traffic probability 50%
103.8s / 2.8 138.1s / 2.4 196.2s / 2.6

5 67.4% / 13.3% 65.4% / 15.5% 61.9% / 20.2%
16.2s / 2.5 6.3s / 2.3 82.8s / 2.2

10 91.9% / 1.0% 93.1% / 0.4% 87.9% / 6.0%
1.0s / 2.9 1.8s / 2.8 1.6s / 2.5

15 95.7% / 0.3% 93.6% / 0.9% 96.3% / 0.8%
0.4s / 3.0 0.4s / 2.9 0.4s / 3.0

20 98.3% / <0.1% 98.1% / <0.1% 97.6% / <0.1%
0.4s / 3.1 0.4s / 3.0 0.4s / 2.9

25 97.6% / <0.1% 97.5% / <0.1% 98.5% / <0.1%

Background node traffic probability 100%
108.6s / 2.7 138.1s / 2.4 124.3s / 2.2

5 66.6% / 14.2% 65.4% / 15.5% 63.2% / 23.2%
19.1s / 2.5 7.2s / 2.3 29.8s / 2.5

10 92.4% / 0.03% 92.6% / 0.3% 91.9% / 3.0%
1.1s / 2.9 0.7s / 2.6 1.8s / 2.4

15 95.4% / 0.4% 95.1% / 0.8% 96.6% / 0.8%
0.4s / 3.3 0.5s / 2.9 0.4s / 3.1

20 98.2% / <0.1% 98.1% / <0.1% 97.5% / < 0.1%
0.4s / 3.3 0.4s / 3.0 0.4s / 2.8

25 97.6% / <0.1% 97.3% / <0.1% 96.4% / 0.4%

Legend avg. server determination time / avg. no. of clients/server
Playability time / No server time

Table 6.8.: Evaluation results: The train scenario
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6.2. Evaluation Results

Summarising the train scenario, we have shown that we need at least ten to 15 game
nodes in a common inter-city train to provide the coverage needed for a suitable net-
work quality. Due to the fact that our network simulator does not support real obsta-
cles, we expect this number to be rather optimistic. In Chapter 2 we assumed a seat
occupancy ratio of 2/3 for our train resulting in 287 people total. Assuming further
that we need at least 20 people with game nodes to allow sufficient connectivity, we
require a game node penetration ratio of at least 7 % of all people on board. Also and
in contrast to the schoolyard scenario, people cannot move to a different position in
the train as easy as before because they have seat reservations, heavy luggage or they
cannot move to first class with a second class ticket. But apart from the connectivity
problem with low number of game nodes, the train scenario performs surprisingly well
because its reduced wireless transmission ranges reduce a node’s range of interference.
For the server selection algorithm, the train scenario is more challenging mainly be-
cause of it’s one-dimensional shape. Still, it can provide satisfactory performance for
individual nodes under problematic network conditions.

6.2.4. Stress Test Scenario

The stress test is the final scenario in our evaluation. In contrast to our initial belief that
game nodes are static, we wanted to create a fully mobile scenario in which we can test
the performance of our server selection algorithm. Thus, we again simulate the school-
yard scenario but with all game nodes moving around according to the Gauss-Markov
algorithm. Table 6.10 shows the results of the stress test scenario. As expected the per-
formance is generally similar to the schoolyard scenario. At five game nodes we start
with good results which are a bit impaired by reduced network connectivity between
the game nodes. Like in the schoolyard scenario, the average server determination
time and the time without a server comes down as the number of game nodes increase.
At the same time, playability decreases because of increased network load. Generally,
we can say that game node mobility does not have a significant impact on the game
playability or the performance of the server selection algorithm in this scenario. How-
ever, we see an increased variance in the simulation results with either decreased or
increased performance between different simulation runs with the same parameter set.

We calculated the differences in playability time between the original schoolyard and
the stress test scenario to see if we can determine a pattern for these differences. They
are shown in Table 6.9 taking the schoolyard scenario as base. By comparing results
from both scenarios, we noticed a slight performance advantage in the schoolyard
scenario with increased background traffic. We haven taken a deeper look into the
background traffic details to see whether it can explain these differences. Generally,
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Game nodes 0 background nodes 5 background nodes 10 background nodes

Background node traffic probability 0%
5 -3.2% -3.1% -3.7%
10 +3.9% -2.9% +1.7%
15 +4.0% +0.1% -8.1%
20 -2.3% -11.3% +0.4%
25 +8.7% -6.6% -2.1%

Background node traffic probability 50%
5 -2.1% +0.8% +2.3%
10 +3.2% -1.9% +1.5%
15 +4.3% -5.6% -6.4%
20 -2.3% -7.9% +2.9%
25 -1.9% -2.3% -0.8%

Background node traffic probability 100%
5 +1.5% -0.2% -1.6%
10 +3.4% -3.6% -1.7%
15 +4.5% -6.1% +2.2%
20 -4.9% -7.9% -2.1%
25 +7.5% -4.8% +3.0%

Table 6.9.: Playability time differences between schoolyard and stress scenario
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6.3. Chapter Summary

background traffic is highly variable in both scenarios due to the variable initial place-
ment and the mobility of background nodes. However, the average background traffic
throughput is about the same in both scenarios with only a few minor exceptions.
Hence, there is no direct correlation in either direction between the variation of back-
ground traffic throughput and playability time. Furthermore, an analysis of the game
traffic itself gave us no additional insight on what might have caused the fluctuation of
our simulation results.

Concluding the simulation results from the stress test scenario, we see no noticeable
impact on performance due to mobility of the game nodes. Especially playability, the
average number of clients/server or the server determination time are well comparable
with our results from the schoolyard scenario which are good for a medium number
of nodes and at least sufficient for a low or high number of nodes. However, variation
caused by node mobility may have an individual effect on the network performance
perceived by the individual user so that his experience may be different.

6.3. Chapter Summary

In the evaluation, we started by looking at different methods to determine the per-
formance of the server selection algorithm and a multi-player game application in an
ad-hoc scenario. We found that simulation is a good trade-off of all evaluation meth-
ods because it offers reproducible results with good time accuracy which is important
when measuring latency-sensitive applications. We then looked at two different NS-
2 simulators with different WLAN stacks in detail and compared their results with
a simple real world measurement to get an impression of their accuracy. We found
that both simulators had various shortcomings regarding their available propagation
model, variable changes in data rates between multiple transmissions, and how re-
transmissions are handled. We found that especially the latter two would be important
for latency-sensitive applications as they have a direct influence on latency, latency
variation and packet loss. By comparison we found that our improved version of NS-2
using the INRIA WLAN stack provided the most accurate replay of our measurement.

We then described our example application which was designed to resemble the net-
work behaviour and traffic characteristics of the multi-player game ’CounterStrike’
which is well-discussed in the literature. We also showed our evaluation method us-
ing node colouring and calculating average results for individual parameter settings
to present our evaluation results so that they are easily comprehensible and compara-
ble between different scenarios. We split our simulations in two parts. We started by
looking at two artificial scenarios to determine the general overhead and scalability of
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Game nodes 0 background nodes 5 background nodes 10 background nodes

Background node traffic probability 0%
1.7s / 3.4 0.7s / 3.6 0.7s / 3.8

5 89.7% / 1.8% 92.0% / 1.6% 93.8% / 2.5%
2.8s / 3.9 0.5s / 2.9 3.4s / 3.5

10 93.6% / 1.1% 88.6% / 1.1% 90.4% / 1.2%
0.4s / 3.6 0.7s / 3.6 0.5s / 3.7

15 85.8% / 0.2% 84.7% / 0.1% 79.7% / 0.4%
0.4s / 3.9 0.4s / 3.7 0.4s / 3.7

20 84.1% / 0.1% 79.0% / 0.1% 81.2% / 0.1%
0.4s / 4.2 0.4s / 4.3 0.4s / 4.4

25 84.2% / 0.1% 73.6% / 0.2% 77.5% / 0.1%

Background node traffic probability 50%
1.7s / 3.6 0.8s / 3.8 2.5s / 3.3

5 90.4% / 1.8% 92.6% / 1.7% 91.1% / 3.6%
3.1s / 4.0 0.7s / 3.0 1.3s / 3.7

10 93.6% / 1.2% 89.8% / 1.2% 88.5% / 0.6%
0.4s / 3.7 0.4s / 3.4 0.6s / 3.1

15 86.1% / 0.2% 81.1% / 0.1% 83.4% / 0.4%
0.4s / 3.9 0.4s / 3.5 0.4s / 3.2

20 84.1% / 0.1% 80.4% / 0.1% 80.6% / 0.4%
0.4s / 4.3 0.4s / 4.0 0.4s / 3.8

25 83.3% / 0.1% 78.2% / 0.2% 76.1% / 0.1%

Background node traffic probability 100%
1.7s / 3.7 1.4s / 3.6 3.3s / 3.1

5 91.4% / 1.8% 90.8% / 2.0% 88.8% / 2.6%
5.1s / 4.0 2.7s / 3.3 0.7s / 3.2

10 93.8% / 1.6% 87.5% / 1.4% 88.0% / 1.0%
0.4s / 3.6 0.4s / 3.4 0.6s / 3.1

15 86.3% / 0.2% 81.6% / 0.1% 87.7% / 0.4%
0.4s / 4.0 0.4s / 3.3 0.4s / 3.2

20 81.5% / 0.1% 79.6% / 0.2% 82.3% / 0.5%
0.4s / 4.2 0.4s / 4.3 0.4s / 3.5

25 82.9% / 0.1% 75.1% / 0.1% 76.6% / 0.2%

Legend avg. server determination time / avg. no. of clients/server
Playability time / No server time

Table 6.10.: Evaluation results: The stress test scenario
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the server selection algorithm before moving on to three real-world scenarios. In the
artificial scenarios, we found that the server selection algorithm’s performance is good
in a single or multiple collision domain scenario as well as in a sparsely or densely
populated area. In all situations, it was able to determine a suitable number of servers
with the client/server ratio usually above four in less than a third of a second. Also,
our server selection algorithm sends only very few data itself (less than 100 bytes/s per
node) which remains nearly constant if the total number of network node increases. In
all simulations the combined traffic (sending and receiving) at any node was always
below 1.5 kBytes/s.

We then moved on evaluating our example application in a schoolyard and in a train
scenario. Both scenarios included moving nodes that introduced TCP background traf-
fic whereas the game nodes remained on their initial random position. We found the
performance of the application as well as the server selection algorithm to be good
often allowing network traffic between server and clients to match the QoS require-
ments of the application in more than 85 % of the simulation time. The remaining
times were often small network problems that lasted less than a second. We also dis-
covered some problematic situations where the network was too sparsely populated to
maintain a good network connection among the game nodes. In this case, the server
selection algorithm took a long time on average to find a server if it was found at all.
Furthermore, we confirmed our justified assumption from Chapter 3 regarding network
overload with more than 20 nodes. Our simulation data showed a noticeable degrada-
tion of game performance with 25 game nodes. Still, the server selection algorithm
performed well in this overload situation. In the train scenario the performance for a
high number of game nodes was better and showed no service degradation at all. We
found the reason to be the presence of multiple collision domains in the train which in
sum provide more network bandwidth. In this case, the smaller transmission ranges of
the wireless radios were actually an advantage over the long-range transmission in the
open-area schoolyard. Still, network connectivity problems for simulations with five
game nodes existed in both scenarios.

Our final scenario was the so called stress scenario, an amended schoolyard scenario,
in which the game nodes now moved as well. The results showed many similarities
with the original schoolyard scenario, although the variance for the individual results
where higher due to increased node mobility. In all scenarios, the server selection
algorithm was able to find suitable servers that allowed at least sufficient playability.
Without regarding the simulation runs with only a few game nodes that had connectiv-
ity problems, servers were determined in less than half a second and each server had
between 2.5 and 3.5 clients on average.
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7. Conclusion and Outlook

Wireless networks have become an important part of our life providing telephony and
data services virtually everywhere. From an economical point of view it is, however,
unreasonable to deploy a dense network of base stations nationwide to provide for
blanket coverage high-speed data access everywhere. As a result, in rural areas or dur-
ing travel it can be challenging to keep a constant high speed data connection to a fixed
network infrastructure. From a technological point of view, direct communication be-
tween mobile devices that are in close proximity is a more efficient way of using the
wireless medium instead of transmitting through intermediary base stations. Mobile
ad-hoc networks (MANETs) allow this form of free and direct communication. Still,
the question remains if they can achieve sufficient performance to support low-latency
interactive applications.

In this thesis, we analysed the network requirements of latency-sensitive applications
and the delay of wireless LANs. To achieve the necessary performance in mobile ad-
hoc networks, we proposed several quality of service enhancements. By introducing
our zone server approach, we create a hybrid multi-server architecture that is able to
cope with high application requirements in a changing environment. With its server
selection algorithm, a number of suitable, redundant zone servers are determined and
maintained throughout the running period of the application. By using an enhanced
simulator for mobile networks and realistic scenarios, we showed that interactive ap-
plications can be successfully used in MANETs.

7.1. Contribution

This thesis provides contributions in three main fields. The following list presents our
achievements and provides a small summary for each contribution:

Latency and quality of service in mobile ad-hoc networks

• Analysis of latency in a mobile ad-hoc network
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We modified a Linux WLAN driver to record detailed timing information in a
real-time measurement. By correlating data from sender and receiver we were
able to brake down end-to-end delay into basic elements and analyse the most
prominent factors for latency in a WLAN ad-hoc network.

• Capacity estimation for a mobile gaming application

By using a time budget model, we calculated the maximum number of players
that a single WLAN collision domain can theoretically support. For the multi-
player game ’CounterStrike’ we found that IEEE 802.11b can support less than
16 players. The newer IEEE 802.11g can support a maximum of about 36 sta-
tions under ideal conditions.

• Quality of service enhancements for mobile ad-hoc networks

Our preliminary evaluation showed that the network requirements of latency-
sensitive applications cannot be met by a mobile ad-hoc network with back-
ground traffic. We introduced several QoS enhancements that achieve the nec-
essary performance with a maximum of three hops. We also showed that AODV
is the most suitable ad-hoc routing protocol and that only up to six low-layer
retransmissions are beneficial for the application.

Server-based architecture for mobile ad-hoc networks

• The zone server architecture

We introduced a novel architecture for mobile ad-hoc networks. The zone server
approach combines client-server as well as peer-to-peer elements and supports
mobility. Multiple zone servers are each responsible for distinct part of the net-
work.

• The server selection algorithm

The server selection algorithm is a fully distributed and scalable approach to
select servers in the zone server architecture with low overhead. During node
mobility the algorithm automatically adapts to changes in the network environ-
ment. We have build an implementation in C++ for the NS-2 simulator.

Simulation of mobile ad-hoc networks

• Specific scenarios for mobile gaming

We defined the schoolyard during a break, a train station and a train ride as
realistic scenarios for mobile gaming. We then use each scenarios to deduct
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specific simulation parameters for our evaluation. For the train scenario we also
present real-world measurements.

• Improvements to the NS-2 simulator

We improved the NS-2 simulator because we noticed various shortcomings dur-
ing our preliminary evaluation. We implemented the ARP request retries so that
TCP background traffic is established reliably. We also reduced the transmission
rates of broadcasts, implemented ad-hoc beacons and adapted reception thresh-
old to met the characteristics of a current interface card.

• Comparison of results from real-world measurements and network simulation

We compared different WLAN stacks and settings for the NS-2 simulator to
achieve a realistic evaluation in terms of latency and packet loss. Together with
our own improvements we were able to recreate a real-world measurement in
the simulator with an error of 4.4 % for latency and an absolute error of 0.7 %
for packet loss.

• Evaluation of a mobile gaming application in MANETs

We evaluated the zone server architecture in three different scenarios. For the
most part, our results show that the application’s network requirements can be
fulfilled for 85 – 98 % of the simulation time. We identified network overload
and node connectivity as restrictive factors in our evaluation.

7.1.1. Evaluation Results

In the first part of our evaluation, we tested the scalability of the server selection al-
gorithm in a theoretical linear and rectangular scenario. We showed that the average
zone server determination time and the data sent by each node remains constant when
the total number of nodes increases. Also the number of zone servers in relation to
the total number of mobile nodes was nearly constant when the number of nodes was
increased. We concluded that the server selection algorithm is very scalable and pro-
duces low overhead.

In the second part of our evaluation, we analysed the performance of a fast-paced
multi-player game in three different scenarios. In the schoolyard scenario, the server
selection algorithm as well as the application performed well. The main problem oc-
curred when the total number of nodes reached 25 and the performance suffered from
an increasing congestion of application traffic in the network. In contrast, the train ride
scenario performed better in terms of node scalability because here communication
range is lower than in the open space schoolyard. Hence, the application performed
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well even with 25 mobile nodes. However, network connectivity was a problem in the
train ride scenario when the total number of nodes was low. Finally, we looked again
at the schoolyard scenario but with higher node mobility and found similar results as
before.

In conclusion, our evaluation showed that our approach is scalable and able to support
interactive latency-sensitive applications in mobile ad-hoc networks. As wireless tech-
nology advances further and offers more network resources, future networks will be
able to support a higher number of concurrent operating mobile nodes. Network con-
nectivity problems may also be alleviated with better wireless transmission methods,
however, the integration of existing infrastructure nodes might be be more helpful in
these situations.

7.2. Future Work & Outlook

There is a famous quote from Leonardo da Vinci which says ,,Art is never finished,
only abandoned”. And because da Vinci can be called a part-time scientist from today’s
point of view, the same holds true for any scientific research as well. Consequently, a
number of ideas exist to enhance or extend our work further which we point out in this
section.

In this thesis, we measured a single-hop wireless LAN network and simulated more
complex multi-hop networks with a larger number of nodes. Because of the lack of
proper low-level measurement and analysis tools for off-the-shelf WLAN hardware,
we developed our own tools and modified WLAN driver. We can build on this work to
improve the frame logging mechanism for high packet rates and extend our latency
analyser to support the inspection of multi-hop traffic. Together, these extensions
would allow to measure not only multi-hop scenarios but also the latency of traffic
in a congested environment. Both results could then be used to refine the parameters
of our network simulation and test our approach more realistically.

In MANETs, many applications and protocols require information about their immedi-
ate neighbourhood. Examples are service discovery protocols, routing protocols, and
our server selection algorithm. Usually, the required information is sent periodically
by every node in the network. For network performance reasons, these announce-
ment messages or beacons are kept very small. But in IEE 802.11 they still require
a complete transmission cycle including inter-frame spaces, headers and possibly a
congestion period. Furthermore, as they need to be broadcasted to other nodes the
standard does not allow these frames to be sent with high transmission rates. If nodes
start sending out multiple beacons for various purposes, the wireless medium is used
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quite inefficiently. A better way is to introduce a general announcement protocol for
mobile ad-hoc networks which can combine announcements of one node in a single
message thus reducing the overhead of multiple transmissions. Moreover, it may be
prudent to put this service on the data link layer so that regular IEEE 802.11 broadcast
messages about the service set ID (SSID) can be included as well.

To prevent network overload, a transmission power management scheme is useful
when lots of nodes are present in a mobile ad-hoc network. It decreases the trans-
mission range so that the receiver can safely pick up the data while at the same time
the congestion area of a transmission for other nodes is reduced. While this approach
can increase the throughput in a wireless network and allow more concurrent mobile
nodes, it also introduces additional risks for latency-sensitive applications. By restrict-
ing the transmission power of a sender, the signal becomes weaker at the receiver and
the probability that it cannot be received correctly gets higher. This may lead to a
higher packet loss or higher latencies and increased delay variation in cases where
packets need to be retransmitted. Also, the load on the network is higher if the number
of retransmissions increases. On the other side, a lower signal strength means less
interference for other nodes and improves their chance of transmitting or receiving
packets simultaneously, thus improving the throughput of the mobile ad-hoc network
in general. More research in this area is needed to determine a good and suitable
trade-off to improve network performance in MANETs.

Finally, the server selection algorithm can be extended to give special attention to fixed
infrastructure nodes. Currently, the zone server architecture assumes that all nodes are
potentially mobile. While this approach also works with fixed nodes, it does not take
into account that fixed nodes usually have an unlimited amount of energy and often a
fair amount of processing power as well. Thus, they could serve as server-only nodes
that can always maintain their role even if no clients are currently nearby. With an
uplink to the Internet, fixed nodes can also serve as a gateway between instances of an
application running in the mobile ad-hoc network and in the Internet.
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A. Appendix

A.1. List of Parameters for the Server Selection
Algorithm

We present a complete list of algorithm parameters as well as their default values in
our implementation.

• Weight (Default: none - in our evaluation: uniformly distributed integral number
between 0 and 63)
The weight defines the capabilities of a node to become a server. A value of zero
means that the node is unable to become a server. A node with a higher weight
is better suited for the server role than a node with a lower weight.

• Discovery interval 1 (Default: 100 ms)
The first discovery interval is used during the discovery phase of the server se-
lection algorithm or anytime a client does not have a server. It determines that
a node waits between the transmission of two successive announcement mes-
sages. During the discovery phase, the neighbour table is initially filled with
data from the announcements of other nodes so this interval should be compar-
atively small. The actual delay between two announcement messages is varied
by ±20 % using a uniformly distributed random variable to reduce collisions in
the network.

• Discovery interval 2 (Default: 500 ms)
The second discovery interval is used in all other phases when the node itself
is a server node or has determined its server. Here, changes in the network still
need to be detected but is it advisable to reduce the overhead of announcement
messages. Again, the interval is varied by ±20 %.

• Neighbour expire time (Default: 3 s)
Each node maintains its own neighbour table in which it stores information about
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neighbouring nodes. When no announcement message is received from a node
for this amount of time, the node is removed from the neighbour list.

• minTx(Default: 3)
MinTx is the number of announcement messages that the local node must be
sent during discovery phase before it can proceed to the selection phase. The
reason for this variable is to prevent a premature transition to the next phase in
cases when announcement messages are lost early on. It should be defined as
a trade-off between the required minimum converging time of the server selec-
tion algorithm and the time it takes to get good information about the network
neighbourhood.

• maxTx(Default: 10)
This value defines the maximum number of announcement messages that the
local node sends before it is forced into selection phase. This value is used as
a safeguard so that the algorithm always reaches the next phase even if a node
keeps changing its announcement messages either abuseivly or by mistake.

• Expired clients timeout (Default: 10 s)
When a client did not send a request to the server for this amount of time, it is
removed from the server’s list of clients. This list is used by the server to keep
track of the total number of clients to see if it’s server role is beneficial to the
network. A server with no more clients besides itself automatically reverts back
to the client role.

• Dropped server interval (Default: 30 s)
When a node drops its server role because it has no remote clients anymore, it
is prevented from assuming the server role again for this period of time. This
prevents accidental oscillations of the server status of a node. A value of zero
disables this feature.
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A.2. Latency Measurement

In Chapter 5 we describe the analysis of our WLAN latency measurement the help of
our modified WLAN driver. This experiment uses two notebook computers and the
application ’ping’ to analyse the delay behaviour of request and response packets on
a wireless network. In this section, we will explain in more detail how the individual
values were measured. In our WLAN driver we implemented the following three ad-
ditional functions to record events as well as record additional data about them. For
all events a high-precision time-stamp that uses the CPU’s internal time stamp counter
(TSC) is stored.

• The queuing event (queue)
The queuing event triggers when a data frame is passed on by the WLAN driver
from the local networking stack to the WLAN hardware. The hardware then
queues the frame until the medium is free so it can be transmitted. The queu-
ing event stores the IP address of sender and receiver as well as the type and
sequence number of the ICMP packet to allow correlation later on. Addition-
ally, the memory address of the data frame is stored to be able to associate the
following transmission event with this particular data frame.

• The transmission event (send)
The transmission event records the successful or unsuccessful sending of a data
frame. This event is triggered by an interrupt of the WLAN hardware as soon as
the transmission of a frame is complete. For a transmission event, a number of
additional data is collected. First of all, the memory address of the data frame
that was given by the WLAN hardware is stored to correlate this transmission
with a previous queuing event. Also, data about the transmission itself like if it
was successful or if an error occurred, the number of retransmissions if any, the
transmission speeds and the signal strength of the received acknowledgement
from the receiving station.

The time that passes between a queuing event and a transmission event contains
the contention phase, the time that it takes to transmit the frame including any
retransmissions, and the inter-frame spaces as defined in the IEEE 802.11g pro-
tocol. By using the collected information, we can then calculate all transmission
times and inter-frame spaces and subtract them from the time period. We define
the remaining time as the queuing time of the data frame which comes from any
contention phase or time periods when the medium was busy.

• The reception event (recv)
The reception event is also triggered through an interrupt by the WLAN hard-
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ware to tell the driver that a frame has been received successfully. For a reception
event the signal strength, transmission rate, error status as well as IP addresses,
type and sequence number of the ICMP packet are stored.

Data from the reception event of an response packet is used together with the
transmission event of the corresponding request packet to determine the over-
head by the kernel on the local machine. This value is calculated By comparing
the round-trip time in the WLAN driver and of our ping application.

To explain our approach in detail, Figure A.1 presents an example of the measurement
of a single ICMP request/response pair. We can see one node on the left and another
on the right side which communicate through wireless LAN. Both nodes are shown as
a simple networking stack. The black circles with white numbers show the sequence
of actions and events which we will referer to below.

1 Application sends request packet

The ping application sends an ICMP request packet and records the time treq

at which it submits the packet to the networking layer. By using tresp later on,
ping can calculate the round-trip of the packet pair. For our measurement, we
have added high-precision timestamping to the ping application as to calculate
the time delay inside the kernel. The networking stack converts the packet into a
frame and sends it on to the WLAN driver. Our driver records another timestamp
treq−queue as it sends the frame to the WLAN hardware.

2 WLAN driver queues request frame to hardware

The WLAN hardware stores the data frame for transmission until its clear chan-
nel assessment (CCA) function shows a free medium and all necessary WLAN
protocol requirements (e.g a DIFS waiting time after each transmsission) has
been fulfilled.

3 Request frame is transmitted via WLAN to node #2

The request frame is transmitted over the wireless channel. The sender then
waits from an acknowledgement from the receiving node. If this acknowledg-
ment is not received the request frame is scheduled to be retransmitted.

4 Request frame is received by node #2

When the request frame is received, the WLAN hardware triggers an interrupt
to inform the driver that a new frame is available in its buffer. At this time,
our WLAN driver triggers an reception event and records the time of arrival
of the request frame treq−recv. Additional information like the received signal
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strength, the status of the checksum, the actual tranmsission speed and more are
also available at this stage.

5 Acknowledgement sent for request frame

The request frame is received by node #2 and the WLAN hardware automati-
cally sends an acknowledgment back to node #1. This event is also recorded by
the WLAN driver as treq−ack−send. Although a control frame is being sent out,
the hardware creates a reception event for each acknowledgement. Acknowl-
edgments are sent automatically by the hardware because of their hard time con-
straints, an acknowledgement has to be sent directly after a data frame has been
received plus the SIFS waiting time. To cirumvent the fact that the WLAN driver
has no prior knowledge of an acknowledgment, the event sent by the hardware
is actual a reception event of its own acknowledgment.

6 Acknowledgement received by node #1

Upon reception of the acknowledgment from node #2 the WLAN hardware trig-
gers an interrupt to signal a transmission event. This time is recorded as treq−send.
On node #1 the time between the queuing of the request frame treq−queue and the
transmission event treq−send is the sum of the following items:

– The time that the node has to wait until the medium is free

– A DIFS waiting period and a contention phase in case the medium was
busy with a prior transmission

– The transmission of the request frame

– A SIFS waiting period

– The transmission of the acknowledgment frame

In case of either the request frame or the acknowledgment was lost during trans-
mission or a collision occured, the same items are repeated for a retransmission.
Based on our timestamps and the data from the events we are able to calculate
the theoretical duration of each item but the first one. Unfortunately, there is no
off-the-shelf WLAN hardware that allows direct access to the CCA function or
details of the contention phase. Therefore, we defined the contention and con-
gestion time as the time measured between treq−queue and treq−send and substract
our calculated time values for all transmissions and inter-frame spaces. Finally,
we perform additional test to check the consistency of our results.
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7 Handling the request packet

On the receiving node #2, the request frame is unpacked by the Linux network-
ing stack and passed on to the functions that handle ICMP requests. In Linux
like in most operating systems, ICMP is handeled directly inside the kernel with-
out the need for any application program. It generates an ICMP response packet
with the same sequence number as the request and send a response frame back
to the WLAN driver for transmission.

8 Sending the response frame

The WLAN driver sends the response frame to the WLAN hardware and stores
the queuing time tresp−queue. Again, a transmission event is sent by the hardware
to the driver when the frame has been sent as well as notification that an acknowl-
edgment has been sent. This procedure is the same as previously discussed in
step 2.

9 Response frame is transmitted via WLAN to node #1

The respsonse frame is transmitted to node #1 which it sends an acknowledge-
ment upon reception. Again, the frame may be retransmitted if either the frame
or the acknowledgment get lost or if a collision occurs.

10 Reception of the response frame

After the WLAN hardware received the response frame it triggers an interrupt
to inform the WLAN driver about this reception event. The WLAN driver stores
the current time as tresp−recv. Also, notification of the corresponding acknowl-
edgement is sent to the WLAN driver. While information about of acknowl-
edgments is not needed to perform our latency analysis besides the fact that an
acknowledgement has been sent and at which transmission speed, it provides in-
teresting insight on how often acknowledgements were lost. When an acknowl-
edgement is lost, the data frame itself was successfully received. But as the
sending node does not receive an acknowledgment an unnecessary retransmit is
triggered. While we did analyse this behaviour in detail, we did not include our
results here as they in our case have had little impact on latency.

11 Recepetion of the response packet at the application

The received response frame is processed by the Linux networking stack and
queued in the receiving socket buffer for the application. As soon as the ap-
plication is scheduled to run by the operating system, it reads its buffer and
timestamps the reception of the response packet (tresp). The time between the
reception of the packet at the WLAN driver (tresp−recv) and the reception at the
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application (tresp) is also added to the local kernel overhead. Because we did
not use an application on node #2, we define the total kernel overhead in this
scenario as two times the kernel overhead in node #1.

12 Round-trip time calculation

Finally, the application uses treq and tresp to determine the round-trip time of the
request/response pair. Later, during the offline evaluation, we use all measured
and all calculated values to perform serveral plausibility checks as to ensure the
validity of our results.
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A.3. Preliminary Evaluation - Additional Details

This section presents additional results from the preliminary evaluation in Chapter 5.
The following Figures A.2, A.3, and A.4 show the individual results for latency, la-
tency variation and packet loss for the discussed QoS mechanisms. They show that
RTS/CTS adapation has a positive influence on all three values. Additionally and as
previously mentioned in Chapter 5, priority queuing and rate control have a larger im-
pact on packet loss. Here we also see that timeouts or early discard has a mentionable
impact mainly because it generally reduces the network load in our scenario. Fig-
ures A.5 – A.8 show the effect that our quality of service methods have an low priority
background traffic.

Figure A.2.: Average one-way latency for high priority traffic (individual impact, from
[160])
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Figure A.3.: Average one-way delay variation for high priority traffic (individual im-
pact, from [160])

Figure A.4.: Average packet loss for high priority traffic (individual impact, from
[160])
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Figure A.5.: Average one-way latency for low priority traffic (individual impact, from
[160])

Figure A.6.: Average packet loss for low priority traffic (individual impact, from [160])
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Figure A.7.: Average one-way latency for low priority traffic (combined impact, from
[160])

Figure A.8.: Average packet loss for low priority traffic (combined impact, from [160])
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